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1. Introduction
Software architecture research is receiving increased amounts of attention in academia as
well as in industry. Therefore, in 1997 the initiative was taken by the University of Karlskrona/Ronneby to start a network of academic and industrial partners, SARIS, interested in
various aspects of software architecture. The intention of the SARIS (Software Architecture Research in Sweden) network is to bring together partners with common interests,
exchange experiences through the mailing list and regular meetings and to develop cooperation wherever possible.
The term software architecture is somewhat overloaded, but most experts agree that it primarily refers to the top-level decomposition of a system into its main components and the
interaction between these components. A second aspect is that software architecture
design is primarily concerned with the non-functional requirements (also properties or
quality attributes) of software systems, rather than their functionality. Attributes can be
categorized into operational attributes, such as efficiency, reliability, robustness and correctness, and development attributes, such as maintainability, flexibility and reusability.
The architecture structures the functionality required from a system such that the nonfunctional requirements are fulfilled.

2. Workshop Topics
The aim of the first nordic workshop on software architecture (NOSA ‘98) is to bring
together professionals from academia and industry to exchange ideas, experiences and
identify obstacles in the domain of software architecture. The intention of the workshop is
to facilitate an explicit interaction between industry and academia, based on the underlying philosophy that progress in research is achieved in the meeting of these two entities.
In the call for papers the topics of interest for the workshop were defined. These include,
but are not restricted to, the following:
•
•
•
•
•
•
•
•

Architecture evaluation
Designing architectures
Composition of architectures
Architecture documentation
Architectural issues in software development processes
OO architectural styles
Component technologies and architectures
Architecture recovery/mining
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•
•
•
•

Architecture reengineering
'Domain creep'
Experiences
Tool support

3. Workshop papers
The workshop papers in these workshop proceedings capture a wide range of topics in or
related to the domain of software architecture. Bratthall and Runesson discuss experiences
from an architecture recovery project in the domain of embedded systems. Dynamic architectures and design for quality attributes are the topic of Andersson’s paper. Persson pursues the notion of the software chip and related component model approaches, whereas
Weck and Buchi discuss typing issues in architecture composition. Bergmans discusses
notational issues in software architecture, specifically conceptual architectures, and Koskimies studies the extraction of high-level views from UML class diagrams. Erosion in
product-line architectures is examined by Blake-Jaktman. Nowack presents architectural
abstractions for structure and interactions and Jacobsen discusses the relation between language, description and domain. Bengtsson discusses maintainability metrics for software
architecture whereas Bosch describes the results from a case study on product-line architectures.

2

Table of Contents
1. Architectural Design Recovery of a Family of Embedded Software Systems - An
Experience Report
Lars Bratthall & Per Runeson
2. Dynamism and "ilities" - design for quality requirements in component systems at
the architectural level
Jesper Anderson
3. The Quest for the Software Chip
Erik Persson
4. Compound Types: Strong Typing for Architectural Composition
Wolfgang Weck
5. A Notation For Describing Conceptual Software Architectures
Lodewijk Bergmans
6. Extracting High-level Views of UML Class Diagrams
Kai Koskimies
7. Detecting Architectural Erosion in an Evolving Product-Line Architecture
Catherine Blake-Jaktman
8. Structure and Interaction: Architectural Abstractions
Palle Nowack
9. Languages, Descriptions and Domains
Eyðun Jacobsen
10.Towards Maintainability Metrics on Software Architecture: An Adaptation of
Object-Oriented Metrics
PO Bengtsson
11.Product-Line Architectures in Industry: A Case Study
Jan Bosch
12.Evolution of a Distributed Repository-Based Architecture,
Johan Wikman

Architectural Design Recovery of a Family
of Embedded Software Systems
- An Experience Report Lars Bratthall, Per Runeson
Department of Communication Systems, Lund University, Sweden,
{larsb,perr}@tts.lth.se

1. Abstract
Understandability of the current system is a key issue in most reengineering processes.
This paper presents experiences from architectural design recovery in a product family
of large distributed, embedded systems. Automated recovery tools were hard to apply
due to the nature of the source code. A qualitative evaluation procedure was applied on
the performance of the recovery process. The results suggest that producing the necessary architectural documentation during the recovery project costs eight to twelve times
as much as producing the same set of documentation during the original development
project. By applying a common architectural style for all members of the product family, the component reuse made possible decreased source code volume by 65%.

2. Introduction
A part of any reengineering project is to create an understanding of the architecture of
the current system. This understanding can help in determining which pieces are reusable, and to what extent. Also, the current architecture can pose requirements on later
developed systems (Abowd et al., 1997). Documentation of the software architecture
may also decrease the large proportion of time maintainers spend on developing an
understanding of the entity to modify (Holtzblatt et al., 1997). In this paper we present
experiences from a project where architectural level design recovery was performed on
a product family consisting of five distributed, embedded software systems.
Design recovery is a phase in reverse engineering where source code and external
knowledge are used to create abstractions beyond those obtained directly by examining
the system itself (Chikofsky and Cross II, 1990). Biggerstaff (1989) argues that “Design
recovery must reproduce all of the information required for a person to fully understand
what a program does, how it does it, why it does it, and so forth”.
In the project studied, the available source models (Murphy and Notkin, 1995) were the
source code for a product family and a few pages of documentation. The access to original system experts was very limited. It was not known what quality attributes the architecture of the software possessed, except that it executed well. It was not known whether
the members of the product family shared any common software architecture. The hardware was however well described and identical for all members of the product family.
The source code was spread over 90 to 150 files for each member of the product family.
Copyright 1998 Lars Bratthall, Per Runesson
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An incremental approach to recovering information from the source code was adopted.
To simplify future maintenance the architectural style “Layers” (Shaw and Garlan,
1996) was imposed, due to its known quality properties (maintainability aspects). This
was believed to be a possibility as a recovered architecture can be considered an interpretation of a less abstract entity.
Different tools for architectural design recovery were investigated, but due to performance constraints only tools that operated on static code could be used. Automated analysis has been discussed by several authors e.g., Chase et al. (1998), Harris et al. (1996)
and Holtzblatt et al. (1997). Due to idiosyncrasies of the source code examined, the
value of these methods was considered limited.
The software architecture was recovered largely by hand using simple tools like grep
and emacs. SDL (ITU-T, 1996a) was used as architecture description language.
Once the architecture of one member of the product family had been recovered, this
architecture was reused when attempting architectural recovery on other members of the
product family. With some restructuring and minimal reengineering (Chikofsky and
Cross II, 1990), both component reuse and architecture reuse (Karlsson, 1995) were
used, resulting in a common architecture for all members of the product family as well
as a reduction of the total code volume by 65%.

3. Context
The studied system was contracted to Ericsson Microwave Systems AB who develops
complex systems. One of their product areas is telecommunications. The studied project
aimed at designing a family of switches. The switches shared the same set of hardware
components, except for different special-purpose printed circuits. One family of subsystem within the switches was studied.
For various reasons the software was not documented according to existing quality
standards; the only existing source models available to maintainers were 300,000 lines
of C source code, some assembler, and a few pages of documentation, the latter giving
little clue regarding the architecture. This rendered any kind of maintenance difficult, as
long time had to be allocated just to understand code. Future architectural erosion (Perry
and Wolf, 1992) was feared, as there was no known rationale for the architectural design
decisions taken.
In order to solve these problems, an architectural design recovery project was launched.

4. Overview of the architectural design recovery project
Biggerstaff (1989) describes a general design recovery process with maintenance and
the population of a reuse library as objectives. In this paper, the focus is on practical
experiences gained in applying this process.
Biggerstaff’s process has three steps: 1. Supporting program understanding, 2. Supporting population of reuse and recovery libraries and 3. Applying the outcomes of design
recovery for refining the recovery. These steps are applied iteratively.
Copyright 1998 Lars Bratthall, Per Runesson
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4.1 Step 1 - Program understanding for maintenance
An architecture recovery team needs some initial knowledge. This includes:
• Details of the available source models
• Available design recovery tools
• Knowledge of what code to allocate to different components.
These issues were addressed initially.
4.1.1 Details of the available source models
Examining the make-files showed that some of the files were never used. Examining the
file-names showed similarity in the file-names between different members of the product family, and usually the contents of files with the same file-name were similar to
some extent. Closer examination indicated that what had originated as identical files had
eroded to only similar files. Analysis also showed that identical C functions sometimes
were allocated to different files, without any obvious rationale.
4.1.2 Investigation of design recovery tools
A number of tools believed to be beneficial in design recovery were investigated.
Results indicated that a semi-manual approach was needed:
Making a call graph did not help very much, since the subsystems were based on concurrent software processes, communicating mainly using the real-time operating system
built-in signals. The call graph showed intra-process communication fairly well, but
inter-process communication was not described well.
Identification of the sending of a signal could be automated; simple grep commands can
look for an operating system keywords used to create and send signals. Identification of
the receiving software process for signals was difficult; we could not rely on pure lexical
analysis, since the receiver of a signal usually was determined at runtime. Dynamic
analysis by executing the system on the target-system could possibly have provided
input to event trace analysis (Jerding and Rugaber, 1997), but we were unable to automatically create event traces due to some idiosyncratic techniques used:
• Other mechanisms than signals were sometimes used, especially direct read/write to
memory. This communication could not be traced without impeding the function of
the system due to performance violations.
• Communication to other subsystems was handled using signals wrapped into specialpurpose packets. The operating system debugger could not symbolically show the
contents of these packets.
Further tool support was not investigated. Dynamic analysis conflicted with performance requirements, while automatic static recovery tools would have trouble handling
the distributed nature, the special-purpose packets, the usage of direct memory read/
write, and the dynamic determination of receiving software processes.

Copyright 1998 Lars Bratthall, Per Runesson
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4.1.3 Code to allocate to components
Some source files belonged to only one software process, while some needed restructuring as parts of the code in one file belonged to more than one software process. There
were also two COTS (Commercial Off-The-Shelf) products involved (the operating system and a TCP/IP stack), each spread across a set of files.
The design artefacts to recover were a static architectural description, interwork descriptions and different dynamic models.

4.2 Step 2 - Populating reuse and recovery libraries
Based on the input from step 1, the following baseline was decided on:
• Manual work during step 2 and step 3 would be necessary, since a recovered software
architecture is an interpretation, not entirely visible in code (Holtzblatt et al., 1997).
• Software processes would be the initial abstraction level of the software components.
Thus we used a variant of Harris et al.’s (1996) approach, that equated components
with software processes.
• Component connectors were to be represented by inter-process signalling. The contents of inter-subsystem communication packets were to be tracked rather than the
special-purpose packet itself. Function calls inside a software process would not be
described, since we estimated that recovering this information would be too much
work related to the use a maintainer would have.
• Describing the architecture of a member of the product family by showing all software processes and their data/control connectors would show too much detail in
some situations. Aggregated as well as non-aggregated components should be provided.
• Simple tools like grep and emacs would be the main tools for analysis. SDL would be
used to represent the static architecture description. Message Sequence Charts (ITUT, 1996b) would be used to represent the control and data flow between components.
• For project reasons, an incremental approach allowing the premature termination and
later continuation of the architectural recovery was needed.
This led to the work-flow described in table 1. On the horizontal axis activities performed are shown. On the vertical axis levels of increased value of the recovered artifacts are shown. Components are created at increasing abstraction levels, named C1, C2
and C3. Level Cn components are aggregated from level Cn-1 components.

Copyright 1998 Lars Bratthall, Per Runesson
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TABLE 1. Goals versus performed activities

J. Represent using an ADL

I. Cluster level C2 components to level
C3 components

X

H. Clarify service provider/requester

F. For every software process:
Identify sent signals and receivers

X

G. Describe signals

E. Cluster level C1 components to
level C2 components

X

D. Create special components

X

X

Source code
allocated to
level C1
components
Goals achieved

C. Restructure source files

Baseline
established

B. Allocate source files to software
processes, component level C1

A. Identify software processes

Activities performed

COTS components handled

X

Level C2
components
defined
Level C3
components
defined

X

X

X

Architecture
graphically
described

X

4.2.1 Creation of first order components (level C1) - activities A—D
All source files belonging to a software process were assigned to one C1 component. All
assembler files were allocated to one C1 component. Each set of COTS files was allocated to one C1 component each.
Some files could not be associated with a single software process despite restructuring.
These functions were assigned to a library component. The types of level C1 components created are described in table 2.
Level C1 components were fairly easy to identify; simple tools allowed partly automated analysis. As the source code was not very interleaved (Rugaber et al., 1995) only
little restructuring was needed.

Copyright 1998 Lars Bratthall, Per Runesson
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TABLE 2. Level C1 components
Component type

Connector types

File types

Software process

Receiving signals and Remote
Procedure Calls (RPCs)

C source and C header

Library components

Receiving function calls

C source and C header

Assembler components

Receiving function calls

Assembler, C header

COTS

Receiving function calls and
RPCs and signals

C source and C header, object
(.o)

4.2.2 Creation of second order components (level C2) - activities E—G
In order to raise the component abstraction level from each component containing only
one software process, to components containing several such components an iterative
approach was used. A graphical representation of inter-C1 control and data communication was drawn using SDL. By analysing the communication routes, the type and
amount of communication, level C2 components were decided on. If a set of level C1
components solved one easily delimited task, they were to be clustered into a level C2
component.
Identifying level C2 components was more difficult than identifying level C1 components. Exact rules for clustering could never be devised, since some level C1 components participated in solving more than one task.
4.2.3 Creation of third order components (level C3) - activities H—J
The source code indicated that there were similarities between the members of the product family. We attempted to impose a layered architectural style (Shaw and Garlan,
1996), by clarifying service provider/requester relationships between components.
Some restructuring of the original C2 components was required.
Grouping of level C2 components into C3 layer components were done by looking at
“distance from hardware”. All hardware-close level C2 components were assigned to a
level C3 layer component “Hardware Abstraction Layer”. Other level C3 layer components, with decreasing knowledge of hardware specifics, were “Subsystem Controller”,
“Main Controller” and “Supervision and Test”.
There were several reasons for attempting the layered architectural style:
• The layered architectural style is well-known for its good maintainability properties.
• By dividing hardware-close functionality from control, we expected greater chances
of component reuse in other members of the product family.
• We expected to be able to decrease the difference between different members of the
product family by using a common architectural style for all of them.
This multi-level component architecture was represented in SDL. SDL was chosen, as it
allows the direct representation of architectural features (Harris et al., 1996) such as
software processes, components consisting of one or more processes, aggregated components, components without any software process, inter-process signalling and remote
Copyright 1998 Lars Bratthall, Per Runesson
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procedure calls. Thus, many issues related to the representation problem (Rugaber and
Clayton 1993) were avoided. However, there was some semantic distance between C
and SDL that had to be mapped: Direct memory reads/writes, interrupts, and the specialpurpose packet used to convey signals between different subsystems.

4.3 Step 3 - Applying the outcomes of the design recovery
The above steps were applied for one member of the product family. In doing design
recovery for the other members of the product family, the already defined components
and the architectural style were reused. By restructuring components by merging files if
possible, the number of new components was held down.
Design recovery for the other products in the family was much quicker than for the first
member. A large part of the improvement came from having to document few new components. Also, knowing the expected architectural style, less work had to be done in
choosing how to restructure the software to fit the architecture.
The degree of reusability of components was proportional to the distance from hardware. The closer to hardware, the more easily could components be reused. By having
several component abstraction levels (C1, C2, C3), we could reuse parts or whole of
components:
• Most level C1 hardware-close components could be reused at least once.
• Some members of the product family could share level C2 components.
• Some members of the product family could share level C3 components. A few new
level C3 components had to be created, usually by replacing only a few level C1
components inside a level C3 component.
• The architectural style could be reused for all members of the product family.

5. Results and experiences gained
The project resulted in a common architectural style for all members of the product family. This enabled component reuse, that decreased the total code volume (lines of source
code) by 65%. The volume of architectural descriptions and component descriptions
were reduced by approximately 30%, relatively what would have been needed if no
reuse had been applied. A number of faults was discovered in the process of comparing
components from different members of the product family.
It is a daunting task to do architectural recovery when tools can provide only limited aid.
Subjective estimation indicates that the effort of our recovery/reuse project amounted to
eight to twelve times the effort to accomplish the same things (architectural description,
common architectural style, component-based architecture) during the original development project. The estimation is based on accurate figures for the recovery/restructure
project and subjective estimations regarding how to handle the problem during original
development. Based on experience, future maintenance is expected to be much simpler
and faster than would be possible without the architectural descriptions and component
design. Without the design recovery project any maintenance would be extremely difficult.

Copyright 1998 Lars Bratthall, Per Runesson
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Experiences have been collected by conducting interviews with the designers involved
in the architecture recovery project, as well as future maintainers and some involved
managers. Experiences reported are related to tools, people and the recovery process
used.

5.1 Tool support
Tools have been used for recovery as well as representation of the recovered architecture. During recovery, UNIX grep and the colour marking functions of emacs were helpful, especially combined into small scripts. Grep allowed the searching of common
features across several members of the product family. Emacs helped in performing
manual slicing, as well as it compared several versions of files automatically.
SDL has shown to be suitable for describing the component architecture down to the
software process level. It was possible to unambiguously describe the constructs
believed usable for our purposes. Some semantic distance demanded mapping rules
between C and SDL. We believe SDL to be a possible architecture description language
for systems, where components are mainly based on software processes and connectors
are mainly inter-process communication.
A future challenge to solve is that there is no automatic correspondence between the
source code and the architectural abstractions. Automation could possibly reflect
changes in connectors and components directly in code.

5.2 People
Experiences related to people relate to previous knowledge and other intellectual instruments for design recovery.
As the rationale for architectural decisions is not seen in C, having even limited access
to original designers have been extremely beneficial. They have been able to provide
information that has not been available in other source models.
Having knowledge of architectural styles helped in choosing to use a layered architecture, as well as trying to establish the service provider/requester divisions, which is a client/server architectural style (Shaw and Garlan, 1996). It is believed that any recovery
team can benefit from having access to original design knowledge, domain architecture
knowledge and knowledge of architectural styles.
Manual design recovery is error prone. This emphasizes the need for automated design
recovery, or better yet, do it right during the original development.

5.3 The recovery process
Dynamic analysis was difficult due to performance issues. For the purpose of maintenance, dynamic models are considered necessary. Better original descriptions would
have been preferred, or, an elaborate debugging component should have been available.
For example, being able to run the software on the target platform with relaxed timing
requirements would have aided in analysing the software dynamically.

Copyright 1998 Lars Bratthall, Per Runesson

8

The interleaving problem was rarely encountered, as we never split software processes
into more than one component. Content coupling in terms of several processes sharing a
library of functions was handled by either restructuring those files by splitting them and
allocating them to separate components, or, by avoiding the problem by allocating the
library functions to a separate library component.
By dividing the recovery process into discrete steps, management gained visibility into
the project and could decide on project alterations and resource allocation. The incremental approach was thus perceived as beneficial.

6. Conclusions and the future
From the studied architecture recovery project, we conclude that the design recovery
process described by Biggerstaff (1989) works, but undertaking a design recovery
project with limited access to system experts and other source models than the source
code is a daunting task. Especially, understanding hardware-close software is difficult,
as it requires detailed hardware understanding. Knowledge of architectural styles and
their properties help in choosing a suitable architecture to represent the code, as one
knows what quality attributes a particular architecture possesses. An incremental
approach to recovering the software architecture is beneficial since it increases visibility
into the recovery process.
The recovery project would have benefited from a larger set of well-defined component
connectors. Full semantics for the mapping between source code and an architecture
description language would allow the automatic creation and simultaneous maintenance
of code and architectural views.
Tool support for architectural recovery is important. In industrial projects like this,
where the product is supposed to have a life-span of at least 15 years, any description of
the architecture should be represented using commercially available tools. We agree
with researchers, e.g. Kazman and Carrière (1998), claiming that several methods are
necessary in a recovery design project, thus concluding that a workbench with open
interfaces is a suitable architecture for design recovery tools.
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Abstract

This position paper discusses how dierent quality aspects of a system can be modeled
at the architectural level. The technique we propose uses architectural agents for the
architecture to manage self-governed recongurations and transformations. This approach is advantageous to other approaches when systems are built using pre-developed
components, were system wide properties are dicult to integrate in the existing binary
software components.
Keywords: Software Architecture, Dynamic reconguration, Quality requirements

Introduction
Producing high quality software, on time, and keep costs within reasonable bounds have
been three major issues for software engineers for a very long time. To achieve this several
theories, methods and tools have been developed all supporting some part of the perfect
process. Even though the industry has a full toolbox today, software industry still has severe
problems, most often connected to increased complexity in the software. The hardware
explosion, where processors and memory have achieved new heights by the day, has had a
severe impact on the software discipline. The hardware has imposed new requirements, both
functional and non-functional, that the state-of-the art in software engineering has not been
able to manage eciently. Every new method, notation or tool have had problems, coping
with the exponential growth in user requirements. Software component technology, one of
the latest additions to the toolbox is one of the latest (and oldest) proposals for a technique
that can assist industry in their software projects. This position paper focuses on how to
integrate system wide properties into systems built using components.
Component technology is said to be a successor to object-oriented techniques. Components are in many ways inspired by the integrated circuits (IC) from the hardware discipline.
The idea is to build systems with binary components, which are adapted and congured to
meet the expectations of the developers and users. For a more elaborated discussion on
component software, see[1]. Components are wired together using some standard wiring
technique. Today there are three major players on the market, all competing for the glory
on the top of the mountain. The rst competitor is Microsoft with the DCOM/ActiveX
 This material is based upon work sponsored by the Swedish National Board for Industrial and Technical
DevelopmentNUTEK, project number 97-09707.
y The author is also aliated with Växjö University

architecture. ActiveX components are binary and provide a set of attributes and methods. The components can be notied by other components via a event mechanism. The
second rival is SUN Microsystems and JavaBeans[2]. Beans are ordinary Java classes that
fulll some characteristics by implementing some predened interfaces. The interfaces include component communication via a simple event mechanism, and a introspection facility,
where components can study the interfaces of components at run-time, is another important
property. The last competitor is the OMG/CORBA architecture[3]. CORBA's main focus
is on distributed objects in a heterogeneous environment, where objects implemented in
dierent languages can cooperate.
When designing systems with pre-build components the architecture of the system will
be the natural focus throughout the development. The architectural descriptions describe
dierent aspects of a software system at a given level of abstraction. The concept of views is
important, architectural descriptions aim at a simplied understanding so dierent aspects
of a system should be described separately if there is a risk for misinterpretations of the
intentions described. The software architecture[4] community has for a long time struggled
over the denition of architecture. Some argue that the architecture can describe only the
static properties of an application, i.e. the static component architecture. Others claim that
architectures can be used for describing dierent aspects as long as these are kept apart
in dierent descriptions. The second approach is favorable compared to the rst. Software
development projects do need a common language for expressing many dierent aspects of
a software system, not only the static relationships among the components.
Several notations for architectural descriptions have been proposed. Even though these
languages dier in minor special constructs and degree of formality they all have a common
concept of components and connectors. The components are wired together with connectors
and step by step form a system conguration. It is important to note that a component
architecture can be described by an architectural description language, but the opposite,
that all architecture descriptions are component architectures, is not true. Even though the
same terminology, components and connectors, is used a architectural description can be
used to describe more than just component architectures.
Several authors' have shown that there is a connection between the conguration of the
components in the architecture and the system wide properties that the system exhibit.
The dierence between the emerging, system wide properties, and the functional properties
a system provides is that while functional properties most often can be located to a single
component within the architecture (or a tightly coupled group of components) the system
wide properties are scattered over the system in several components. Even if we create
an architecture with a conguration that fullls many of the quality requirements, such as
maintainability, there are still many requirements in this class that need support in run-time.
For instance, fault-tolerance includes checking the state of objects for deviations from the
expected, resetting objects to safe state etc. Moving to component architectures with binary
components raises many interesting questions. How can system wide properties be included
in such systems, where components can not be modied? Filman[5], observes that several
of the quality requirements or "ilities" can be achieved by "systematically controlling the
inter-component communications". Szyperski and Vernik make the same observation in[6],
and state that, system wide properties in component systems will "require dedicated support
outside of the participating components".

Dynamism and "ilities"
Dynamic aspects of software architectures focus on how to describe the dynamic changes
in architectures. Two approaches have been presented. In a Wright specication[7] the
dynamic modications are specied in a static manner, i.e. all possible congurations are
specied on beforehand. Another approach used in ArchShell[8] and Darwin[9, 10] focuses
on dynamic change control, providing languages for manipulating architectures dynamically.

Let us return to the "ilities" for a while. What means must be provided to the architecture if we expect it to exhibit some "ilities"? First we must nd the dierent types of
manipulations that the architecture need in dierent situations. It is easy to see that some of
the functional qualities require the architecture to manipulate the structural conguration.
Imagine a fault tolerant system that uses back-up servers. In the case of a communication
problem the application should relay the communications to a secondary server. Another
example of structural manipulation is dynamic versioning, i.e. components can be replaced
by new versions or similar components at run-time.
Beside the structural modications some "ilities" require supervision of data. Faulttolerant systems use failure detection, assessment, recovery, and fault repair. These activities
need access to the inter-component data transfer and access to the components current state.
This leads us to the conclusion that we need to provide means for the architecture to monitor
and manipulate data in the current component architecture.
Existing approaches to dynamism focus on structural manipulations of architectures.
Another limitation to current approaches is that the architecture can not act autonomously,
and dynamic modications require intervention from the outside. So, what do we need? A
rst approach is to develop specialized components for every new application. But do we
really need to do that? A better approach would be to use meta-programmable components,
which can be used over and over again, resulting in improved reuse and a more controlled
development.
In our work we make use of architectural agents[11]. Our agents are simple rule-based
components. By annotating the architecture with agents, the architecture can react on
events, both internal and external. An agent acts via an interface towards a specic architecture, but it can also (via other interfaces) cooperate with other applications. Agents
are hooked on to the architecture and several agents form a complementary architecture,
the agent architecture. In our work, we have focused on simple structural manipulations,
based on small rule-sets. We have implemented a version server where the agent checks for
new versions of a specic component. If a new version is present at the remote server, the
agent down-loads and replaces the existing component dynamically. In our implementation
we have used the C2 framework and an agent toolkit from IBM. Even though our rst
prototype is simple we believe that this approach can be useful in many applications.
The exibility of agents is promising but still we need to improve both the technique and
the support, if it is going to be useful in a real-world context. In the enumeration below we
present some of our work, both on-going and planned. Some of the items are only vague
ideas and wild guesses but we hope that it will trigger some interesting discussions.
1. Architectural descriptions
We need to develop improved architectural notations, where dynamic aspects can be
expressed using rst-class elements. In order to make certain qualities visible at the
architectural level it must be possible to annotate descriptions with agents(or some
similar construct). The agent rules should be presented in a way that the purpose and
behavior could be easily determined. The agents should be clearly separated from the
component architecture to avoid misunderstanding. The connections of an agent to
the components and connectors in the architecture should be visible in the descriptions
as well.
2. Design and simulation
Agents can be introduced early in the design process. As soon as the basic architecture is established key agents can be added and developers can begin writing rules. To
assist rule-developers the architecture can be simulated, triggering certain events, and
display the resulting architecture in animated form. This would be extremely useful to
establish a condence in the rule-sets for the developers. We are currently developing
a prototype development environment assisting system architects and rule-designers
in the development process of reactive architectures. It will include a graphical environment for delineating architectures, annotate it with agents, develop rules, and

simulate the dynamic behavior.

3. Support in frameworks and run-time systems
The dynamic behavior we look for need support at run-time. For instance the structural modications do need some support in the under-laying architecture. At the Programming environment laboratory we recently initiated a project on run-time support
for dynamic Java-architectures[12]. In the future we plan to expand this into support
for dynamic Bean architectures (improved support for connectors). The developers of
new agents and agent enabled components will need some additional support, most
likely in the form of a framework.
4. Improved agents - intelligent architectures
Finally, we would to try out a wild idea. The area of articial intelligence, where
agent technology is of great interest, has developed far more advanced agents than the
simple reactive one we use. In the future when these techniques are stable it should
be possible to introduce more advanced features, such as reasoning. This will give
us not only reactive architectures that acts when a event has occurred but pro-active
architectures that can foresee certain events and take preventive actions

Conclusions
The technique where one part of the program observes another part is not new. Many
applications use this or similar strategies. Comparing this approach with ours, the approach
we advocate is more structured and could be introduced earlier in the development process.
The components that govern the system wide properties partially will be rst-class elements
at the architectural level and it will be possible to use simulation and visualization during
development.
Our approach can also be compared with aspect-oriented programming[13]. Agents can
be responsible for a certain quality or cooperate with other agents to fulll the requirement.
Aspect-oriented programming open up for dierent aspects to be programmed separately and
then combined using a weaver technique. The problems with aspect-oriented programming
is how to design weavers. Our approach is simple but would still do the job!
Finally we would like to stress that we do not claim that this is the solution, that will
solve all problems related to system-wide properties. There will still be plenty of room and
need for dierent design and evaluation methods that assists in the crusade for the best
architecture for a system. But it is important to note that not all system wide properties
are static.
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The Quest for the Software Chip
The Roots of Software Components – A Study and Some Speculations

Erik Persson

Abstract– Two important visions of component-based software,
to wit McIlroy’s mass produced software components and Cox’
Software-ICs, are revisited and juxtaposed. Their relations to
present-day component technology are contemplated, and as a
side effect, some factors critical for the evolutionary as well as
the revolutionary success of a component technology are sifted
out. Additionally, a speculative interpretation of the historical
shifts in the understanding of software components emerges,
providing the foundation for some vaticinations on the future
directions of this field.
Index Terms–software components, software reuse, business
objects

I. INTRODUCTION

7KH IDPRXV 1$72 FRQIHUHQFH LQ *DUPLVFK LQ
2FWREHU  JDYH ELUWK WR WKUHH YHU\ XQOLNH FKLOGUHQ
RQHXJO\DQGHYLOK\GUDQDPHGWKHVRIWZDUHFULVLVDQGWZR
ILQH DQG KDQGVRPH \RXQJVWHUV FKULVWHQHG VRIWZDUH HQJL
QHHULQJDQGVRIWZDUHFRPSRQHQW7KHVHVLEOLQJQRWLRQVKDYH
HYHU VLQFH UHPDLQHG IRUJHG WRJHWKHU ² WKH KDQGVRPH
RQHVDVFRPUDGHVLQDUPVEUDYHO\ILJKWLQJDQXQHQGLQJ
FRPEDW DJDLQVW WKH IRUPHU VHHPLQJO\ LQYLQFLEOH XJO\
DQGXWWHUO\H[HFUDEOHK\GUD
7ZR YLVLRQDU\ DWWHPSWV E\ 'RXJODV 0F,OUR\ DQG
%UDG&R[²HDFKDLPLQJDWWKHH[SXQFWLRQRI WKHVRIW
ZDUH FULVLV K\GUD HDFK EDVHG RQ WKH VRIWZDUH FRPSR

QHQWLGHDHDFKUHSUHVHQWLQJDGLVWLQFWHUDLQWKHXQGHU
VWDQGLQJRIWKLVLGHD²ZLOOEHSRUHGXSRQIURPYDULRXV
DQJOHV %RWK YLVLRQV KDYH SURYHG YHU\ VXFFHVVIXO EXW
QHLWKHUKDVEHHQHYHQFORVHWREULQJLQJWKHEDWWOHDJDLQVW
WKH VRIWZDUH FULVLV WR D VXFFHVVIXO HQG 2QH LV QRZ
GHHPHG WR EHORQJ WR WKH SDVW LI QRW LQ SUDFWLFH VR DW
OHDVW LQ VSLULW ZKHUHDV WKH RWKHU LV WKH DQWKHP GX MRXU
)XQGDPHQWDOWRERWKLVWKHLGHDWKDWVRIWZDUHFRQVWUXF
WLRQ ZRXOG JDLQ IURP LPLWDWLQJ WKH ZD\V RI KDUGZDUH
FRQVWUXFWLRQ
,IDFRPSLODWLRQRIWKHKLVWRU\RIVRIWZDUHFRPSR
QHQWVZHUHWREHHVVD\HG0F,OUR\DQG&R[ZRXOGVWDQG
RXWPDLQO\E\YLUWXHRIWKHVLJQLILFDQFHRIWKHLUYLVLRQV
DQG WKH SURJUDPPHV WKH\ IRUPXODWHG DOWKRXJK WKHLU
WHFKQLFDOH[SORLWVLQGHHGFKDOOHQJHDWWHQWLRQDVZHOO,WLV
WKHEHOLHIRIWKH SUHVHQW DXWKRUWKDW LPSRUWDQW LQVLJKWV
PLJKW EH JDLQHG E\ UHYLVLWLQJ WKHLU LGHDV DQG WKDW WKH
FKDUDFWHURIWKHVHLQVLJKWVZLOOEHWZRIROG2QWKH RQH
KDQGZHPD\DGYDQFHDQGGHHSHQRXUXQGHUVWDQGLQJRI
WKH KLVWRU\ RI VRIWZDUH FRQVWUXFWLRQ E\ IHUUHWLQJ RXW
SDWWHUQV DQG FRQQHFWLRQV LQ WKH ZHE RI LGHDV RI ZKLFK
ODUJH SRUWLRQV ZHUH ZRYHQ E\ WKHVH WZR FRPSRQHQW
FKDPSLRQV ² DV ZHOO DV E\ RWKHUV XVLQJ WKH \DUQ RQFH
VSXQE\WKHP2QWKHRWKHUKDQGZHPD\SURILWGLUHFWO\
LQ RXU FXUUHQW VRIWZDUH FRPSRQHQW HQGHDYRXUV IURP
WKHVH YHU\ VDPH LGHDV WKH WUXH SRWHQWLDO RI ZKLFK VWLOO
UHPDLQVWREHIDWKRPHGDVZHOODVIURPWKHH[SHULHQFHV
PDGHZKHQWU\LQJWRSXWWKHVHLGHDVWRXVHLQWKHSDVW

( 3HUVVRQ LV ZLWK WKH 'HSDUWPHQW RI &RPSXWHU 6FLHQFH /XQG ,QVWLWXWH RI
7HFKQRORJ\ /XQG 8QLYHUVLW\ %R[  6  /XQG 6ZHGHQ HPDLO
(ULN3HUVVRQ#GQDOWKVH

[0DKR@SGLVFXVVHVWKHRULJLQRIWKHWHUPVRIWZDUHHQJLQHHULQJ
DQG VWDWHV WKDW 'RXJODV 5RVV LQ WKH LQWHUYLHZ [5RVV@ FODLPHG WR
KDYHJLYHQFRXUVHVLQVRIWZDUHHQJLQHHULQJDOUHDG\LQWKHV%XWZKDW
5RVVDFWXDOO\VD\VLQWKLVLQWHUYLHZ LQS LVWKDWKHWDXJKWVXFKD
FRXUVHLQ [*RUG@DWWULEXWHV WKH WHUP WR D WDON RI - 3UHVSHU
(FNHUW DW WKH )DOO -RLQW &RPSXWHU &RQIHUHQFH LQ  DOWKRXJK VRPH
GRXEWLVFDVWRQWKLV DWWULEXWLRQE\ [0DKR@ ORF FLW $FFRUGLQJ WR
>0FLO@ WKH WLWOH RI WKH 1$72 FRQIHUHQFH ZDV VHWWOHG E\ KLJKHU
1$72DXWKRULWLHVDQGWKHWHUPVRIWZDUHHQJLQHHULQJSUREDEO\LQYHQWHG
GXULQJWKH1$72SURSRVDOSURFHVV


7KLVHVVD\HVSRXVHVWKHYLHZWKDWFRPSRQHQWVKDYH
D-DQXVIDFHDQGWKDWRQHIDFHWLVDERXWWKHWHFKQRORJL
FDOVKDSHRIFRPSRQHQWVWKHRWKHUDERXWHFRQRP\EX
VLQHVV FRQWH[WV DQG PDUNHWLQJ DVSHFWV 7KLV YLHZ LV
PXFKLQWKHVSLULWRI0F,OUR\DQG&R[DQGZHZLOOFRQ
 6KDSH LV KHUH XQGHUVWRRG LQ DSSUR[LPDWHO\ WKH VDPH VHQVH DV LQ
[6LPV@ZKHUHLWGHQRWHVWKHJHQHUDOVWUXFWXUHRIVRIWZDUHHQGSUR
GXFWV


(QFRXUDJLQJO\WKLVWZRIDFHGDSSURDFKLVDOVRDGRSWHGLQ>6]\S@
6]\SHUVNL·VLPSRUWDQWUHFHQWERRNRQFRPSRQHQWVRIWZDUH


VLGHU ERWK RI WKH WZR IDFHWV LQ RXU DFFRXQW RI WKHLU
LGHDV
6RPHWHQWDWLYHFRQFOXVLRQVDERXWWKHIDFWRUVFULWLFDO
IRUWKHVXFFHVVRIDVRIWZDUHFRPSRQHQWWHFKQRORJ\ZLOO
URXQGRIIWKHGLVFXVVLRQ,QDPRUHVSHFXODWLYHYHLQDQ
LQWHUSUHWDWLRQ RI WKH UDWLRQDOH EHKLQG WKH VKLIWV LQ RXW
ORRN EHWZHHQ WKH WZR FRPSRQHQW YLVLRQV VWXGLHG ZLOO
DOVR EH HODERUDWHG DQG XVHG DV D IRXQGDWLRQ IRU VRPH
GLYLQDWLRQVDERXWIXWXUHPHWDPRUSKRVHVRIWKLVILHOG
II. DOUGLAS MCILROY – MASS PRODUCED SOFTWARE
COMPONENTS

7KH FDWFKSKUDVH VRIWZDUH FRPSRQHQW ZDV FRLQHG E\
'RXJODV 0F,OUR\ LQ WKH LQYLWHG DGGUHVV HQWLWOHG 0DVV
3URGXFHG 6RIWZDUH &RPSRQHQWV WKDW KH GHOLYHUHG DW WKH
1$72FRQIHUHQFHRQVRIWZDUHHQJLQHHULQJLQ*DUPLVFK
LQ 2FWREHU  $OWKRXJK WKH VLJQLILFDQFH RI WKLV
FRLQDJHZDVQRWDSSUHFLDWHGDWWKHWLPH0F,OUR\LVQRZ
UHJXODUO\ SDLG REHLVDQFH WR DV WKH IDWKHU RI VRIWZDUH
FRPSRQHQWV DQG VRIWZDUH UHXVH E\ DXWKRUV ZULWLQJ
DERXWHLWKHURIWKHVHVXEMHFWV6XSHUILFLDOO\LWPD\HYHQ
DSSHDUWKDWWKHVRIWZDUHFRPSRQHQWLGHDIHOOLQWRLPPHGLDWH
GHVXHWXGHXQWLOLWZDVUHVXVFLWDWHGE\WKHZDYHRILQWH
UHVW LQ UHXVH LQ WKH HDUO\ V ,Q DFWXDOLW\ LPSRUWDQW
SDUWV RI 0F,OUR\·V SURJUDPPH ZHUH KRZHYHU UHDOLVHG
LQVLGH VRPH RI WKH PRUH VSHFWDFXODU VRIWZDUH HQGHDY
RXUVRIWKHV
A. The Plight of Software and the Paragon of Hardware

,Q KLV ODQGPDUN SDSHU 0F,OUR\ LQDXJXUDWHV WKH
KDELWRIFRQWUDVWLQJKDUGZDUHDQGVRIWZDUHFRQVWUXFWLRQ
SUDFWLFHVE\WKLVPRUGDQWSURHP
 [0FLOD@ 7KH SURFHHGLQJV RI WKLV FRQIHUHQFH >15@ ZHUH UH
SULQWHG LQ  DV >15%@ WRJHWKHU ZLWK WKH SURFHHGLQJV RI WKH
VHTXHOFRQIHUHQFH>%5@7KHGLIIHUHQWSULQWLQJVDUHUHSHDWHG
O\ PL[HG XS DQG WKH H[LVWHQFH RI WKH UHSULQW KDV FDXVHG VRPH RGG
PLVXQGHUVWDQGLQJV HJLQ[0H\H@S [0DKR@DQG[5DQG@
JLYH VRPH EDFNJURXQG LQIRUPDWLRQ DERXW WKH 1$72 FRQIHUHQFH
7KHH[DOWHGVHQVHRILPSRUWDQFHSHUFHLYHGE\WKHSDUWLFLSDQWVLVUH
IOHFWHGLQDIWHUWKRXJKWVVXFKDV5DQGHOO·V [5DQG@S ´,WLVGLI
ILFXOW LI QRW LPSRVVLEOH WR FRQYH\ WR DQ\RQH WKDW ZDV QRW WKHUH WKH
VHQVHRIH[FLWHPHQWDQGHYHQPLVVLRQDU\]HDOWKDWDOOWKLVDFWLYLW\HQ
JHQGHUHGµ0F,OUR\KLPVHOIORRNVDWWKHHYHQWIURPDPRUHLURQLFDO
DQJOHLQ[0FLO@DIROORZXSWR[0FLOD@´7KH1$72&RQIHUHQFH
ZDV D KHDG\ JURXS WKHUDS\ VHVVLRQ IXOO RI EUHDVWEHDWLQJ DERXW WKH
VRIWZDUHFULVLVDQGWKHJHQHUDOPDODLVHRIRXUWUDGHDQGWKHZD\ZH
SUDFWLFHLWµ

,VRODWHG ILWV RI FRPSRQHQW WKLQNLQJ FHUWDLQO\ RFFXUUHG EHIRUH WKH
1$72FRQIHUHQFH)RULQVWDQFH[7.@SGHVFULEHVWKHDQQR
0LQXWHPDQPLVVLOHVLPXODWLRQV\VWHPZKLFKZDVEXLOWIURPVH
SDUDWHO\GHYHORSHGHQFDSVXODWHGVRIWZDUH´FRPSRQHQWVµZLWKWKHLU
RZQGDWDDQGPHWKRGVDQGFDSDEOHRIPXWXDOLQIRUPDWLRQH[FKDQJH

:H XQGRXEWHGO\ SURGXFH VRIWZDUH E\ EDFN
ZDUGWHFKQLTXHV:HXQGRXEWHGO\JHWWKHVKRUW
HQG RI WKH VWLFN LQ FRQIURQWDWLRQV ZLWK KDUG
ZDUHSHRSOHEHFDXVHWKH\DUHWKHLQGXVWULDOLVWV
DQG ZH DUH WKH FURIWHUV 6RIWZDUH SURGXFWLRQ
WRGD\DSSHDUVLQWKHVFDOHRILQGXVWULDOL]DWLRQ
VRPHZKHUHEHORZWKHPRUHEDFNZDUGFRQVWUXF
WLRQLQGXVWULHV
$IWHUKDYLQJZRUNHGRXWWKHGHWDLOVRIKLVDQDORJ\
0F,OUR\ JRHV RQ WR VFRXUJH WKH PRQROLWKLF HWKRV RI
VRIWZDUHFRQVWUXFWLRQ
7KHSLQQDFOHRIVRIWZDUHLVV\VWHPVV\VWHPVWR
WKHH[FOXVLRQRIDOPRVWDOORWKHUFRQVLGHUDWLRQV
&RPSRQHQWVGLJQLILHGDVDKDUGZDUHILHOGLV
XQNQRZQDVDOHJLWLPDWHEUDQFKRIVRIWZDUH
$VDQDQWLGRWHWRWKHFXPEHUVRPHVWDWHRIWKHVRIW
ZDUHLQGXVWU\KHVXJJHVWVVRIWZDUHFRPSRQHQWVPRXOGHGRQ
WKHFRPSRQHQWVIURPZKLFKKDUGZDUHLVEXLOW
0\ WKHVLV LV WKDW WKH VRIWZDUH LQGXVWU\ LV
ZHDNO\IRXQGHGDQGWKDWRQHDVSHFWRIWKLVLV
WKH DEVHQFH RI D VRIWZDUH FRPSRQHQWV VXELQ
GXVWU\
7KLV LV DQ LGHD RI SDUDPRXQW LPSRUWDQFH QD\ WKH
YHU\ JLVW RI VRIWZDUH FRPSRQHQW WHFKQRORJ\ 7KH FRQ
WUDVWLQJ RI KDUGZDUH VXFFHVV DQG VRIWZDUH IDLOLQJV DQG
WKH QRWLRQ WKDW VRIWZDUH FRQVWUXFWLRQ VKRXOG HPEUDFH
WKHHQFDSVXODWLRQSULQFLSOHVWKDWKDYHSURYHGVXFFHVVIXO
LQ WKH KDUGZDUH LQGXVWU\ ² DQG LQGHHG LQ PDQ\ RWKHU
EUDQFKHV RI HQJLQHHULQJ DQG LQGXVWU\ ² DUH QRZDGD\V
ZHOOHVWDEOLVKHG NH\QRWH PRWLYHV RI FRPSRQHQW OLWHUD
WXUH
B. Mass Produced Software Components

%\WKHHSLWKHWPDVVSURGXFHG0F,OUR\EULQJVRXWWKH
LPSRUWDQFH RI LQGXVWULDO WHFKQLTXHV IRU VRIWZDUH SUR
 $ PLVFHOODQ\ RI SDVVDJHV DQG DUWLFOHV UHSHDWLQJ WKLV WKHPH ZLOO
LQFOXGH >(GZD@ [:%@ S  [%*0:@ S  [:*@
[56@S[%RRF@SHWVHTT[:2=@SHWVHT[&1@
SHWVHT[-&-g@SDQGS[%URF@S[&KDS@S
HWVHT[2+(@SHWVHT[%HUJ@DQG[6]\S1@


GXFWLRQ ² PDVV UHSOLFDWLRQ RI VRIWZDUH LV RI FRXUVH
WULYLDODVKHDOVRSRLQWVRXW,QSDUWLFXODUKHKROGVWKDW
FRPSRQHQWVVKRXOGFRPHLQ´SDUDPHWHUL]HGIDPLOLHVµ²
DQDQDORJXHRI WKHIDPLOLHV RI KDUGZDUH FRPSRQHQWV ²
DQGWKDW´DXWRPDWHGWHFKQLTXHVµVKRXOGEHXVHGIRUWKH
´PDVV SURGXFWLRQµ RI D ZHDOWK RI YDULDQWV RI FRPSR
QHQWV +H VXJJHVWV WKDW VSHFLDOLVHG FRPSRQHQWV IDFWRULHV
VKRXOGEH HVWDEOLVKHG LQRUGHUWR PDNH LQGXVWULDO SODQ
QLQJ WHVWLQJ DQG GLVWULEXWLRQ WHFKQLTXHV IHDVLEOH HYHQ
ZLWKLQWKHEDFNZDUGVRIWZDUHILHOG
,QKLVGLVFXVVLRQRIVRIWZDUHFRPSRQHQWV0F,OUR\
LQWURGXFHV WKHPHV RI WKRXJKW DQG WHUPLQRORJ\ ZKLFK
KDYH VLQFH UHFXUUHG HYHU DQG DQRQ LQ WKH GLVFRXUVH RQ
FRPSXWHUVRIWZDUH DQG SURJUDPPLQJ )RU H[DPSOH KH
SDUDOOHOV WKH LQWHUFKDQJHDEOH SDUWV RI KDUGZDUH ZLWK WKH
VRIWZDUH WHUP PRGXODULW\ KH PHQWLRQV WDNLQJ FRPSR
QHQWV RII WKH VKHOI KH WKLQNV RI FRPSRQHQWV LQ WHUPV RI
EXLOGLQJ EORFNV DQG KH DUJXHV WKDW WKH\ VKRXOG EH UH
JDUGHGDVEODFNER[HV+HWDNHVH[FHSWLRQWRWKHPHQWDO
LW\ RI DVNLQJ ZKDW WR EXLOG UDWKHU WKDQ ZKDW WR XVH DO
WKRXJK KLV SDSHU LV VWLOO XQHQFXPEHUHG E\ WKH WHUP UH

3DUDPHWHUL]DWLRQKHUHSDUWO\SHUWDLQVWRODQJXDJHDQGV\VWHPSRUWDELO
LW\LVVXHVSDUWO\WRYDULRXVWUDGHRIIV7KHSDUDPHWHUVRIWKHFRPSR
QHQWVEHORQJLQJWRDSDUDPHWHUL]HGIDPLO\PD\UHSUHVHQWVXFKDVSHFWVDV
SUHFLVLRQ LQFOXGLQJ FKDUDFWHU DQG SRLQWHU VL]H  UREXVWQHVV WLPH
VSDFH WUDGHRIIV FKRLFH RI DOJRULWKPV DQG GDWD VWUXFWXUHV LQWHUIDFH
VW\OHV LQFOXGLQJHUURUUHSRUWLQJVW\OHV DQGVWRUDJHDFFHVVPHWKRGV
2QO\DIHZRIWKHVH SDUDPHWHUV ZLOO QHHG WR EH UHSUHVHQWHG E\ GLV
WLQFWYHUVLRQVRIWKHFRPSRQHQWVZKHUHDVRWKHUVZLOOVLPSO\EHFRPH
DUJXPHQWVWRWKHFRPSRQHQWURXWLQHV0F,OUR\EULQJVXS´WKHORZO\
VLQH URXWLQHµ DV DQ H[DPSOH DQG HVWLPDWHV WKH QXPEHU RI YDULDQWV
QHHGHG WR DURXQG  RU HYHQ PRUH +DQG FRGLQJ LV SDWHQWO\ LQ
DSSURSULDWH KHUH DQG ´DXWRPDWHG WHFKQLTXHVµ DQG ´YDULRXV HGLWLQJ
DQGELQGLQJWHFKQLTXHVµDUHVXJJHVWHGWRDOOHYLDWHWKHFKRUHRIZULW
LQJVXFKDZHDOWKRIURXWLQHV,QVKRUW0F,OUR\VXJJHVWVWKDWFRPSR
QHQWYDULDQWVVKRXOGEHFUHDWHGDW´VDOH WLPHµ IURP D ´IHZ PRGHOV
KLJKO\ SDUDPHWHUL]HGµ WKURXJK FRGH JHQHUDWLRQ DQG PDFUR WHFK
QLTXHV,QWKHODWHV3DUQDVDGYRFDWHGWKHFRQVWUXFWLRQRISURJUDP
IDPLOLHVDVRPHZKDWUHODWHGLGHDVHH>3DUQ@DQG>3DUQ@0F,OUR\
ODWHU ZRUNHG ZLWK 6WURXVWUXS RQ & VHH [6WUR@ S   DQG
SOD\HG D VXEVWDQWLDO SDUW LQ GHYLVLQJ LWV RYHUORDGLQJ LG RS S 
DQG WHPSODWH PHFKDQLVPV LG RS S   7KHVH IHDWXUHV PD\ EH
XVHG WR FUHDWH SDUDPHWHULVHG IDPLOLHV RI FRPSRQHQWV RI D NLQG QRW
WRRIDUIURPZKDW0F,OUR\KDGLQPLQGLQ$OWKRXJKQRWSDUW
RI SUHVHQWGD\ FRPPHUFLDO FRPSRQHQW WHFKQRORJLHV OLNH &20 DQG
-DYD%HDQVW\SHSDUDPHWHULVDWLRQKDVUHSHDWHGO\EHHQFODLPHGDNH\LQ
JUHGLHQW RI WKH FRPSRQHQW YLVLRQ DV ZLWQHVVHG E\ [,FKE@
[*RJX@DQG[-D]D@&IDOVR[*RJX@DQG[*RJX@


[%HPH@ FIDOVR>15%@SHWVHTT DOVRGLVFXVVHVDSURSRVDO
IRU D VRIWZDUH IDFWRU\ DQG [&XVX@ S  UHSRUWV WKDW +LWDFKL LQ IDFW
HVWDEOLVKHGRQHLQ%HPHU·VDQG0F,OUR\·VLGHDVZHUHKRZHYHU
LQGHSHQGHQWGHYHORSPHQWV

XVH $OWKRXJK KH GRHV QRW GHOYH LQWR JUHDW WHFKQLFDO
GHWDLO KH KLQWV DW QRWLRQV DQG WHFKQLTXHV WKDW ZHUH WR
SURYHLPSRUWDQWLQ WKHIXWXUH VXFK DV FRGH JHQHUDWLRQ
ODQJXDJH LQGHSHQGHQFH DQG HYHQ WKH GLFKRWRP\ EH
WZHHQLQWHUIDFHDQGLPSOHPHQWDWLRQ
,QVRPHUHVSHFWVKRZHYHU0F,OUR\·VXQGHUVWDQGLQJ
RI FRPSRQHQWV LV IXQGDPHQWDOO\ GLIIHUHQW IURP WKDW RI
WRGD\)LUVWO\KHFRQFHLYHVRIFRPSRQHQWVDVFRGHQRW
ELQDULHV DQG KH VWDWHV WKDW WKH\ PD\ KDYH WR XQGHUJR
VRPH ´WUDQVOLWHUDWLRQµ EHIRUH FRPSLODWLRQ DQG XVH DO
WKRXJKWKLVVKRXOGEH´HVVHQWLDOO\GLUHFWµ6HFRQGO\KH
GHILQHV FRPSRQHQWV DV ´URXWLQHVµ DQG WKH LGHD RI HQ
FDSVXODWLRQRIVWDWHDVZHOODVEHKDYLRXULVQRWSUHVHQW
OHWDORQHWKHQRWLRQRIH[WHQVLELOLW\PHFKDQLVPVVXFKDV
LQKHULWDQFHRUDJJUHJDWLRQ

$OWKRXJK0F,OUR\LVFRPPRQO\DFFODLPHGIDWKHURIUHXVH[%HPH@
DOVRWRXFKHG XSRQ WKLV LGHD DQG DFWXDOO\ HPSOR\HG WKH WHUP UHXVDJH
0F,OUR\·VWUHDWPHQWRIWKHVXEMHFWLVKRZHYHUPXFKPRUHFRPSUH
KHQVLYH,QWHUHVWLQJO\0F,OUR\·VH[DPSOHRIZKHUHXVHLVSUHIHUDEOHWR
EXLOGLVWKH´WDEOHPHFKDQLVPµRIFRPSLOHUV²V\PEROWDEOHVZHUHWR
EHFRPHDVWRFNH[DPSOHRIUHXVHSOHDV FI[&R[@S[6WDQ@S
[&$@SHWVHTT[&&*+@SDQG>&:@S
 7KLV YLHZ RI FRPSRQHQWV LV QRW VKDUHG E\ SUHVHQWGD\ VRIWZDUH
FRPSRQHQWWHFKQRORJLHVEXWLVVWLOODOLYHLQUHXVHOLWHUDWXUH[&RXO@
IRUH[DPSOHGLVFXVVHVFRPSRQHQWVIRUVSHFLILFDWLRQGHVLJQDQGFRGH

 ,W LV SHFXOLDU WKDW QRQH RI WKH PRUH SURPLQHQW DGKHUHQWV RI
VWUXFWXUHGSURJUDPPLQJPRGXODULVDWLRQDQGREMHFWRULHQWDWLRQHP
EUDFHG WKH FRPSRQHQW LGHD 2QO\ D IHZ NH\ SHUVRQDJHV RI WKHVH
FDPSVVXFKDV'LMNVWUDDQG5HHQVNDXJZHUHDFWXDOO\SUHVHQWDWWKH
1$72 PHHWLQJ ZKHUH 0F,OUR\ GHOLYHUHG KLV ODQGPDUN WDON 7KH
6,08/$ LQYHQWRUV 1\JDDUG 0\KUKDXJ DQG 'DKO FRQWULEXWHG D
SDSHU WR WKH FRQIHUHQFH EXW GLG QRW WDNH SDUW LQ WKH PHHWLQJ
DFFRUGLQJ WR WKH OLVW RI SDUWLFLSDQWV >15%@ S  HW VHT  $O
WKRXJK0F,OUR\KLPVHOIZDVDZDUHRIWKHFODVVFRQFHSWRI6,08/$
DOUHDG\LQKHGLGQRWWKHQDVVRFLDWHLWWRKLVRZQLGHDVRQVRIW
ZDUHFRPSRQHQWV)URPWKHLQWULJXLQJSDVVDJHVLQ>15%@SHW
VHTTDQGSDERXWWKH SOH[DQGIHDWXUHIHDWXUHFRQFHSWVLWDSSHDUV
WKDWDWWKH 1$72FRQIHUHQFH'RXJODV5RVVZDVQRWWRRIDUIURP
FRQQHFWLQJ0F,OUR\·VFRPSRQHQWVZLWKVRPHWKLQJKDYLQJWKHDLURI
DQREMHFWRULHQWHGDSSURDFKDQGWKDW$ODQ3HUOLVLQIDFWEURXJKWXS
6,08/$VW\OH PRGHOOLQJ GXULQJ WKH GHEDWH WKDW IROORZHG XSRQ
5RVV·FRPPHQWV&IDOVR>0F,O@SHWVHTT



>:HJQ@SVWDWHVWKDW´UHVHDUFKRQGDWDDEVWUDFWLRQREMHFWRUL
HQWHGSURJUDPPLQJDQGPRGXODULW\LQWKH·VZDVPRWLYDWHGE\
WKHGHVLUHWRGHYHORSDYLDEOHVRIWZDUHFRPSRQHQWVWHFKQRORJ\µEXW
EHVLGHVDQRWYHU\LQIOXHQWLDOSDSHUE\(GZDUGV>(GZD@,KDYHQRW
EHHQDEOHWRILQGDQ\SULQWHGHYLGHQFHWRVXSSRUWWKLVVWDWHPHQW DW
OHDVWLILWLVWDNHQOLWHUDOO\7KHSRVVLEOHLQIOXHQFHRI0F,OUR\·VLGHDV
XSRQWKHGHVLJQRI$GDLVWRXFKHGXSRQEHORZLQIRRWQRWHQRRQ
S  ,W VHHPV WKDW ZKHQ 0F,OUR\·V SDSHU DQG WKH FRPSRQHQW LGHD
ZHUHUHGLVFRYHUHGLQWKHEHJLQQLQJRIWKHVVRPHSHRSOHIHOWWKDW
FRPSRQHQWV ZHUH EDVLFDOO\ ZKDW WKH\ KDG EHHQ GRLQJ DOO WKH WLPH DO
WKRXJK WKH\ KDG FDOOHG WKHP REMHFWV PRGXOHV SDFNDJHV RU VRPH
WKLQJHOVH


C. Marketplace Aspects

D. Components During the 70s

0F,OUR\ KDYLQJ D NHHQ H\H DOVR IRU WKH PDUNHW
DVSHFWV RI FRPSRQHQWV SRLQWV RXW WKH WURXEOHV RI
ILQDQFLQJ´/DUJHILQDQFLQJFDQXVXDOO\RQO\EHREWDLQHG
IRU ODUJH SURGXFWVµ 7KLV LV DQ LPSRUWDQW REVHUYDWLRQ
WKHGLIILFXOWLHVLQFUHDWLQJUDWLRQDOSD\PHQWPHFKDQLVPV
IRUVPDOOHDVLO\FRSLHGFKXQNVRIVRIWZDUHUDWKHUWKDQ
DQ\ WHFKQLFDO VKRUWFRPLQJV RU SUREOHPV UHPDLQ WKH
FKLHI LPSHGLPHQW WR FRPSRQHQWV DOWKRXJK WKLV LV QRW
DOZD\VGXO\UHFRJQLVHG+HVXJJHVWVJRYHUQPHQWDOSUR
JUDPPHVWRFRXQWHUWKHVHWURXEOHVDWOHDVWLQLWLDOO\

'RXJODV0F,OUR\GLGQRWLQYHQWUHXVHQRUVXEURX
WLQHV RU VXEURXWLQH OLEUDULHV DV YHKLFOHV RI UHXVH +H
ZDV KRZHYHU WKH ILUVW RQH WR IRUPXODWH VXEURXWLQH
EDVHGUHXVHSURJUDPPDWLFDOO\DQGPRVWLPSRUWDQWO\KH
HVWDEOLVKHG WKH KDELW WR FRXFK UHXVH SOHDV LQ WHUPV RI
VRIWZDUHFRPSRQHQWV

7KH QHHG IRU VWDQGDUGV ² RI SURJUDPPLQJ ODQ
JXDJHV LQWHUIDFHV ZRUG VL]HV FKDUDFWHU VHWV ² LV DOVR
FRQVLGHUHGEXW0F,OUR\ZDUQVDJDLQVWUDVKVWDQGDUGLVD
WLRQHIIRUWVEHIRUHWKH´PRGHOVµDUHLQSODFH7KHSDWK
UHFRPPHQGHGLVUDWKHURQHRILQGXVWULDOFRQYHUJHQFH
0F,OUR\ HQXPHUDWHV WKH FRPSRQHQW DSSOLFDWLRQ
DUHDVKHWKLQNVDUH´SURPLVLQJ«WREHJLQZLWKµ


QXPHULFDODSSUR[LPDWLRQV



,2FRQYHUVLRQV



''JHRPHWU\



WH[WSURFHVVLQJ



VWRUDJHPDQDJHPHQW

,QWHUHVWLQJO\ KH VXJJHVWV GLVWULEXWLRQ WKURXJK
´6HDUV5RHEXFNµVW\OHFDWDORJXHVRIFRPSRQHQWVDVZHOO
DV ´E\ FRPPXQLFDWLRQ OLQNµ 7KH LGHD DERXW DQ
,QWHUQHWEDVHG FRPSRQHQW ED]DDU LV QRW DV QHZ XQGHU WKH
VXQDVRQHPD\EHWHPSWHGWREHOLHYH

$QDWWHPSWWRWUDFNWKHGLVVHPLQDWLRQRIWKHFRP
SRQHQW LGHD GXULQJ WKH V ZLOO EH PDGH EHORZ 7KH
YLVLEOHUHSHUFXVVLRQV RI0F,OUR\·VSDSHU GXULQJ WKH V
DUH VFDQW EXW RQH LPSRUWDQW LQIOXHQFH WKDW ZH ZLOO
FRPHEDFNWRVRRQZDVRQ1HLJKERUV·'UDFR
1) Software Components at Bell Laboratories

'XULQJWKH\HDUVZKHQ0F,OUR\KHDGHGWKH
&RPSXWLQJ 7HFKQLTXHV 5HVHDUFK 'HSDUWPHQW DW %HOO /DERUDWR
ULHV WKH 81,; RSHUDWLQJ V\VWHP DQG WKH & DQG &
ODQJXDJHVVDZGD\OLJKWDWWKLVYHU\GHSDUWPHQWDQG0F
,OUR\ ZDV LQVWUXPHQWDO LQ WKH JHVWDWLRQ DQG FUHDWLRQ RI
WKHPDOO7KHVWDQGDUGOLEUDULHVRI&DQGWKHV\VWHPOL
EUDULHV RI 81,; LQGHHG LPSOHPHQW VXEURXWLQHEDVHG
FRPSRQHQWVRIWKHNLQGFRQWHPSODWHGLQ0F,OUR\·V
SDSHU DQG KLV LGHDV DERXW DXWRPDWLF JHQHUDWLRQ RI YD
ULDQWVRIWKHVHOLEUDULHVRSWLPLVHGIRUGLIIHUHQWPDFKLQH
 ,QGHHG 0F,OUR\ FULWLFLVHV RQH HDUO\ UHXVH HIIRUW WKH &$&0
FROOHFWHG DOJRULWKPV IRU YDULRXV GHILFLHQFLHV ,W FRXOG EH FODLPHG
WKDWWKHKLVWRU\RIUHXVHVWDUWHGZLWKWKHLQYHQWLRQRIWKHVXEURXWLQH
E\*ROGVWLQHDQGYRQ1HXPDQQ VHH[*1@ RUDWOHDVWZLWKLWVLP
SOHPHQWDWLRQ LQ WKH ('6$& E\ :LONHV :KHHOHU DQG *LOO VHH
[::*@  7KH VXSSRUW IRU VHSDUDWHO\ FRPSLOHG VXEURXWLQHV LQ
)2575$1 ,, VHH >%DFN@  PDGH VXEURXWLQHEDVHG UHXVH HDV\
DOUHDG\ EDFN LQ WKH V $W WKLV WLPH XVHU JURXSV OLNH 6+$5(
IRXQGHGLQ GLVWULEXWHGFDWDORJXHVRIXVHIXOVRIWZDUHURXWLQHV
ZKLFKDFFRUGLQJWR>*ODV@ZHUHZLGHO\XVHG,QWKHODWHVVRPH
FRPSUHKHQVLYH VXEURXWLQH SDFNDJHV DQG OLEUDULHV ZHUH EXLOW HJ LQ
'RXJODV 5RVV· $(' $XWRPDWHG (QJLQHHULQJ 'HVLJQ  SURMHFW DW 0,7
0F,OUR\ UHFRXQWV LQ [0FLO@  WKDW EDFN LQ  KH KLPVHOI EXLOW D
SDFNDJH RI WH[WSURFHVVLQJ SULPLWLYHV WKDW EHFDPH WKH EDVLV IRU DQ
LPSOHPHQWDWLRQRI612%2/



 $PRQJ WKH  ´FODVVLFVµ RI VRIWZDUH HQJLQHHULQJ LQFOXGHG LQ
[<RXU@ QRQH UHIHUV WR 0F,OUR\·V SDSHU DQG RQO\ YHU\ RFFDVLRQDO
UHIHUHQFHVDUHIRXQGLQRWKHUOLWHUDWXUHIURPWKLVWLPH)RUH[DPSOH
[%DXHE@SGLVPLVVHV0F,OUR\·VSURSRVDORI´·VRIWZDUHFRPSR
QHQWV·ZKLFKDOORZVVRIWZDUHWREHEXLOWPRVDLFOLNHIURPDPXOWLWXGH
RIPXWXDOO\KDUPRQL]HGVPDOOSLHFHVµWKXV´6XFKDQDPELWLRXVJRDO
LVQRWOLNHO\WREHDWWDFNHGVXFFHVVIXOO\LQWKH QHDU IXWXUHµ &I DOVR
HJ [+HOP@ S  ZKHUH 0F,OUR\·V FULWLTXH RI WKH &$&0
DOJRULWKPV LV FLWHG [0FLO@ UHSRUWV VRPH DGGLWLRQDO LQIOXHQFHV RQ
WKH1DWLRQDO6RIWZDUH:RUNVSURMHFW:KHQWKHLQWHUHVWLQUHXVHLVVXHV
DZRNH LQ WKH HDUO\ V 0F,OUR\·V SDSHU ZDV UHGLVFRYHUHG $W WKH
 ,77 :RUNVKRS RQ 5HXVDELOLW\ LQ 3URJUDPPLQJ WKH SDSHU ZDV
UHYLVLWHGLQ [+0@SHWVHTTDQGUHIHUUHGWRDOVRLQ[6WDQ@
DQG[)UHH@6LQFHWKHQLWKDVEHHQYHU\IUHTXHQWO\FLWHG


7KLUW\\HDUVODWHUZDUQLQJVDJDLQVWUXVKLQJLQWRVWDQGDUGVDUHVWLOO
LVVXHGHJLQ>6]\S@S



$WDERXWWKLVWLPHWKH,QIRUPDWLRQ3URFHVVLQJ7HFKQLTXHV2IILFH ,372 
EHLQJSDUWRIWKH$GYDQFHG5HVHDUFK3URMHFWV$JHQF\ $53$ RIWKH86
'HSDUWPHQWRI'HIHQVHZDVLQWKHSURFHVVRIRUJDQLVLQJWKHILUVWSKDVH
RIWKHZRUNRQWKH$53$1(7ZDVDOVRWKH\HDURISXEOLFD
WLRQ IRU [/LFN@ /LFNOLGHU·V IDPRXV DQG YHU\ LQIOXHQWLDO DUWLFOH 7KH
&RPSXWHUDVD&RPPXQLFDWLRQ'HYLFHLQZKLFKPDQ\DVSHFWVRIWRGD\·V
,QWHUQHWDQG:::WHFKQRORJLHVDUHIRUHFDVWHG6HHDOVR>3UHV@



6HHKWWSFPEHOOODEVFRPFPFVZKRGRXJELRJUDSK\


DUFKLWHFWXUHVZHUHDWOHDVWSDUWLDOO\PDGHYLDEOHE\WKH&
PDFUR SUHSURFHVVRU ([FHSW IRU WKH JHRPHWU\ URX
WLQHVWKHFRPSRQHQWFDWHJRULHV´SURPLVLQJ«WREHJLQ
ZLWKµ FRUUHVSRQG FORVHO\ WR WKH & OLEUDU\ IXQFWLRQV
$GGLWLRQDOO\0F,OUR\ZDVWKHLQYHQWRURIWKHSLSHVDQG
ILOWHUVPHFKDQLVPVRI81,;DWOHDVWSULPDIDFLHDQRWKHU
VWULNLQJDSSOLFDWLRQRIWKHFRPSRQHQWLGHD
2) Software Components and Automatic Programming

'XULQJWKHVDQGVWKHUHZDVDVWURQJLQWHUHVW
LQDXWRPDWLFSURJUDPPLQJLQDFDGHPLFUHVHDUFK7KHDLPRI
DXWRPDWLFSURJUDPPLQJLVWKHPRUHRUOHVVDXWRPDWLFJHQH
UDWLRQRIDQH[HFXWDEOHSURJUDPPHIURPDVSHFLILFDWLRQ
H[SUHVVHGLQDYHU\KLJKOHYHOODQJXDJH 9+// RUSHUKDSV
HYHQLQQDWXUDOODQJXDJHWKURXJKYDULRXV´UHILQHPHQWVµ
´WUDQVIRUPDWLRQVµ RU ´RSWLPLVDWLRQVµ XVXDOO\ XQGHU
VRPH IRUP RI LQWHUDFWLYH JXLGDQFH IURP D XVHUSUR
JUDPPHU7KHSRLQWLVWKDWWKHDXWRPDWLFSURJUDPPLQJ
V\VWHP PD\ DXWRPDWH YDULRXV LPSOHPHQWDWLRQ FKRLFHV
VXFKDVWKHVHOHFWLRQRIDOJRULWKPV²ZLWKRUZLWKRXWKX
PDQDVVLVWDQFH

 0F,OUR\·V PDFUR SURFHVVRU IRU LPSOHPHQWLQJ $/75$1 LQ
)2575$1ZDVLQKLVRZQZRUGV LQ>0FLO@ ´SUREDEO\WKHPDLQ
DQFHVWRU RI WKH & SUHSURFHVVRUµ DQG KH DGGV ´WKH & SUHSURFHVVRU
GLGIORZIURPWKHVDPHRXWORRNWKDWP\FRPSRQHQWVSDSHUGLGEXW
LW ZDV QRW D GHOLEHUDWH VWHS WRZDUGV D FRPSRQHQWV JRDOµ &I DOVR
[0FLOE@[0FLO@S[:HJQ@SDQG[.HUQ@





&I[.5@SHWVHTT

7KHVWRU\UHODWHGLQ[%3@SWKDWSLSHVDQGILOWHUVZHUHGH
YLVHG QRW DV D UHXVH PHFKDQLVP EXW LQ UHVSRQVH WR WKH VHYHUH DG
GUHVV VSDFH OLPLWDWLRQV LQ WKH HDUO\ YHUVLRQV RI 81,; LV GHQLHG E\
0F,OUR\ KLPVHOI ,Q [0FLO@ KH UHSRUWV WKDW KH FDPH XS ZLWK WKH
SLSHV DQG ILOWHUV LGHD EHIRUH WKH 81,; GD\V DQG DFWXDOO\ WULHG DO
WKRXJK XQVXFFHVVIXOO\ WR VROLFLW LWV LPSOHPHQWDWLRQ LQ D PDLQIUDPH
RSHUDWLQJV\VWHP+LVLQWHQWLRQZDV´WRHQDEOHIXQFWLRQDO FRPSRVL
WLRQRIH[LVWLQJFRPSRQHQWVµZKHUHDVWKHLQVSLUDWLRQIRUWKLVLQJHQ
LRXVFRQWULYDQFHZDVSURYLGHGE\VWUHDPSURFHVVLQJDQGFRURXWLQHV

0RVWUHVHDUFKIRUD\VLQWR DXWRPDWLF SURJUDPPLQJ VXFK DV WKRVH
RI WKH %DO]HU·V JURXS DW 86&,6, VHH >%DO]@ [%DO]@ DQG
[)HDWK@  RU WKH +DUYDUG JURXS KHDGHG E\ &KHDWKDP VHH
[&KHDW@ KDYHQRWEHHQEDVHGXSRQWKHFRPSRQHQWLGHD[5:@
FRQWDLQVDVXUYH\RIWKHDUHDRIDXWRPDWLFSURJUDPPLQJLQFOXGLQJD
GLVFXVVLRQRIVRPHFRPPHUFLDOSURGXFWV RQSHWVHTT &IDOVR
[+.@DQG[%&.@S



2QH DXWRPDWLF SURJUDPPLQJ UHVHDUFK HIIRUW WKDW ZDV
LQVSLUHGE\0F,OUR\·VFRPSRQHQWYLVLRQZDV1HLJKERUV·
'UDFRDFRPSRQHQWEDVHGV\VWHPIRUWKHFRQVWUXFWLRQ
RIGRPDLQVSHFLILFODQJXDJHVDQGWKHJHQHUDWLRQRIH[H
FXWDEOHV IURP KLJKOHYHO VSHFLILFDWLRQV ZULWWHQ LQ VXFK
ODQJXDJHV 0XFK LQ WKH VSLULW RI 0F,OUR\ 1HLJKERUV
FRQWUDVWV WKH ´WKH SDUWVDQGDVVHPEOLHV DSSURDFKµ RI
'UDFRZLWK´WKHFUDIWVPDQDSSURDFKµURXWLQHO\DGRSWHG
LQVRIWZDUHGHYHORSPHQW
7KHFRPSRQHQWVRI'UDFRDUHIXQFWLRQVMXVWOLNHWKRVH
RI0F,OUR\·V 7KHVH 'UDFR FRPSRQHQWV SURYLGH WKH LP
SOHPHQWDWLRQRIWKHREMHFWVDQGRSHUDWLRQVRIDFHUWDLQSUR
[5:@[5:@DQG[5:@SUHVHQWDQDOWHUQDWLYHDSSURDFKWRDX
WRPDWLFSURJUDPPLQJEDVHGRQZKDWWKH\RULJLQDOO\XVHGWRFDOOFRP
SRQHQWV EXW ODWHU UHQDPHG FOLFKpV DQG D IRUPDOLVP IRU UHSUHVHQWLQJ
WKHVHFDOOHGWKH3ODQ&DOFXOXV,QWKHLUWHUPLQRORJ\DFOLFKpRUFRPSRQHQW
PD\UHSUHVHQWDQ\FRPPRQDOLW\EHWZHHQSURJUDPV7KHH[DPSOHVRI
VXFKFRPSRQHQWVJLYHQLQWKHLUSDSHUVLQFOXGHVXFKGLYHUVHLWHPVDV
´PDWUL[DGGµ´VWDFNµ´ILOWHUSRVLWLYHµ´PDVWHUILOHV\VWHPµ´GHDG
ORFN IUHHµ ´PRYH LQYDULDQWµ ´VXFFHVVLYH DSSUR[LPDWLRQµ ´LQWHU
UXSWGULYHQ DUFKLWHFWXUHµ RU ´LQIRUPDWLRQ V\VWHPµ ,Q DGGLWLRQ WR
WKHSODQVRIWKH3ODQ&DOFXOXV(QJOLVKWH[WVXEURXWLQHVPDFURVSUR
JUDPPH VFKHPDV D NLQG RI WHPSODWHV ZLWK KROHV WR EH ILOOHG LQ 
IORZFKDUWV ORJLFDO IRUPDOLVPV GDWD DEVWUDFWLRQV DQG SURJUDPPH
WUDQVIRUPDWLRQV DUH FRQVLGHUHG FDQGLGDWH IRUPDOLVDWLRQV RI FRPSR
QHQWV
$PDMRUUHVHDUFKHIIRUWRQFRPSRQHQWEDVHG´*HQ9RFDJHQHUDWRUVµ
LVFXUUHQWO\FDUULHGRXWE\WKH6RIWZDUH6\VWHPV*HQHUDWRU5HVHDUFK*URXS
DWWKH8QLYHUVLW\RI7H[DVLQ$XVWLQ VHH[%2@[6%@[%67'@
[%DW@ DQG [6%@  *HQ9RFD JHQHUDWRUV XVH SDUDPHWHULVHG ´UHILQH
PHQWVµ RI GRPDLQ DEVWUDFWLRQV DV EXLOGLQJ EORFNV WKH LPSOHPHQWD
WLRQVRIZKLFKDUHUHIHUUHGWRDVFRPSRQHQWV,QWKLVFRQWH[WWKHWHUP
FRPSRQHQW VLJQLILHV D ´VXEV\VWHPµ ZKLFK LV GHILQHG DV D VXLWH RI YD
ULDEOHV IXQFWLRQV DQG FODVVHV 6XEV\VWHPV DUH FRQVLGHUDEO\ PRUH
ODUJHJUDLQHGWKDQWKHIXQFWLRQFRPSRQHQWVRI'UDFRDVIRUWKHQHHG
IRUODUJHUEXLOGLQJEORFNVWKDQIXQFWLRQVFI>1HLJ@SHWVHT
*HQ9RFDFRPSRQHQWVPD\EHFRPSRVHGVWDWLFDOO\DWDSSOLFDWLRQJHQH
UDWLRQWLPHRUG\QDPLFDOO\DWDSSOLFDWLRQUXQWLPH)XUWKHUPRUHWKHVH
FRPSRQHQWV PD\ EH FRPSRVLWLRQDO RU WUDQVIRUPDWLRQDO &RPSRVLWLRQDO
FRPSRQHQWVDUHH[HFXWHGDWDSSOLFDWLRQUXQWLPHDQGPD\EHLPSOH
PHQWHG VWDWLFDOO\ DV WHPSODWHV RU G\QDPLFDOO\ DV REMHFW OLEUDULHV
ZKHUHDV WUDQVIRUPDWLRQDO FRPSRQHQWV JHQHUDWH FRGH WKDW LQ WXUQ
ZLOOEHH[HFXWHGDWDSSOLFDWLRQUXQWLPH>2/@SUHVHQWVDQRWKHUUH
FHQWH[DPSOHRIUHVHDUFKRQFRPSRQHQWEDVHGJHQHUDWLYHWHFKQLTXHV
 'UDFR LV GHVFULEHG LQ GHWDLO LQ 1HLJKERUV· GRFWRUDO GLVVHUWDWLRQ
>1HLJ@ 6KRUWHU GHVFULSWLRQV DUH DYDLODEOH LQ [1HLJ@ [1HLJ@
[)UHH@ DQG >)UHHE@ &I DOVR [$%)3@ DQG >+0@ S  HW
VHTZKHUHVRPHFRQFHUQVDERXWWKH'UDFRDSSURDFKDUHFRQVLGHUHG
DVZHOO$PRVWLPSRUWDQWFRQWULEXWLRQRI1HLJKERUV·ZDVWKHLQWUR
GXFWLRQRIGRPDLQDQDO\VLVWRVHUYHDVWKHIRXQGDWLRQRIGRPDLQVSHFL
ILFODQJXDJHV


$FFRUGLQJWR1HLJKERUV >1HLJ@S WKHXVHRIFRPSRQHQWV
LQ 'UDFR ZDV DOVR LQVSLUHG E\ 1 3 (GZDUGV [(7@ DQG 5 &
:DWHUV[:DWH@&IDOVR>1HLJ@SHWVHTTSHWVHTTS
HWVHTTSHWVHTT





>1HLJ@SHWVHTT


EOHPGRPDLQDQGWKHUHLVH[DFWO\RQHFRPSRQHQWIRU
HDFKREMHFWRURSHUDWLRQRIDGRPDLQ(YHU\FRPSRQHQW
PD\ FRQWDLQ VHYHUDO DOWHUQDWLYH LPSOHPHQWDWLRQV FDOOHG
UHILQHPHQWV ZKLFK PD\ EH UHJDUGHG DV PDFUR ERGLHV IRU
WKH UHSUHVHQWHG REMHFW RU RSHUDWLRQ 7KH 'UDFR FRP
SRQHQWV DUH PDQDJHG WKURXJK D PRGXOH LQWHUFRQQHFWLRQ
ODQJXDJH ZKLFK DOVR HQVXUHV WKH FRQVLVWHQF\ RI WKH
V\VWHPXQGHUFRQVWUXFWLRQ
7KH'UDFRFRPSRQHQWVSURYLGHWKHVHPDQWLFVIRUD
GRPDLQVSHFLILFODQJXDJHWKHV\QWD[RIZKLFKLVGHILQHG
GXULQJGRPDLQDQDO\VLV'UDFRJHQHUDWHVDSDUVHUIRUWKLV
ODQJXDJHIURPDVSHFLILFDWLRQLQD%1)VW\OHQRWDWLRQ
7KHODQJXDJHFRQVWUXFWVPD\WKHQEHXVHGWRDVVHPEOH
PXOWLSOHV\VWHPVZLWKLQDGRPDLQIURPSUHGHILQHGSDUWV
LHFRPSRQHQWV LQVWHDGRIEXLOGLQJWKHPIURPVFUDWFK
E\´XVLQJFUDIWVPHQµ7KHWUDQVODWLRQRUUHILQHPHQWRI
DVSHFLILFDWLRQZULWWHQLQDGRPDLQODQJXDJHLQWRH[HFXW
DEOH FRGH LV GRQH LQWHUDFWLYHO\ WKURXJK ´WUDQVIRUPD
WLRQVµ7KHDSSURDFKGHVFULEHGPD\SD\RIIZKHQPDQ\
VLPLODUV\VWHPVZLOOEHEXLOW,WLPSOLHVUHXVHQRWRQO\RI
FRGHEXWDOVRRIDQDO\VLVDQGGHVLJQZKLFKLVFODLPHGWREH
´WKHNH\WRUHXVDEOHVRIWZDUHµ
3) Software Components and Software Engineering

$SDWFKSDQHOPRGHOIRUDQRQ\PRXVLQWHUFRQQHFWLRQ
RI PRGXOHV WKURXJK SRUWV ZDV GHYLVHG E\ D WHDP RI UH
VHDUFKHUV DW &DUQHJLH0HOORQ 8QLYHUVLW\ LQ WKH HDUO\
V7KHLUDSSURDFKZDVGLUHFWO\LQVSLUHGE\GHYHORS



2EMHFWVDUHQRWXQGHUVWRRGLQDQREMHFWRULHQWHGVHQVHKHUH

)RUH[DPSOH>1HLJ@SHWVHTTGLVFXVVHVDQH[SRQHQWLDWLRQ
FRPSRQHQW FRQWDLQLQJ WZR UHILQHPHQWV D ELQDU\ VKLIW LPSOH
PHQWDWLRQDQGD7D\ORUH[SDQVLRQYDULDQW7KHODQJXDJHXVHGWRGH
ILQHWKHUHILQHPHQWVPD\EHDQ\GRPDLQODQJXDJHNQRZQWR'UDFRVR
WKH LPSOHPHQWDWLRQV RI FRPSRQHQWV PD\ FURVV GRPDLQ ERXQGDULHV
&IDOVR[1HLJ@SHWVHT



 [31@ SURYLGHV D VXUYH\ RI PRGXOH LQWHUFRQQHFWLRQ ODQJXDJHV
7KHILUVW0,/ZDVGHYLVHG E\ 'H5HPHU DQG .URQ VHH ['.@  LQ
RUGHUWRIDFLOLWDWHWKHDFWLYLW\RI´SURJUDPPLQJLQWKHODUJHµLHWKH
NQLWWLQJ WRJHWKHU RI SURJUDPPH PRGXOHV LQWR V\VWHPV 2QH
LQWHUHVWLQJ IHDWXUH RI WKHVH ODQJXDJHV LV WKDW WKH\ LQ DGGLWLRQ WR
GHFODUDWLRQV RI WKH LQWHUIDFH SURYLGHG E\ D PRGXOH DOVR VXSSRUW
FRQVWUXFWVE\PHDQVRIZKLFKWKHLQWHUIDFHVUHTXLUHGE\DPRGXOHFDQ
EH VSHFLILHG 'HFODUDWLRQV RI UHTXLUHG LQWHUIDFHV IRUP WKH EDVLV RI
´SOXJ DQG VRFNHWµ DUFKLWHFWXUHV VXFK DV WKDW RI WKH 5DSLGH ODQJXDJH
GHVFULEHGLQ>/9@DQG>/90@


 $GGLWLRQDOO\ D ´GRPDLQ ODQJXDJH SUHWW\SULQWHU ´ DQG ´VRXUFHWR
VRXUFH WUDQVIRUPDWLRQVµ PXVW EH GHILQHG EHIRUH WKH GRPDLQ
ODQJXDJHPD\EHWDNHQDGYDQWDJHRI





>1HLJ@S

6HH[&&*+@SHWVHTTDQG[&:@SHWVHTT7KHSDWFK
SDQHO PRGHO PD\ EH XQGHUVWRRG DV D SUHGHFHVVRU RI ODWHU SOXJ DQG
VRFNHWDUFKLWHFWXUHVDVZHOODVPRGXOHLQWHUFRQQHFWLRQODQJXDJHV

PHQWV LQ KDUGZDUH FRQVWUXFWLRQ DQG ZDV MXVWLILHG E\ D
ZLVKWRUHXVHODUJHJUDLQHGVRIWZDUHFRPSRQHQWV,QWKH
LPSOHPHQWDWLRQ PDGH RI WKH SDWFK SDQHO PRGHO WKH
6/ VRIWZDUH ODERUDWRU\ WKH PRGXOHV ZHUH UHDOLVHG DV
DV\QFKURQRXV SURFHVVHV DOEHLW RWKHU LPSOHPHQWDWLRQV
VXFKDVVXEURXWLQHVRUFRURXWLQHVZHUHFRQVLGHUHGIHD
VLEOHDVZHOO7KHSDWFKSDQHOLQWHUHVWLQJO\HTXDWHGZLWKD
´WHOHSKRQH VZLWFKERDUGµ ZDV LPSOHPHQWHG E\ D VHW RI
PDLOER[HV DQG WKH SRUWV DV QDPHV ORFDO WR LWV RZQLQJ
PRGXOH 7KH SRUWV ZHUH FRQQHFWHG WR WKH PDLOER[HV
GXULQJ FDEOLQJ ² WKHUHE\ PDNLQJ LW HDV\ WR VXEVWLWXWH D
PRGXOHIRUDQRWKHUE\MXVWGRLQJVRPHUHFDEOLQJ
,Q  (GZDUGV DQG 7HOOLHU RI ,%0 SUHVHQWHG
VRPH LGHDV DERXW D SDUWVDQGDVVHPEO\ DSSURDFK WR
VRIWZDUH FRQVWUXFWLRQ DSSDUHQWO\ LQVSLUHG E\ WKH SUDF
WLFHV RI RWKHU HQJLQHHULQJ GLVFLSOLQHV LQ JHQHUDO DQG
KDUGZDUH FRQVWUXFWLRQ LQ SDUWLFXODU 6RPHZKDW ODWHU
(GZDUGVDGYRFDWHG´FRQWUROOHGPRGXODULW\µDVDZD\WR
EROVWHUVRIWZDUHFRQVWUXFWLRQZLWK´UHXVHDEOHSDUWVµ
'XULQJWKHODWHV WKH DQDORJ\ EHWZHHQ KDUGZDUH
DQG VRIWZDUH FRPSRQHQWV ZDV UHYLYHG LQ WKH 2UHJRQ UH
SRUWRQIXWXUHVRIWZDUHHQJLQHHULQJDQGLQDQXPEHURI
DUWLFOHV DQG SDSHUV UHODWHG WR WKLV UHSRUW -XVW DV WKH
KDUGZDUHHQJLQHHUZRUNVZLWKSUHIDEULFDWHGFLUFXLWVWKH
VRIWZDUHHQJLQHHURIWKHIXWXUHVKRXOGLWLVFRQWHQGHG
ZRUNZLWKDQLQYHQWRU\RITXDOLW\WHVWHGVWDQGDUGFRP
SRQHQWV WKHUHE\ SXUVXLQJ SURJUDPPLQJ LQ WKH ODUJH UDWKHU
WKDQLQWKHVPDOO7KHVHFRPSRQHQWVPD\EHRIYHU\GLI
IHUHQWJUDQXODULW\DQGLQLWLDOO\LWPD\EHGLIILFXOWWRILQG
DQG DJUHH XSRQ WKH EHVW VL]HV DQG VKDSHV RI WKHP ,Q
PRVWFDVHVKRZHYHUWKHDXWKRUVRIWKHVHDUWLFOHVDSSHDU
WR XQGHUVWDQG FRPSRQHQWV DV PRGXOHV &RQVHTXHQWO\
PRGXOH LQWHUIDFHV LV FRQVLGHUHG DQ LPSRUWDQW UHVHDUFK
DUHD DQG IDPLOLHV RI ´SOXJFRPSDWLEOHµ PRGXOHV ZLWK
LGHQWLFDO LQWHUIDFHV EXW GLIIHUHQW LPSOHPHQWDWLRQV DUH
VXJJHVWHG 7KLV LV XQGRXEWHGO\ DQ LPSRUWDQW VWHS WR
ZDUGV WKH PRGHUQ FRQFHSW RI FRPSRQHQWV DQG DZD\

>(7@7KHUHGRHVQRWVHHPWREHDQ\GLUHFWLQIOXHQFHIURP0F
,OUR\·V WZR FRPSRQHQW SDSHUV RQ WKHLU ZRUN QRU RQ WKDW RI WKH
&DUQHJLH0HOORQ JURXS >%/@ S  UHODWHV WKDW VRPHZKDW ODWHU
,%0PDGHDSURGXFWDQQRXQFHPHQWIRUZKDWZDVFDOOHG´VHOHFWDEOH
VRIWZDUHXQLWVµ&IDOVRIRRWQRWHRQSEHORZ





>(GZD@

 [:%@ DQG [%*0:@ VXPPDULVH WKH LGHDV DLUHG DW WKLV
ZRUNVKRS&IDOVR[%HOD@[%0@SHWVHTTDQG[:*@$W
OHDVWVRPHRIWKHRULJLQDWRUVRIWKLVUHSRUWZHUHDZDUHRI0F,OUR\·V
LGHDVDVZLWQHVVHGE\[%0@ORFFLW


[:%@S


IURP 0F,OUR\·V RULJLQDO YLHZ RI FRPSRQHQWV DV
URXWLQHV
4) Related Developments

6RPH RWKHU GHYHORSPHQWV RI WKH V WHQG WR FRQ
ILUPWKHYDOLGLW\RI0F,OUR\·VLGHDVEXWODFNGLUHFWO\RE
VHUYDEOHWLHVZLWKWKHP

)LUVWO\ D PDUNHW IRU VXEURXWLQH OLEUDULHV HYROYHG
DQGLWZDVIXUWKHUIRVWHUHGE\WKHDUULYDO RI WKH PLFUR
FRPSXWHUV 7KH VL]H RI WKLV PDUNHW KDV KRZHYHU UH
PDLQHG FRPSDUDWLYHO\ VPDOO DOWKRXJK WKH IXQFWLRQ OL
EUDU\ZKHWKHUSURYLGHGLQWKHIRUPRIRSHUDWLQJV\VWHP
$3,VDVFRPSLOHUDSSHQGDJHRUERXJKWIURPWKLUGSDU
WLHV ZLOO VWLOO EH WKH SUHGRPLQDQW LQVWUXPHQW RI UHXVH
WRGD\
6HFRQGO\ WKH ILUVW VRIWZDUH IDFWRU\ ZDV RSHQHG LQ
-DSDQ E\ +LWDFKL DOUHDG\ LQ  DQG VHYHUDO RWKHUV
ZHUH HVWDEOLVKHG LQ -DSDQ GXULQJ WKH ODWH V ,Q WKH
:HVWHUQKHPLVSKHUHWKHVRIWZDUHIDFWRU\LGHDKDVEHHQ
PXFKPRUHORDWKWRWDNHURRWH[FHSWIRUDIHZHSKHP
HUDODWWHPSWV
7KLUGO\ DQ LQWHUHVW LQ VRIWZDUH UHXVH VORZO\ EHJDQ WR
VSURXWLQLQGXVWU\DVZHOODVDFDGHPH7KHUHXVHVWUDW
 $QRWKHU H[DPSOH RI WKH SHUFRODWLRQ RI WKH VRIWZDUH SDUW LGHD
GXULQJWKHODWHVLVIRXQGLQ>5LFH@SHWVHT



 7KH HDUO\ H[DPSOHV VXUYH\HG E\ [)UHH@ [+0@ [6WDQ@
[56@DQG[-RQH@LQFOXGHOLQHDUSURJUDPPLQJSDFNDJHVVWDWLVWLFV
DQG QXPHULFDO DQDO\VLV OLEUDULHV VXFK DV WKH RQH IURP ,06/ 5D\
WKHRQ·V 5HDG\&RGH OLEUDU\ IRU &2%2/ EXVLQHVV DSSOLFDWLRQV DQG
YDULRXV%$6,&PLFURFRPSXWHUPRGXOHV&IDOVR[5LFH@SHW
VHTT


 [&XVX@ LV WKH VWDQGDUG ZRUN RQ -DSDQHVH VRIWZDUH IDFWRULHV
[&XVX@JLYHVDQH[FHOOHQWVXPPDU\RIWKHKLVWRU\RIWKH VRIWZDUH
IDFWRU\ LQ -DSDQ DQG HOVHZKHUH [0617@ DQG [0DWV@ GHVFULEH
7RVKLED·VVRIWZDUHIDFWRU\0RUHLQIRUPDWLRQDERXWWKH-DSDQHVHGH
YHORSPHQWVFRXOGEHIRXQGLQ[.LP@DQG[70@&IDOVR[-*-@
S

HJ\ DGRSWHG DW 5D\WKHRQ·V 0LVVLOH 6\VWHPV 'LYLVLRQ GXULQJ
WKH ODWH V RFFDVLRQHG UHXVH UDWHV RI  DQG LQ
YROYHG WKH FRQVWUXFWLRQ RI D OLEUDU\ RI  &2%2/
FRGHPRGXOHV7KHDFDGHPLFSUHRFFXSDWLRQZLWKUHXVH
ZDVVWLOOLQFRQVSLFXRXVDQGODUJHO\LVRODWHGWRVRPHSLR
QHHULQJ DFWLYLWLHV DW WKH 8QLYHUVLW\ RI &DOLIRUQLD LQ ,UYLQH
ZKHUH1HLJKERUVZRUNHGRQWKH'UDFRV\VWHPDQG)UHH
PDQ6WDQGLVKDQGRWKHUVPDGHYDULRXVFRQWULEXWLRQV
$GGLWLRQDOO\ D QXPEHU RI RWKHU LPSRUWDQW HQ
GHDYRXUVRIWKHVZRXOGWXUQRXWWRKDYHEHDULQJRQ
WKH FRPSRQHQW LGHD 7KHVH LQFOXGH ZRUN GRQH RQ
VWUXFWXUHG SURJUDPPLQJ LQIRUPDWLRQ KLGLQJ FRXSOLQJ
DQG FRKHVLRQ PRGXODULVDWLRQ DEVWUDFW GDWD W\SHV DQG
REMHFWRULHQWDWLRQ DQG RI FRXUVH WKH GHYHORSPHQW RI
ODQJXDJHVVXFKDV6,08/$6PDOOWDONDQG$GD
III. BRAD COX – SOFTWARE-ICS

7KH,77:RUNVKRSRQ5HXVDELOLW\LQ3URJUDPPLQJ
XVKHUHG LQ D SHULRG RI LQWHQVH LQWHUHVW LQ UHXVDELOLW\
VSXUUHG E\ LQWHU DOLD WKH ORQJUXQQLQJ 86 'HSDUWPHQW RI
'HIHQVH 67$56 6RIWZDUH 7HFKQRORJ\ IRU $GDSWDEOH 5HOLDEOH
6\VWHPV HIIRUW:KHUHDVVXEURXWLQHVKDGEHHQWKHPRVW
FRPPRQUHXVHYHKLFOHRIWKHVGXULQJWKHVLQWHUHVW
VKLIWHG WRZDUGV WKH QRYHO PHFKDQLVPV RI $GD DQG WKH
HPHUJLQJ REMHFWRULHQWHG SURJUDPPLQJ ODQJXDJHV LH
SDFNDJHVJHQHULFLW\ DQG REMHFWVLQKHULWDQFH UHVSHF
WLYHO\ 7KH $GD DQG WKH REMHFWRULHQWHG FDPSV HDFK
FDPHXSZLWKGLIIHUHQWUHLQWHUSUHWDWLRQV RIWKH VRIWZDUH
FRPSRQHQWLGHD+HUHZHZLOOEHSULPDULO\FRQFHUQHGZLWK
WKH REMHFWRULHQWHG YDULDQW ZKLFK ZDV JLYHQ LWV ILUVW



[0FLO@PHQWLRQVWKDW'RXJODV5RVV·JURXSDWWKHWLPHDGYHUWLVHG
LWVHOI DV D ´VRIWZDUH IDFWRU\µ ,Q  6\VWHP 'HYHORSPHQW &R 6'&
WUDGHPDUNHGWKHWHUPVRIWZDUHIDFWRU\DQGGXULQJ6'&GHYH
ORSHGDVRIWZDUHIDFWRU\SURFHVVDQGSHUIRUPHGVXFFHVVIXOIXOOVFDOH
H[SHULPHQWVZLWKLW,QVSLWHRILPSUHVVLYHUHVXOWVWKHIDFWRU\ZDVIL
QDOO\ FORVHG GRZQ EHFDXVH RI WKH XQZLOOLQJQHVV RI 6'& SURMHFW
PDQDJHUVWRFRPPLVVLRQZRUNWRLW6HH[%&@DQG[&XVX@S
HWVHT



 $V PHQWLRQHG LQ IRRWQRWH  RQ S VRPH UHXVH HIIRUWV VXFK DV
WKH&$&0FROOHFWHGDOJRULWKPVDQGWKH6+$5(SURJUDPPHZKLFK
XQGHUWRRN WR HQFRXUDJH UHXVH RI GRQDWHG ,%0 PDLQIUDPH VXE
URXWLQHV ZHUH PXFK ROGHU WKDQ WKDW 1RQH RI WKHVH ZDV KRZHYHU
SDUWLFXODUO\VXFFHVVIXO&I[56@S


6HH[/3@DQG[/*@[(PHU@UHODWHVWKHUHVXOWVRIDQDWWHPSW
DW &RQWURO 'DWD &RUSRUDWLRQ WR LGHQWLI\ VPDOOVFDOH FRPSRQHQWV LH VPDOO
IXQFWLRQVRUPDFURVIRUIUHTXHQWRSHUDWLRQVRQDUUD\VOLVWVVWULQJV
DQGWKHOLNH

[)UHH@7KHUHPD\KDYHEHHQVRPHLQIOXHQFHIURPWKLVJURXSRQ
WKH HDUO\ GHYHORSPHQW RI WKH $GD SURJUDPPLQJ ODQJXDJH 6HH
[:KLW@S



>,77@FRQWDLQVWKHSURFHHGLQJVRIWKLVFRQIHUHQFH0RUHRUOHVV
UHYLVHGYHUVLRQVRIVRPH RI WKH SDSHUV SUHVHQWHG ZHUH UHSULQWHG LQ
,((( 7UDQVDFWLRQV RI 6RIWZDUH (QJLQHHULQJ 9RO 6( 1R  RU LQ
[)UHHD@RU[%3@RULQDQ\FRPELQDWLRQRIWKHVH7KHULVHRILQ
WHUHVWIRUVRIWZDUHUHXVHLQWKHHDUO\VLVDOVRUHIOHFWHGLQ>5DXF@
[6HSS@FRQWDLQVDJRRGVXUYH\RIWKHUHXVHDUWLFOHVDQGSDSHUVDYDLO
DEOHLQ





&I['55@


YHU\SLWK\IRUPXODWLRQE\%UDG&R[²DIRUPXODWLRQWKDW
ZLOOEHVXEMHFWWRIXUWKHUVWXG\EHORZ
A. Software-ICs

'XULQJ WKH ILUVW \HDUV RI WKH V %UDG &R[ ZDV
ZRUNLQJRQWKH,773URJUDPPLQJ(QYLURQPHQWSURMHFWWKH
DLPVRIZKLFKZHUHWRLQFUHDVHSURJUDPPHUSURGXFWLYLW\
DQGHQFRXUDJHH[WHQVLYHUHXVH&R[GHVLJQHGDQGEXLOW
,Q[%RZO@LWLVVWDWHGWKDW$GDDFFRUGLQJWRLWVSULQFLSDODXWKRU
ZDVGHVLJQHGWRIDFLOLWDWHDVRIWZDUHFRPSRQHQWVLQGXVWU\DQGLQKLV
,),3 NH\QRWH VSHHFK [,FKE@ ,FKELDK KLPVHOI VRPHZKDW PRUH
YDJXHO\VWDWHVWKDW´$GD«ZDVGHVLJQHGIRUDWLPHZKHQVRIWZDUH
GHYHORSPHQW FDQ EH H[SHFWHG WR EH LQFUHDVLQJO\ PRUH GLVWULEXWHG
DQG ZKHQ VRIWZDUH V\VWHPV FDQ EH H[SHFWHG WR EH DVVHPEOHG IURP
LQGHSHQGHQWO\SURGXFHGVRIWZDUHFRPSRQHQWVµ+HWKHQJRHVRQWR
DVVRFLDWH WKH SDFNDJH DQG JHQHULFV IDFLOLWLHV RI $GD ZLWK WKH VRIWZDUH
FRPSRQHQW YLVLRQ RI 0F,OUR\ $OWKRXJK KH KDG EHFRPH DZDUH RI
0F,OUR\·VFRPSRQHQWLGHDVDOUHDG\LQ>,FKE@WKHFRPSRQHQW
SHUVSHFWLYH KDUGO\ ZDV YHU\ RSHUDWLYH GXULQJ WKH GHVLJQ RI $GD ²
WKHUHLVIRUH[DPSOHQRPHQWLRQRILWLQ[,+5%@5DWLRQDOHIRUWKH
'HVLJQ RI WKH $'$ 3URJUDPPLQJ /DQJXDJH 7KH DSWLWXGH RI $GD IRU
FRPSRQHQW SURJUDPPLQJ ZLOO UDWKHU EH DQ DIWHUWKRXJKW RU DV
,FKELDKSXWVLWKLPVHOILQ>,FKE@´7KHSUHIDFHLVDOZD\VGRQHODVWµ
7KHSDFNDJHFRQFHSWLVKRZHYHUSLYRWDOLQ$GDDQGGHVFHQGHGIURP
WKH /,6 ODQJXDJH DQG LWV SDUWLWLRQ FRQFHSW VHH [,)@  ZKLFK ZDV
LQWURGXFHG LQWR /,6 E\ ,FKELDK DOUHDG\ LQ  DQG WKXV SUHGDWHG
IRUH[DPSOHWKHPRGXOHFRQFHSWRI0RGXOD&IDOVR>:HJQ@S
[:KLW@SHWVHTDQG[%DUQ@S

*UDG\ %RRFK ODWHU LQ [%RRF@ S  HW SDVVLP  IRUPXODWHG DQG
IRUFHIXOO\ SURPXOJDWHG DQ$GD FRPSRQHQW SURJUDPPH PDLQO\ FRQ
FHUQHG ZLWK ORZOHYHO FRPSRQHQWV IRU FRPPRQO\ XVHG GDWD
VWUXFWXUHVDQGDOJRULWKPVDOWKRXJKKHGLGQRWUHIHUWRFRPSRQHQWV
DWDOOLQKLVILUVW$GDERRN >%RRFK@QRWHYHQ LQ KLV WUHDWPHQW RI
WKH VRIWZDUH FULVLV LWV FDXVHV DQG SRVVLEOH DQWLGRWHV [86@ LV DQ
RWKHUFROOHFWLRQRIORZOHYHO$GDFRPSRQHQWVDQGLQ[-D]D@DYHU\
VLPLODU SURJUDPPH IRU & FRPSRQHQWV LV DGYRFDWHG DQG
HOXFLGDWHG ZLWK H[DPSOHV IURP WKH & 6WDQGDUG 7HPSODWH /LEUDU\
67/ 
,WVKRXOGEHQRWHGWKDWWKHUHDUHGLVSDUDWHLQWHUSUHWDWLRQVRIWKHWHUP
FRPSRQHQW:LWKLQDUHDVVXFKDVVRIWZDUHDUFKLWHFWXUH HJ[%&.@S
  RU VRIWZDUH UHXVH HJ [6DPH@ S   FRPSRQHQW IUHTXHQWO\ LV
XVHG YHU\ EURDGO\ GHQRWLQJ DOPRVW DQ\ W\SH RI ´EXLOGLQJ EORFNµ
[:HJQ@SPDGHDV\VWHPRIVXFKFRPSRQHQWW\SHVDQGRWKHUV
KDYHIROORZHGVXLWLQFOXGLQJ[%RRF@SHWVHTTDQG[6DPH@S
HWVHTT2IODWHVHYHUDODWWHPSWVKDYHEHHQPDGHWRUHVWULFWWKH
UHDOP RI FRPSRQHQWV EDVHG RQ WKH XVDJH SUHYDOHQW LQ FRPPHUFLDO
FRPSRQHQWWHFKQRORJLHV[6]\S@LVRQHVXFKDWWHPSWZKHUHDVDQ
RWKHU LV IRXQG LQ [63@ S  6RPH TXLWH DEHUUDQW XVDJHV RI WKH
ZRUG FRPSRQHQW H[LVW DV ZHOO DV WKDW IRXQG LQ [-DFN@ S  ZKHUH
SURJUDPPLQJ ODQJXDJH LQVWUXFWLRQV DUH FDOOHG HOHPHQWDU\ FRPSRQHQWV
DQG WKH VHTXHQFH LWHUDWLRQ DQG VHOHFWLRQ FRQVWUXFWV FRPSRVLWH FRPSRQHQWV
&RPSLODWLRQV RI GHILQLWLRQV RI WKH WHUP ´FRPSRQHQWµ DUH JLYHQ LQ
[6DPH@SHWVHTDQG[6]\S@SHWVHTT
&R[DWWKLVWLPHZRUNHGZLWKLQWKH$GYDQFHG3URJUDPPLQJ*URXSRI
,77·V$GYDQFHG7HFKQRORJ\&HQWHU $7& 7KH,77UHXVHZRUNVKRSZDV
RUJDQLVHGE\&DSHUV-RQHV RI $7& DQG WKH LQWHUHVW LQ UHXVH LVVXHV
ZLWKLQ,77ZDVLQWHQVH$FFRUGLQJWR[&R[@0F,OUR\·VFRPSRQHQW
SDSHUZDVDOVRYHU\PXFK´LQWKHDLUµDWWKLVWLPH

WKH2EMHFW2ULHQWHG3UH&RPSLOHU 223& ´DODQJXDJHDQGD
UXQWLPHOLEUDU\IRUSURGXFLQJ&SURJUDPPHVWKDWRSHU
DWH E\ WKH UXQWLPH FRQYHQWLRQV RI 6PDOOWDON µ ,Q
 &R[ DQG 7RP /RYH IRXQGHG 3URGXFWLYLW\ 3URGXFWV
,QWHUQDWLRQDO 33, ODWHUUHQDPHG6WHSVWRQHLQRUGHUWRH[
SORLW REMHFWWHFKQRORJ\ IRU WKH FUHDWLRQ RI D PDUNHW RI
UHXVDEOHREMHFWRULHQWHGFRPSRQHQWVDSWO\GXEEHG6RIW
ZDUH,&V7RDFKLHYHWKLVJRDO&R[GHYHORSHGWKH2EMHFW
LYH&ODQJXDJH DQG FRPSLOHU XVLQJ 223& DV D VWDUWLQJ
SRLQW ,Q  &R[· ERRN 2EMHFW2ULHQWHG 3URJUDPPLQJ 
$Q (YROXWLRQDU\ $SSURDFK ZDV SXEOLVKHG DV RQH RI WKH
ILUVW DFFHVVLEOH DFFRXQWV RI REMHFWRULHQWDWLRQ ² DQG
ZULWWHQLQDODPEHQWFDSWLYDWLQJVW\OHDWWKDW²LWEHFDPH
YHU\LQIOXHQWLDO
,QWKHVDPHYHLQDV0F,OUR\&R[PRWLYDWHVKLVDS
SURDFKE\WKHVRIWZDUHFULVLV+HGHWHFWVWKHURRWVRI
WKH FULVLV LQ WKH ODFN RI FKDQJHDELOLW\ DQG PDOOHDELOLW\
ZKLFKKHLQWXUQLPSXWHVWRWKHWDFWLFVRI´0DJLQRWOLQH
GHIHQVHµ W\SLFDO RI PRQROLWKLF VRIWZDUH FRQVWUXFWLRQ
+HFRQWUDVWVWKLVLQIOH[LEOH´OLQHGHIHQVHµWRWKH´6ZLVV
GHIHQVHµVWUDWHJ\RIFRPSDUWPHQWDOLVDWLRQ´LQWRDUPRU
SODWHGREMHFWVµXVHGLQ6PDOOWDONSURJUDPPLQJ
&R[ ² OLNH 0F,OUR\ ² EHOLHYHV WKDW WKH PHGLFDWLRQ
QHHGHGWRMXJXODWHWKHVRIWZDUHPDODG\PD\EHIHWFKHG
IURPWKHKDUGZDUHIDEULFDWLRQDUHD


[&R[@

[&R[@$WWKLVWLPHWKHUHZHUHRQO\IHZERRNVDYDLODEOHRQRE
MHFWRULHQWDWLRQ HJ [%'01@ [*5@ [.UDV@  DQG WKH\ ZHUH
DOO JHDUHG VSHFLILFDOO\ WRZDUGV 6,08/$ RU 6PDOOWDON SURJUDPPLQJ
7KLV YHU\ VDPH \HDU %MDUQH 6WURXVWUXS SXEOLVKHG KLV EHVWVHOOHU
[6WUR@7KH&3URJUDPPLQJ/DQJXDJH


[&R[@SFLWHVD*$2LQYHVWLJDWLRQRIVRPH86IHGHUDO
VRIWZDUH SURMHFWV 2I WKHVH  ZHUH SDLG IRU EXW QRW GHOLYHUHG
 ZHUH GHOLYHUHG EXW QHYHU XVHG  ZHUH DEDQGRQHG RU UH
ZRUNHGXVHGDIWHU FKDQJH DQG OHVV WKDQ  XVHG DV GHOLYHUHG
7KHVHVDGUHVXOWVPD\EHFRPSDUHGWRWKRVHRIWKHUHFHQW&KDRVUH
SRUW [6WDQ@ ZKLFK VWDWHV WKDW RXW RI  86 VRIWZDUH SURMHFWV
VXUYH\HG  ZHUH FDQFHOOHG ZLWKRXW DQ\ UHVXOW ZKDWVRHYHU 
ZHUHILQLVKHGEXWH[FHHGHGWLPHDQGEXGJHWOLPLWDWLRQVDQGGLGQRW
VDWLVI\ WKH LQLWLDO UHTXLUHPHQW VSHFLILFDWLRQV DQG RQO\  ZHUH
EURXJKWWRDQHQGVXFFHVVIXOO\[=YHJ@MXVWO\TXHVWLRQVWKHYDOLGLW\
RIWKHDERYHHVWLPDWHV$SOHWKRUDRIVRIWZDUH´FUDVKVWRULHVµDUHUH
FRXQWHGLQ[*LEE@[-RFK@[&%@DQG[)ORZ@

[&R[@SHWVHTT,QKLVODWHUZULWLQJVKHGHSLFWVWKHVWDWHRI
VRIWZDUH FRQVWUXFWLRQ PRUH GUDVWLFDOO\ )RU H[DPSOH LQ [&R[@ S
 KH WUHQFKDQWO\ VWDWHV ´6RIWZDUH LV QRW \HW LQ WKH WZHQWLHWK
FHQWXU\ EXW LQ WKH 'DUN $JHV ,W LV VWLOO GRPLQDWHG E\ WKH 3ODWRQLF
LGHDO 3WROHPDLF FRVPRORJLHV DOFKHPLVWV LQ VHDUFK RI SKLORVRSKHUV·
VWRQHVDQGWHFKQRFHQWULFVLOYHUEXOOHWVµ




>&R[@S



7KHVLOLFRQFKLSLVWKHXQLWRIKDUGZDUHUHXV
DELOLW\WKDWKDVPRVWFRQVSLFXRXVO\FRQWULEXWHG
WRWKHKDUGZDUHSURGXFWLYLW\ERRP0LJKWWKH
6RIWZDUH,&FRQFHSWGRWKHVDPHIRUVRIWZDUH"
&R[ SDUDOOHOV WKH LQWURGXFWLRQ RI 6RIWZDUH,&V ZLWK
(OL :KLWQH\·V LQWURGXFWLRQ RI LQWHUFKDQJHDEOH VWDQGDUG
SDUWVLQWRPXVNHWEXLOGLQJLQDVDPHDQVWREULQJ
DERXWGLYLVLRQRIZRUN²DQLQQRYDWLRQWKDWPDGHSRV
VLEOHWKHWUDQVLWLRQIURPPDQXDOWRLQGXVWULDOSURGXFWLRQ
NQRZQ DV WKH LQGXVWULDO UHYROXWLRQ +H DOVR UHYLYHV
0F,OUR\·VLGHDDERXWVRIWZDUHFRPSRQHQWIDFWRULHVEXW
UHQDPHV WKHP 6RIWZDUH,& IRXQGULHV ,Q WKH ILUVW ZLGHO\
DYDLODEOHDFFRXQWRI6RIWZDUH,&VLQD%<7(DUWLFOH&R[
DQG /DPDU /HGEHWWHU RIIHU DQ LQWHUHVWLQJ GHILQLWLRQ RI
6RIWZDUH,&V 7KH\ DVVRFLDWH WKH QHZ FRQFHSW ZLWK VXE
URXWLQHOLEUDULHVDQG81,;ILOWHUVLH0F,OUR\·VVRIWZDUH
FRPSRQHQWV
$6RIWZDUH,&LVDUHXVDEOHVRIWZDUHFRPSR
QHQW ,W LV D VRIWZDUH SDFNDJLQJ FRQFHSW WKDW
FRPELQHV DVSHFWV RI VXEURXWLQH OLEUDULHV DQG
81,; ILOWHU SURJUDPV $ 6RIWZDUH,& LV D
VWDQGDUG ELQDU\ ILOH SURGXFHG E\ FRPSLOLQJ D
&SURJUDPJHQHUDWHGE\2EMHFWLYH&
%\GHILQLQJ6RIWZDUH,&VDVREMHFWVSDFNDJHGDVELQD
ULHV &R[ XQLWHV WKH PHVVDJHREMHFW SURJUDPPLQJ VW\OH
ZLWK WKH FRPSRQHQW LGHD 7KH XVHU RI D 6RIWZDUH,&
>&R[@SHWVHT&R[FRPHVEDFNWRWKLVWKHPHLQKLVODWHUZULW
LQJV,Q[&R[@SHWVHTTKHJLYHVDGHWDLOHGDFFRXQWRI:KLW
QH\·V LQYHQWLRQ WKH FUHGLW RI ZKLFK UHDOO\ WXUQV RXW WR IDOO XSRQ D
)UHQFKJXQVPLWK+RQRUp%ODQFUDWKHUWKDQXSRQ:KLWQH\KLPVHOI
,Q D QXPEHU RI IDPRXV DUWLFOHV [&R[D@ [&R[@ DQG [&R[@ 
&R[ FRXFKHV KLV LGHDV DERXW WKH VRIWZDUH LQGXVWULDO UHYROXWLRQ DV D
UHPRQVWUDQFHDJDLQVW%URRNV·HYHQPRUHIDPRXV1R6LOYHU%XOOHW DU
WLFOH[%URR@DQGLWVPDLQWKHVLVWKDWFRPSOH[LW\LVDQHVVHQWLDOSUR
SHUW\RIVRIWZDUH&IDOVR[2FKV@DQG%URRNV·UHSO\LQ[%URR@S
[(7@SSUREDEO\SURYLGHVWKHILUVWDUJXPHQWIRUWKHDS
SOLFDWLRQ RI :KLWQH\·V SDUWVDQGDVVHPEOLHV DSSURDFK WR VRIWZDUH
DQG DFWXDOO\ LQIOXHQFHG 1HLJKERUV VHH [1HLJ@ S   ,Q >60@
:KLWQH\·V DFKLHYHPHQW LV DOVR DGGXFHG EXW LQ VXSSRUW IRU 6KODHU·V
DQG 0HOORU·V ´UHFXUVLYH GHVLJQµ PHWKRG &I DOVR >3DUW@ S  HW
VHTT


RQO\VHHVLWVLQWHUIDFHDQGGRHVQRWQHHGWRFDUHDERXWLWV
LPSOHPHQWDWLRQ²WKHVHDUHWKHZHOONQRZQSULQFLSOHVRI
HQFDSVXODWLRQ DQG LQIRUPDWLRQ KLGLQJ DGYRFDWHG E\
3DUQDV DQG RWKHUV DOUHDG\ GXULQJ WKH KH\GD\ RI VWUXF
WXUHGSURJUDPPLQJ,WLVKRZHYHUDPDUNHGEUHDNZLWK
0F,OUR\·V FRQFHSWLRQ RI FRPSRQHQWV DV VRXUFH FRGH
URXWLQHV
2EMHFWLYH& LV D ODQJXDJH LQ WKH 6PDOOWDON WUDGLWLRQ
VXSSRUWLQJG\QDPLFELQGLQJG\QDPLFW\SLQJDQGG\QD
PLF OLQNLQJ IXOO\ DQG &R[ PDNHV G\QDPLF ELQGLQJ DQG
ORRVHFRXSOLQJ D FRUQHUVWRQH DQG D VLQH TXD QRQ RI 6RIW
ZDUH,&V ,Q IDFW WKLV G\QDPLVP PDNHV 2EMHFWLYH& OHVV
VXVFHSWLEOH WR WKH V\QWDFWLF IUDJLOLW\ SLWIDOOV WKDW KDXQW
& SURJUDPPLQJ DQG SUHVHQWGD\ FRPSRQHQW LQIUD
VWUXFWXUHVVXFK DV &20 DQG 620 KDYH JRQH WR JUHDW
OHQJWKVWRRYHUFRPH
B. Creating a Market – Superdistribution

)RUYDULRXVUHDVRQV6WHSVWRQH·VKRSHVDERXWDPDUNHW
IRU 6RIWZDUH,&V IRXQGHUHG )LUVWO\ 6RIWZDUH,&V ZHUH
WLJKWO\ FRXSOHG WR 6WHSVWRQH·V 2EMHFWLYH& ODQJXDJH ZKLFK
ZDV VRRQ WR EH RYHUVKDGRZHG E\ & ² 6WHSVWRQH RI
FRXUVHODFNHGWKHFORXWWRFRPSHWHZLWK%HOO/DERUDWRULHV
6HFRQGO\ QR VWDQGDUGLVHG LQWHUDFWLRQ SURWRFROV H[LVWHG
IRU 6RIWZDUH,&V OHW DORQH DQ\ VWDQGDUG LQWHUIDFHV DQG
KHQFH 6RIWZDUH,&V IURP GLIIHUHQW SURYLGHUV EHFDPH OL
DEOH WR YDULRXV DUFKLWHFWXUDO PLVPDWFK SUREOHPV 7KLUGO\
DQG PRVW LPSRUWDQWO\ LW WXUQHG RXW WR EH GLIILFXOW IRU
VRIWZDUHGHYHORSHUVWRHDUQDOLYLQJRQWKHFRQVWUXFWLRQ
RI VPDOO SLHFHV RIVRIWZDUH ² WKH SUREOHPV LQKHUHQW LQ
PDUNHWLQJ DQGVHOOLQJ VRIWZDUH EXLOGLQJ EORFNV KDG QRW
EHHQDGGUHVVHG
2XWRIWKLVIDLOXUHKRZHYHUJUHZDQHZDQGRULJL
QDOLQWHUSUHWDWLRQRIWKHVRIWZDUHFULVLVDQGLWVFDXVHVDV
ZHOODVDSURJUDPPHIRUFRPLQJWRWHUPVZLWKLW&R[
FRQWUDVWV WKH VDG VWDWH RI VRIWZDUH FRQVWUXFWLRQ ZLWK
WKDWRIRWKHUEUDQFKHVRIHQJLQHHULQJDQGILQGVDVWULN

$VSRLQWHGRXWE\>:HJQ@S$GD DQG3DVFDO ODFNVVXSSRUW
IRU G\QDPLF ELQGLQJ OLQNLQJ DQG ORDGLQJ DQG WKXV RQO\ VXSSRUWV
VWDWLFDOO\ERXQGFRPSRQHQWV





&I[*$2@&IDOVR>&R[D@S

>/&@$PRUHHODERUDWHWUHDWPHQWRIWKHVDPHWRSLFLVIRXQGLQ
[&R[@SHWVHTT



>&R[@SHWVHTT

,QWHUHVWLQJO\>6FKP@SUHSRUWVWKDWWKHWHUPVRIWZDUH,&ZDV
RULJLQDOO\ LQWHQGHG WR VLJQLI\ ´D PDFKLQHLQGHSHQGHQW FODVVµ EXW
ODWHUFDPHWRGHQRWHDQ\´ZHOOGHVLJQHGFODVVµ

7KHVHLGHDVZHUHILUVWSXEOLVKHGLQ[&R[@7KH\KDYHVLQFHEHHQ
UHVWDWHG DQG UHILQHG LQ D QXPEHU RI DUWLFOHV [&R[@ [&R[@
[&R[@DQG[&R[@ DQGLQ&R[·H[WUDRUGLQDU\ERRN[&R[@








LQJ GLIIHUHQFH LQ WKH ODFN RI VRIWZDUH SURGXFWLRQ
FKDLQV
8QOLNH WKH KDUGZDUH LQGXVWU\ ZKLFK KDV RU
JDQL]HGLWVHOILQWRDIXOO\HODERUDWHGUDLQIRUHVW
RI PXWXDOO\ LQWHUGHSHQGHQW VWUXFWXUH RI SUR
GXFWLRQ WUHHV WKH VRIWZDUH LQGXVWU\ UHPDLQV
VWXFNLQWKHXQLFHOOXODU EDFWHULDO VWDJH RI WKH
SULPRUGLDORR]H

LQ HQFU\SWHG IRUP WR WKH XVHU DQG WKHQ EH GHFU\SWHG
WKURXJKDVSHFLDOSLHFHRIWDPSHUSURRIKDUGZDUHZKLFK
ZLOO FRQWDLQ WKH GHFU\SWLRQ NH\V DQG D XVDJH PRQLWRU
7KLV KDUGZDUH XQLW ZLOO UHJXODUO\ VHQG ELOOLQJ LQIRUPD
WLRQWRDFOHDULQJKRXVHWKDWZLOOSOD\DUROHUHPLQLVFHQW
RI WKDW RI D FUHGLW FDUG FRPSDQ\ 3URJUDPPHV DQG
FRPSRQHQWV VKRXOG DFFRUGLQJ WR &R[ DQG 0RUL EH
JLYHQDZD\IRUIUHHDQGSD\PHQWFROOHFWHGIRUXVDJHLQ
WKHVDPHZD\DVLVGRQHZLWKIRULQVWDQFHHOHFWULFLW\RU
ZDWHU $ SLHFH RI VLPSOLVWLF ´PHWHUZDUHµ FRGH PD\
LPSOHPHQWWKHIXQFWLRQDOLW\QHHGHG
if (query(ProductID)) {
/* query: is the user a paid up
customer? */
DeliverService();
/* commit: record delivery */
commit(ProductID);
} else
DenyService();

%XW ZK\ LV LW VR" :KDW PDNHV VRIWZDUH GLIIHUHQW"
&R[H[SODLQV
7KH SULPDO FDXVH RI WKH VRIWZDUH FULVLV LV WKH
EUHDNGRZQ LQ KXPDQ LQFHQWLYH VWUXFWXUHV
RULJLQDWLQJ IURP WKH SUREOHPDWLFV RI EX\LQJ
VHOOLQJDQGRZQLQJJRRGVPDGHRIELWV
6LQFH VRIWZDUH FRPSRQHQWV DUH ELQDU\ LPPDWHULDO
JRRGVWKDWFDQEH HDVLO\ FRSLHG LW LV XWWHUO\ GLIILFXOWWR
FROOHFW UHYHQXH IRU HYHU\ SRLQW RI XVDJH ,QVWHDG WKH
GHYHORSHU RI D FRPSRQHQW ZLOO VHOO KLV SURGXFW WR D
VPDOO FOLHQWHOH RI VRIWZDUH GHYHORSPHQW FRPSDQLHV
ZKLFK ZLOO WKHQ GXSOLFDWH LW LQ WKHLU SURGXFWV WKHUHE\
SXUYH\LQJ QR JDLQ ZKDWVRHYHU WR LWV RULJLQDWRU 7KXV
WKHODFNRIUDWLRQDOUHYHQXHPHFKDQLVPVZLOOHIIHFWLYHO\
XQGHUFXW WKH LQFHQWLYHV IRU WKH GLYLVLRQ DQG
VSHFLDOLVDWLRQ RI ODERXU DQG FRQVHTXHQWO\ SUHYHQW WKH
HPHUJHQFH RI WKH SURGXFWLRQ FKDLQV W\SLFDO RI PDWXUH
DUHDV RI HQJLQHHULQJ )RU WKLV UHDVRQ WKH LQGXVWULDO
UHYROXWLRQ KDV QRW KDSSHQHG ZLWKLQ VRIWZDUH FRQ
VWUXFWLRQZKLFKSHUIRUFHLV\RNHGWRWKHKDELWVRISUH
LQGXVWULDOFUDIWVPDQVKLS
7R FRXQWHU WKH ,OLDG RI ZRHV WKDW IROORZ IURP WKH
´EUHDNGRZQ LQ KXPDQ LQFHQWLYH VWUXFWXUHVµ &R[ VXJ
JHVWV VXSHUGLVWULEXWLRQ D FRQFHSW LQWURGXFHG DOUHDG\ LQ
 E\ 5\RLFKL 0RUL SURIHVVRU DW WKH 8QLYHUVLW\ RI
7VXNXEDDQGFKDLURIWKH-(,'$ -DSDQ(OHFWURQLF,QGXVWU\
'HYHORSPHQW $VVRFLDWLRQ  6XSHUGLVWULEXWLRQ 7HFKQRORJ\ &RP
PLWWHH0RULVXJJHVWVWKDWVRIWZDUHVKRXOGEHGHOLYHUHG

6HUYLFH ZLOO EH GHQLHG LI WKH KDUGZDUH XQLW LV QRW
SUHVHQW LI XVDJH KDV QRW EHHQ GXO\ UHSRUWHG WR WKH
FOHDULQJKRXVH LQ WKH SDVW RU LI WKH ELOOV GXH KDYH QRW
EHHQSDLG0DQ\GLIIHUHQWSD\PHQWPRGHOVPD\EHVXS
SRUWHGVXFKDVSD\SHUNH\VWURNHPLQXWHKRXUPRQWK
\HDURUHYHQWUDGLWLRQDOSD\SHUFRS\7KHFOHDULQJKRXVH
RUJDQLVDWLRQ ZLOO EH UHVSRQVLEOH IRU WKH UHLPEXUVHPHQW
RIWKHKLHUDUFK\RIFRPSRQHQWSURYLGHUVLQDFFRUGDQFH
WRWKHXVDJHRIWKHLUFRPSRQHQWV DQG DQ\ PXWXDO FRQ
WUDFWV
C. Components during the 80s and 90s

&R[ GLG QRW LQYHQW REMHFWRULHQWHG UHXVH EXW KH
IRUPXODWHGLWDVDSURJUDPPHDQGOLQNHGLWWRWKHVRIW

 0HWHULQJ DQG ELOOLQJ GR QRW UHTXLUH DQ RPQLSUHVHQW FRPPXQLFD
WLRQVFKDQQHOEXWFDQEHGRQHWKURXJKPRGHPFRQQHFWLRQVRUHYHQ
YLDIORSS\GLVNVWKDWDUHVHQWWRWKHFOHDULQJKRXVHRUJDQLVDWLRQRQD
UHJXODU EDVLV 0RUL KDV FRQVWUXFWHG SURWRW\SHV RI WKH KDUGZDUH
QHHGHG FDOOHG 6ER[HV [6]\S@ S  VXJJHVWV WKDW VPDUWFDUGV
VKRXOGEHXVHGWRDXWKHQWLFDWHWKHXVHUDQGSURYLGHHOHFWURQLFFDVK
RUFUHGLWLQIRUPDWLRQ






[&R[@



LELG

$FFRUGLQJWR0RULWKHLGHDEHKLQGWKHWHUPVXSHUGLVWULEXWLRQLVWKDW
VXSHUGLVWULEXWLRQZLOOPDNHLQIRUPDWLRQIORZZLWKRXWUHVLVWDQFHMXVWDV
VXSHUFRQGXFWLYLW\PDNHVHOHFWURQVGR6HH[0.@[0RUL@>0RUL@
DQG[7KRU@&IDOVR[71*@

[&R[@

$OVR0LOOHUDQG'UH[OHU>0'@SUHIHUDFKDUJHSHUXVHSROLF\IRU
VRIWZDUH EXLOW RI FRPSRQHQWV LQVWHDG RI WKH XVXDO FKDUJHSHUFRS\
DSSURDFKLQZKLFKWKH\VHHDPDMRUEDUULHUWRJHQHUDOUHXVH,QIDFW
ZKHQWKH\PDNHWKLVSRLQWWKH\UHIHUWR>&R[@[6]\S@SHW
VHTGLVFXVVHVVRPH SRWHQWLDO SUREOHPV ZLWK WKLV DSSURDFK $OUHDG\
>1HOV@ S '0 SRQGHUHG FRS\ULJKW DQG UR\DOW\ LVVXHV IRU
FRPSXWHUGLVWULEXWHG SLHFHV RI LQIRUPDWLRQ LQ WKH FRQWH[W RI KLV
;DQDGXV\VWHP




ZDUH FRPSRQHQW LGHD %\ KLV LQVLVWHQFH RQ WKH G\
QDPLFSURSHUWLHVRI6RIWZDUH,&VKHVHWIRUWKWKHQRWLRQ
RI D FRPSRQHQW WKDW VWLOO HVVHQWLDOO\ SUHYDLOV DQG KDV
EHHQ DGRSWHG E\ FRPPHUFLDO FRPSRQHQW WHFKQRORJLHV
VXFK DV &202/($FWLYH; 6202SHQ'RF &25%$
DQG -DYD%HDQV DOWKRXJK WKHVH DOVR DGG VXQGU\ UHILQH
PHQWV DQG YDULDWLRQV WR WKH RULJLQDO WKHPH ,PSRUWDQW
SRLQWV RI YDULDWLRQ LQFOXGH ODQJXDJHLQGHSHQGHQFH DQG
LQKHULWDQFH DQG DPRQJ WKH QRWHZRUWK\ DGGLWLRQV DUH
VXSSRUW IRU PXOWLSOH LQWHUIDFHV LQWHUIDFH QHJRWLDWLRQ
RXWJRLQJ HYHQW  LQWHUIDFHV GLVWULEXWLRQ DQG LQWURVSHF
WLRQ)XUWKHUPRUH²DQGE\IDUPRVWLPSRUWDQWO\²FRP
SRQHQWVKDYHEHHQJLYHQDIDFH
1) The Visualisation of Components

*8,V DQG REMHFWRULHQWDWLRQ KDYH EHHQ VLEOLQJV
IURP WKH YHU\ RXWVHW DQG WKH QRWLRQ RI RQVFUHHQ HOH
PHQWV DV REMHFWV RU FRPSRQHQWV VXJJHVWV LWVHOI
QDWXUDOO\ %LOO $WNLQVRQ·V 0DFLQWRVKEDVHG +\SHU&DUG
V\VWHPLQWURGXFHGLQDSSOLHGREMHFWRULHQWDWLRQWR
XVHU LQWHUIDFH FRQVWUXFWLRQ E\ LQYHVWLQJ XVHUV ZLWK WKH
DELOLW\ WR DVVRFLDWH HYHQW KDQGOHUV ZULWWHQ LQ WKH +\SHU
7DON VFULSW ODQJXDJH ZLWK RQVFUHHQ LWHPV VXFK DV
EXWWRQV ILHOGV FDUGV EDFNJURXQGV DQG VWDFNV $W
DERXW WKH VDPH WLPH WKH $QGUHZ 7RRONLW D IUDPHZRUN
IRUEXLOGLQJDQGFRPELQLQJYLVXDOFRPSRQHQWVIRUFRP
SRXQG GRFXPHQWV ZDV GHYHORSHG DW WKH ,QIRUPDWLRQ
7HFKQRORJ\&HQWHURI&DUQHJLH0HOORQ8QLYHUVLW\

%XLOGHU 7KLV WRRO EHLQJ SDUW RI WKH PXFKKDLOHG
1(;767(323(167(3 GHYHORSPHQW HQYLURQPHQW
IRU2EMHFWLYH&SURJUDPPLQJOHWVWKHSURJUDPPHUVHOHFW
DQLQWHUIDFHREMHFWVXFKDVDEXWWRQWH[WILHOGRUWDEOH
IURPDSDOHWWHDQGGUDJLWLQWRDZLQGRZ+HPD\WKHQ
UHVL]HWKHZLGJHWREMHFWFKDQJHLWVDWWULEXWHVWKURXJKDQ
LQVSHFWRU ZLQGRZ DQG FRQQHFW LWV DVVRFLDWHG HYHQWV ZLWK
PHWKRGLQYRFDWLRQVDFWLRQV RQ WDUJHWV LH REMHFWV ZLUHG
WRWKHRXWOHWVRIWKHLQWHUIDFHREMHFW1HZSDOHWWHVPD\
EHSURYLGHGE\WKLUGSDUWLHVDQGREMHFWVPD\EHDGGHG
WRH[LVWLQJSDOHWWHV
0LFURVRIW·V 9LVXDO %DVLF HQYLURQPHQW DQG LWV 9%;
9LVXDO %DVLF H;WHQVLRQV  FRPSRQHQWV VLPSOLILHG DQG UH
ILQHGWKHDSSURDFKLQWURGXFHGE\+\SHU&DUGWKH$QGUHZ
7RRONLW DQG ,QWHUIDFH%XLOGHU 7KH RXWFRPH ZDV D QHZ
IRUPVEDVHG5$' 5DSLG$SSOLFDWLRQ'HYHORSPHQW VW\OHRI
SURJUDPPLQJ
2) The Commercialisation of Components

2EMHFW WHFKQRORJ\ IDLOHG WR GHOLYHU RQ WKH
SURPLVH RI UHXVH 9LVXDO %DVLF·V FXVWRP FRQ
WUROV VXFFHHGHG :KDW UROH ZLOO REMHFWRULHQWHG
SURJUDPPLQJ SOD\ LQ WKH FRPSRQHQWVRIWZDUH
UHYROXWLRQWKDW·VQRZILQDOO\XQGHUZD\"
-RQ8GHOO

7KH+\SHU&DUGHYHQWKDQGOHUZDVDVLWZHUHFURVV
IHUWLOLVHG ZLWK WKH 6RIWZDUH,& LGHD LQ 1H;7·V ,QWHUIDFH

 5HXVH LV LQ D VHQVH LQJUDLQHG LQWR REMHFWRULHQWHG SURJUDPPLQJ
$OUHDG\6,08/$FDPHZLWKDQXPEHURIUHXVDEOHFODVVHVWKH6,0
6(7 DQG6,08/$7,21 SDFNDJHV VHH >%LUW@  DQG UHXVH RI SUH
GHILQHGFODVVHVLVWKHYHU\QHUYHRIWKH6PDOOWDONSURJUDPPLQJVW\OH
$FFRUGLQJWR[0DJQ@WKHUHLVDWUDGLWLRQZLWKLQWKH6FDQGLQDYLDQ
VFKRRORIREMHFWRULHQWDWLRQWRUHJDUGPRGHOOLQJDVWKHPDLQEHQHILW
RIREMHFWRULHQWDWLRQDQGFRQVLGHUUHXVHDVRIPLQRUVLJQLILFDQFHRU
HYHQSRWHQWLDOO\KDUPIXO(DUO\GLVFXVVLRQVRIUHXVHIURPDQREMHFW
RULHQWHGSRLQWRIYLHZLQFOXGH>'HXW@>'HXW@>:HJQ@SHW
VHTT>:HJQ@SHWVHTTDQG[0H\H@





6HH[&ROO@SHWVHTT

 6HH [:LOO@ DQG >.DHK@ &I DOVR [&ROO@ S  HW VHTT DQG
[1706@


6HH[3+.6@DQG[+DQV@7KHGHVNWRSPHWDSKRUWKHGRFX
PHQWFHQWULFLQWHUIDFHDQGFRPSRXQGGRFXPHQWVZHUHDOOSLRQHHUHG
LQWKH;HUR[6WDUZRUNVWDWLRQ7RGD\·VFRPPHUFLDOGLVWULEXWHGREMHFW
DQGFRPSRQHQWWHFKQRORJLHV²LQFOXGLQJ&25%$&202/(DQG
2SHQ'RF ² ODUJHO\ URVH IURP WKH SXUVXLW RI FRPSRXQG GRFXPHQWV
&I[6,.9@[-596@DQG[:DWV@


8GHOO·V RSHQLQJ SKUDVH LQ WKH %<7(  &RPSR
QHQW:DUHFRQVSHFWXVKDVEHFRPHDORFXVFODVVLFXV TXRWHG
PRUH RU OHVV GH ULJXHXU E\ FRPSRQHQW FKURQLFOHUV ,Q
GHHGWKHIRUPVEDVHGSURJUDPPLQJVW\OHLQWURGXFHGE\
0LFURVRIW·V9LVXDO%DVLFDQGLWV9%;FRPSRQHQWVLQ
EHFDPHLPPHQVHO\SRSXODUDQGKHQFHFRQGXFLYHWRWKH
>0\HU@SPHQWLRQVVRPHSUHFXUVRUVWRWKHPRGHUQLQWHUIDFH
EXLOGHULQFOXGLQJVRIWZDUHGHYHORSHGLQWKH6WHDPHUSURMHFW DW %%1
[656@;HUR[·7ULOOLXP[+HQG@%LOO%X[WRQ·V0HQX/D\[%/66@
WKHUHVRXUFHHGLWRURI0DFLQWRVKDQG-HDQ0DULH+XOORW·V626,QWHUIDFH
IRU WKH 0DFLQWRVK [+XOO@ +XOORW ZDV ODWHU KLUHG E\ 1H;7 DQG
GHVLJQHGLWV,QWHUIDFH%XLOGHU&IDOVR[&DUG@$FFRUGLQJWR>&R[@
WKHUH ZHUH DOVR WLHV EHWZHHQ 6WHSVWRQH DQG 1H;7 [(OOL@ KLQWV DW D
UHODWLRQVKLS EHWZHHQ LFRQLF VLPXODWLRQ GHYHORSPHQW HQYLURQPHQWV
VXFK DV %LOO %XGJH·V 3LQEDOO &RQVWUXFWLRQ 6HW UHOHDVHG LQ  DQG
LQWHUIDFHEXLOGHUV


 &I [2+(@ S  HW VHTT DQG [7%@ 0RUH SURJUDPPLQJ
GHWDLOVDUHIRXQGLQ[1RYR@DQG[&UDLJ@SHWVHTT


$QRXWOHWLVDQ2EMHFWLYH&LGYDULDEOHLHDKDQGOHWKDWPD\LGHQWLI\
DQ\W\SHRIREMHFW





[8GHO@S


VXFFHVVRIWKH:LQGRZVSODWIRUP1RWRQO\GLGLWEULQJ
EHQHILWV OLNH HQKDQFHG GHYHORSHU SURGXFWLYLW\ UHGXFHG
WLPHWRPDUNHW DQG WULPPHGGRZQ SURMHFW VWDIILQJ GH
PDQGV EXW OLNH +\SHU&DUG LW HQGRZHG QHZ FDWHJRULHV
RISHRSOH²ZKRQHYHUZRXOGHYHQWKLQNRIGRLQJWUDGL
WLRQDOSURJUDPPLQJ²ZLWKWKHDELOLW\WRFUHDWHDGYDQFHG
*8, DSSOLFDWLRQV ,Q VKRUW 5$' PDGH :LQGRZV GHYHO
RSPHQW FKHDSHU DQG PRUH SUHGLFWDEOH ² DQG :LQGRZV
SURJUDPPHVXSSO\ULFKHU
9%;V FUHDWHG WKH ILUVW FRPSRQHQW PDUNHW RI DQ\
VL]H ,Q  WKH PDUNHW IRU LWV VFLRQ WHFKQRORJ\ WKH
$FWLYH; FRQWUROV ZDV HVWLPDWHG WR  PLOOLRQ E\ WKH
*LJD ,QIRUPDWLRQ *URXS DQG WKH QXPEHU RI DYDLODEOH
$FWLYH;FRQWUROVZDVUHFHQWO\JLYHQDVE\D0LFURVRIW
UHSUHVHQWDWLYH$OWKRXJKWKH9%;$FWLYH;WHFKQRORJ\
ZDV LQVWUXPHQWDO LQ FUHDWLQJ WKH VXFFHVV RI :LQGRZV LW
ZDV DOVR GHSHQGHQW RQWKH RPQLSUHVHQFH RI WKH :LQWHO
SODWIRUPIRULWVRZQVXFFHVV2QO\WKHLPPHQVHSRSX
ODULW\ RI :LQGRZV ZDV DEOH WR RFFDVLRQ WKH ELUWK RI D
FRPSRQHQW PDUNHW LQ WKH WHHWK RI WKH EUHDNGRZQ RI
FRPPHUFLDOLQFHQWLYHVSRLQWHGWRE\&R[,QVSLWHRIWKH
ODFNRIPHDQVIRUUHYHQXHFROOHFWLRQIURPHQGXVHUVWKH
PDUNHW RI 9LVXDO %DVLF DQG RWKHU 5$' GHYHORSHUV KDV
JURZQODUJHHQRXJKWRVXSSRUWDVPDOOQXPEHURIFRP
SRQHQWVXSSOLHUV 6WLOO FRQVWUXFWLRQ RI $FWLYH; FRPSR
QHQWVLVKDUGO\DUR\DOURDGWRSURVSHULW\DQGWKH
PLOOLRQ·VZRUWKRIWKHHQWLUH$FWLYH;PDUNHWRQO\FRYHUV
WKHFRVWVRIWZR7LWDQLFVL]HGPRYLHVDQGRQO\DFFRXQWV
IRUDYHU\VOLJKWVKDUHRIWKHWRWDOUHYHQXHVRIWKHVRIW
ZDUHLQGXVWU\HVWLPDWHGWRELOOLRQLQ

 $FFRUGLQJ WR D UHFHQW 6HSWHPEHU   0LFURVRIW SUHVV UHOHDVH
>0LFUE@ WKHUH DUH PRUH WKDQ  PLOOLRQ 9LVXDO %DVLF GHYHORSHUV LQ
WKH ZRUOG DPRXQWLQJ WR PRUH WKDQ  RI DOO SURIHVVLRQDO
SURJUDPPHUV 7KH VDPH VRXUFH FODLPV WKDW WKHUH DUH  ERRNV
DERXW 9LVXDO %DVLF ,Q >0LFUD@ WKH QXPEHU RI V\VWHPV ZKHUH
0LFURVRIW·V FRPSRQHQW LQIUDVWUXFWXUH &20 LV LQ XVH LV HVWLPDWHG WR
 PLOOLRQ 2XW RI WKHVH :LQGRZV DFFRXQWV IRU  PLOOLRQ DQG
:LQGRZV17IRUPLOOLRQV\VWHPVZKHUHDVELW:LQGRZVYHUVLRQV
DQG ZLOOPDNHXSWKHUHPDLQGHU+RZWKHVHHVWLPDWHVKDYH
EHHQDUULYHGDWLVQRWH[SODLQHGDQGRIFRXUVHWKH\VKRXOGEHWDNHQ
ZLWKDIDLUSLQFKRIVDOW>6HVV@UHSRUWVWKDW0LFURVRIWLQ$SULO
RXVWHG,%0IURPWKHSRVLWLRQDVWKHODUJHVWVRIWZDUHFRPSDQ\LQWKH
ZRUOGLQWHUPVRIUHYHQXHV&IDOVR>0LFU@

7KH IRUPVEDVHG SURJUDPPLQJ VW\OH RI 9LVXDO %DVLF KDV EHHQ
DGRSWHGLQVRPHRWKHUVXFFHVVIXO:LQGRZV5$'GHYHORSPHQW WRROV
VXFK DV %RUODQG·V 'HOSKL &HQWXUD·V 64/:LQGRZV 2UDFOH·V 3RZHU2EMHFWV
DQG3RZHUVRIW·V3RZHU%XLOGHU


>/HDF@

 $FFRUGLQJ WR VWDWLVWLFV IURP WKH ,QIRUPDWLRQ 7HFKQRORJ\ ,QGXVWU\
&RXQFLO ,7,&VHHKWWSZZZLWLFRUJ TXRWHGLQ>0LFU@


IV. CONCLUSIONS AND SPECULATIONS – A POSITION
STATEMENT
A. Component Success Factors

:KDWDUHWKHQHFHVVDU\FRQGLWLRQVIRUDFRPSRQHQW
WHFKQRORJ\WRVXFFHHG")LUVWO\LWVKRXOGEHHPSKDVLVHG
WKDWWKHUHDUHGHJUHHVRIVXFFHVV&DQG81,;VWDQGDUG
IXQFWLRQ OLEUDULHV )2575$1 QXPHULFDO VXEURXWLQH
SDFNDJHVRU0LFURVRIW·V&202/($FWLYH;FRPSRQHQWV
KDYH DOO EHHQ YHU\ VXFFHVVIXO LQ SURPRWLQJ UHXVH DQG
SURGXFWLYLW\ EXW VWLOO WKHLU VXFFHVV KDYH EHHQ EDVLFDOO\
HYROXWLRQDU\ UDWKHU WKDQ UHYROXWLRQDU\ $OWKRXJK SURYLGLQJ
XVHIXOYHKLFOHVRIUHXVHWKHVHWHFKQRORJLHVKDYHQRWGLV
SHOOHGWKHVRIWZDUHFULVLVRU FUHDWHG HIIHFWV FRPSDUDEOH
WRWKRVHRIWKHLQGXVWULDOUHYROXWLRQVXFKDVWKHIRUPD
WLRQRIWKHSURGXFWLRQFKDLQVW\SLFDORIPDWXUHDUHDVRI
LQGXVWU\DQGHQJLQHHULQJ
)RUDFRPSRQHQWWHFKQRORJ\WREHVXFFHVVIXOLQWKH
PRGHVW HYROXWLRQDU\ VHQVH ILYH FULWLFDO FRQFHUQV PXVW ,
EHOLHYHEHDGGUHVVHG


/DQJXDJHLQGHSHQGHQFH7KHSURJUDPPLQJODQJXDJH
DUHQDLVVWLOOYHU\IUDJPHQWHG DQGVXVFHSWLEOH WR
UDSLG FKDQJHV RI IDVKLRQ DQG IRU D FRPSRQHQW
WHFKQRORJ\ WR EHFRPH ZLGHVSUHDG LW VKRXOG
DYRLG ODQJXDJH LVRODWLRQ 7KLV GRHV QRW LPSO\
WKDWLWFDQQRWKDYHDSULPDU\WDUJHWODQJXDJH²&
IXQFWLRQ OLEUDULHV LQGHHG WDUJHW & DQG &20
FRPSRQHQWVKDYHD&ELDVEXWERWKSURYLGH
RU DW OHDVW GR QRW H[FOXGH DFFHVVLELOLW\ IURP D
ZLGHUDQJHRIRWKHUODQJXDJHV



6WDQGDUGLVHG FRPSRQHQW VKDSH )RU D FRPSRQHQW WR
EHXVHIXOLQDQRSHQXQLYHUVHLWPXVWDGKHUHWR
DFRPSRQHQWVWDQGDUGGHILQLQJLWVRYHUDOOVKDSH
6WDQGDUGVDUHKHUHXQGHUVWRRGLQDEURDGVHQVH
LQFOXGLQJLQGXVWULDODQGGHIDFWRVWDQGDUGV



6WDQGDUGLVHG LQWHUIDFHV &RPSRQHQWV LPSOHPHQWLQJ
VWDQGDUG LQWHUIDFHV GRFXPHQWHG LQ KDQGERRNV
DUH JHQHUDOO\ PXFK PRUH XVHIXO WKDQ FXVWRP
PDGH FRPSRQHQWV 7KH & VWDQGDUG OLEUDULHV DV
ZHOO DV &202/($FWLYH; SURYLGH VXFK LQWHU
IDFHGHILQLWLRQVIRUYDULRXVSXUSRVHV

 [*DEU@ S  FRQWDLQV D UHDGDEOH GLVFXVVLRQ RI WKH IDFWRUV
QHFHVVDU\ IRU D SURJUDPPLQJ ODQJXDJH WR EHFRPH VXFFHVVIXO
$YDLODELOLW\ RQ D ZLGH UDQJH RI KDUGZDUH SODWIRUPV LV LGHQWLILHG DV
RQHVXFKIDFWRUDQGRQHPD\EHWHPSWHGWRFRQFOXGHWKDWSODWIRUP
LQGHSHQGHQFH VKRXOG EH RI FULWLFDO SHUWLQHQFH IRU FRPSRQHQW
WHFKQRORJLHVQROHVVWKDQIRUSURJUDPPLQJODQJXDJHV+RZHYHUWKH
FXUUHQW KHJHPRQ\ RI WKH :LQWHO SODWIRUP KDV UHQGHUHG WKLV
UHTXLUHPHQWHVVHQWLDOO\REVROHWHIRUERWKFDWHJRULHV






/DUJH GRPDLQ RI UHOHYDQFH DQG PDUNHWSODFH FORXW RI
EDFNHUVXS $ FRPSRQHQW WHFKQRORJ\ ZLOO QRW EH
SURVSHURXV XQOHVV LWV GRPDLQ RI XVDJH DQG
EDFNHUVXS DUH DV ZHOO $V LOOXVWUDWHG E\ WKH
IDLOXUH RI WKH 2SHQ'RF WHFKQRORJ\ LW LV D PRRW
TXHVWLRQ ZKHWKHU WKHUH DUH DQ\ FRPSDQLHV RU
RUJDQLVDWLRQV WRGD\ EHVLGHV 0LFURVRIW WKDW KDYH
WKH FORXW WR FUHDWH D FRPSRQHQW PDUNHWSODFH
3RVVLEO\WKH,QWHUQHWPD\SURYLGHDGRPDLQODUJH
HQRXJKWRVXSSRUW D-DYD%HDQV PDUNHW DOWKRXJK
WKLVLVQRWEH\RQGGRXEW
6LPSOLFLW\ &RPSRQHQWV VKRXOG QRW GHPDQG D
KLJK OHYHO RI VRSKLVWLFDWLRQ RI WKHLU XVHUV DO
WKRXJK FRQVLGHUDEOH VNLOOV PD\ EH QHHGHG WR
EXLOGDFRPSRQHQW

1RQHRIWKHDERYHFRQFHUQVLV WHFKQLFDO LQ QDWXUH
DQGRQHPD\EHLQFOLQHGWRFRQFOXGHWKDWWKHWHFKQLFDO
VKDSH RI FRPSRQHQWV LV RUWKRJRQDO WR WKH VXFFHVV RI
FRPSRQHQW WHFKQRORJLHV 7KH XQGHUVWDQGLQJ RI ZKDW
WKHULJKWVKDSHIRUDFRPSRQHQWLVFKDQJHVRYHUWLPHDO

QLVPV IRU ELQDU\ JRRGV HIIHFWLYHO\ REYLDWHV WKH
DGYHQW RI FRPSRQHQW SURGXFWLRQ FKDLQV DQG
KHQFHWKHLQGXVWULDOIDEULFDWLRQRIVRIWZDUH
:KHUHDV WKH ILYH UHTXLUHPHQWV IRU HYROXWLRQDU\ VXF
FHVVZLOOEHZLGHO\UHFRJQLVHGDOWKRXJKVHOGRPSULQWHG
RXW LQ FOHDU VWUDQJHO\ OLWWOH KHHG KDV EHHQ SDLG WR WKH
FRQXQGUXP RI UDWLRQDO SD\PHQW PHFKDQLVPV IRU FRP
SRQHQWV ² LQ VSLWH RI LWV SUHHPLQHQW VLJQLILFDQFH DQG
WKH H[XEHUDQW SRWHQWLDO EHQHILWV WR EH JDLQHG IURP LWV
VROXWLRQ 6LQFH D UHVROXWLRQ ZRXOG SUREDEO\ LPSO\
HLWKHU JOREDO OHJLVODWLYH PHDVXUHV RU LQLWLDWLYHV IURP
PDMRU PDUNHW SOD\HUV OLNH 0LFURVRIW ,QWHO DQG ,%0 DQG
VLQFHWKHUHLVFXUUHQWO\QRVLJQRIHLWKHUZHPD\VDIHO\
SUHGLFW WKDWWKH IORRG RI ERRNV DQG DUWLFOHV VHWWLQJ RXW
ZLWKDUHIHUHQFHWRWKH´HOXVLYHJRDORIUHXVHµSURSRVHG
E\ 0F,OUR\ LQ D VKDGRZ\ SDVW ZLOO IRU WKH IRUHVHHDEOH
IXWXUH FRQWLQXH WR LQXQGDWH WKH VZDPS\ ILHOGV RI VRIW
ZDUHFRQVWUXFWLRQ
B. Component Shape from a Historical Perspective

)LJXUH%UDG&R[·KLHUDUFK\RILQWHJUDWLRQOHYHOV FRXUWHV\RI%UDG&R[ 

WKRXJKIRUFRPPHUFLDOVXFFHVVRQHPXVWQHYHUVZLPLQ
WKHEDFNZDWHUVOHWDORQHEHWRRPXFKDKHDGRIWKHFXU
UHQWZDYH
)RUFRPSRQHQWWHFKQRORJ\WR KDYH WKH UHYROXWLRQDU\
LPSDFWZLGHO\KHOGWREHLWVXOWLPDWHREMHFWLYHDQGWUXH
DWWUDFWLRQ\HWDQRWKHUDQGPRUHGLIILFXOWFRQFHUQPXVW
EH DGGUHVVHG LQ DGGLWLRQ WR WKH UHTXLUHPHQWV IRU HYROX
WLRQDU\VXFFHVV


3D\PHQWPHFKDQLVPV,IFRPSRQHQWSURYLGHUVFDQ
QRW OLYH E\ WKHLU WUDGH QR WKULYLQJ FRPSRQHQW
PDUNHWSODFHZLOOHPHUJH$VFRQYLQFLQJO\DUJXHG
E\ &R[ WKH ODFN RI UHYHQXH FROOHFWLRQ PHFKD

$W WKH EHJLQQLQJ RI WKH V %UDG &R[ H[WHQGHG WKH
KDUGZDUHVRIWZDUHDQDORJ\LPSOLFLWLQWKH6RIWZDUH,&QR
WLRQWKURXJKDVFKHPHRIILYH´OHYHOVRILQWHJUDWLRQµDV
LOOXVWUDWHG LQ )LJXUH  7KH HOHPHQWV RI HDFK OHYHO DUH
VKRZQDWWKHULJKWVLGHRIWKHILJXUHDQGWKHGHJUHHRI
 (YHQ 6]\SHUVNL LQ KLV FRPSUHKHQVLYH DQG H[FHOOHQW UHFHQW ERRN
RQ FRPSRQHQW VRIWZDUH DGYHUWLVHG DV ´DQ DWWHPSW DW D XQLTXH
PHUJHU RI WHFKQRORJ\ DQG PDUNHW DVSHFWV GULYLQJ FRPSRQHQW VRIW
ZDUHµ [6]\S@ S   FRQWHQWV KLPVHOI ZLWK UDWKHU D WHUVH DQG
VNHWFK\ WUHDWPHQW RI WKLV FUXFLDO VXEMHFW PDWWHU [6]\S@ S  HW
VHTT 





[&R[D@[&R[E@[&R[@DQG[&1@SHWVHTT


VXSSRUW IRU WKH OHYHOV LQ GLIIHUHQW SURJUDPPLQJ
ODQJXDJHVLVLQGLFDWHGE\WKHSLHVOLFHV*DWHDQGEORFN
OHYHOFRPSRQHQWVERWKLPSO\WLJKW FRXSOLQJ EXW DWWKH
JDWH OHYHO ELQGLQJ LV GRQH DW FRPSLOHWLPH ZKHUHDV DW
WKHEORFNOHYHOLWPD\EHGHOD\HGXQWLOOLQNRUHYHQORDG
WLPH 6RIWZDUH,&V DQG 6PDOOWDON REMHFWV DUH EXLOGLQJ

EORFNV DW WKH FKLSOHYHO +HUH DQG DW WKH KLJKHU OHYHOV
ORRVH FRXSOLQJ LV HVVHQWLDO DQG ELQGLQJ LV GHOD\HG XQWLO
UXQWLPH $GGLWLRQDOO\ REMHFWV DW WKH FDUGOHYHO KDYH
WKHLU RZQ WKUHDG RI FRQWURO ZKHUHDV UDFNOHYHO REMHFWV
DUH LQGHSHQGHQW SURJUDPPHV ZLWK WKHLU RZQ VHSDUDWH
DGGUHVVVSDFHV

7DEOH &R[·ILYHDUFKLWHFWXUDOOHYHOVRI´REMHFWVµ
6WDWH

3URFHVV
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YDOXHV
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/DWHU &R[ UHYLVHG KLV VFKHPH VRPHZKDW DV VKRZQ
LQ7DEOH+HQRZVSHDNVRI´ILYHDUFKLWHFWXUDOOHYHOVµ
ZKLFK KH FRQWUDVWV ZLWK WKH FRPPRQ WZROHYHO PRGHO
RI RSHUDWLQJ V\VWHP DQG SURJUDPPLQJ ODQJXDJHV ,Q
WKH QHZ VFKHPH WKHUH LV D PDUNHG ULIW EHWZHHQ WKH
WLJKWO\ FRXSOHG EORFNJDWHOHYHOV DQG WKH ORRVHO\ FRX
SOHG XSSHU OHYHOV 7KH IRUPHU DUH HVVHQWLDOO\ IDEULFDWLRQ
WHFKQRORJLHV XVHIXO IRU ORZOHYHO FRQVWUXFWLRQ HIIRUWV
PDGHE\H[SHUWVZKHUHDVWKHFKLSFDUGDQGUDFNOHYHOV
SURYLGHDVVHPEO\WHFKQRORJLHVZKLFKFRXOGEHFRPELQHG
ZLWKLFRQLFUHSUHVHQWDWLRQVWRFUHDWHYLVXDODVVHPEO\HQ
YLURQPHQWVDSSURSULDWHDOVRIRUWKHFRPPRQUXQRIHQG
XVHUV &R[ OLNHQV WKH GLIIHUHQFH EHWZHHQ WKH FKLS DQG
EORFNOHYHOVWRWKDWEHWZHHQRSHQDQGFORVHGV\VWHPVLQ

WLQH

UH

YDULDEOH

SK\VLFV :KHQ WKH ERUGHU EHWZHHQ WKH EORFN DQG FKLS
OHYHO LV WUDYHUVHG VDIHW\ DQG HIILFLHQF\ DUH WUDGHG IRU
ORRVHFRXSOLQJIOH[LELOLW\DQGRSHQQHVV
7KH WZR YLVLRQV DGXPEUDWHG DERYH ILW QHDWO\ LQWR
WKLVVFKHPH0F,OUR\·VPDVVSURGXFHGFRPSRQHQWVEHORQJWR
WKHEORFNOHYHOZKHUHDV&R[·6RIWZDUH,&VVXEVLVWDWWKH
FKLSOHYHO +LVWRULFDOO\ D PRWLRQ XSZDUGV KDV WDNHQ
SODFH ZLWKLQ &R[· PRGHO IURP ORZOHYHO WLJKWO\ NQLW
V\VWHPV WRZDUGVKLJKHUOHYHO ORRVHO\ FRXSOHG DJJORPH
UDWLRQVRI REMHFWVRU FRPSRQHQWV7KH PRVW LPSRUWDQW
GULYLQJ IRUFH IRU WKLV PRWLRQ ZLOO EH D ORQJVWDQGLQJ
WKUXVW WRZDUGV LQWHUDFWLYLW\ DXJPHQWDWLRQ RI PDQ·V FD

 >&R[@ S  HW VHT 2Q S  &R[ VWDWHV WKDW DOVR JDWH OHYHO
REMHFWV HQFDSVXODWH WKHLU RZQ VWDWH DQG EHKDYLRXU DOWKRXJK RWKHU
SDUWV RI KLV GLVFXVVLRQ UHIOHFW WKH RSSRVLWH YLHZ WKDW WKH\ LQGHHG
VKDUHVWDWHDQGEHKDYLRXU+HUH,KDYHIRXQGLWXVHIXOWRDGRSWWKH
ODWWHUYLHZWKDWJDWHOHYHOHQWLWLHVDUHVKDUHG

2IODWHUHIOHFWLYHWHFKQLTXHVKDYHEHHQXVHGWRPDNHWKHXQLYHUVH
RI VWDWLFDOO\ W\SHG ODQJXDJHV OHVV FORVHG 9DULDQWV RI WKLV WKHPH DUH
XVHG LQ -DYD%HDQV LQ WKH G\QDPLF LQYRFDWLRQ IDFLOLWLHV RI &25%$
DQG LQ WKH GLVSDWFK LQWHUIDFHV RI &202/( LQ RUGHU WR UHFRQFLOH
WKH FDSDELOLW\ IRU G\QDPLF GLVFRYHU\ RI LQWHUIDFHV ZLWK VWDWLFDOO\
W\SHGODQJXDJHVVXFKDV-DYDDQG&

$VH[DPSOHVRIYLVXDOFDUGOHYHOSURJUDPPLQJHQYLURQPHQWV&R[
PHQWLRQV)DEULN VHH[,:&/@ DQG0HWDSKRU ,Q[&R[@KHGH
VFULEHV KLV RZQ 2EMHFWLYH& 7DVN0DVWHU OLEUDU\ IRU EXLOGLQJ DV\Q
FKURQRXVFDUGOHYHOREMHFWV

7KHSDFNDJHVRI$GDDOVREHORQJWRWKHEORFNOHYHODQGVRGRWKH
REMHFWV RI VWDWLFDOO\ W\SHG ODQJXDJHV OLNH & -DYD (LIIHO DQG
6,08/$DOWKRXJKWKHVHDOVRKDYH VRPHVKDUHLQWKHFKLSOHYHO E\
YLUWXHRIWKHLUYLUWXDOIXQFWLRQPHPEHUV









SDELOLWLHVDQGXVHUHPSRZHUPHQW7KHLWLQHUDU\PHDQ
GHUVIURPWKHLQWURYHUWPDFKLQHRULHQWHGVW\OHRIFRP
SXWLQJRIWKHVDQGVRYHUWKHLQWHUDFWLYHWHUPLQDOV
RIWKHVWRZDUGVWRGD\·VH[WUDYHUWXVHURULHQWHGIDVK
LRQVRISHUVRQDOFRPSXWHUVDQGJUDSKLFDOXVHULQWHUIDFHV

PD\EHFRPHWKHFODULRQFDOORIWRPRUURZDOWKRXJKSUH
VHQWO\ WKH WXQH RI WKLV FODULRQ FDQ RQO\ EH YHU\ LQGLV
WLQFWO\SHUFHLYHG
V. ACKNOWLEDGEMENTS

:KHUHDV 0F,OUR\·V PDVVSURGXFHG FRPSRQHQWV DUH HQ
WLUHO\ LQWURYHUW LQWHQGHG DV EXLOGLQJ EORFNV IRU SUR
JUDPPHUV&R[·6RIWZDUH,&VIDOOVRPHZKHUHEHWZHHQWKH
LQWURYHUWDQGH[WUDYHUWH[WUHPHV7KH\VWDUWHGOLIHDVDQ
REMHFWRULHQWHG UHYLVLRQ RI WKH LQWURYHUW SDUDGLJP EXW
KDYH VLQFH JUDYLWDWHG WRZDUGV WKH YLVXDO DQG WKH HQG
XVHU 6WLOO FRPSRQHQWV RI IRU LQVWDQFH WKH $FWLYH; RU
-DYD%HDQVEUHHGVUHPDLQSURJUDPPHURULHQWHG7KH\DUH
VXSSRVHG WR EH XVHG DV EXLOGLQJ EORFNV ZKHQ FRQ
VWUXFWLQJEDVLFDOO\PRQROLWKLFDSSOLFDWLRQVUDWKHUWKDQDV
LQGHSHQGHQWLWHPVWREHPDQLSXODWHGDQGFRPELQHGE\
HPSRZHUHGHQGXVHUV
,WLVDWKHVLVRIWKLVSDSHUWKDWWKHPRWLRQXSZDUGV
LQ WKH &R[ GLDJUDP ZLOO QRW VWRS DW WKH FKLS OHYHO LH
WKDW FRPSRQHQWV RU HYHQ YLVXDO FRPSRQHQWV DUH QRW
WKHHQGRIKLVWRU\+HQFHWKHLQYHVWLJDWLRQRIGLIIHUHQW
FDUGOHYHO VKDSHV VKRXOG SURYH D SURILWDEOH GLUHFWLRQ RI
UHVHDUFK9DWLFLQDWLRQLVDULVN\EXVLQHVVEXWLWLVWKHEH
OLHIRIWKHSUHVHQWDXWKRUWKDWRQHYHU\SURPLVLQJFDUG
OHYHOGHYHORSPHQWLVWKH&RRSHUDWLYH%XVLQHVV2EMHFW &%2
GHYLVHG E\ 2OLYHU 6LPV &RRSHUDWLYH %XVLQHVV 2EMHFWV DUH
FRDUVHJUDLQHG ORRVHO\ FRXSOHG LQGHSHQGHQWO\ H[HFXW
DEOH ERQD ILGH REMHFWV UHSUHVHQWLQJ UHDOZRUOG FRQFHSWV
DQG LQWHUDFWLQJ WKURXJK 6HPDQWLF 'DWD 6WUHDPV &%2V
WUDQVFHQGWKHVRIWZDUHFKLSDQDORJ\DQGDUHPRUHH[WUD
YHUWDQGXVHURULHQWHGLQQDWXUH WKDQ SUHVHQWGD\ FRP
SRQHQWV 0\ JXHVV LV WKDW VRPHWKLQJ OLNH 6LPV· &%2V
 [.D\@ [&ROO@ S  HW VHTT [3UHV@ DQG >0\HU@ SURYLGH
KLVWRULFDOVXUYH\VRIWKLVWUHQGDQGLWVURRWV6HHDOVR[*ROG@7KH
WKHRUHWLFDOUDPLILFDWLRQVRILQWHUDFWLYLW\KDYHRQO\UHFHQWO\VWDUWHGWR
EHFRPHDSSUHFLDWHGDQGGHEDWHG6HH>:HJQ@DQG[:HJQ@
[6LPV@6HHDOVR[6LPVDH@[6LPV@[(6@DQG>66$DF@
$VXFFLQFWH[SRVLWLRQRI6LPV·LGHDVDQGWKHLULPSOHPHQWDWLRQLQWKH
1HZLV\VWHPLVIRXQGLQ[2+(@SHWVHTT
)RU YDULRXV UHDVRQV LQFOXGLQJ SHUIRUPDQFH FRQFHUQV &%2V GR QRW
JHQHUDOO\ KDYH WKHLU RZQ WKUHDGV RI H[HFXWLRQ 7KH\ DUH UHDFWLYH LQ
QDWXUH DQG WKHLU DFWLRQV XVXDOO\ GHVFHQG IURP VRPH NLQG RI XVHU
LQWHUDFWLRQ FUHDWLQJ D ´IOXUU\µ RI PHVVDJHV WKDW SURSDJDWH EHWZHHQ
&%2VZLWKLQRQHWKUHDG+RZHYHULIV\QFKURQRXVPHVVDJHVDUHVHQW
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Abstract
How can strong typing in programming languages support software engineers
to express their architectures? How can composition of architectures be expressed?
Architectural roles, to be taken over by components, are behavioral types. This is
supported best by programming languages using name equivalence of types. On
the other hand, composing architectures works well only if structural equivalence
is used. As the way out of this dilemma, we propose compound types, which
offer name equivalence for types modeling roles and structural equivalence for the
composition of roles.

1 Introduction
Architectures turned into reusable software form frameworks. These frameworks define slots, into which components need to be plugged to instantiate a complete system.
The components take over architectural roles defined by the framework.
An excellent aid to model architectural roles is behavioral typing, as used by Liskov
et al. [11]. Behavioral types include a semantical specification to be met by any object
conforming to the type. Static typing with behavioral types serves to exclude wrong
assignments of actors to roles already at compilation time.
For practical purposes, early and reliable error detection means shorter time to market and less expensive production. It is well known, that a problem can be fixed faster
and cheaper the earlier in the production process it is detected. Detection at compile
time is long before detection at run time, which principally is only by coincidence,
even though elaborated testing strategies try to produce such coincidences fast. Still,
some problems will show at run time and have to be analyzed then. It is the author’s
experience that in such a situation it is of tremendous help if one can rely on certain
properties asserted by the compiler. This cuts down considerably the set of possible
problem causes to be checked.
With current compiler technology, conformance of an implementation to a semantical specification cannot be checked automatically. What can be done, however, is to
1

use types as references to separately provided semantical specifications, in a way similar to the identifiers (names or numbers) of industrial standards. To be effective, this
requires a programming language to use name equivalence for types.
When it comes to composition of architectures, one wants to implement components that combine roles from different architectures. This can usually be done by
means of multiple subtyping. In addition, one may want to type variables and method
parameters to state that a specific combination of roles is required of the object to be
assigned. In an open world, in which one wants to combine binary components from
separate sources, this constitutes a problem with languages building solely on name
equivalence. Structural equivalence would solve this problem for the price of ruining
the modeling aid, described above.
This paper is about how to eat the cake and have it too. We introduce compound
types as an original mechanism to combine name and structural equivalence of types.
Individual interface types are compared based on their names and explicit compatibility
declarations, such as subtypes. Compound types are formed as compositions of such
atomic types and are matched according to the structure of this composition.
We recently showed how to extend Java with compound types and proved formally
the soundness of the resulting type system [1, 2]. A similar mechanism, though not as
strongly typed as in Java, can be found in Objective-C [15].

2 Architectural Roles and Strong Typing
The fundamental purpose of a type system is to prevent the occurrence of run-time errors [3]. Strong typing can prevent, for instance, ‘method not understood’ and memory
access violation errors that could occur if, for example, an integer could be assigned to
a pointer.
With architectures creating slots to be filled, or defining roles to be taken over by
components, types should assert that the right actors play the roles. Upon connecting
a component to an interface defined by the architecture, types should ensure that the
component meets the interface’s demands.
As an example consider a compound document framework, such as OLE [5], which
defines the roles of containers and document parts, the latter to be inserted into the
former. As a specific framework for such an architecture, OLE defines those roles
by collections of services to be provided by an appropriate actor. Services in turn
are specified as interfaces, listing selectors and signatures, plus a separate, informal
description of the expected behavior. The role, and thus the corresponding type, is
defined by both these documents together.
With object-oriented modeling, this is well-known. Whenever an object of a specific type is required, say as a parameter, it is actually intended to require a specifically
behaving object. Behavioral subtyping [11] and class refinement [14] formalize this
idea of behavior associated to types and of subtypes having to refine the behavior of
their supertype(s).
From this point of view, types stand for semantical specifications. Whereas the conformance of an implementation to a behavioral specification cannot be easily checked
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compiler checked

class X implements Text

bool parse (Text t)

intended
Text

intended

Standard Specification

Figure 1: Compiler checked reference to same specification
by current compilers, type conformance is checkable. By simply comparing names,
compilers can check that several parties refer to the same specification (Fig. 1).
OLE, for example, builds on Microsoft’s COM [18] and, therefore, uses interface
identifiers (IIDs) to give each interface its own ‘name.’ These IIDs are, like numbers
of ISO standards, globally unique references to specifications to be found in separate
documents.
For further illustration, consider the analogy to the well-established component
market for mass storage with its interface standards such as SCSI, IDE, etc. The buyer
of a new hard drive simply ensures that she buys a SCSI drive, if that is what it says on
her disk controller. For her, the term SCSI represents a common reference made by the
manufacturers of the controller and the drive.
The buyer would not be served well, if she would simply shop for a hard disk
with matching mechanical connectors, as a drive that adheres to another, incompatible
logical signaling standard might also fit this criterion.
In the same way, even if the syntactical projections of two unrelated semantical
specifications by coincidence result in the same structure, the two should not be considered equal. As an extreme example of such accidental matches, borrowed from [12],
consider two classes: Rectangle with operations Move and Draw and a class Cowboy
with operations Move, Draw, and Shoot. Looking only at the structure, Cowboy is a
subtype of Rectangle.
This can be ruled out only by forcing programmers to be explicit about their intentions. In other words, type equivalence and subtype relations must be declared rather
than be inferred.
To this purpose, several languages use name equivalence. They consider two types
compatible only if the declaration of either type explicitly refers to the name of the
other. Java is one example. Modula-3 [4] uses structural type equivalence by default, but allows the programmer to explicitly demand name equivalence by assigning
a unique brand to a type.
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3 Composing Architectures, Composing Types
In this section, we contrast the observations made in the previous section in favor of
name equivalence of types by investigating the needs of framework composition. We
focus, however, on the typing issue and do not discuss problems, such as control flow,
to be considered when designing architectures and frameworks for composition, as
discussed, for instance, in [13].
The following example describes a situation that cannot be properly handled by
most implementation languages using name equivalence of types exclusively. We use
Java, one such language, to state our example.
We assume two different and independent frameworks having come into existence
entirely unrelated. One of them defines an interface Text, describing operations, such as
insertion and deletion of characters. We also assume a transformation function which
converts text positions to pixel positions. The second framework is for compound
documents, like OLE [5], including an interface Container to be implemented by all
objects that may act as compound document containers. The latter must support insertion and removal of document parts. Figure 2 shows portions of these two interfaces in
Java.
/* as part of a text framework: */
public interface Text f
void insert (char ch, int textPos);
/* insert character ch at position textPos */
:::

java.awt.Point displayPoint (int textPos);
/* returns the display position at which the character at textPos is drawn */

g;

:::

/* as part of a compound document framework: */
public interface Container f
void insertPart (DocPart part, java.awt.Point xyPos);

g;

:::

Figure 2: The standard interfaces Text and Container
Both architectures are useful individually. Different vendors can build components
for either one of them. The problem comes with components taking over roles in both
architectures simultaneously. In our example, this would be components that deal with
both texts and containers.
There are two possibilities of architectural composition: composition of provisions
and compositions of demands. Components taking over roles of more than one architecture combine provisions. Services compose demands, if they work only for components combining certain roles.
The first possibility is typically taken care of by multiple subtyping.
Figure 3 shows portions of two sample classes, TextContainerA and ContainerTextB created by two separate, independent, and mutually unaware vendors A and B
4

/* Vendor A’s component: */
public class TextContainerA implements Text, Container f: : : g;
/* Vendor B’s component: */
public class ContainerTextB implements Text, Container f: : : g;

Figure 3: Classes offered by vendors A and B
respectively. Both classes implement the interfaces Text and Container of our sample
architectures.
Both classes exhibit a little nuisance. To insert a document part one has to pass the
graphical coordinates because the container interface must be used. One may prefer to
give a text position and have the part inserted after the corresponding character. For this
purpose, a generic service can be implemented that maps the text position to a display
position and then inserts the document part there. We assume that a third, independent
Vendor C wants to offer this service within a class LibraryServices. Figure 4 shows
part of this class.
public class LibraryServices f
public static void insertDocPart (DocPart part, ? into, int textPos) f
/* the question mark stands for a type saying that interfaces
Text and Container must be implemented */
into.insertPart(part, into.displayPoint(textPos));

g;

g

Figure 4: Vendor C’s library services
Vendor C’s library service works only for instances of classes that implement both
interfaces Text and Container. Unfortunately, this cannot be expressed by the type of
parameter into, as the question mark in Fig. 4 indicates.
The obvious solution is to create a combined interface TextContainer, which extends both Text and Container, and to declare parameter into of this type. However,
instances of neither TextContainerA nor ContainerTextB are compatible with the library service, as they are both declared to implement only the base interfaces but not
the combined interface TextContainer.
The problem is who is to define the interface TextContainer to be used by all
parties? It is not part of either of the two frameworks because these were created
independently. If one of the vendors A, B, or C defines TextContainer, the others
would be obliged to use this definition. This contradicts mutual unawareness postulated
for component software vendors [20]. On the other hand, if all three vendors declare
their own combined interfaces, they are not compatible either.
With current Java, like with any language using name equivalence exclusively, we
have to resort to run-time tests and textual annotations. We declare parameter into of
InsertDocPart (Fig. 4) to be of type Text, add a comment that it must also implement
Container, and cast the parameter’s value to Container when accessing the latter’s
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members. In this approach, we loose static type checking.
Another possibility would be to use two parameters, one of type Text and one of
type Container and require them to reference the same object. Again, we need a less
desirable run-time test instead of compile-time type checking.
The problem described above can be attributed to the exclusive use of name equivalence of types. Types are compatible only if explicitly declared so. A radical cure
would be to use structural equivalence instead, as for instance proposed in [10]. All
types that look alike would be considered compatible in this case. From the modeling perspective of object-oriented programming, however, name equivalence is more
expressive.

4 Compound Types
Both structural and name equivalence offer benefits as discussed above. Structural
equivalence gives more flexibility when composing frameworks, name equivalence allows programmers to better express their intentions. To combine these advantages, we
introduce a light-weight construction to explore the middle ground between exclusive
use of structure or name equivalence: compound types.
To begin with, let us analyze the respective advantages of name and structural
equivalence in the context of our example introduced in Sect. 3. Name equivalence
allows us to explicitly state that objects compatible with interface Text are supposed to
adhere to the respective specification, in our example partially provided in the form of
comments. A similar statement holds with respect to interface Container. Structural
equivalence, on the other hand, would allow us to give a more meaningful type to the
service defined in Fig. 4.
The behavioral specification of that service refers to the two specifications associated with the types Text and Container, not just to the union of the methods and
fields defined by these types. In the service’s implementation, this shows whenever the
parameter into is used as if being of the (behavioral) type Text or Container.
We call a type that combines the behavioral specifications of several other types the
compound type of these. We shall denote a compound type as a list of its constituent
types in square brackets. In our example, the service’s parameter into in Fig. 4 would
be typed as [Text, Container].
Neither in a language based only on structural equivalence nor in one using only
name equivalence such a type can be expressed. With structural equivalence more types
than wanted would be compatible because of possible accidental, purely syntactical
matches. With name equivalence different types declared with the same constituent
types remain incompatible. Fig. 5 visualizes the different sets defined when using
name equivalence, structural equivalence, and compound types.
Compound types, composed from the same behavioral types can be treated as equal
even with respect to behavioral specification. Any type subtyping both Text and Container, such as TextContainerA, must respect both semantic specifications at the same
time. Consequently, it can be safely cast to either of its constituent types and, therefore,
rightfully be used wherever the combination of both types is demanded. As compound
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compound type
[Text, Container]:
all types declared to
implement Text and
Containers

name equivalence:
all types declared
to implement
TextContainer

structural equivalence:
all types containing the
same methods as
TextContainer

Figure 5: Type compatibility with name equivalence, structural equivalence, and compound types
types do not permit to add, shade, or modify individual methods or fields, each compound type constituted of the same types denotes the same behavior.
We conclude that type equivalence of compound types can and should be defined
based on the structure of the composition. We thus speak of structural equivalence
of compositions of name equivalent types. Compound types combine the best of two
worlds.
Using compound types, we can solve our typing problem of the parameter into from
Fig. 4. We give it the type [Text, Container]. Since both classes TextContainerA
and ContainerTextB implement the two constituent interfaces Text and Container,
instances of them can be passed as actual parameters to the library service. Variable
into having all members of its constituent interfaces, the required method calls can be
made without any additional casts or run-time validity tests. Figure 6 illustrates the
subtype relationships.
Thanks to the combination of structural and name equivalence, instances of other
classes that just happen to declare methods with the same names and signatures as
Text and Container, rather than implement the two interfaces, are rightfully rejected
at compile time as values for parameter into.
Compound types have underpinning in the theory of intersection types ([6, 19],
see [16] for a recent overview). The intersection of two types S and T is the type of
all elements belonging to both S and T. The new idea is to use defined types, which
represent behavioral specifications, rather than the members of these types as atoms.
To mark this specific choice of atoms and to emphasize the intuition of combining
specifications, rather than that of intersecting sets of possible values, we have decided
to use the new name compound type.
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Text

Container

[Text, Container]
TextContainer
TextContainerA

Dotted relationships
do not hold!

ContainerTextB

Figure 6: Subtype relationship (transitive arrows omitted)

5 Related Work
Our analysis leading to the observation that composing architectural frameworks demands a combination of named, behavioral types and structural equivalence for compositions of those, was inspired by Microsoft’s binary standard COM. To our knowledge, however, it has never been presented on the programming language level so far.
Without this underpinning, some existing programming languages offer similar or related constructions. In this section we review in brief Microsoft’s COM, the languages
Objective-C, Sather, and Modula-3, the theory of intersection types, and —as a quite
different technology— binary component adaptation.
Microsoft’s COM: The principle idea of using structural type equivalence with
named types as atomic building blocks, each presenting a behavioral contract, is very
much inspired by Microsoft’s Component Object Model (COM) [18]. In COM, objects
cannot be accessed directly but through interfaces only. These interfaces have globally
unique identifiers (GUID) as names. It is the intention that with each interface also
goes a behavioral specification, to be documented separately.
An object’s type is defined as the set of the interfaces implemented by it. This
compositional definition of an object’s behavior is heavily used, for instance, by the
ActiveX Component Framework [5], which defines, for example, a visible ActiveX
control as any object implementing a specific set of interfaces.
Here the parallel ends, however. Clients of a COM object need to use a separate
reference variable to each interface through which they want to interact with the object, because each interface may be implemented by a separate node and thus have a
different address in memory. This is acceptable because it presents the memory layout
under the hood only and can be hidden by a proper programming language. We expect
such a language to build heavily on compound-typed variables.
To determine whether an object is of a given type, queries must be issued for each
interface being part of that type. This may have a serious impact on a system’s performance, in particular, if an object is situated remotely. Therefore, DCOM specifies a
service to query for entire sets of interfaces.
Objective-C and Java: Objective-C [15], an object-oriented extension of C, first
introduced dual class and interface hierarchies. Since entities can be typed with a com-
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bination of a class type and one or more protocol types, Objective-C features compound
types already. However, Objective-C is not strongly typed; for example, the validity of
casts is not checked at run time.
Into Java, an example of a type-sound language, compound types can be introduced
as a light-weight extension, not invalidating existing programs and not requiring the
virtual machine to be changed [1, 2].
Modula-3: Modula-3 [4] is another language which combines name equivalence
and structural equivalence of types. This combination, however, is different from what
we proposed. In Modula-3 structural equivalence is the default for all types, unless declared as branded, which makes them clearly distinguishable. Also, Modula-3 supports
only single subtyping and thus compound types cannot contribute anything.
Sather: Sather [7], an object-oriented programming language featuring multiple
subtyping and subclassing in separate hierarchies, allows the programmer to introduce
types as supertypes of already existing classes. That way it offers two symmetric possibilities to introduce a subtype relationship: it can be declared with either the sub- or
the supertype. Most other languages require a declaration with the subtype.
The compatibility problem described in Sect. 3 may be solved partially by that.
Even if vendor C creates the library service after vendor A creates his TextContainer
component, C can still declare the type of the parameter into in such a way that A’s
implementation becomes a supertype (Fig. 4). This requires, of course, that C is aware
of A’s component.
Sather allows subtype relationships to be introduced in the source code by programmers of either type, but not by third parties, such a system assemblers, who only have
access to the binary components. In our above example, the library service is still not
compatible with vendor B’s component, as C was not aware of B’s implementation and
did thus not explicitly declare it to be a subtype. Likewise, any components created
after the library service, the manufacturers of which were not aware of the combined
type introduced by C, are incompatible with the library service (Fig. 7).
Intersection types: Intersection types with classes and interfaces as atoms are the
theoretical foundation for our approach. Intersection types were introduced into the
λ-calculus in the late 70’s by Coppo and Dezani-Ciancaglini [6] and independently by
Sallé [19]. The original motivation for introducing intersection types was the desire for
a type-assignment system in which the typing of terms is invariant under β-expansion
and in which every term with a normal form has a meaningful typing.
In the past twenty years, intersection types, infinite intersections, and the dual notion of union types have been studied extensively in type theory. Pierce and others have
also studied the combination of intersection types with bounded polymorphism and
other object-oriented concepts (see [16] for a summary of his thesis and an overview
of recent work in the field). In contrast to our work, these studies all take the ‘type’
rather than the ‘modeling’ view. Thus, they use pure structural equivalence, not taking
semantic soundness into account.
Forsythe [17], a descendant of Algol 60, is the only programming language that
explicitly uses intersection types and that we are aware of. Forsythe is based on pure
structural equivalence, rather than on a combination of name and structural equivalence
as our approach. ‘Objects’ exist in the form of function records only, not allowing for
co-variant specialization of the self parameter.
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Figure 7: Scenario in Sather where supertyping solves part of problem
Binary component adaptation (BCA): BCA allows components to be adapted in
binary form and during program loading [9]. BCA rewrites class files before or while
they are loaded without requiring source code access. Adding an interface to the implements clause, one of the supported modifications, could be used to solve the compatibility problem described in Sect. 3: Vendor C, the creator of the library service,
declares a combined interface, which is used to type the parameter into (Fig. 4). Even
if vendors A and B have not declared their components to implement this interface, a
component integrator can add it to the lists of implemented interfaces using BCA.
BCA adds further flexibility because it can be used to glue classes that are not
based on common standard interfaces. Unfortunately, it also burdens the person assembling the system with the task of figuring out how to do this correctly. That is, the
system assemblers need to understand the interfaces’ semantics and program the adaptation. Plug-and-play with made-to-fit components, as enabled by compound types, is
the more economical alternative wherever applicable. Furthermore, BCA makes systems harder to understand as delta files must also be taken into account.

6 Conclusions
We argued that a programming language supporting reuse of architectures and frameworks should feature a type system based on name equivalence of types. That way,
one can associate externally provided semantical specifications with each type via its
name, much like it is done with the names of industrial standards, and a compiler can
check that consistent references to such specifications are made.
At the same time, to not hinder composition of frameworks, the language should
10

also use structural equivalence. Otherwise, different, independently working parties
would be forced to declare new named types whenever referring to a composition of
architectural roles. Without structural equivalence, these types are incompatible and so
are the components using them.
We concluded that one needs both name and structural equivalence of types. To
model individual architectural roles name equivalence is to be used. A behavioral
contract can be associated with each type. When composing these types, however, we
want separately declared compositions to be compatible if they have the same structure,
that is, if they combine the same roles.
To this end, we proposed compound types as structurally matched compositions of
named types.
A report on a extension of Java with compound types, including a soundness proof
of the resulting type system, can be found in [1]. The changes we propose to Java’s
language specification [8] can be found in [2, Appendix].
Acknowledgments We would like to thank Ralph Back, Dominik Gruntz, Cuno Pfister, and Clemens Szyperski for a number of fruitful discussions.
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[19] P. Sallé. Une extension de la théory des types en λ-calcul. In Proceedings of
Automata, Languages and Programming, pages 398–410. LNCS 61, Springer
Verlag, 1978.
[20] Clemens Szyperski. Component Software : Beyond Object-oriented Programming. Addison-Wesley, 1998.

12

A NOTATION FOR DESCRIBING
CONCEPTUAL SOFTWARE
ARCHITECTURES
L ODEWIJK B ERGMANS
E RICSSON M O B I L E C OMMUNICATIONS AB 1

Abstract--This paper addresses some of the issues involved in the conception and
specification of software architectures. The paper presents some basic ingredients for a
software architecture development method. It presents a notation to support the initial
stages of architecture conception. The goal of this notation is to bridge the gap between the
informal nature of the conception process and the formalism required from an architecture
description. The example of a conceptual architecture for control applications is used to
illustrate the concepts and notations.

1. M OTIVATION & P ROBLEM S TATEMENT
A software architecture is a bridge between domain knowledge, functional and non-functional
application requirements, and the design of an application. We are convinced that stable software
architectures need to retain the concepts and structures from the application domain [Aksit 98]. On
the other hand, successful software architectures often require the ‘invention’ or discovering of a
main mechanism or structure that captures the essence of the application and its solution domains.
As such the process of defining a software architecture involves understanding and structuring of
domain knowledge, in combination with the creative process of inventing a conceptual model of
the application’s essence.
This approach to architecture development matches with the views expressed repeatedly by Brooks
[Brooks 75, 95]. He claims that conceptual integrity is the foremost important success factor in
software development. We believe that conceptual integrity is very difficult, if not impossible, to
conceive from the various user and development requirements that appear during the development
of a software system. Instead, software engineers apply domain knowledge (typically referred to as
‘experience’) to come up with structures that are able to withstand at least the first wave of
changing requirements and extensions.

1
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The capturing of often informally and loosely described domain knowledge, or insights into the
essential inner working of applications is a typical human and mostly intuitive process. This is
typically in conflict with the rigid, formalized architectural description languages [Clements 96] that
are required for precisely capturing an architecture. Precision and formally describing an
architecture is important to avoid incomplete or ambiguous specifications. It is also necessary in
order to be able to understand and assess the implications of the proposed architecture.
The technique presented in this paper is intended to bridge the gap between the informal nature of
the conception process and the formalism required from an architecture description. This work
aims at addressing the following goals:
n To define a notation,
n that is intuitive and supports the expression in a quick and easy way of the results
from the creative process of ‘inventing’ a proper architectural model.
n that supports the representation of knowledge during the domain analysis process,
while concepts and relations are discovered that may still be vague and/or lacking
precise (formal) specifications.
n That has well-defined semantics which can be formalized easily, as to support
verification and transformation in later stages.

2. A N OTATION

FOR

C ONCEPTUAL A RCHITECTURES

2.1 I NTRODUCTION
In this section, we introduce a new notation that we refer to as concept maps2: a graphical notation for
representing a the structure of a conceptual architecture. Concept maps borrow from and mix
existing techniques from the fields of knowledge representation (e.g. Frames [Minsky 75] and
Semantic Nets [Levesque 79]) and creativity supporting notations (e.g. mind maps [Buzan 93]). The
two most important knowledge structuring relations are generalization-specialization relations and
aggregation relations.
Central to concept maps are the concepts from the problem domain. Concepts are simply denoted by
an ellipse that is labeled with a –uniquely identifying– name. In our graphical notation we limit
ourselves to this description of concepts, in an associated document or data dictionary properties
such as a description, attributes, source, etc. should be added. The concepts in a concept map are
related to each other through four categories of relations:
n aspect-of relations
n is-a relations
n other semantic relations
n constraints
2.2 A SPECT -O F R ELATIONS
The aspect-of relation defines the compositional structure of concepts. This relation should be
interpreted as “belongs to”, “is associated with” or “is an aspect of”, and in the other direction,
2

This is a very unfortunate term, since several other definitions of notations with similar purpose and/or layout exist.
The material presented here does not represent any other notation that is called 'concept map' as well. It should be
noted that any other meaningful term we could have chosen to describe the presented notation is most likely already
in use…
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“consists of”, “is composed of” or “has aspect”. The aspect-of relation explicitly does not imply any
implementation; this can be through object-oriented part-of or association relations, as a relation or
a tuple/attribute connection in an ER model, or in many other ways.
Aspect-of relations are graphically depicted as:
A

B

which designates that A is an aspect of B. The following picture shows a control system is
composed of a Controlled System and a Controller:
Control System

Controlled
System

Controller

The goal of these diagrams is to represent knowledge. To formulate it more precisely, the diagram
shows especially the structure and relations of concepts in a knowledge domain. In this case the
knowledge is derived from the theory of control systems (see e.g. [Evers 97] for a more detailed
survey of control system theory). One of the premises of our approach is that good architectures
should be derived from stable knowledge about the application domain [Aksit 98]. Focusing on the
concepts in the theory of a domain is expected to be the most stable knowledge possible.
2.3 I S -A R ELATIONS
The is-a relation represents specialization relations. Generalization-specialization is an important
way of structuring knowledge. It allows for generalization of the details into a single concept that
embodies the common properties. It also allows for collecting and associating detailed and/or
refined examples as specializations. In many cases the specializations of a concept may be
alternatives to each other in different configurations of a system.
An is-a relation is graphically shown as:
A

B

which means that A is a specialization of B. The following picture describes that (again according to
the theory of control systems) the so-called Feedback Controller and Feedforward Controller are
two special kinds of Controllers:
Controller

Feedback
Controller

Feedforward
Controller

2.4 S EMANTIC RELATIONS
The ‘other’, or ‘semantic’, relation is a supportive notation to allow the designer to draw any relation
that he/she deems relevant, even though it has no pre-defined semantics. However, these relations
are also referred to as ‘semantic’ relations, because they represent certain domain-specific semantics.
Losing knowledge and design information during the development process is an important enough
problem to motivate this extra notation. Typical examples are interaction or cooperation relations
between concepts. These relations can be either uni-directional or bidirectional.
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The semantic uni- and bi-directional relations are graphically depicted as respectively:
relation

relation

B
and A
These designate respectively that A has “relation” with B, and A and B have “relation”. In the
following picture the semantic relations “observe” and “manipulate” between Controller and
Controlled System are illustrated, together with the previously identified knowledge regarding
control systems:
A

B

Control System

observe
Controlled
System

manipulate

Controller

Feedback
Controller

Feedforward
Controller

2.5 T HE I NTERPRETATION OF C ONCEPT M APS
The meaning of a concept map, with the relations that have been defined up to now, can be
described as follows:
A concept map offers a notation for describing a set of concepts through a nested list of
aspects or properties and 'other' relations. The is-a relations create a number of alternative
configurations of this system.
This means that the above two-level architecture can be used to instantiate at least the following
configurations of concepts3 (the instantiated concepts correspond basically to the notion of
components, they have been drawn with a dashed border to emphasize this distinction):
Control System

Control System

observe
Controlled
System

manipulate

Control System

observe
Feedforward
Controller

Controlled
System

manipulate

observe
Controller

Controlled
System

manipulate

Feedback
Controller

The importance of this is that a single architecture diagram supports diversity of architectural
components (the ones that correspond with concepts in the above diagrams). It means that one
architecture description really describes a family of applications. This family consists of two
categories: the explicit instantiations and the implicit instantiations. An explicit instantiation is one that
can be directly derived from the concept map, as in the picture above.
We use the term configurations (of concepts c.q. components) to denote explicit instantiations.
However, it is also importance to realize that throughout the lifetime of an architecture, if we
introduce new specializations of a concept, this allows for the creation of a number of new
instantiations. Such instantiations, that we cannot predict by looking at a specific concept map, are
called implicit instantiations. An implicit instantiation of a concept map m must always be the
explicit instantiation of an extension (i.e. without modifications) of m. The explicit and implicit

3

We show this particular example for presentation purposes, even though later in the paper we assume that Controlled
System and Controller cannot be instantiated themselves.
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instantiations that are possible with a specific concept map determine the adaptability space4 of the
architecture that is represented by the concept map.

3. I NTRODUCING C ONSTRAINTS

IN

C ONCEPT M APS

3.1 M OTIVATION
The relations in concept maps described so far allow for expressing the most important structural
relations of architectures. However, almost as important as describing the possible structures, is to
specify the constraints in a certain domain that restrict the possible structures. In practice, the
amount of meaningful or useful configurations is much smaller than those that are possible with
the current set of relations.
We illustrate this with an extension of our example:
Control System

observe
Controlled
System

Open,
nondeterministic
system

manipulate

Closed,
Predictable
system

Controller

Feedforward
Controller

Feedback
Controller

This concept map allows for 9 explicit instantiations. These are listed here, the entries inside the
brackets are 'aspects of' the concept preceding the opening bracket:
ControlSystem( ControlledSystem, Controller)
ControlSystem( ControlledSystem, FeedForwardController)
ControlSystem( ControlledSystem, FeedBackController)
ControlSystem( ClosedPredictableSystem, Controller)
ControlSystem( ClosedPredictableSystem, FeedForwardController)
ControlSystem( ClosedPredictablesSstem, FeedBackController)
ControlSystem( OpenNonDeterministicSystem, Controller)
ControlSystem( OpenNonDeterministicSystem, FeedForwardController)
ControlSystem( OpenNonDeterministicSystem, FeedBackController)

We assume that ControlledSystem and Controller are too general to be useful (i.e.: realizable)
instantiations5. Then of this list of instantiations, only the three bold instantiations are appropriate;
the other cannot function properly due to the characteristics and limitations of the concepts6. The
lesson we learn from this is that a listing of the concepts and their specializations is not truly useful
unless the constraints that limit the possible combinations are specified as well.
4

The adaptability space contains all possible adaptations that are allowed by a software design or architecture. From
the structure of the adaptability space we can determine adaptability metrics. For example the cardinality of the set of
explicit instantiations (which is always finite) is a relevant metric.

5

In other words, they could be marked abstract as used in object-oriented design, we have chosen here to keep the
notation as simple as possible.

6

To briefly explain the reason; a FeedForwardController is based on the assumption that the state of the controlled
system can be manipulated correctly by looking at a given set of input triggers only. This does not work with an open
and/or non-deterministic system.
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The constraint relations restrict the amount of possible configurations. In the context of concept
maps, we distinguish between the following kinds of constraints:
n positive constraints; these express required availability of other concepts. Positive
constraints are used when a certain concept can only be instantiated if one or more of the
required concepts is instantiated as well.
n negative constraints; these express impossible combinations. Negative constraints are used
when a certain concept cannot be instantiated in the same configuration as another
concept.
n other/semantic constraints; constraints without predefined semantics. This can for instance
be constraints that can only be determined at run-time. These are supported to allow
for expressing the necessary constraints, but are further mainly ignored.
Constraints can be both uni- and bi-directional. In a uni-directional constraint, one party makes a
‘statement’ about others. Either another concept is required to be available, or it should not be
instantiated at the same time at all. Constraints (as well as aspect-of relations) are transitive with
respect to is-a relations; if a constraint is connected to a concept, it also holds for the specializations
of this concept.
3.2 P OSITIVE C ONSTRAINTS
Positive constraints are drawn as follows:
A
B and A
B
This designates that concept A requires concept B (on the left hand side), and that A and B require
each other (on the right hand side). If a concept requires another, this is not necessarily true of the
reverse. If A requires B, and C is a specialization of B, then A and C can be instantiated together as
well.
Positive constraints typically appear when the aspects of a concept together define one consistent
specialization of the concept. For example, for the control system architecture, several sets of
aspects of the Controller have been defined. Each set of aspects together creates for example a finite
state machine controller, a feed-back control loop, or an interpreter-based controller. Such cases
typically create parallel specialization hierarchies as in the following picture (the triangles designates
tree structures of is-a relations) :
Controller

Feed-back
Controlloop
FSMCtrlr

In such a parallel tree situation, very often bi-directional positive constraints can be used to group
the concepts that can correctly work together. For instance, one group of concepts can together
create a controller based on a feed-back control loop, another group can be instantiated to create a
finite state machine based controller.
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3.3 N EGATIVE C ONSTRAINTS
A negative constraint has the reverse meaning; it excludes the mutual instantiation of another
concept. This is shown graphically as follows:
A
B and A
B
This respectively means that A excludes B, and that A and B exclude each other. If A excludes B,
and C is a specialization of B, then A also excludes C.
Although the use of positive and negative constraints is basically complementary7, the negative
constraints are typically used to specify 'exceptional' cases to avoid the instantiation of
configurations that would not work properly.
3.4 S EMANTIC C ONSTRAINTS
In our notation we focus on presenting constructs with well-defined semantics. The positive and
negative constraints presented so far have a direct interpretation regarding the possible
instantiations of a concept map. However, repeatedly, the constraints between two concepts (or
between the co-operation of software components in general) are less straightforward. In order to
support the expression of such constraints anyhow, the semantic constraints have been defined.
Graphically they are shown as a dotted line between two concepts, optionally accompanied by a
textual name or description of the semantic constraint:
A

constraint

B

Semantic constraints are typically used when the instantiation of two concepts is only useful
whenever –an expression in terms of– certain properties of these concepts hold. If these properties
are not known when defining the concept map, this demand can be expressed within a semantic
constraint.
An example of a situation where semantic constraints are useful is when describing a tool that
requires certain functionality or resources from the operating system. Consider for example a
graphical or multi-media library, and the availability of sufficient memory or screen real-estate.
Depending on where the final software runs, the operating system may (not) offer the required
functionality and are the needed resources (not) available.
3.5 C ONCEPT M AP OF THE E XAMPLE
If we continue with our example concept map of control systems, we can draw the constraints
between the concepts as follows:
Control System

observe
Controlled
System

Closed,
Predictable
system
(b)
Open,
nondeterministic
system

7

Controller

manipulate

(a)

Feedforward
Controller

(c)

Feedback
Controller

This is actually only correct when regarding explicit instantiations; when considering future specializations and
extension to the concept map, this no longer holds.
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These three constraint relations imply respectively that (a) a Feedforward Controller works only for
Closed, Predictable Systems, (b) an Open, Nondeterministic System always requires a Feedback Controller, and
(c) an Open, Nondeterministic System and a Feedforward Controller cannot work together.

4. O VERVIEW

C ONCEPT M APS

OF

We first provide an enhanced definition of the meaning of a concept map:
The meaning of a concept map can now be described as follows: the concept map offers a
notation for describing a set of concepts through a nested list of properties and 'other'
relations. The is-a and constraint relations are used to describe the possible instantiations in a
more concise way.
The following table provides an overview of all possible relations and their graphical respectively
short-hand notation:
graphical notation:

short-hand notation:

Knowledge
Map

description:

concept

B

A⊆ B

"aspect-of"; A is a part/concern of B

B

A :: B

"is-a"; A is a specialization of B

B

A relationWith B

other, bidirectional, relation between A and B

A

B

A relationTo B

other, directional, relation from A to B

A

B

A => B

"A requires B"; one-way positive constraint

A

B

A <=> B

"A and B require each other"; two-way positive constraint

A

B

A ~> B

"A excludes B"; one-way negative constraint

A

B

A <~> B

"A and B exclude each other"; two-way negative constraint

B

A constraint B

semantic constraint between A and B

A
A
relation
A
relation

A

constraint

5. T HE S EMANTICS

OF

C ONSTRAINTS

5.1 T HE I NTERPRETATION OF C ONSTRAINTS
The way that constraints are used and specified in the concept map notation presented here, does
not fully exhibit their true intention. The chosen notation visualizes the constraints between concepts.
However, in general, no two concepts principally exclude or enforce each other! The constraints
only imply if there are dependencies between two concept instantiations. In other words, a
constraint applies not to the concepts as such, but only to the roles they play in a certain
dependency.
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In the example of the Control System used above, the constraints apply to the dependency between
the Controlled System and the Controller, i.e. the observe and manipulate relations. The following figure
illustrates an example of an instantiation which contains both a Feedforward Controller and an Open,
Nondeterministic System, even though these cannot work together. This is a perfectly feasible
instantiation8 since these do not directly interact; the Feedforward Controller only observes and
manipulates the Feedback Controller, which (can) behave as a deterministic system:
Control System
B
Control System
A

observe
Open,
Nondeterministic
System

observe
Feedback
Controller

manipulate

manipulate

Feedforward
Controller

(+Controlled System)

5.2 A N I MPROVED M ODEL FOR DEFINING CONSTRAINTS
In general, constraints can apply both directly to interaction relations or, rather indirectly, to
compositions of concepts in general. The first applies when certain concepts do not have
compatible interaction protocols, or when they interfere. An example of interference is when the
interactions of one concept with another cause the latter to go to an undesirable state. Constraints
on compositions of objects that have no interaction relations defined occur when the conflicting
interactions take place outside the scope of the system. For example in the interpretation of the
observable output (e.g. user interface components that apply different natural languages), or limited
memory to instantiate both (of two memory-consuming) concepts.
This means that the most correct way to define constraints for concept maps (or architectures in
general), is to define them upon compositions of concepts (respectively components). We can use
the bracket notation adopted before to describe instantiations to specify a particular composition,
for example:
ControlSystem( ControlledSystem, Controller)

This defines the composition of ControlledSystem and Controller as aspects of ControlSystem. In general,
a composition may consist of one or more concepts.
Using our control system example, its constraints can be represented as follows:
Constraint (a): R2 => R1
where ControlSystem( R1:ClosedPredictableSystem, R2:FeedForwardController)
Constraint (b): R2 <~> R1
where ControlSystem( R1:OpenNonDeterministicSystem, R2:FeedForwardController)
Constraint (c): R1 => R2
where ControlSystem( R1: OpenNonDeterministicSystem, R2:FeedBackController)

It seems to be worthwhile to investigate the application of this form of compositional constraints in
other contexts as well, such as research of software composition (see e.g. [Bergmans 97]).

8

Assuming that Control System A is a specialization of both Controlled System and Control System, and that Feedback
Controller is a specialization of both Controller and Controlled System. Note that this is an implicit instantiation from the
above concept map of control systems: it cannot be completely derived from it, but fully adheres to its definitions.
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6. S NEAK P REVIEW : A RCHITECTURE D EFINITION M ETHOD
In brief, our notation fits in with the following method for defining software architectures. This is
an extension of the basic architecture development approach explained in [Aksit 98] in the context
of object-oriented frameworks:
1. Perform a requirements analysis (e.g. with use cases) and define the system boundary: this
becomes the problem domain.
2. Perform domain analysis of the problem domain.
3. Define the important aspects/concerns of the problem domain as separate concepts.
4. For each concept, explore its knowledge domain based on problem domain analysis and define
specialization hierarchies as far as appropriate.
5. Define other relations between the concepts or their specializations whenever this is applicable.
6. For all the concepts in the problem domain, consider whether there are any constraints for its
specializations with respect to the specializations of other concepts. Define these constraints.
7. For each newly introduced aspect or specialization, go to step 2 (taking this concept as the
problem domain).
8. The result is a concept map that describes the conceptual model of the problem domain.
Subsequent steps include:
n Consider the solution domain;
n What are known or new solutions to problems that are common to this domain.
n What are the applications that the architecture should serve essentially about.
n What is it that the applications really do for the users of the system.
n How are the structures from the problem domain used/manipulated to achieve the
goals of the applications.
Collect the answers to the above questions, and represent the knowledge from the solution
domain using concept maps.
n Consider and verify all possible configurations that are supported by the conceptual
architecture as a means to evaluate the architecture.
n Further restrict the conceptual architecture with respect to the desired development
effort and application:
n Remove all specializations that are irrelevant to the application.
n Remove all aspects that are irrelevant to the application9.
n Add additional constraints to reflect the situation where some combinations of
aspects are not of interest to the specific application in mind.
n Collect quality requirements: these cover multiple issues such as adaptability, reuse, time
or space performance, concurrency, real-time issues, and so forth. For each quality
issue, tag the appropriate concepts and relations in the conceptual architecture with
relevant constraints or requirements.
n Map the concept map of the conceptual architecture to an object-oriented model10.
Involved issues:
n Each concept, relation or constraint in the concept map can be represented in
several ways by an object-oriented model.
n Of the possible alternatives this introduces, compare how they deal with each of the
quality issues that have been specified before, and pick the most viable alternative.
9

Preferably, leave the top-level representations of ‘useless’ concepts intact, so that they may be easily added later, in the
case that the requirements are extended/modified.

10

In this case, this is our target, although the method is not restricted to object-oriented design and realization.
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7. C ONCLUSION
7.1 R ELATED W ORK
As we pointed out before, the notation we present in this paper borrows from several areas; it can
be primarily seen as a tool for knowledge representation. Well-known examples in this area are
frames [Minsky 75] and semantic networks [Levesque 79]. These are very similar in nature to our
concept maps; frames are focussed more on execution semantics, rather than constraints and the
possible instantiations. Concept maps can be seen as a specialization of semantic networks,
employing a limited number of relations, most of them with rather clear and strict semantics.
Other knowledge representation approaches such as concept graphs and KADS are far too detailed
and formalized for our purpose: the ability to describe our thoughts in an intuitive manner is rather
critical for the practical application of our approach. To this end, there is a number of creativity
supporting notations, with mind maps [Buzan 93] as the most significant example. The problem with
these is that they have no –or little– semantics, which means that we have insufficient means to
reason about the results. This makes it more difficult to define rules for consistency and
correctness. It also becomes virtually impossible to define unambiguous transformations from the
diagrams to a software design notation.
On the other hand, our notation is not as formal and precise as most Architecture description
Languages (ADLs). The same reason as for knowledge representation techniques regarding
intuitiveness applies here as well. However, it seems that (some) ADLs can be useful extensions to
the presented notation. The main goal of ADLs is to offer a formal and precise specification of
architectural components and their interconnections. Our goal is to offer a notation that supports
the invention of architectures and the transformation of a –mostly– intuitive architecture
description to a more formal and/or executable model such as an object-oriented model or an
ADL-based architecture description. These two perspectives complement each other nicely.
7.2 W HAT HAS BEEN P RESENTED IN THIS P APER
One of the basic premises that is motivating this work, is that a good architecture should be based
primarily on domain knowledge. It is assumed that –quality– domain knowledge offers the most
stable structure for organizing systems within the domain. This is true both for the application
domains and the solution domains. Consequently, an architecture development method should start
by capturing the essential structures that are found in the relevant domains. It is believed that these
structures should be based primarily on the concepts in a domain rather than functions, data
structures or activities.
To this extent, we first presented a simple graphical notation that shows the concepts in a system,
or a part thereof. Structural relations between the concepts are introduced, focussing on
composition (through the aspect-of relation) and generalization-specialization (through is-a
relations). The notation claims to be so straightforward and natural that it can be used by software
architects and domain engineers to capture the essential structure of both application and solution
domain knowledge. The resulting diagrams represent a large space of possible instantiations that
correspond to the same –architecture represented by the– concept map.
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Next we extended the presented notation with constraints. The constraints are used to reduce the
possible instantiations of a concept map so that only useful instantiations remain. The typical reason
that some instantiations are not useful is that some of the concepts do not combine well with some
–or most– other concepts. The paper continues with discussing the nature of, and an improved
model for expressing, these constraints. Finally, a notation is only useful if it is applied as a part of a
consistent development method. Therefore we provide a quick glance of a simple architecture
development method that adopts the presented notation.
The example of a control system that we use throughout the paper is derived from an actual
application of this notation and development method for the development of an object-oriented
application framework for control-flow. In this project, first the theory of control systems, as well
as a large number of control flow specification techniques were studied. This resulted in a single,
unified framework architecture from which a wide variety of control-flow mechanisms could be
specialized and instantiated. Examples include feed-back control loops, finite state machines,
interpreters and property-based controllers. These widely varying mechanisms can share parts such
as code for measurement, for manipulation, and for meta-level control. This, and other projects
(for instance the three examples that are documented in [Aksit 98]) have provided insight into the
applicability of the notation and the architecture development approach.
7.3 FUTURE WORK
There are many issues to address as continuations of the work presented so far. To give an
impression of the variety of possible follow-ups a few suggestions:
n Improve the notation to support the expression of constraints corresponding to the
model presented in section 5.2.
n Specify formally defined semantics. This serves several purposes: to ensure that the
presented notation is well-defined, as a means of documenting the semantics, and as a
basis for defining further mappings or generation of models from concept maps.
n Define a mapping from concept maps to a design model; in particular an objectoriented design model. In [Aksit 98] some of the difficulties involved in this mapping
are discussed.
n The definition of adaptability and other metrics.
n Notational/tool support, for example for splitting concept maps into sub-diagrams,
possibly using hyperlinks.
n Further methodological work to define the steps and artifacts involved in architecturebased software development.
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Abstract
Techniques for compressing class diagrams in UML are studied. These techniques allow compact
representation of class diagrams, yet supporting dynamic refining of class diagrams upto the desired
level of detail. The proposed techniques help in managing large class diagrams and in extracting highlevel views from object-oriented legacy systems, thus supporting the understanding of the overall
architecture of the system.

1 Introduction
Class diagrams are the central diagram type in most object-oriented analysis and design methods (e.g.
OMT [Rum90], OOSE [Jac99], Fusion [Col99]). Class diagrams are used for modelling the static
structure of a system at various abstraction levels. In the analysis phase class diagrams describe the
logical relations of the various concepts in the application domain, whereas in the design phase the
class diagrams are generally tuned towards software structures. A major part of the software
development process is to construct the class diagrams and to transform them into a form that is more
suitable for actual implementation.
Class diagrams have been presented using slightly different notations. Originating from EntityRelationship diagrams, the main elements in class diagrams are rectangles representing classes, and
edges describing relations between classes. Certain important relations like is-kind-of (inheritance) and
is-part-of (aggregation) have usually a special symbol in the notation. The multiplicity of a relation (i.e.
the number of instances involved in the relation) is specified with varying notations.
Aiming at a standard graphical language supporting object-oriented software development, several
methodology providers have developed a joint unified notation UML (Unified Modeling Language)
[Rat97] which is becoming de facto industry standard for representing object-oriented software models.
UML includes class diagrams in a form closely resembling OMT. In figure 1, a class diagram for an
automatic teller machine is given using UML notation. The model has been taken from [Rum90, p.
168] with slight modifications required by UML.
Although a class represents an abstraction, it is usually too small unit to provide support for
understanding a large system consisting of, say, hundreds of classes: more coarse-grained abstraction
facilities are required for structuring the model into logical parts (subsystems). In OMT, the concept of
a module is introduced for structuring a large class diagram into logical subunits, but very little advice
is given on how this structuring should be carried out. A module has no graphical representation in
OMT. UML provides a general structuring notation called package for grouping several related items.
General grouping concepts like modules or packages are useful for the system designer who can exploit
them to express higher-level structures which she recognizes during the development process.
However, such general structuring concepts are of little use for understanding a large existing class
diagram. Such a diagram can be the result of extracting UML diagrams from legacy software in a
reverse engineering effort, or it may be simply a part of an object model which the designer has not
been able to divide into manageable pieces. It should be noted that even a modest class diagram of, say,
some tens of classes may be difficult to grasp for a person who is not previously familiar with the
model or the application domain.
Consider for example the class diagram of figure 1. For a person familiar with modelling of a teller
machine this diagram may be immediately understandable, but suppose someone who has never heard
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of a teller machine sees this diagram. How can she pick up the central classes needed for a more highlevel, abstract view which is essential for understanding the model as a whole?
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Fig. 1. UML class diagram for an automatic teller machine system
In figure 2, another version of the same example is given, but with only the most important classes and
associations. This diagram provides a more high-level view of the same system, making the essential
concepts of the system clearly visible. Obviously, this version of the model is much more
understandable even for an uninitiated reader. Could it be somehow possible to produce figure 2
automatically or semi-automatically on the basis of figure 1?
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entered by
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Fig. 2. An abstract version of the class diagram for an ATM system
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In this paper we study how one could automatically produce a compact, more abstract version of a
class diagram. More generally, we study possibilities to apply automated compressing methods to
UML-type class diagrams. Ideally, one should be able to start examining a class diagram through a
view which shows only a few main classes and their relations, and one could then open the interesting
parts gradually, proceeding in a top-down manner from a coarse, abstract view to the details. In this
way the amount of visible information is always reasonable, and irrelevant information (with respect to
the current needs of the user) does not obscure the diagram.
A compressing technique has been previously proposed for event trace diagrams (or sequence diagrams
in UML) [KoM95]. In this technique a method call appearing in a diagram is compressed into a single
arc from the caller to the the callee. The call can be opened by mouse-clicking, so that all the internal
calls are shown, again in the compressed form. In this way the user can navigate into those parts of the
event trace she is really interested in. This compressing technique is particularly simple because it
naturally complies with the concept of a method call, and because the strict lay-out conventions of
event trace diagrams make it easy to produce automatically different views of the event trace. Although
compressing class diagrams is not as straightforward, we argue - and show in this paper - that similar
techniques can be applied for them as well.
This work has been carried out in the context of FAMOOS [FAM98], an Esprit project studying the reengineering of object-oriented legacy code. Among other techniques supporting the analysis and
understanding of legacy code, we are developing tools for extracting abstract models from C++ source
code, to be used as a basis for restructuring the system. However, the problem is that typical legacy
systems contain thousands of classes, and without any abstraction or grouping techniques the extracted
information is hard to understand and manage, independently of the representation form. We are
currently developing general grouping techniques to solve this problem. The work reported in this
paper concerns specifically automated grouping in UML-type class diagrams. Hence this paper
addresses two central problems: how to determine the groups that constitute higher-level entities in a
class diagram, and how to compress the class diagram using these groups in such a way that the
compressed form still describes a sensible (but more abstract) model of the system.
To establish a systematic basis for compressing graph-like structures, we first define a general
compression principle for directed labelled graphs. In Section 3 we discuss several issues arising when
the general compressing technique is applied to UML-like class diagrams. In Section 4 we demonstrate
how the compressing technique works in the example case. Finally, some concluding remarks
concerning remaining problems and future work are presented.

2 Compressing and uncompressing labelled directed graphs
Here a labelled graph is a representation of multiple relations among a set of objects (nodes): a labelled
edge denotes a relation between two nodes. The basic idea of graph compression is to remove a
transitive closure from the graph with respect to a certain node and a certain relation. Accordingly, we
define a general compressing operation on graph G with respect to node n and relation r as a graph
transformation. Informally, when graph G is compressed at node n according to relation r, all the nodes
accessible from n via edges labelled with r, going in the forward direction of the r-edges, will be
merged with n. As far as the edges are concerned, n will act in the role of all the nodes merged with n:
any edge associated with a merged node will be associated with n instead (we will call such new
associations virtual edges). Edges between two merged nodes are removed. Conversely,
uncompressing a graph at node n with relation r means that all the nodes previously merged with n
using relation r will be separated from n, together with their original associations. In the following we
will define compressing and uncompressing operations more formally. Due to possible nested
compressing, the exact definition of these operations becomes somewhat complicated.
For technical reasons we do not actually remove the original nodes and edges during compression
transformations, but instead we set certain attributes associated with them. The set of nodes remains the
same during compression operations. Also the original set of labelled edges remains intact, but we do
add and remove additional, so-called virtual edges as a result of compressing and uncompressing. In
the sequel, the attributes of edges and nodes are stored in the edge and node descriptors, respectively.
Generally, we denote an insignificant (“don’t care”) attribute value by ϕ.
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For the purposes of this paper, we define a labelled directed graph as a triple (N, R, E) where N is the
set of nodes, R is the set of labels (relations), and E is the set of edges. Each e ∈ E is a triple of the
form (n1, r, n2) where n1, n2 ∈ N and r ∈ R. Each triple in E is assumed to be unique (that is, there
cannot be more than one edge from one node to another with the same label).
Let B = {true, false}. We define a compressible graph as a 4-tuple (N, R, ND, ED) where N is the set
of nodes, R is the set of labels (relations), ND is the set of node descriptors, and ED is a set of edge
descriptors. Each node descriptor is a triple (n, Rn, h) where n ∈ N, Rn ⊆ R, and h ∈ N. Here n is the
unique identifier of the node, Rn is the set of relations currently compressed into n, and h is the current
(direct) host of n (i.e. the node currently containing n as a result of compressing), denoted host(n). We
define Hosts(n) as the set of all (possibly indirect) hosts of n, i.e. Hosts(n) = {n} if (n, ϕ, n) ∈ ND,
otherwise Hosts(n) = {host(n)} ∪ Hosts(host(n)). If n ∈ Hosts(n’) and n ≠ n’, we say that n’ is
subordinated to n. Note that if node n is not subordinated to any other node, host(n) = n. If (n, Rn, h) ∈
ND such that Rn is non-empty, we say that n is a group node. The set of visible nodes will be exactly
the set of non-subordinated nodes. The root of node n (denoted root(n)) is defined as node n’ such that
∈ Hosts(n) and host(n’) = n’. Note that Rn and h are variables, while n is a constant.
An edge descriptor is a 5-tuple (n1, r, n2, t, v), where n1 is the source and n2 is the target of the directed
edge, r is the label (relation) of the edge, t ∈ B indicates whether the edge is virtual or not, and v ∈ B
indicates whether the edge is visible or not. If t = true, then v = true (i.e. virtual edges are always
visible). In an edge descriptor, all the attributes except for v are constants, although whole descriptors
may be created and destroyed (for virtual edges) during compressing and uncompressing operations.
For node n and relation r in a compressible graph, we define Closure(n, r) as a set of nodes that are
accessible from n using only r-edges in the forward direction. Node n itself is excluded from Closure(n,
r).
Let G be a labelled directed graph (N, R, E). The compressible graph G’ corresponding to G is defined
as follows: G’ = (N’, R’, ND, ED) where N’ = N, R’ = R, ND = {(n, φ, n)n ∈ N}, and ED = {(n1, r,
n2, false, true)(n1, r, n2) ∈ E}. Hence, given an arbitrary directed labelled graph, a corresponding
compressible graph can be initialised in a straightforward way.
Let G be a compressible graph (N, R, ND, NE). Let n ∈ N and r ∈ R. Compression operation Comp(G,
n, r) yields a compressible graph G’ as described in the following algorithm.
Algorithm 1: Compressing a graph
Comp(G, n, r):
{assume: n is visible, i.e. n = root(n)}
if in n’s descriptor (n, Rn, n), r ∈ Rn then
return (* already compressed *)
end;
remove all virtual edge descriptors from ED;
in n’s descriptor (n, Rn, n), set Rn:= Rn ∪ {r};
for all nodes n’∈ Closure(n, r) do
change (root(n’), R, n”) into (root(n’), R, n)
end;
Display(G);
end Comp.
The uncompressing of a graph with respect to node n and relation r can be carried out using the
following algorithm:
Algorithm 2: Uncompressing a graph
Uncomp(G, n, r):
{assume: root(n) = n}
if in n’s descriptor (n, Rn, n), r ∉ Rn then
return (* n is not compressed with r *)
end;
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remove all virtual edge descriptors from ED;
in n’s descriptor (n, Rn, n), set Rn:= Rn \ {r};
for all nodes n’∈ Closure(n, r) do
let n” be the node for which n” ∈ Hosts(n’) and host(n”) = n;
change (n”, Rn, n) into (n”, Rn, n”)
end;
Display(G)
end Uncomp.
Note that in the algorithm above, n” exists for all n’: n must belong to Hosts(n’), because it has been
added to set Hosts(n’) by Comp(G, n, r) and no other operation than Uncomp(G, n, r) can change this.
Note also that n must be the top node of the host chain for n’, because if it were not, n would not be
visible in the first place (recall that visibility implies n = root(n)).
Operation Display sets up the visible edges, possibly adding some virtual edges, and eventually
displays the visible parts of the graph:
Algorithm 3: Displaying a compressed graph
Display(G):
for all edge descriptors (n1, r’, n2, false, v) do set v:= true end;
for all edge descriptors (n1, r’, n2, false, v) such that
n1 ≠ root(n1) or n2 ≠ root(n2) do
set v:= false
end;
for all edge descriptors (n1, r’, n2, false, false) do
add (virtual) edge descriptor (root(n1), r’, root(n2), true, true) to ED
end;
display all nodes of the form (n, ϕ, n);
display all edges of the form (ϕ, ϕ, ϕ, ϕ, true)
end Display.
Note that the following properties of the compressing and uncompressing operations hold:
(i)

Compressing and uncompressing are reverse operations
(i.e. Uncomp(Comp(G, n, r), n, r) = G).

(ii)

An edge is completely missing if and only if it is between nodes n1 and n2 such
that the nodes have been merged into the same visible group node
(i.e. root(n1) = root(n2)).

(iii)

An edge is represented by a virtual edge if and only if the original edge is between nodes n1 and
n2 such that at least one of them is not visible and they are not merged into the same visible
group node (i.e. root(n1) ≠ root(n2) and either n1 ≠ root(n1) or n2 ≠ root(n2)).

(iv)

An edge is visible as such if and only if it is between visible nodes n1 and n2 (i.e. n1 = root(n1)
and n2 = root(n2)).

(v)

Node n1 can belong to the group of a compressed node n2 only if either (1) n1 is accessible
from n2 using forward r-edges and n2 has been compressed with relation r, or (2) n1 belongs to
a group node which has been compressed before n2 and a member of the group is accessible
from n2 using forward r-edges.

In practice the algorithms can be made more efficient e.g. by retaining some of the virtual edges
created in the previous stages, and not clearing all the virtual edges before every operation.
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Example
Figure 3 describes the modifications of a compressible graph during the following sequence of
operations: Comp(G, 4, a), Comp(G, 1, e), Comp(G, 1, a).

a

1

2

e
e
e

a

4
e

a

3

5
Fig. 3. A compressed graph

In figure 3, virtual edges are presented with dashed lines. Group nodes are shown with double border
lines. The first compressing operation effaces node 3, creates the virtual edge from 1 to 4, and effaces
the edges associated with 3. The second compressing operation effaces node 4 (because it is the host
node for 3 which has e-edge with 1), leaving 1, 2 and 5 visible. Note that 5 is not effaced because it is
not accessible from 1 using normal e-edges. The edge between 4 and 5 becomes invisible, but a
corresponding virtual edge from 1 to 5 is created (and the previous virtual edge is deleted). The third
compressing operation effaces nodes 2 and 5, and all the remaining edges. Hence only node 1 is left
visible.
After operation Uncomp(1, e) the graph of figure 4 appears, indicating that node 1 has an e-relation to
one of the nodes compressed into 4. Note that 4 remains compressed.

1
e

4
Fig. 4. The visible graph after Uncomp(1, e)
Had we exploded the fully compressed graph (consisting of node 1 only) with operation Comp(1, a),
the graph of figure 5 would have resulted, showing the direct a-relations of 1 and the fact that there is
an e-relation from one of nodes in 1 (4) to 5:

1

a

2

e

a

5
Fig. 5. The visible graph after Uncomp(1, e)
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It should be noted that our definitions of the compressing and uncompressing operations are certainly
not the only viable ones, but they lead to a relatively simple concept of compressing which is logical
and simple to implement. In particular, the operations could behave in different ways regarding
overlapping or nested groupings. We feel that the principles listed in (i) - (v) contribute to the
intuitiveness of the compression from the user’s point of view.

3 Applying compressing to class diagrams
3.1 User interface
In their basic form, class diagrams can be viewed as graphs (we ignore for a moment certain special
features of class diagrams) in which nodes are classes and edges are relations (associations or
inheritance relations) between classes. Hence we can readily apply the techniques above to compress
class diagrams. The user interface for such a facility consists simply of a context-sensitive menu which
shows, for each visible class, the relations that can be used to compress or uncompress the class
diagram with respect to the chosen class and relation. A class has a hierarchical context sensitive menu:
on the upper level there are menu items “Compress” and “Uncompress” (the latter only for group class
nodes), and on the second level there are those relations which can be used for compressing or
uncompressing that particular class. For compressing, all the names of the relations attached to that
class (and so far not compressed) appear in the menu, while for uncompressing only those relation
names included in the compressed relation set Rn of the node descriptor (n, Rn, h) appear in the menu.
Compressed classes must be distinguishable from ordinary classes, because the user should be able to
immediately see which classes can be uncompressed. In this paper we indicate compressed classes by
thick borderlines. Similarly, virtual associations (corresponding to virtual edges) must be
distinguishable from “real” associations, because they are only reminders of actual relationships and
therefore have different meaning. Here virtual associations will be denoted by dashed lines.
3.2 Relations in UML
Recall our assumption that relation edges are directed. In UML general associations are not directed,
although it is possible to indicate the “reading” direction with a small arrowhead. If there is no
indication of a direction, an association is regarded bidirectional from the compressing point of view
(i.e. it represents two distinct directed edges). Note that so-called navigation cannot be used for
determining directions of associations: navigation serves only the purpose of characterizing certain
implementation concerns.
Above we have considered compressing as a general “syntactic” technique for simplifying a graph by
effacing all the nodes and edges associated with a particular relation, regardless of the meaning of the
relation. However, especially in the context of class diagrams the semantics should be taken into
account as well: compressing should yield - in some sense - a valid “abstraction” of the original
diagram.
In a semantically sound compression a group class should be able to represent all the classes merged
into it in a meaningful way. This condition is fulfilled if, when B is compressed into A with relation r,
for any class C outside the group of A, C r’ B implies C r’ A and B r’ C implies A r’ C. We say that in
this case r is a subordinating relation.
It seems obvious that the inheritance relation is always more or less subordinating because a superclass
can usually represent its subclasses in any context without violating the logical structure of the model
(although, of course, some information will be missing). The same applies to interface relations. In
many cases composition (i.e. part of a single owner) is also subordinating, unless a part has external
connections outside its container. Many user-defined associations are subordinating as well.
Whether compressing should be allowed only for subordinating relations is an open question. The
answer depends on the desired character of the tool. If subordination is not required, the tool should be
considered as a “relation navigator” rather than as an abstraction tool. Since the tool should anyway
make a clear visual distinction between actual and virtual relations, the view that results from
compressing never lies. However, if the relation used for compressing is not subordinating, the
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resulting view may be somewhat misleading if the user does not clearly understand the role of virtual
relations.
3.3 Incremental uncompressing
If a long chain of classes connected by a certain relation has been compressed into a group class,
uncompressing the whole chain is often not sensible for a user: it might be that the user is actually
interested only in a particular class immediately related to the group class, and in the relations that class
has with the rest of the system. In this case the possibly large set of uninteresting classes only disturbs
the user who very likely compresses them again to be able to focus on the interesting classes. This is
analogous to compressing sequence diagrams [KoM95]: when uncompressing a compressed call, it
would not be sensible to uncompress all the nested calls as well, because the user is possibly interested
only in particular actions occurring during the compressed call. Instead, the calls are opened
incrementally so that the internal calls appear first in the compressed form, allowing the user to open
only the interesting nested call(s).
We aim at a similar functionality in class diagrams. This can be achieved using the following revised
uncompressing algorithm. The basic idea is to perform, immediately after uncompressing, a new
compressing operation for each class directly associated with the group class with the relation in
question. Hence, after uncompressing only one level of new classes appear, the rest being compressed
to these classes. For example, if the root class of an inheritance hierarchy has been compressed with the
inheritance relation, and then uncompressed, only the immediate subclasses will appear. If the user
wants to go deeper into the hierarchy, she must select a particular subclass and uncompress it.
Algorithm 4: Incremental uncompressing
Uncomp(G, n, r):
{assume: root(n) = n}
if in n’s descriptor (n, Rn, n), r ∉ Rn then
return (* n is not compressed with r *)
end;
remove all virtual edge descriptors from ED;
in n’s descriptor (n, Rn, n), set Rn:= Rn \ {r};
for all nodes n’∈ Closure(n, r) do
let n” be the node for which n” ∈ Hosts(n’) and host(n”) = n;
change (n”, Rn, n) into (n”, Rn, n”)
end;
for all nodes n’ ∈ {n’ | (n, r, n’, ϕ, ϕ) ∈ ED do
Comp(G, n’, r)
end;
Display(G)
end Uncomp.
In practice it might be useful to have both full uncompressing operation and an incremental one
available. Note however that even the full uncompressing operation retains the groups that have been
explicitly compressed previously. Incremental uncompressing can therefore be simulated by forming
the groups incrementally.
3.4 Handling multiplicity and qualification of associations
Since virtual associations have a different meaning than the invisible associations they are representing,
they cannot directly inherit the possible multiplicity and qualification specifications of the original
associations. On the other hand, it would useful if as much information concerning the associations was
retained as possible, as long as it is not misleading. We can achieve this applying the following simple
principle: in a virtual association, if the other end is associated with an uncompressed class, then the
multiplicity and qualification attached to this end in the original association will be copied also for the
corresponding end in the virtual association.
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4 Example
We will now show how our technique helps to solve the problem presented in the introduction: “Could
it be somehow possible to produce figure 2 automatically or semi-automatically on the basis of figure
1?” We assume that the uncompressing operation is incremental, although in this particular example
incrementality is insignificant.
Transaction
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date-time
Compress..

Cashier transact

Entry station

*

*

*

entered by
ATM
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Fig. 6. Activating the compressing operation for Transaction with inheritance relation
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Fig. 7. Class diagram after compressing with inheritance relation
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Fig. 8. Class diagram after compressing with composition relation
We start with the inheritance relation. Figure 6 shows how the compressing menu is opened for class
Transaction. Compressing classes Transaction and Entry station with respect to the inheritance relation
yields the class diagram in figure 7.
The next stage is to compress classes Transaction and Consortium with respect to the composition
relation, indicated by a filled diamond symbol. Note that in this case both composition relations in the
diagram are obviously subordinating: anything that is related to a bank can be considered to be
similarly related to the whole consortium, and a transaction can be considered to be both entered by a
cashier and started by a card authorization. The class diagram of figure 8 results.
Transaction
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date-time
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name
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*

accesses
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Fig. 9. Class diagram after compressing with association identifies
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The remaining associations are user-defined. However, we can immediately see that relation identifies
is subordinating, because Cash card has no other relations. Hence we can safely compress Card
authorization with respect to relation identifies. The resulting diagram is given in figure 9.
This version of the class diagram is already essentially simpler than the original one, retaining the core
concepts but effacing secondary details. The diagram is essentially the same as in figure 2.
There are still two associations whose names suggest that the relations might be subordinating: has and
owns. Relation owns can indeed be regarded as subordinating: if a transaction is entered on an entry
station, it is in more abstract sense entered on a consortium of banks as well. However, since a
consortium may issue a card authorization but hardly a customer, has is not subordinating in this
context. Ignoring this slight mismodelling, we could nevertheless compress with both of these relations
and obtain an even simpler model; we will omit this step here.
Note that the compressions applied above could have been made automatically, if we decide that
compressing is applied to inheritance and composition relations, and to those user-defined relations
which are trivially subordinating. However, we feel that compressing with inheritance and composition
relations alone already significantly simplifies a class diagram.

5 Open problems and conclusions
In the example above, we have more or less retained the original layout when compressing, creating
thus empty space within the diagram. This simple technique might be sufficient for class diagrams of
modest size, say few tens of classes, but if the diagram is really sizable, or if even the original class
diagram is produced automatically (e.g. as an extraction from a legacy system), we need automated
layout techniques. An essential requirement for such a technique is that the layout algorithm should
retain the general structure of the previous version of the diagram, because otherwise it is very difficult
for the user to orient herself according to the new layout. In compressing this means that the relative
positions of remaining visible classes should be roughly the same as before. In uncompressing this
means that the new visible classes should roughly take their original relative positions (if they have
such).
In the context of reverse engineering, an obvious open problem is how to generate a sensible class
diagram from source code in the first place: only one type of relations is clearly visible in the code,
inheritance. All other relations, including composition, should be inferred from the types of reference
attributes, parameters etc. This problem is associated with reverse engineering in general.
On the other hand, we believe that class diagram compressing is particularly useful in reverse
engineering. Various kinds of class diagram extractors are common components of modern OO case
tools, but if the results are huge unstructured collections of classes, the benefits of such tools may be
questionable. A more attractive approach would be to display first only a small set of main classes and
their mutual relations, and then let the user gradually open those parts of the diagram she is really
interested in. This can be achieved simply be letting the class diagram extractor to compress the initial
class diagram to the smallest possible form.
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ABSTRACT
This paper briefly summarizes our research into assessing the quality of an evolving product-line architecture.
Several case studies have been conducted in which architectural measurements were taken to understand
indicators of architectural erosion. The presence of architectural erosion indicates that the quality of the
architecture has decreased and maintenance tasks will become more difficult.
This paper briefly presents our approach to detecting architectural erosion and provides some insights into this
topic. We also present some of the lessons we have learned along the way.

Keywords
Software architecture, software evolution, architectural erosion.

1.

Introduction

A product-line cannot exist without an architecture[2]. A well-executed and maintained architecture
enables organizations to respond quickly to a redefined mission or to new and changing
markets[1,3,5].
The signs of a decrease in the maintainability of an evolving product-line architecture is referred to as
architectural erosion. Erosion can be exhibited when the software is hard to understand or manage
due to an increase in the size and complexity of the code and its structure. Erosion can also be a result
of poor design decisions made whilst implementing maintenance changes to the system, or a result of
limited architectural understanding during software maintenance which may have constrained the
flexibility of the design.
During the evolution of a system (i.e. structure and code) the product-line architecture will be
influenced by many factors such as changes in:
• organizational structure, management policies, staff profiles;
• business domain, technical implementation (or technology); and
• customer requirements (functional and non-functional).
These factors are difficult to evaluate directly so we want to evaluate them through their affect on the
software artifacts. At an architectural level this would involve a structural analysis of the system.
In this paper we will summarize our findings in our continual research into detecting the indicators of
architectural erosion. Additionally, we will present our current understanding of the causes of erosion
and some lessons we have learned in the process. We would like to refer the reader to our web site for
more in-depth information on our approach, empirical results and a comparison with related work.
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2.

Research Objectives

The objective of our work is to identify indicators of architectural erosion in an evolving product-line
architecture. Additionally, we wish to get a better understanding of the causes of erosion.

3.

Approach

A case study approach is taken with industry to get an accurate representation of all the factors which
occur during the evolution of a product-line. The approach uses historical maintenance data and
applies measurements to each significant release of the product-line.
We have chosen the following properties to identify a possible occurrence of erosion:
•
•
•
•
•
•

4.

General Measures: size, age.
Development Environment: tools, language, implementation techniques, size of software
development/maintenance team.
Software Evolution Measures: volatility, stability, growth rate.
Architectural Measures: based on call graph structure, components (nodes), edges, call paths and
levels.
Derived Architectural Measures: based on the architectural measures, includes hierarchical
complexity, structural complexity, average components/path.
Component (module) Measures: ISO9126, McCabe, Halstead.

Indicators of Erosion

To determine indicators of erosion the following properties were identified for data capture, analysis
and measurement:
• A decrease in architectural quality (i.e. decrease in architectural complexity).
• A decrease in the stability of a software modification (i.e. a decrease in the number of components

effected by the software change).
• A drift from the adherence to the original architectural design (e.g. functional blur).
• A disproportionate increase in the size of the system for the amount of functionality offered which

may indicate redundant or dead code (i.e. an increase in LOC and components compared to the
type of modification).
• A increase in the size of the product-line.
• A increase in maintenance difficulty.

5.

Case Study Organizations

This research began with a pilot case study at an Australian Telecommunications company, Scitec Pty.
Ltd. The pilot study formed the foundation of our research approach. Further case studies have been
performed in Australia with British Aerospace (military communications), Hutchinson Telecom., and
the Squid product[6] developed at the National Laboratory for Advanced Networking Research
(NLANR) at the University of California at San Diego.

6.

Insights Gained

A few of the insights we have gained from the measurements are listed below:
1. Architectural complexity differed to component complexity.
Analysis of changes in the measurements between releases indicated that an increase in call paths,
with the number of components/modules remaining the same, that the changed (or new) components

will have become much harder to integrate with each release. The small change to maintainability
suggests that changes to components will not be hard.
2. Architectural success is different to architectural quality
Architectural success is often linked to the market presence of the product rather that the quality of the
product. It is important to understand the implementation base of the product, as compared to the cost
and size of the maintenance team. In one case study the organization hired additional staff prior to a
major release and continued to maintain the same staff level even though their product was not
evolving (ie. low volatility) and the implementation size lowered (ie. reduced sales). This shows a
maintenance problem in which more staff are needed to maintain a stable product, most likely because
the system had become more difficult to maintain. Additionally, it showed management the cost of
maintaining a product which was losing market share (ie. a shrinking implementation size). We
believe these measurements help an organization evaluate the success of their architecture.

7.

Lessons Learned

1. Code analysis alone is not enough to understand erosion you need additional data to understand
events in the maintenance and evolution of the product-line which affect the quality of the
architecture.
2. Architectural measurements give an indication of the impact of maintenance changes on the
architecture, even though component measurements are good. Both intra-component measures,
and architectural (inter-component) measures are needed to understand:
•
•

the impact of maintenance change on the architecture, and
the source of high-risk components which need to be re-designed.

3. Several measurements were found to be unreliable such as, maintenance effort due to the
subjective nature of the measurement as it is dependent on the skill, experience and motivation of
the software engineer. Additionally, defect rate was found to unreliable as we found decreases in
defect rate due to improved testing tools, yet the product-line’s maintainability was still poor.
4. Without an understanding of the quality of the system during maintenance, the maintainability of
the system will continue to worsen over time.
5. Conflicts with earlier work in software evolution:
• Our work conflicted work by Lehman on the FEAST project[4], a decrease in code size was not
linked to decreased complexity, nor improved the maintainability of the architecture during
design.
• Additionally, the bath tub model was not replicated in our studies.

6. During our architectural research we found architectures that started off as eroded due to poor
design decisions. This supported the theory that an architecture will continue to worsen over time
unless software improvement activities take place.

8.

Benefits

Empirical studies in architectural analysis provide an understanding of the factors which influence the
quality of the architecture. The use of measurements in studying architectural quality will provide a
technique for establishing and verifying the quality goals of a system during its evolution. An
architectural assessment technique can also be used to improve the maintenance process, such as:
•
•

to derive quality benchmarks which are necessary to evolve the product;
to build knowledge about the factors which influence the quality of the architecture and to interpret
patterns of maintenance changes and their effect on the quality of the product;

•

to perform impact analysis to determine the effect of maintenance changes on the quality of the
product.

This work can also provide insights into the causes of erosion, allowing us to improve architectural
analysis and design techniques in the early phases of system development. For example, proven
guide-lines for assessing the extendability and flexibility of an architecture will allow us to assess the
adaptiveness of an architecture using pre-design data (e.g. module hierarchy).

9.

Future Work

We would like to continue our research on other systems with a different profile. This would allow us
to study the difference in the results of the measurements between different organizational, software
process, business domain, and architectural factors.

10.

Summary and Conclusion:

Architectural measurements give an indication of the impact of maintenance changes on the
architecture, even though component measurements are good. To understand the quality and source of
change in the architecture requires an investigation into the maintenance history, structural analysis of
the architecture and an architectural representation.
However, the success of a product-line architecture is determined by:
• Market need and product competition,
• The quality of the existing architecture, and
• The capacity and efficiency of the organizational infrastructure to develop and to enhance the
existing architecture.

11.
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1 Essential Object-Oriented
Design

concepts and notations for describing the essential aspects of a software architecture according to our perspective. 4. To develop elements
methodological support that enables reuse of
Problem. An object-oriented software sys- of(parts
of) already described software architectem consists of set of objects that interacts
tures
on
a design level.
through a set of messages or method invocations. Throughout a system's lifetime objects
gets created and garbage collected, thus a system is very dynamic in both its behaviour and
con guration. Even with small or medium sized The problem: object-oriented systems are comsystems the complexity caused by the number of plex and hard to understand. They are hard
objects and method invocations makes it hard to describe. This implies that they are hard to
to describe and reason about the system. Espe- reuse.
cially it gets hard to understand how the di er- The obvious observation is that typical
ent objects are related at run-time: the struc- object-oriented systems are inherently complex
tures and collaboration patterns they partici- due to the number of objects they contain, and
pate in. On the other hand these structures due to the number of events taking place durand collaborations are considered the hardest ing a system execution. However, it is also the
parts to get right when designing new systems, case that object-oriented technology has certain
hence it is desirable to reuse successful exam- characteristic properties enhancing this comples. Patterns [2] and frameworks [5] are exam- plexity.
ples of object-oriented techniques that has been
proposed to counter these problems. In our ap- Design Notations. When designing an
proach we seek alternatives, prompted by the object-oriented system, certain design notafact that both patterns and frameworks describe tions are typically applied. From UML [8] we
much more than just architecture. The devel- mention: class (object) diagram, component
opment and application of patterns and frame- diagram, deployment diagram, interaction
works is not our primary concern.
(sequence and collaboration) diagram, state
(activity) diagram, and use case diagram. We
Approach Our interest in this problem has note certain characteristics of these notations:
spawned the following set of goals: 1. To iden-  Notations for describing individual entities
tify and analyse some of the main reasons for
are strong. This goes for objects, classes
the problem. 2. To de ne an interpretation
and components.
of the weakly understood concept software architecture that facilitates the understanding of  Types (classes) are more easily described
complex object-oriented systems. 3. To develop
than instances (objects).

2 Descriptions

1





Generalization hierarchies for classes are
easily described.
Static structures are easily described.
Notations for describing dynamic aspects of
systems are not so well supported.
{ Time, uncertainty (dynamics), and
the often arbitrary number of objects
are hard to handle in descriptions.
{ The possible descriptions tend to be
either stylized examples (as known
from the description of design patterns [2] or architectural patterns [1])
or they focus on the state change of a
single entity.
Notations for describing relations between
objects (instances) are not so well supported.
{ The number of objects and their relations changes throughout a systems
life time.
{ Relations (structures and collaborations) are often described implicitly as
part of entity (objects/class) descriptions.

tem. Objects are applied to describe every level
of the system.

3 Architectural
tions

Abstrac-

To reuse the essential aspects of a system we
must reuse it's architecture. We perceive architecture to be the high-level composition of a
software system [3]. Instead of focusing on the
noun \component", we believe that the key to
understanding architecture, is the verb \to compose". In the previous section we brie y outlined the problem that structures and interactions among a system's instances are very hard
to describe. Nevertheless the actual composi
tion of a system is exactly the identi cation and
design of the structures and interactions. It is
important that we have concepts and notations
that enable us describe, discuss, and evaluate
such structures and interactions.
We will attack this problem on a design level
for two reasons: 1. reuse of design is very desirable from many reasons; 2. working with design
descriptions enables us to focus on the conceptual foundation and possibilities for expressiveness instead of language design and implemenIn summary it is relatively easy to describe tation issues.
static aspects and individual entity types of a
system. The best example is the description of
Specialization &
Aggregation &
classes and class hierarchies.
Generalization

Object-Oriented Programming Languages If we look at the implementation

phase the object-centric description are again
in focus. The interaction and dynamics of the
system is brought to life by implementing a
large number of methods. The methods are
scattered among the classes. The focus of the
individual methods is typical on algorithmic
issues. The system's dynamics (interactions
among a set of instances) is implemented as
separated (related through method invocations)
algorithms distributed among the class types of
the system.
The structures among classes and objects
are implemented with dedicated language constructs (inheritance, references, nesting) on the
individual entity level.
Traditional object-oriented programming languages apply an undi erentiated level of abstraction when describing the contents of a sys-

Concepts

Exemplification

Decomposition

Classification

Phenomena

Figure 1: We form concepts by classifying a set

of phenomena with similar properties. A concept
can be a specialization or generalization of another
concept. A concept can be composed from several
concepts, and it can itself be a part of a larger concept. Finally a concept can be exempli ed by a set
of phenomena.

Our goal is to make structures and interactions rst-class entities in system description.
Our approach is to apply the model for concept
formation as known from object-oriented pro2

gramming languages and conceptual programming [6].
The model in Figure 1 can be applied to describe conventional object-oriented technology.
A class describes a concept exempli ed by a set
of phenomena described by a set of objects. A
class can be composed of (references to) other
class descriptions, and classes can be parts of
generalization hierarchies.
3.1

component types can be related in generalization hierarchies.

Events An event is an abstraction over the

following mechanisms and situations: object
creation, object deletion, and method invocation (message sending). Events are classi ed
by event types. An event type describes the
participating component roles. Event types can
be part of generalization and aggregation hierarchies. In this way a single event can be an
abstraction over a large number of method invocations or object creations.
When choosing the events and the components for the description of a system it is important that the selections support each other.
I.e. that the events makes sense on the chosen
components, and vice versa. The chosen components and events are the common abstract basis
for the description of the system architecture.

Basic Model

Classes and objects are the fundamental constructs of conventional object-oriented technology. In Figure 2 we illustrate how four additional concepts, architectural abstractions, can
be applied to describe an object-oriented system. Other examples of architectural abstractions include patterns and frameworks [4], [7].
Interactions

Structures

Structures A structure type describes a set of

component roles (quali ed by component types)
that are related through a structural relation.
Events
Components
Possible structural relations include encapsulation and association. The di erent structural
relations puts di erent constraints on the possible events that the components can participate in. A composite component has an associated internal structure. The architecture of a
system (which can also be considered a comObject-Oriented System
ponent) can be partly described by a set of
instances and corresponding structure
Figure 2: We form abstractions over software sys- structure
types.
Structure
types can be part of aggregatems (wide arrows). These abstractions can be ap- tion and generalization
hierarchies.
plied to describe and understand (thin arrows) the
software. Components and events are as abstractions the foundation for the formulation of the ab- Interactions An interaction type describes a
set of event roles that are related through a temstractions structures and interactions.

poral relation. Temporal relations include sequence, alternation, concurrency, and iteration.
A composite event has an associated internal interaction description. The architecture of a system can be partly described by a set of interaction instances and corresponding interaction
types. Interaction types can be part of aggregation and generalization hierarchies.

Components In our model, a component is

merely a focus point for interactions and structures. A component is an abstraction over an
object. A set of components can be categorised
and described as a component type. A component type identi es a set of in- and out-ports
through which a component communicates. In- 3.2 Persistent and Transient
ports describes all the events that a component
Structures
can receive and react upon. Out-ports describes
all the events that a component can initiate and The structure of a system is static to some deemit. Component types can be applied in the gree { it provides the frame for the interactions
description of composite component types, and among the components. However sometimes
3

events (in the interactions) in the system im- The next steps in our approach:
plies that the structure breaks down, changes or  Further elaborate on the relations between
extends. Structure is related with interactions
the four concepts in our model.
in two ways: some interactions are dominating
the structure, while other interactions are dom-  Develop notation for expressing types and
instances of all four concepts.
inated by the structure.
During a system's life time structures between  Apply the model and notation in the decomponents are created and deleted. Composcription of examples: selected patterns,
nents are created, introduced into structures,
frameworks, architectural styles and appliremoved from structures, and deleted.
cations.
In an object-oriented system references to objects are passed around as part of messages and We thank Eydun Eli Jacobsen and Bent
method invocations. This makes the structure Bruun Kristensen for interesting and inspiring
very dynamic, and we term this type of struc- discussions on this and other architecture reture transient. Other structures are of a more lated topics.
permanent character: object attributes being
assigned statically to the same object is an example. Aggregated objects could be another example. This means that varying degrees of per- [1] Buschmann, F., Meunier, R., Rohnert R.,
sistent structures exist.
Sommerlad P., Stal, M.: Pattern-Oriented
Because we aim to describe structural aspects
Software Architecture: A System of Patof a system that can be interpreted as the \arterns. John Wiley & Sons, 1996.
chitecture" of the system, we are interested in
describing structural changes over time from two [2] Gamma, E., Helm, R., Johnson, R.E, Vlissides, J.: Design Patterns Elements of
perspectives: What interactions cause structure
Reusable Object-Oriented Software, Addichanges? What abstractions can be made over
son Wesley, 1995.
both structure and time?
[3] Garlan, D., Shaw, M.: Software Architecture Perspectives on an Emerging Discipline. Prentice Hall, 1996.
In this paper we have argued that a software [4] Jacobsen, E.E., Nowack, P: Frameworks
architecture concept can be applied to enhance
and Patterns: Architectural Abstracthe possibilities for understanding and reusing
tions. Accepted for publication in Object(parts of) complex object-oriented systems. ExOriented Application Frameworks (Moamples of systems include applications, framehamed E. Fayad, Douglas Schmidt, and
works, architectural styles, and patterns. This
Ralph Johnson, editors), John Wiley, New
perspective de nes the architecture of a sysYork, NY, 1998.
tem as a collection of structure and interaction
descriptions. More precisely the descriptions [5] Johnson, R.E., Foote, B.: Designing Reusable Classes. Journal of Objectcontains a set of structure and interactions inOriented Programming, 2(1), 1988.
stances together with a set of structure and interaction types. Structure and interaction are [6] Kristensen, B.B., sterbye, K.. Roles:
de ned in terms of the abstractions component
Conceptual Abstraction Theory & Practiand event. It is argued that the speci cation and
cal Language Issues. Theory and Practice
description of structures and interactions would
of Object Systems, 1996.
ll a gap in the contemporary design notations
and implementation languages which tend to fo- [7] Kristensen, B.B.: Architectural Abstractions and Language Mechanisms. Proceedcus on object-centric mechanisms.
ings of Asia Paci c Software Engineering
We have described in general how structures
Conference (AISEC'96), 1996.
and interactions mutually a ect each other.
Similarly component and events are related by [8] Rational. Uni ed Modelling Language
the fact that components communicate through
v.1.1. http://www.rational.com.
certain events.
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1 Introduction
When we program we build a model of some world (we use the word problem
domain). The model is a software artifact and it is expressed in a programming
language. The programming language represents a paradigm in which models are
expressed in a specific way.
In Figure 1 we illustrate how the relation between the problem domain, the
programming language, and the software artifact. The arrow from P.D to PL represents a language design process—here P.D is interpreted as a representative for the
it’s kind or type of problem domain, and the arrow from P.D to SW represents a
modeling process—here P.D is interpreted as as specific problem domain, of which
a model is to be built.
Language
Design

PL

P.D

SW
Modeling(PL)

Figure 1: Problem Domain, language design, and model building.

2 Architectural Description Languages and Programming
Languages
The general figure above can be considered again, but this time with object-oriented
software as the problem domain. We have extended the illustration in Figure 1 with
a new language and a new description (Figure 2).

1

?
Language
Design

PL

Language
?

P.D

AL

Design
SW

Modeling(PL)

AD
Modeling(AL)

Figure 2: Models

When the problem domain is software and we want to model the problem domain we need languages that can express a model of the software. Figure 2 indicates that architectural description languages are used to model software—i.e.
important aspects of the software are described in an architectural description language. Architectural description languages are intended to capture implicit aspects
of the software that we find important.
However, it is apparently possible to go two ways when trying to manifest our
understanding of the software we are working with. One way is to invent a new
language mechanism to be included in the programming language, and the other
ways is to invent a language mechanism to be included in an architectural description language. But it is not well understood what differentiates the mechanisms
that end up in the programming language and the mechanisms that end up in the
architectural description language.

3 Questions
In order to get a clearer understanding of the notion of software architecture we
need to be able to characterize the kind of mechanisms that belong to AL and what
kind of mechanisms belong to PL, i.e. what is the nature of what is captured by a
mechanism in AL and PL, respectively.
The following questions remain to be answered:
Kinds of mechanisms What kind of mechanisms are introduced in PL and what
kind of mechanisms are introduce in AL?
AL then PL Do any mechanisms first end up in AL and then in some form end
up in PL, or do all new mechanisms in PL arrive here directly? Two dashed
lines are also present in the figure—the lines represent the the fact that programming languages over time are extended with new mechanisms.
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ABSTRACT
Software architecture is an important means to improve the
qualities of software systems. The software architecture set
the boundaries for software qualities of the resulting systems.
In this paper we present a set of software architecture metrics,
that we have adapted from object oriented code level to the
software architecture level. The metrics suite is analyzed and
motivated theoretically. Also the main problem with using a
case study for validating the metrics is discussed. It is our
conclusion that it is possible to do a good adaptation of the
object-oriented metrics suite to be used as early as software
architecture design, but the validation of the suitability of the
predictors cannot be done in the near future using a traditional
case study.
Keywords
Software metrics, prediction, software architecture
1 INTRODUCTION
Software architecture has received a great deal of attention
for having large influence on the software qualities of
software systems. Software architecture set the boundaries
for software qualities of the system implemented from the
architecture. Hence, the design of the software architecture
have been attributed the important task of balancing and
optimizing the required software qualities. In our research we
have defined a software architecture design method, the
ARCS method[3]. The methods separate itself from other
software architecture methods [6,7,8,12] by emphasizing
more on the balancing and optimization of the software
qualities, than for example Shlear & Mellor[12] and 4+1
View Method by Kruchten[8].
For this evaluation we can use various techniques with
individual level of precision and subjectivity. Of course, we
want to use a completely objective, extremely precise
evaluation method that also requires very little effort to use.
To this date no such method exists and most likely will never
exist. Therefore a method that gives us reasonable accurate
evaluation for a small effort is desired.

As a step in reaching the goals for software architecture
evaluation we propose a metrics-based prediction model that
we have adapted from the object oriented code level, i.e. Li,
Henry [9]. In addition we have earlier presented a second
method for architecture level prediction, i.e. the formalized
scenario-based prediction method for estimating the software
maintenance[2].
In the next section we discuss the information available from
software architecture to establish the foundation for the
metrics we propose. In section 3 the object-oriented metrics
that predict maintainability is introduced. The adapted
metrics are presented and discussed in section 4, followed by
section 5 with a discussion about possible validation . Finally,
in section 6, some conclusions and future work are presented.
2 SOFTWARE ARCHITECTURE
To predict any quality attribute from a software architecture
we need a clear and precise definition of the information we
have available. For software code metrics the lexical rules
and the grammar of the language already takes care of this.
But software architecture has no standard language or
standard definition and we must be careful to not use data that
are not clearly part of software architecture.
In this section we will discuss the information present in a
software architecture. This will serve as a basis for our
discussion about the adapted metrics in section 4.
2.1 Components or Elements
The elements of the architecture are almost always
documented. Each element has a name and an interface. The
name serves the purpose of identification and the interface is
the specification of what methods, or services the architecture
element provides for external use and subsequently must
provide an implementation for. This information would be
mapped into the header-files of C++ classes when
implemented, but lacks some detail compared to source code

header files. For example, in the software architecture
documentation the signature of a method could be its name
and potential other architecture elements parameters.

3. Coupling Between Objects (CBO)
The number of non-inheritance related couples with
other classes, e.g. a method call.

2.2 Static Relations
The elements in the architecture have relations to other
elements. These relations make up the form or structure of the
architecture. The relations must be documented by
specifying, either in text or graphically, the related
components (2 or more), and the relation type (association,
aggregation, etc.). Textually this could be done by triplets,
quadruplets etc. of the elements and relation type. This
information is harder to trace into source code and will be
obscured in the implementation of classes.

4. Response For a Class (RFC)
The number of available methods for the class to call.
Indicates the level of communication

2.3 Dynamic Relations
The dynamic aspect of software architecture is important to
determine its functions and qualities. A plausible way to
document the dynamic aspect is to use message sequence
diagrams for the method usage between architecture
elements. This is objected to by Kruchten who in [8] states
that for example a message sequence diagram require
knowledge and details about the implementation of the
element and its private sections. However, this might not be a
real problem, only a natural consequence of the order of tasks
during development, i.e. we design the architecture first and
the specifications given in it restrict the implementation and
not vice versa. It is therefore our opinion that message
sequence diagrams can very much help the understanding of
the software without getting to deep into the details, which we
want to leave open for detailed design and implementation. In
addition, the reasoning and analysis we want to perform on
software architecture assumes some kind of dynamic
behavior and the architecture would be useless to
programmers and designers if no such information were
contained therein. Examples were message sequences, or
partially ordered event sets, are heavily exploited for
architecture simulation are in RAPIDE [10].
3 OBJECT-ORIENTED METRICS
The metrics adapted to software architecture is in part first
introduced in [5] and has since been analyzed by several
authors, e.g. [4,9]. The metrics are presented here with a brief
definition.
1. Depth of Inheritance Tree (DIT)
The number of ancestor classes. Indicates how many
other classes that may potentially impact this class.
2. Number Of Children (NOC)
The number of immediate sub-classes to this class. Indicates the impact changes to this class may have on other
classes.

5. Lack of Cohesion in Methods (LCOM)
The number of unrelated regions in a class. For example,
a class that have three instance variables (Ia,Ib,Ic) and
five methods (M1, M2,..., M5) where M1 and M2 only
uses Ia, M3 and M4 only uses Ib and M5 uses Ia and Ic.
This class will get a LCOM value of two (2).
6. Weighted Methods Per Class (WMC)
Is the sum of the static complexity values (McCabe[11])
for all methods in a class.
In [9] Li & Henry validate a subset of the original OO-metrics
suite plus some newly introduced metrics as useful predictors
of software maintenance effort. Maintainability is predicted
as number of modified lines of code during the maintenance
history.
The CBO metric is excluded in the new prediction model.
The reason for excluding is not elaborated on in [9].
Introduced as additions to the six metrics where these:
1. Message Passing Coupling (MPC)
The number of send statements defined in a class.
2. Data Abstraction Coupling (DAC)
The number of abstract data types used as instance variables by a class.
3. Number Of local Methods (NOM)
The number of local methods in the class. Which means
that the inherited methods in a subclass are not considered local.
4. Lines of code (SIZE1)
Defined as the number of semicolons in the class1.
5. Number of Properties (SIZE2)
number of properties, i.e. attributes + the number of local
methods.

1. The programming language used for the metrics
in [9] was Classic-Ada. It is not part of this paper
to discuss whether that is the best way to measure
software size.

4 ADAPTATION TO SOFTWARE ARCHITECTURE
The object-oriented prediction model adapted to software
architecture is based on an object-oriented metrics suite and a
linear regression model. In our view of software architecture
we find several data items used in the object oriented metrics
available in software architecture. Hence, we feel that it
should be possible to make an adaptation of the metrics and
the prediction model to the software architecture level. In this
section we analyse all the object-oriented metrics used in the
prediction method and present the adapted metric. We
conclude the section by selecting the candidate metrics for the
architecture level prediction model and discusses how the
changes will affect the prediction method.
4.1 Software Architecture Metrics
Chidamber and Kemerer defines a suite of object oriented
metrics[5]. Li and Henry use a subset to predict
maintainability[9]. The subset is shown to have a strong
correlation with the maintenance effort, in this case measured
as changed lines of code. The subset is used in a multiple
linear regression model that is shown to predict the
maintenance effort. The predicted metrics is cross-validated
between two cases and the results are accurate.
To do this we had to carefully analyze the individual metrics
that Li and Henry selected, the reasons for the rejection of
some, the importance of each metric in the prediction model,
unavailability of data sources for some metrics, e.g. source
code etc. In the following subsections the results of the
analysis made for each metrics, are presented.
NOM (Number of methods). Methods in a class correspond
very well to the methods in the interface of an architectural
element. The only possible difference would be that from our
perspective, i.e. architecture elements, no private or protected
methods exists, since at the architecture level we are not
primarily concerned with specifying the internal behavior of
such an element. In spite of this we find that the NOM metric,
can be possible to meaningfully measure at the architecture
level, too.
NOMA = the number of methods of the architecture element’s interface.
DAC (Number of abstract data types(ADT) in a class).
The object-orientation gives the option of using abstract data
types as instance variables, much like the use of the inherent
data types, e.g. integer and boolean. An abstract data type
used as a member in a class is usually denoted in class
diagrams as an aggregation relation. The member objects, or
part of-objects, have exactly the same life span as the wholeobject. In [9] this kind of relationship is identified as
influencing the maintainability of the related classes, due to
possible encapsulation violations depending on the language
used. From the architecture perspective this relationship may
occur at times and is therefore relevant. However, it is not as
easy to define what to calculate since, we do not specify

members of the elements, but instead we propose that
architectural elements that are parameterized at their creation
using other architectural elements seem like an equivalent,
i.e. some sort of aggregation.
DACA = the number of place holders for architecture
elements used to parameterize the element.
MPC (Message Passing Coupling). The message passing
coupling metric is defined as the number of send statements
from the methods of a class and is supposed to measure the
class implementations dependency on methods in other
classes. We find that this measure is not measurable directly
using a architecture entity diagram. However, we can find it
using the specification of the element interaction, such as a
message trace between elements.
MPCA = The total number of outgoing messages from an
element calculated from all message traces describing
the architecture.
DIT (Depth in Inheritance Tree). The dependency on
super classes is addressed by this DIT metric, which
measures the position of a class in an inheritance hierarchy.
The more super classes a class has, the more likely is the
coupling using encapsulation violating access made possible
through the inheritance in certain languages, i.e. direct access
to super class attributes. From an architectural perspective
this metric could be interpreted as the number of different
element types a certain element implements. A concern with
this is that part of the dependency is the sharing of source
code by inheritance. However, the situation could be
compared to having a pure abstract base class which would
render the exact same situation for the object-oriented
metrics.
DITA = The number of element types the element implements
NOC (No Of sub-Classes). Similar to the DIT metric
discussed above, we have the NOC metric, which takes at he
opposite perspective. By the same lines of reasoning, changes
to the super class potentially affect the inheriting classes. The
difference is that the NOC measures all the inheriting classes,
i.e. the width of the inheritance tree at that certain level. From
the architectural perspective this could be seen as the number
of different elements of a certain type.
NOCA = The number of elements implementing the element type
RFC (Response For a Class). This metric is questionable
and seem to be a composite of the NOM and the MPC
metrics. However, the adapted metrics would be the number
of methods available from the elements related to the
element, either by association or element parameterization.
RFCA = The number of methods available from the elements related to the element

LCOM (Lack of Cohesion Of Methods). A good design of
a class is a design were all attributes and all methods together
participate closely to implement one abstraction in code, i.e.
the cohesion of a class should be high. The LCOM metric
addresses this issue by measuring the number of disjoint sets
of method accessing attributes pairs. A class that have
unrelated sets of methods and variable pairs lack method
cohesion. They should perhaps be better suited if the class
were divided into two classes instead. From an architecture
perspective this metric is not possible to measure in a precise
and objective way. The main reason for this is the
unavailability of the source code, were the only objective
evidence on relations between methods and attributes can be
found. On the architectural level this would lead to an
undesired level of subjectivity, since the person collecting the
metrics data will have to assume as to whether or not the
relations exist or not. We will for this reason exclude the
LCOM metric from the prediction model.
WMC (Weighted Method Complexity). The complexity of
the methods in a class have been shown to correlate with
McCabes Cyclomatic Complexity Metric [11], and is used in
Li and Henry’s prediction model instead of the two size
metrics; SIZE1 and SIZE2. However, the usage of the WMC
metric requires us to know about the control structures of the
methods of an element, which is from an architectural
perspective not possible, since the source code is not
available. In Li and Henry’s prediction model the WMC
metric are used since; SIZE1 correlates well to WMC. SIZE2
and NOM are very similar. NOM is easier to collect. We
therefore investigate if any of the size metrics are possible to
measure on architecture and if it can be used as a reasonable
replacement in the model.
SIZE1 (lines of code). The first size metrics defined is the
SIZE1 metrics, i.e. the traditional lines of code metric. Since
we already argued that the source code is per definition not
available at this stage in the development process, neither the
SIZE1 metrics is applicable to the software architecture level.
SIZE2 (number of properties). The second size metrics
defined is the sum of the attribute count and the methods
count for a class. This metric offers a much more straightforward interpretation in the software architecture and we
will therefore use this to replace the WMC in our transposed
prediction model.
SIZE2A = The number of methods and parameterizations
of the element.
5 METRICS VALIDATION
The metrics adapted from Object-Orientation to Software
Architecture has not been empirically validated as predictors
of software maintainability. This is of course a drawback and
remains the highest priority task of the future work.

The hypothesis to validate in the case study is that there is a
significant relationship between the product metrics on the
software architecture and the maintainability (modification
volume). The most straight-forward way to do this is to find
a set of projects and collect the metrics data from the software
architecture and the modification data during the
maintenance period. Then we could do statistical analysis on
the data and find out.
There is a problem however in this approach. The current
state of practice in software development [1]does not allow us
to both collect the metrics data from the software architecture
and the modification volume from the same project. We find
ourselves in either of these two situations.
First, we have a project that we may use to collect the
modification data, but since the maintenance data is available
the development of the software was done at least a couple of
years ago. At that time it is more than likely the case that the
developers did not know the concept of software architecture
and consequently did not reason in these term during the
development. Even if we recover the architecture the
relationship between software architecture and software
maintenance was not present during development. Hence, the
relationship that is the foundation for the prediction was not
present and thus makes the case useless to prove our
hypothesis.
Second, we have established relations with a software
developing organization that have adopted the concepts of
software architecture in the development methods. We have
managed to persuade them into giving us full access to the
architecture during the life time of the project. Now the
problem is that we have no access to the modification data
since the maintenance phase will not start to deliver the data
volume we need for a couple of years yet.
To produce any results in the near future that falsifies or
validates the proposed software architecture metrics we have
to find other means than a traditional case study.
6 CONCLUSIONS
In this paper we have presented a set of software architecture
metrics. These metrics have been adapted from object
oriented metrics that have been validated as good predictors
of maintenance effort (modification volume). The metrics
have not been empirically validated to this date due to the
straight forward mappings between object orientation and
software architecture we believe that the metrics are excellent
candidates for predictors at the software architecture level
and the early stage which they can be used in the life cycle.
We have also presented arguments as to why maintainability
prediction models from software architecture is more than
likely impossible to validate using a traditional case study at
this time since the state-of-practice in industry has just
recently begun to adopt the concepts and ideas of software
architecture.
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Abstract

In this paper, a case study investigating the experiences from using product-line architectures is presented involving two swedish companies, Axis Communications AB and Securitas Larm AB. Key persons in these organisations have been interviewed and information has been collected from documents
and other sources. The study identified a collection of problems and issues. The identified problems
include the amount of required background knowledge, information distribution, the need for multiple
versions of assets, dependencies between assets, use of assets in new contexts, documentation, tool support, management support and effort estimation. Issues collected from the case study are the questioned
necessity of domain engineering units, business units versus development departments, time-to-market
versus asset quality and common features versus feature superset. For each problem, a problem description, an example, underlying causes, available solutions and research issues are identified whereas for
each issue the advantages and disadvantages of each side are discussed.

1 Introduction
Product-line architectures have received attention in research, but especially in industry. Many companies have
moved away from developing software from scratch for each product and instead focused on the commonalities
between the different products and capturing those in a product-line architecture and an associated set of reusable
assets. This development is, especially in the swedish industry, a logical development since software is an increasingly large part of products and often defines the competitive advantage. When moving from a marginal to a major
part of products, the required effort for software development also becomes a major issue and industry searches for
ways to increase reuse of existing software to minimize product-specific development and to increase the quality of
software.
A number of authors have reported on industrial experiences with product-line architectures. In [SEI 97], results from
a workshop on product line architectures are presented. Also, [Macala et al. 96] and [Dikel et al. 97] describe experiences from using product-line architectures in an industrial context. The aforementioned work reports primarily from
large, american software companies, often defense-related, which we do not consider to be representative for software
industry as a whole, especially not for small- and medium-sized enterprises.
In this paper, we report on a product-line architecture case study involving two swedish software development organisations, i.e., Axis Communications AB and Securitas Larm AB. The former develops and sells network-based products, such as printer-, scanner-, camera- and storage-servers, whereas the latter company produces security- and
safety-related products such as fire-alarm, intruder-alarm and passage control systems. Since the beginning of the
‘90s, both organisations have moved towards product-line architecture based software development, especially
through the use of object-oriented frameworks as reusable assets. Since these organisations have considerable experience using this approach, we report on their way of organising software development, the obtained experiences and
the identified problems.
The contribution of this paper is, we believe, that it provides exemplars of industrial organisations in software industry
that can be used for comparison or as inspiration. In addition, the experiences and problems provide, at least part of, a
research agenda for the software architecture reuse community and makes the relations to other research communities
more explicit.
The remainder of the paper is organised as follows. In the next section, the research method used for the case study is
briefly described. The two companies forming the focus of the case study are described in section 3. The problems
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identified during data collection are discussed in section 4, whereas section 5 discusses the issues collected from the
case study. Section 6 discusses related work and the paper is concluded in section 7.

2 Case Study Method
The goal of the study was twofold: first, our intention was to get an understanding of the product-line architecture
state of practice in ‘normal’ software development organisations, i.e. organisations of small to average size, i.e., tens
or a few hundred employees, and unrelated to the defense industry. Second, our goal was to identify those research
issues that are most relevant to software industry with respect to product-line software architectures.
The most appropriate method to achieve these goals, we concluded, was through interviews with the system architects
and technical managers at software development organisations. Since this study marks the start of a three year government-sponsored research project on software architectures involving our university and three industrial organisations,
i.e. Axis Communications AB, Securitas Larm AB and Ericsson Mobile Communications AB, the interviewed parties
were taken from this project. The third organisation, a business unit within Ericsson Mobile Communications, is
recently start-up and has not yet produced product-line architectures or products. A second reason for selecting these
companies was that, we believe them to be representative for a larger category of software development organisations.
The organisations develop software that is to be embedded in products also involving hardware, are of average size,
e.g., development departments of 10 to 60 engineers and develop products sold to industry or consumers.
The interviews were open and rather unstructured, although a questionnaire was used to guide the process. The interviews were video-taped for further analysis afterwards and in some cases documentation from the company was used
to complement the interviews. The interviews often started with a group discussion and were later complemented with
interviews with individuals for deeper discussions on particular topics.
The questionnaire used for guidance categorised the domain of product-line architectures into five topics, i.e., context,
technological, process, business and organisational issues. For each topic, the intention was to discuss the history, the
status-quo, the vision and experienced problems. During the interviews, the main focus was on process and technological issues.

3 Case Study Organisations
3.1 Case 1: Axis Communications AB
Axis Communications started its business in 1984 with the development of a printer server product that allowed IBM
mainframes to print on non-IBM printers. Up to then, IBM maintained a monopoly on printers for their computers,
with consequent price settings. The first product was a major success that established the base of the company. In
1986, the company developed the first version of its proprietary RISC CPU that allowed for a better performance and
cost-efficiency than standard processors for their data-communication oriented products. Today, the company develops and introduces new products on a regular basis. Since the beginning of the ‘90s, object-oriented frameworks were
introduced into the company and since then, a base of reusable assets is maintained based on which most products are
developed.
Axis develops IBM-specific and general printer servers, CD-ROM and storage servers, network cameras and scanner
servers. Especially the latter three products are built using a common product-line architecture and reusable assets. In
figure 1, an overview of the product-line and product architectures is shown. The organisation is more complicated
than the standard case with one product-line architecture (PLA) and several products below this product-line. In the
Axis case, there is a hierarchical organisation of PLAs, i.e. the top product-line architecture and the product-group
architectures, e.g. the storage-server architecture. Below these, there are product architectures, but since generally several product variations exist, each variation has its own adapted product architecture, because of which the productarchitecture could be called a product-line architecture. However, for the use in this paper, we use the term productline architecture for the top level (or two top levels in case of the storage and printer-server architectures) and product
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architecture for the lower levels. The focus of the case study is on the marked area in the figure, although the other
parts are discussed briefly as well.
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Figure 1. Product-Line and Product Software Architectures in Axis Communications
Orthogonal to the products, Axis maintains a product-line architecture and a set of reusable assets that are used for
product construction. The main assets are a framework providing file-system functionality and a framework proving a
common interface to a considerable set of network protocols, but also smaller frameworks are used such as a datachunk framework, a smart pointer framework, a ‘toolkit’ framework providing domain-independent classes and a kernel system for the proprietary processor providing, among others, memory management and a job scheduler. In figure
2, the organisation of the main frameworks and a simplified representation of the product-line architecture is shown.
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Figure 2. Overview of the main frameworks used in Axis products
The size of the frameworks including the specialisations is considerable, whereas the abstract frameworks is rather
small. The abstract design of the file-system framework is about 3500 lines of code (LOC). However, each specialisation of the framework, implementing a file system standard, also is about 3500 LOC and since the framework currently supports 7 standards, the total size is about 28 KLOC. In the protocol framework, the concrete specialisations
are even larger. The abstract protocol framework is about 2500 LOC. The framework contains three major specialisations, i.e., Netware, Microsoft SMB and TCP/IP, and a few smaller specialisations operating on top of the aforementioned protocols. The total size of the framework is about 200 KLOC, due to the large size of concrete specialisations.
For example, the implementation of the Netware protocol is about 80 KLOC.
In addition to the frameworks and the PLA, the other smaller frameworks are part of most products and each product
contains a substantial part of product-specific code. A product can, consequently, contain up to 500 KLOC of C++
code.
Axis makes considerable use of software engineering methods and techniques. As mentioned, the object-oriented paradigm is used throughout the organisation, including more advanced concepts such as object-oriented frameworks and
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design patterns. Also, it makes use of peer review of software, collects test metrics, performs project follow-ups and
has started to put effort into root-cause analysis of problems identified after products have been put in operation in the
field.
Systems development at Axis was reorganised into business units about a year ago. Each business unit has responsibility for a product or product category, e.g., storage servers. Earlier, all engineers had been part of a development
department. The reorganisation was, among others, caused by the identified need to increase the focus on individual
products. The product-line architecture and its associated assets, however, is shared between the business units and
asset responsibles are assigned to guide the evolution.
Evolution of products, the PLA and the reusable assets is a major challenge. The hardware of products evolves at a
rate of 1-2 times per year. Software, being more flexible, has more frequent updates, i.e., 2-4 major updates per year
depending on the product. Since the products are equipped with flash memory, customers can, after having obtained
the product, upgrade (for free) by downloading and installing a new version of the software. The evolution is caused
by changing and new requirements. These requirements originate from customers and future needs predicted by the
business unit. The decision process involves all stakeholders and uses both formal and informal communication, but
the final decision is taken by the business unit manager. The high level of involvement of especially the engineers is
very important due to the extreme pressure on time-to-market of product features. If engineers did not commit to this,
it might be hard to match the deadlines.
The evolution of the product-line architecture and the reusable assets is controlled by the new product features. When
a business unit identifies a need for asset evolution, it will, after communicating to other business units and the asset
responsible, basically proceed and extend the asset, test it in its own context and publish it so that other business units
can benefit from the extension as well. Obviously, this process creates a number of problems, as discussed later in the
paper, but these have, so far, proven to be manageable.

3.2 Case 2: Securitas Larm AB
Securitas Larm AB, earlier TeleLarm AB, develops, sells, installs and maintains safety and security systems such as
fire-alarm systems, intruder alarm systems, passage control systems and video surveillance systems. The company’s
focus is especially on larger buildings and complexes, requiring integration between the aforementioned systems.
Therefore, Securitas has a fifth product unit developing integrated solutions for customers including all or a subset of
the aforementioned systems. In figure 3, an overview of the products is presented.
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Figure 3. Securitas Larm Product Overview
Securitas uses a product-line architecture only in the fire-alarm products, in practice only the EBL 512 product, and
traditional approaches in the other products. However, due to the success in the fire-alarm domain, the intention is to
expand the PLA in the near future to include the intruder alarm and passage control products as well.
Different from most other approaches where the product-line architecture only contains the functionality that is shared
between various products, the fire-alarm PLA aims at encompassing the functionality in all fire-alarm product instantiations. A powerful configuration tool, Win512, is associated with the EBL 512 product that allows product instantiations to be configured easily and supports in trouble-shooting.
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The products of Securitas are rather different than the products mass-produced by Axis. A fire-alarm system, for
example, requires considerable effort in installation, testing, trouble-shooting and maintenance and the acquisition of
such a system generally involves a long term relation between the customer and Securitas. Consequently the number
of products for Securitas is in the order of magnitude of hundreds per year, whereas for Axis the order is in the tens of
thousands per month.
The development at Securitas is organised in a single development department. A few years ago, the engineers were
located in the business units organised around the product categories. However, due to the small size of the engineering group in each business unit, generally a handful, and that much similar work was performed in the business units,
it was decided to reorganise development into a development department that acts as an internal supplier to business
units responsible for marketing, installation and maintenance of the products.
The development department uses a number of software engineering techniques and methods. Since the beginning of
the 90s, the object-oriented paradigm has been adopted and, consequently, concepts such as object-oriented frameworks and design patterns are used extensively. Peer and team reviews are used for all major revisions of software and
for all critical parts in the systems. Since the organisation is ISO9000 certified, the decision and development processes are documented and enforced. System errors that appear after systems have been put in operation are logged and
the counter measures are documented as well.
Some of the problems the development department is concerned with are the following. No suitable tools for automated testing of updated software have been found, but there is a considerable need. In general, the engineers identify
a lack of tools support for embedded systems, such as compilers translating the right programming language to the
right micro processor. It has proven notoriously hard to accurately predict the memory requirements of the software
for products. Since hardware and software are co-designed, the supported memory size has to predicted early in the
project. To minimize cost, one wants to minimize the maximum amount memory supported by the hardware. However, in several occasions, early predictions have proven to be way too optimistic. Finally, since each product area has
an associated organisational product unit and the development department acts as an internal supplier to these product
units, benefiting from the commonalities between the different products has proven nearly impossible, despite the
considerable potential.

4 Problems
Based on the interviews and other documentation collected at the organisations part of this case study, we have identified a number of topics that we believe to have relevance in a wider context than just these organisations. The topics
are organised in problems and issues, discussed in this section and the next, respectively. The problems, as the term
implies, discuss matters that are plain problematic today and for which the organisations are searching solutions. In
the remainder of this section, the problems that were identified during the data collection phase of the case study are
presented. For each problem, first a more detailed problem description is presented, followed by an example and cause
analysis. The subsequent section discusses solutions that can be applied immediately by software development organisations. The last point, research issues, identified topics that need to be addressed by further research.

4.1 Background knowledge
Problem. Software engineers developing or maintaining products based on a product-line architecture require considerable knowledge of the rationale and concepts underlying the product-line and the concrete structure of the reusable
assets that are part of the PLA. This is generally true for reuse-based software engineering, but, when using PLAs, the
amount of required knowledge seems to be even larger. Rather than having knowledge of a component’s interface,
software engineers need to know about the architecture for which the asset was defined, the semantics of the behaviour of the component and the quality attributes for which the component was optimized.
Example. New engineers starting at Axis generally require several months to get a, still superficial, overview over the
PLA and its assets. Only a few engineers in the organisation have a deep understanding of the complete PLA and it
was identified that the learning process basically does not stop. Understanding the ‘philosophy’ behind the PLA is
important because new engineers should develop their software compliant to the architecture. Although architecture
erosion can never be avoided completely, it should at least be minimized.
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Causes. Today’s software products often are large and complex. Complexity of software is both due to the inherent
complexity present in the problem domain and to less-than-optimal designs of software, resulting in, e.g., insufficient
modularization and too wide interfaces between components. Secondly, it is generally harder to understand abstractions than concrete entities. Thirdly, the lack of documentation and proven documentation techniques is another cause
(see also section 4.6). Finally, standard solutions, such as available for compiler construction, are lacking in the
domains in which Axis and Securitas are operating. If such standards are present, education programs often incorporate these solutions, requiring considerably less effort for new engineers to understand new systems since they already
have a context.
Solutions. Although there are no solutions that solve this problem completely, some approaches will decrease the
problem. First, a first-class, explicit representation of the product-line architecture and the architecture of the large
assets should be available so that all software can be placed in a conceptual context. Second, all design and redesign of
the PLA and the assets should aim at minimizing the interfaces between components. Finally, although optimal documentation techniques are not available, using today’s documentation techniques to provide solid documentation will
be useful support.
Research issues. A number of research issues can be identified. First, both for representations and for programming
languages, one can identify a lack of support for high-level abstractions that capture the relevant aspects while leaving
out unnecessary details. Secondly, the design and acceptance of standard solutions for domains should be stressed. It
is not relevant whether the standard is formal or de-facto, but whether it becomes part of computer science and software engineering education programs. Finally, novel approaches to documentation are required as well as experimentation and evaluation of existing approaches to identify strengths and weaknesses.

4.2 Information distribution
Problem. The software engineers constructing software based on or related to the product-line architecture need to be
informed about new versions, extensions and other relevant information in order to function optimally. However,
since so many people are involved in the process, it proves, in practice, to be very hard to organise the information distribution. If engineers are not properly informed, this may lead to several problems, such as double work, software
depending on outdated interfaces, etc.
Example. This problem was primarily identified at Axis and there may exist a relation to the organisational structure,
i.e. the business units. Since potentially all business units may generate new versions of the reusable assets, software
engineers have a hard time figuring out the functionality of the last version and the differences from the most recent
version they worked with. Although information about an asset extension is broadcasted once the new version is available, during development other business units are unaware. This has lead to conflicts at a number of occasions.
Causes. The problems associated with information distribution can be attributed to a number of causes. First, with
increasing size and organisation into business units, informal communications channels become clogged and more
formalized communications channels are required. Secondly, a defined and enforced process for asset evolution is
required so that software engineers know when to distribute and expect information. Thirdly, the business unit structure shifts focus from commonalities to differences between products, since software engineers only work with a single product categories instead of multiple. Finally, there are no visible differences between versions of assets, such as
the unique interface identifiers in Microsoft COM [Szyperski 97] where an updated interface leads to a new interface
identifier.
Solutions. The interviewed companies do not use separate domain engineering units and are very hesitant about their
usefulness. (See section 5.1 for a detailed discussion) However, instantiating separate organizational units responsible
for reusable assets and their evolution would address several of the aforementioned causes. In either case, defining
and, especially, enforcing explicit processes around asset evolution would solve some of the problems.
Research issues. The primary research issue is concerned with the processes surrounding asset evolution. More case
studies and experimentation is required to gather evidence of working and failing processes and mandatory and
optional steps. A second research issue is the visibility of versions in software. As discussed in [Szyperski 97],
although the strict Microsoft COM model has clear advantages, it does not fit traditional object models (since interfaces and objects are decoupled through a forwarding interface) and there are other disadvantages associated with the
approach as well.
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4.3 Multiple versions of assets
Problem. The reusable assets that are part of the product line are generally optimized for particular quality attributes,
e.g., performance or code size. Different products in the product-line, even though they require the same functionality,
may have conflicting quality requirements. These requirements may have so high priority that no single component
can fulfil both. The reusability of the affected asset is then restricted to only one or a few of the products while other
products require another implementation of the same functionality.
Example. In Axis, the printer server product was left out of the product-line architecture (although it can be considered to be a PLA on its own with more than 10 major variations) because minimizing the binary code size is the driving quality attributes for the printer server whereas performance and time to market are the driving quality attributes
for the other network-server products.
One can even identify that the printer server product is a much more mature product that has come considerably further in its lifecycle, compared to the storage, camera and scanner products. The driving quality attributes of a product
tend to change during its lifecycle from feature and time-to-market driven to cost and efficiency driven [SEI 97].
Causes. The main cause for this problem are incompatible differences between quality requirements for a particular
asset. For example, it may be impossible to incorporate both the performance and code size requirements in a single
component because they conflict with each other. A second cause is that domain functionality and quality attribute
related functionality (as well as the structure of the asset) are heavily intertwined early in the design process, thus not
allowing for, e.g., a component with conditional code. Finally, since business units focus on their own quality
attributes and design for achieving those during asset extension, multiple versions of assets may be created even
though a unified solution may exist.
Solutions. A solution aiming at minimizing the number of implementations of assets is to relax quality requirements
for one or more of the product categories, thereby allowing to incorporate all requirements in one version of the asset.
In addition, a separate domain engineering unit may, due to the focus shifted from products to reusable assets, find
unified solutions where product engineering units may not.
Research issues. An important research issue is to find approaches that allow for late composition of domain functionality and quality attribute-related functionality. Examples of this can be found in aspect-oriented programming
[Kiczales et al. 97] and in the layered object model [Bosch 98a] and [Bosch 98b]. In addition, evaluation techniques
for assessing the effects of extensions and changes on the quality attributes of an asset early in the design process
would help identify potential conflicts.

4.4 Dependencies between assets
Problem. Since the reusable assets are all part of the product-line architecture, they tend to have considerable dependencies between them. This reduces the reusability of assets in different contexts, but also complicates the evolution of
assets within the PLA since each extension of one asset may affect multiple other assets. On the other hand, evolution
of assets in itself may create dependencies. Addition of new functionality may require extension of more than one
asset and in the process often dependencies are created between the involved assets to implement the functionality.
Example. To give an example from Axis: at some point, it was decided that the file system asset should be extended
with functionality for authorisation. To implement this, it proved to be necessary to also extend the protocol asset with
some functionality. This created a (another) dependency between the file system and the protocol assets, making it
harder to reuse them separately.
Causes. The foremost cause for the dependencies between assets at the interviewed companies is the time-to-market
pressure. Getting out new products and subsequent versions of existing products is very high up on the agenda,
thereby sacrificing other topics. Second, the dependencies between assets is a sign of accelerated aging of software
and, in effect, decrease the value of the assets, which represent considerable investments. However, since no economic models are available that visualise the effects of quick fixes causing increased dependencies, it is hard to establish the economic losses of these dependencies versus the time-to-market requirements. Thirdly, reorganisation of
software assets that have been degrading for some while is often not performed, again since the time-to-market
requirements direct effort to product development rather than asset maintenance. Finally, dependencies between
assets are generally not visible until one tries use them in a concrete product.
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Solutions. At Axis, so-called code reviews are performed when a consensus is present that an asset needs to be reorganised. During a code review, the software architects from the business units using the asset gather to redesign the
asset in order to improve its structure. As a complement, both Axis and Securitas have responsibles for each asset and
evolution of assets has to be approved by them. However, because of time-to-market pressures, these responsibles
sometimes need to accept less-than-optimal solutions. Thirdly, to improve on these issues, management must relieve
some time-to-market pressure, accepting delay of one product so that subsequent products can enter the market
sooner. Finally, explicitly documenting asset dependencies will at least visualise them, so that dealing with the
dependencies can planned.
Research issues. Several topics for future research can be identified. First, methods and associated tools for code
reengineering and reorganisation would ease the task of asset maintenance. Second, as mentioned earlier, high-level
abstractions for representing subsystems and large components are lacking in notations as well as in programming
languages. These abstractions should also allow for representing dependencies between components as well as the
type of dependencies. Finally, economic models are needed for calculating the economic value of asset and, in particular, the effect of various types of changes and extensions on the asset value.

4.5 Assets in new contexts
Problem. Since assets represent considerable investments, the ambition is to use assets in as many products and
domains as possible. However, once an asset is developed for a particular domain, product category and operating
context, it often proves to be hard to apply the asset in different domains, products or operating contexts. The design
of assets often hardwires design decisions concerning these aspects unless the type of variability is known and
required at design time.
Example. The main asset for Securitas is the highly successful fire-alarm system. In the near future, Securitas intends
to develop a similar asset for the domain of intruder-alarm systems. Since the domains have many aspects in common,
their intention is to reuse the fire-alarm asset and apply it to the intruder alarm domain, rather than developing the
asset from scratch. However, initial investigations show that the domain change for the asset is not a trivial endeavour
either.
Causes. Both the state-of-practice as well as leading authors on reusable software, e.g., [Jacobsen et al. 97], design for
required variability only. That is, only the variability known at asset design time is incorporated in the asset. Since the
requirements constantly evolve, requirement changes related to the domain, product category or context generally
appear after design time. Consequently, it then often proves hard to apply the asset in the new environment. A second
factor complicating redesign of the asset is that domain-, product category- and context-specific functionality are
intertwined early in the design and implementation and no means for late composition are available.
Solutions. Two approach can be identified to help address this problem. First, an extensive analysis of possible future
requirements on the product-line should be conducted on a regular basis. The analysis should be based on the business
strategy, developments in software industry and (future) customer needs. Second, during the design the engineers
should design to explicitly separate context-specifics, domain-specifics and product category specifics. Architectural
styles such as layering [Shaw & Garlan 96] and design patterns such as the strategy pattern [Gamma et al. 94] help to
separate different types of functionality.
Research issues. There is a general acceptance in software industry that design for reusability should only incorporate
those points of variability that have been identified as likely to occur, because variability costs in performance and in
software complexity. Thus software should be designed so that it is easy to add variation points afterwards. However,
it is unclear how one should design software to achieve that. Secondly, as discussed in section 4.3, late composition of
different types of functionality could alleviate the identified problems. Approaches such as aspect-oriented programming [Kiczales et al. 97] and the layered object model [Bosch 98a] investigate such solutions, but more research is
needed.

4.6 Documentation
Problem. Although most software is documented for maintenance purposes, documentation techniques explaining
how to reuse software are still considerably less mature. (See [Mattsson 96] for a detailed discussion) This problem is
complicated by the low priority of documentation of assets in most organisations and the backlog of most documentation, causing the software engineer to be uncertain about whether the documentation is valid for the latest version of
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the reusable asset. One interviewed software engineer suggested to require executable code in the documentation so
one would be able to check the correctness of a part of the documentation by compiling the associated example code.
Example. At Axis, both the protocol framework and the filesystem framework have evolved considerably recently.
One product, CD servers, a product in the storage servers category, is still using an old version of the file system
framework. When investigating how to upgrade their software to using latest version of all assets, they identified the
aforementioned documentation problems.
Causes. First, documentation generally has a low priority compared to other tasks. This is reinforced by the availability of experienced engineers that know the assets well enough to answer questions normally found in documentation.
Obviously, this approach, although working in small development organisations, easily fails in larger departments.
Secondly, because a documentation backlog exists, the most relevant version, i.e., the last one, is never documented.
Finally, as mentioned in section 4.1, lack of appropriate documentation techniques for reusable assets is a known
problem [Mattsson 96].
Solutions. Defining documentation as an explicit part of the asset evolution process, not allowing engineers to proceed without delivering updated documentation as well might alleviate the situation. Secondly, documentation as an
activity has to receive higher status and more support from management. Thirdly, several approaches to documenting
reusable assets exist, such as example applications, recipes, cookbooks, pattern languages, interface and interaction
contracts, design patterns, framework overviews and reference manuals. Despite their not being perfect, documentation using one or some of these techniques is certainly preferable over not documenting at all.
Research issues. See section 4.1.

4.7 Tool support
Problem. The lack of tool support is a twofold issue. First, internally developed tool support requires, similar to the
assets that are part of product-line architectures, an upfront investment. Because of the immediate negative effect on
time-to-market of products that are currently under development, most software engineers reported that it was
extremely hard to get support for tool development despite the obvious benefits. Second, both companies reported on
the lack of commercial tools that were available on the market. Both develop embedded systems and even very general tools such as compilers and tools for testing were not commercially available (at least not in the required versions), causing them to either maintain proprietary tools or tool extensions or perform tasks manually that could
relatively easy be automated.
Example. Securitas uses the C++ programming language because its main asset, the fire-alarm framework, extensively uses object-oriented concepts. The hardware used in fire-alarm systems contains a microprocessor for which no
C++ compiler is available. Consequently, Securitas uses CFRONT for converting C++ code to C code, then a proprietary tool for making changes to the C code, then a commercial C compiler generating object code and finally a proprietary tool for rearranging the object code.
Causes. The mix of commercial and proprietary tool support described above is quite typical. At Axis, but also at
other companies, we have seen similar cases. One of the causes seems to be that commercial tools generally are very
much closed and users of a tool have no means to change its behaviour. A second possible cause is that either the market for such specialised tools for embedded systems is too small to make it economically viable for tool developers to
develop such tools or that market mechanims are not working optimally so that specialised tool developers are unable
to get in contact with interested customers. Finally, the limited support for proprietary tool development is caused by
the prioritization by management discussed earlier.
Solutions. Both the closedness of commercial tools and the market-related issues cannot be addressed by individual
software development organisations. Proprietary tool development, on the other hand, is within the control these
organisations. Internal tool development should be seen as a strategic issue and treated as an investment. It is important to identify that tool generally automate tasks, allowing them to be performed by less qualified personnel thereby
freeing experienced software engineers for other tasks. Considering the currently tight market for software engineers,
this argument may be as important as the economic one.
Research issues. Opening up tools is an important research issue that is investigated by researchers in CASE and
other tools. However, these tools generally focus on general rather than embedded systems, which may have different
requirements. Concluding, this remains a topic for further research.
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4.8 Management support
Problem. The interviewed companies as well as other organisations that we have contact with indicate the difficulty
of getting support for moving towards a PLA-based product development model and away from the one-at-a-time
mentality. The initial investment in a PLA will generally delay one or more products in their time-to-market, which
often is considered a major problem, despite the future benefits. In addition, in the long term, a considerable part of
the work force will work on domain engineering rather than on product engineering, which gives a ineffective impression to non-technical persons.
Example. Several projects in Securitas had the ambition to develop reusable assets as part of product development.
As in most projects, these project often had problems to keep their deadlines. Whenever this situation came up and a
decision concerning the project had to be taken, it was decided to cancel the development of the reusable assets and
focus on implementing the product functionality only. One cannot predict alternative futures, but it seems save to
assume that if Securitas had accepted a few delayed deadlines over the years, it would now both have had a larger base
of reusable assets and more advanced products.
Causes. One can identify three main causes for this problem. First, senior management generally has limited technical
understanding making it difficult for them to see the benefits of a product-line architecture approach. Second, the
extreme focus on time-to-market does not allow for later deadlines that might pay off in later products. Finally, as
mentioned earlier, there is a lack of economic models that show the benefit of investment in product-line architectures
and associated documentation and tool support.
Solutions. The limited technical understanding of senior management could be addressed by exposing managers more
to the details and technical aspects of projects. Secondly, the development of a product-line architecture with associated assets is a strategic issue and decisions should be taken at the appropriate level. The consequences for the time-tomarket of products under development should be balanced against the future returns.
Research issues. Most research issues relevant for this problem have already been mentioned in earlier sections, e.g.
the development of economic models for product-line architecture investment.

4.9 Effort estimation
Problem. Whereas the interviewed companies have obtained reasonable accuracy in effort estimation for product
development and maintenance, it proves to be extremely hard to estimate the development of reusable assets, such as
object-oriented frameworks. This is, among others, due to the abstract nature of the assets and the required higher levels of variability, consequently requiring iterative development. Although one iteration can be planned, it is very hard
to predict the number of iterations that are required for sufficiently maturing the asset.
Example. The first version of the fire-alarm framework developed by Securitas took, despite the extensive domain
knowledge by the involved engineers, several iterations before the most important abstractions were identified.
Although each iteration could be planned, it was hard to know whether the framework would be sufficiently mature
after a particular iteration. Maturity was very important since fire-alarm systems are highly critical systems that have
to go through an extensive certification process.
Causes. The main cause for this problem is the fact that the requirements for a reusable asset are much less clear than
for a concrete product. The asset should implement, at least, the common functionality of a product-line and provide
sufficient configurability to include product-specific functionality. In addition, it should implement the superset of the
quality requirements of the products in the product-line. Since, especially quality, requirements are not always clear
for the existing products and, obviously, missing for future products. Thirdly, reusable assets are generally more
abstract than products and several authors, e.g., [Johnson & Foote 88], have reported on the difficulty of developing
reusable software. Finally, software engineers, being technical people, can easily get carried away in the design of
reusable assets, trying to include more and more features in the design. We refer to [Bosch 98c] for a more extensive
discussion of this issue.
Solutions. The foremost solution approach is to collect and analyse the requirements of existing and especially future
products in the product-line and, based on that analysis, identify conflicts and variations between products. We
believe that clearer requirements lead to easier effort estimation and fewer design iterations. Secondly, staff requirements are much higher in design of reusable assets than in regular product development. Several authors, e.g., [Macala
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et al. 96] and [Dikel et al. 97], reported about the importance of involving the most experienced engineers in these
projects and warn against compromising on staff requirements.
Research issues. A number of research issues can be identified. First, only very few design methods focus on design
of reusable assets, e.g. [Jacobsen et al. 97], or on architectural design, e.g. [Kruchten 95, Bosch & Molin 97, Shlaer &
Mellor 97]. Considerable more research is required on methods for design of product-line architectures. Second, effort
estimation techniques generally do not incorporate variation points or variability in general. New techniques should be
investigated in which these aspects are included.

5 Issues
In the previous section, problems associated with product-line architecture based software development were discussed. In this section, a number of issues are discussed that address the problem of selecting or balancing between
two conflicting aspects. Different from problems, issues represent fundamental choices for the development organisation related to organisational issues, process issues or software design issues. In some issues, the two organisations
made the same decisions, whereas in other issues, they are on different sides.

5.1 Domain engineering units
In the interviewed companies, first instances of the reusable assets were generally developed as a separate project
without an explicit product in mind. However, different from the models described in [Dikel et al. 97], [Macala et al.
96], [Jacobsen et al. 97] and [SEI 97], the evolution of the assets was performed as part of product development. The
explicit division in domain engineering and application engineering discussed by the aforementioned authors was not
present at the interviewed companies.
The interviewed engineers were ambivalent towards separate domain engineering units. The advantages of separate
domain engineering units, such as being able to spend considerable time and effort on thorough designs of assets were
generally recognised. On the other hand, people felt that a domain engineering group could easily get lost in wonderfully high abstractions and highly reusable code that did not quite fulfil the requirements of the application engineers.
In addition, having explicit groups for domain and application engineering requires a relatively large software development department consisting of at least several tens of persons.
One can conclude that it is unclear if and, if so, in what cases an organisation should have separate domain engineering units rather than performing asset development in the application engineering units. The availability of guidelines
helping managers to decide on this would be highly beneficial.

5.2 When to split off products from the product-line
Another difficult issue to decide upon is when to separate a product from the product line or when to merge a product
with the product line. In the case of Axis, the printer server software was kept out of the network-server product line
for three reasons, i.e., the printer server product contains considerable amounts of software specific to printer servers,
traditionally the printer server software was written in C, whereas the product-line software written in C++, i.e., a programming language mismatch, and, thirdly, the quality requirements for the printer server were different from the
quality requirements for the other network products. In the printer server, code size was the primary requirement, with
time-to-market as a secondary requirements, whereas in the other network server products, performance and time-tomarket were both primary requirements. The difference in quality requirements called for a different organisation of
the software assets, optimizing their usability for the other network server products.
Deciding to include or exclude a product in the product-line is a complex decision to make, involving many aspects.
Guidelines or methods for making more objective decissions would be valuable to technical managers.

5.3 Business units versus development department
When developing multiple products in one organisation, there basically are two organisational structures one can
choose. First, one can organise around the products, creating business units that handle all software for a particular
product. The business units should cooperate in order to develop and maintain reusable assets. Second, one may have
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a development department responsible for all products and staff is assigned to product development or maintenance
projects. In this case, the department is organised more around the commonalities of the products than the specifics.
Interestingly enough, both interviewed companies have used both models. Up to a year ago, Axis had one development department and decided to reorganise in business units focusing around products or product categories, such as
storage servers. Their reason for reorganising was that a single department of 60 engineers was to hard to manage and
that individual products got too little attention. Securitas Larm, on the other hand, had business units organised around
its products earlier and decided, a couple of years ago, bring all engineers together in a development department in
order to better exploit the commonalities between their products. Securitas Larm has a staff of about 25 engineers and
is thus considerably smaller than Axis.
There are no general answers to which organisational form is best. Engineers at Axis do acknowledge that evolution
of common assets has become harder and that synchronisation between the business units is a problem. The underlying cause seems to be that whenever engineers at one business unit are forced to define an extension to a reusable
asset, they find it hard to generalise their concrete need so that the requirements of other products are covered as well
and, secondly, they are unable to test whether the new version of the asset works for all other products as well. The latter has caused problems when product builds for one product suddenly broke due to evolution of an incorporated asset
by another business unit.
To address the sometimes too specific evolution of reusable assets, Axis uses “code reviews” which are meetings
where an asset is reengineered and redesigned where necessary by a group of architects from the different business
units to improve the generality and available variability of the asset. This activity would not be required when Axis
had domain engineering in place as a separate process, but, as we discussed earlier, Axis is not convinced of the associated advantages.

5.4 Time-to-market versus asset quality
The driving issue in both companies (as well as in software industry as a whole) is the time-to-market (TTM) requirement. All engineers agreed that the TTM requirement sacrificed asset quality in terms of generality, variability and
maintainability and the development effort required for subsequent products. However, different from the widespread belief that engineers are victims of (senior) management that forces these decision on them, we saw that even
when the engineers are part of the decision process, the TTM requirement was prioritized over asset quality.
Again, the lack of economic models clearly showing the return on investment of PLA and reusable assets, the cost of
time-to-market delays and the benefits of earlier TTM of subsequent products causes decissions to be made on subjective rather than objective grounds.

5.5 Common feature core versus feature superset
An important decision that has to be taken is what to include in the product-line architecture and what to include in the
product-specific and product variation specific code. Axis uses the more traditional commonality-based approach,
where the PLA includes the functionality shared between the products and excludes the rest. Securitas, on the other
hand, uses the ‘feature superset’ approach where the PLA encompasses the merged product functionality, thereby
reducing each product as a subset of the PLA. The advantage of the latter approach is that only a single code base has
to be maintained and the products can generated from this code base. However, this approach requires a very good
understanding of the domain and the domain in itself should be rather stable. In addition, the included products should
not contain functionality that conflicts with the other products. Concluding, which approach to take is again all but
trivial and depends on the situation. However, the lack of decision models complicates things even further.

6 Related Work
Product-line architecture based development of software products has been studied by others as well. [Macala et al.
96] discuss a demonstration project using product-line development in Boeing in cooperation with the US Navy as
part of the STARS initiative. The authors identify four elements of product-line development, i.e., process-driven,
domain-specific, technology support and architecture-centric. The lessons learned during the project are discussed and
a set of recommendations is presented. Especially the recommendations focus on the introduction of product-line
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development, whereas we investigated the problems of product-line based development after its introduction. A second difference between our studies is that the companies studied in this paper use a product-line architecture as part of
their main business and are critically dependent on it for their success and survival. Finally, the types of business
domains of the companies in the studies are fundamentally different.
[Dikel et al. 97] discuss lessons learned from using a product-line architecture in Nortel and present six principles, i.e.,
focusing on simplification, adapting to future needs, establishing architectural rhythm, partnering with stakeholders,
maintaining vision and managing risks and opportunities. Some of the principles we are able to confirm in our study,
such as the need to deal with complexity through simplification, whereas we believe that other principles are not generally applicable, such as the need for an architectural rhythm and adapting to future needs.
The report from the product-line practice workshop held by SEI [SEI 97] presents an overview of the state-of-practice
in a number of large software development organisations. Similar to this paper, contextual, technology, organizational
and business aspects are discussed and a number of critical factors are identified, including deep domain expertise,
well-defined architecture, distinct architect, solid business case, management commitment and support and domain
engineering unit. Again, in our case study, we are able to confirm some critical factors, such as the need for a welldefined architecture and management commitment, whereas other factors seem uncritical at the interviewed organisations such as a domain engineering unit and a distinct architect. Also [Simos 97] reacts against using domain engineering units and suggests a unified lifecycle model.
[Jacobsen et al. 97] presents an complete approach to institutionalizing software reuse in an organisational context,
including technology, process and business aspects. The book is based are primarily on experiences from the HP and
Ericsson context and contains excellent suggestions also suitable for the interviewed companies.
Several approaches to documenting reusable assets have been proposed and studied. The ET++ framework is documented using example applications, a cookbook and a reference manual [Lewis et al. 95]. [Lajoie & Keller 95] discuss
an approach using cross-referenced recipes, design patterns, and contracts. [Mattsson 96] classifies documentation of
object-oriented frameworks into approaches using cookbooks, design patterns or a framework description language.
Despite all the research on documentation, it remains a time-consuming activity for the documenter, the user of the
documentation or both.

7 Conclusions
Product-line architectures have received attention especially in industry since it provides a means to exploit the commonalities between related products and thereby reduce development cost and increasing quality. In this paper, we
have presented a case study involving two swedish companies, Axis Communications AB and Securitas Larm AB,
that use product-line architectures in their product development. Key persons in these organisations have been interviewed and information has been collected from documents and other sources.
In the previous sections, several problems and issues were described that were identified in the case study organisations and generalised to a wider context. These problems are summarised with respect to the categories mentioned in
the introduction, i.e., technology, process, organisation and business. Since the stress of the case study is on technical
and process issues are organisation and business treated as a single unit. In the analysis we focus on the causes that we
believe underlie the identified problems. In table 1, an overview of the causes of the identified problems is presented.
Table 1. Cause analysis of the described problems
Problem

Technology

Process

Background knowledge

• designed-in complexity

Organisation/Business

• lack of domain standards

of software
of
high-level
abstraction mechanisms

• lack
Information distribution

• no visible differences
between versions
interfaces

of
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• lack of enforced process
for asset evolution

• informal

information
channels clogged with
increasing size
• business unit structure
shift focus to products

Table 1. Cause analysis of the described problems
Problem

Technology

Process

Conflicting quality
requirements

• incompatible

Dependencies between
assets

• dependencies not visible

• business units focus on

quality
requirements for asset
• domain
functionality
and QA functionality
mixed early in design
until actual use

Organisation/Business
their
own
requirements

• software reorganisation
often not performed

quality

• time-to-market pressure
• lack of economic models for asset investment

Assets in new contexts

• design for required variability only

• domain-, product category- and context-specific functionality mixed

• due to backlog, last ver-

Documentation

sion never documented
Tool support

• tools are closed and
behaviour
changed

cannot

• documentation low priority

• market too small or not

be

functioning

• prioritization by management

• senior management has

Management support

limited technical understanding
• time-to-market pressure
• lack of economic models
Effort estimation

• quality requirements for

• unclear requirements

all products should be
supported
• abstract software more
difficult to design
• engineers get “carried
away”
A number of research issues apply to more than one problem. First, high-level abstractions, such as subsystems, asset
dependencies and provided and required interfaces, are not present in commercially used programming languages.
Second, documentation of reusable assets remains a major issue inhibiting the success of software reuse, despite the
wide variety of available approaches. Third, a well-defined, enforceable and tested process for asset development and
evolution that can be adapted to concrete contexts in software development organisations is required. Fourth, programming and architecture description language approaches allowing for late composition of different types of functionality, e.g., domain-, context-, quality attribute- and product-specific functionality, should be investigated further.
Finally, tested and relatively simple economic models for investment in reusable assets, for the effects of changes and
evolution on asset value and for comparing the effect of time-to-market delays due to the development of reusable
assets to future benefits would greatly contribute to objective, rather subjective, management of the discussed issues.
Concluding, product-line architectures can and are successfully applied in small- and medium-sized enterprises.
These organisations are struggling with a number of difficult problems and challenging issues, but the general consensus is that a product-line architecture approach is beneficial, if not crucial, for the continued success of the interviewed
organisations.
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Abstract

This paper provides an overview of the current architecture of Design
Environmenta multi-user software development environmentand
the planned architecture for the next major revision of the software.

1. Introduction
There is a project at Nokia Research Center that builds visual software design and
reverse-engineering tools for Nokia's software developers, focusing especially on
features that facilitate seamless, interactive, "live" collaboration between designers
located in different buildings, cities or even countries. The main application is Design
Environment(DE), which is an application used for managing the entire software
design process up to but not including code generation.
The multi-user version of DE runs on top of Object Design’s ObjectStore database and
the single-user version on top of Object Design’s PsePro database. Even though
produced by the same vendor, the products are quite different. However, DE need not
consider which database product is being used, as the database is completely hidden
behind a database independent interface. In fact, there is no specific single-user or
multi-user version of DE. Its behavior simply changes depending on which database
implementation is being used.
A central concept of DE is a workbook which is a window or an area where a user can
place design objects of various kind. In the multi-user version of DE, all user actions,
such as moving objects in a workbook, are immediately visible to all other users who
currently have the same workbook open. The user actions are distributed to the
appropriate application instances using a notification mechanism.

Figure 1; Design Environment.

2. Current Architecture
2.1 Description
When the project was started a decision had been made that an object-oriented
database (OODB) would be utilized. However, a decision had not been made as to
which specific OODB to use. In practice there were two alternatives to choose from,
namely Objectivity[Obj98] and ObjectStore[Odi98]. Since sufficient resources were
available it was decided to create two parallel implementations with the intent of later
being able to conduct performance and other comparisons. Obviously, the decision to
create two implementations made it crucial to separate the actual application from the
underlying database.
Initially the database and the application were separated using thin wrapper functions
and preprocessor macros but that very soon turned out to be both awkward and
insufficient. Consequently it was decided to completely separate the application from
the implementations to the point where the applications choose at run-time which
OODB to use. This task proved challenging especially since it was essential that this
separation would not introduce an excessive performance penalty.
The separation of the database and the application was subsequently handled through
an application of the Abstract Factory1 pattern. Without going into details, the
application accesses the database using an abstract factory for which there exist
concrete factories for each supported OODB. Each concrete factory resides in a
dynamic link library2 (DLL) that is loaded and unloaded on demand. Thus the used
OODB can be switched at runtime.
The concepts of DE are not directly mapped into persistent classes, but instead an
indirect approach is used. There is a small number of persistent classes (Class, Object,
Relationship, Relation, …) using which the application builds its actual schema. Only
persistence is provided, the objects in the database have no methods, and thus no
actual behavior of their own. The responsibility for keeping the contents of the
database consistent from the application’s point of view is with the application itself.
The original reason for the indirect approach was that the database solution would
have to be usable by an other application for which the data itselfthe object’s type,
its attributes and its relations to other objectswas the important thing.
The indirect approach provides a few benefits. Firstly, the application can modify its
schema without a need for modifying the actual database schema. For instance, the
database schema need not be changed even if a new persistent application class is
created or an existing class is given a new attribute. Existing instances of altered
classes are silently modified as they are accessed. Another very useful property is that
it is possible to dump the contents of a database into a textual file that later can be used
for populating another database. This mechanism is used whenever the actual database
schema needs to be modified; usually a case at each major revision of DE. Since the
tools for dumping and loading the database run on top of the indirect layer, they can be
and indeed are, also used for moving data from one OODB to another.
The database is used for providing distribution, concurrency and persistence. However,
due to the interactive way DE is used, not all changes can immediately be propagated
to the database. For instance, if the movementby the userof an object on the
screen, immediately was written to the database, DE would become unusable due to
1

Please refer to [Gam94] for a thorough discussion about the Abstract Factory pattern.

2

Libraries that are linked/loaded at run-time tend to be called Dynamic Link Libraries in the Windows world
and Shared Libraries in the Unix world. From a practical point of view there is no difference.
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the induced transaction overhead. Consequently, layout changes are propagated to the
database only upon explicit request (seldom used) or when the user closes the window
in which case all layout changes are written in one operation.
The fact that layout changes are not immediately propagated to the database means
that when a user opens a workbook another user already is working with, the layout he
sees is actually obsolete. Another side of the same problem is that even if two users
opens the same workbook at the same time and work with it, the changes they make
will not be visible for the other user. This is due to the fact that the OODB does not
support notifications. That is, for an application to find out whether some data has
changed, it would essentially have to poll the database.1
To deal with these problems, a separate notification mechanism was introduced. The
central part of the notification mechanism is the Notification Server which essentially
provides three functions: a possibility for clients to register interest in a 64-bit key, a
possibility to remove registered interest in a particular key, and a possibility to send
data associated with a key. The notification server delivers the data to all clients that
have registered interest in the particular key. The notification server does not know
anything about Design Environment but is fully generic. The notification server informs
all connected clients whenever a new client connects and an old client disconnects. In
DE this is used for maintaining the so called Current User Display where the currently
active users are shown.

Client

OODB

Client
Notification
Server
Client

Figure 2; Current process architecture.
2

Within DE an Observer mechanism is used for registering interest in specific objects.
The registering and deregistering is implicit; no specific application code is needed.
However, clients have to explicitly send view changes to the notification server which
then implicitly propagates them forward to all clients interested in the data.3 The
notification mechanism is quite fast. In a LAN environment, the objects move, from a
1

Some databases have always supported notifications and currently ObjectStore does so as well, but at the time
the notification mechanism was developed it did not.

2

Please refer to [Gam94] for a thorough discussion about the Observer pattern
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That is, even if nobody is interested in some data, the data is sent to the notification server which subsequently
will discard it. It would be possible to build a distributed registering mechanism that would discard
notifications already in the sending client, but such a mechanism would be much more complex and as the
amount of data sent due to notifications is small, that has not been done.
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practical point of view, simultaneously on all computers. The notification mechanism
handles the synchronization of the layout changes between users that simultaneously or
almost simultaneously start to work with the same workbook. For dealing with the
case where a user later joins a collaborative worksession there is a separate session
synchronization mechanism. An implicit “vote” is made among the clients that have the
workbook open to find out whose contents will be considered to be the original, and
that client then sends the contents to the all clients who subsequently updates their
displays. The session synchronization mechanism is not bulletproof, but sufficient in
practice.
2.2 Problems
The decision to completely hide the used OODB from the application has proved itself
to be a good thing1. The clear separation allows totally independent development of
the database code on one hand and the application on the other. The clear separation
also ensures that no OODB specific issues creep into the application. Experience has
shown that the performance penalty of the separation is negligible. However, although
the OODB is hidden from the application it is very visible in the DLL implementing the
concrete factory. Consequently, the OODB runtime must be installed on the client
computer. This presents a problem, for instance, when the version of the OODB is
changed, as it is not a trivial task to simultaneously upgrade the software on possibly
several hundreds of computers. The fact that DE indirectly is explicitly dependant on
ObjectStore also means that a OODB schema update means that all clients/servers
must be updated simultaneously. That is, it is not possible for old clients to use new
server and vice versa.
Whether the benefits of the indirect approach to persistency outweighs the drawbacks
is harder question. The possibility to make application level schema changes without
OODB schema changes clearly is a good thing as is the possibility to dump the
contents of the database into a textual file and later reload it. However, the indirect
approach means that there are a large number of small objects which make the
application level objects rather large, something which has direct implications on the
performance. Also, the fact that the persistent objects can have no application level
behavior means that all intelligence is in the application and the persistent objects
basically merely act as data repositories.
DE supports collaborative work over large distances provided there is enough bandwidth, which in practice means a LAN-like network. It is possible to use DE in a WAN
environment but such use is not pleasant.
During normal use of DE, users often copy object hierarchies from one location to
another. Due to the way ObjectStore worksall intelligence is in the clientthis
means that first the existing hierarchy is read to the client, then the client makes a copy
of the hierarchy, and finally the data is written back. The same comments applies to
searchingany searching must be performed by the client which again means that the
data must first be read to the client before a search can be made. ObjectStore is also
very sensitive to the data is allocated. In order to maximize concurrency, different
users must have separate memory pools.
The actual DE application is tightly coupled with the currently used GUI framework.
Thus, adding new visual elements always require modifying the application itself. It is
not possible, for instance, the provide new graphical elements as plugins that could be
provided separately and perhaps even be developed by third parties.
1

A “proof” of the goodness of the separation is that when support for a single-user version of Design
Environment was added by implementing a concrete factory for Object Design’s PsePro, no changes
whatsoever were needed in Design Environment itself.
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3. New Architecture
3.1 Goals
The main goal of the new architecture is to provide a system that makes collaborative
work over large physical distances with largish latencies and lowish bandwidth
possible.
Another major goal is to turn Design Environment into a plugin based architecture
where the actual application is built by providing plugins for more or less general
purpose layers/platforms.
3.2 Description
To enable the use of the system over slow networks essentially requires two things:
• to minimize the amount of data transferred, and
• to minimize the frequency of the communication between the client and the server.
A part-solution to the former is to move processing from the client to the server. For
instance, the copying of object hierarchies can be performed so that the client instructs
the server which object hierarchy should be copied where. Thus, instead of transferring
a potentially huge object hierarchy from the server to the client for copying, the client
simply sends a copy command to the server. Essentially, the objects in the client will be
proxies for objects that reside in the server. That is, the new architecture will be based
on distributed objects.
In practice, unless proprietary solutions are considered, there are two alternatives for
implementing distributed objects: Common Object Request Broker Architecture
(CORBA) and Distributed Component Object Model (DCOM)1. In our case where
Windows NT is the only targeted operating system, DCOM is the obvious choice.
Especially since the use of DCOM does not require any additional third party software.
Basing the distribution on DCOM means that the new DE no longer will be an explicit
OODB client. At the client side this means that database runtime libraries no longer are
needed, as only the server will use the database. Now, the server process could access
the database directly. However, as ObjectStore does not support concurrent
transactions in different threads, should the server access the database directly all
database access would be serialized and in effect the multi-user capability of the
database product would not be used at all. Consequently, an additional process layer is
needed in between the server and the database.
A database access process that performs the tasks specified by the actual server
process is needed. The number of database access processes can be decided based on
the processing power of the server computer. A large computer may have several
database access processes while a small one need not have more than a few. The
described process architecture is depicted in Figure 3.

1

For information about CORBA please refer to, for instance, [Mow98]. For information about COM please refer
to, for instance, [Wat98]. A comparison of DCOM and CORBA can be found in [Cha88].
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Figure 3; New process architecture.

Object Model Manager (OMM) is the entrypoint to the system and the only process
that is visible to clients. Task Execution Manager (TEM) is the database access
process that performs tasks on behalf of OMM. TEM accesses the database through a
similar kind of Abstract Factory interface as in the current architecture and is thus
indifferent to what database product is actually being used. If the database product is
single-user1 then there can only be one TEM, but as OMM basically allows any amount
of clients, the system is nevertheless multi-user. Client actions that require database
access simply will be serialized. Designing OMM so that it uses all available TEM
processes in an efficient manner will be a demanding task.
Straightforward use of distributed objects does not suffice however. When an object
exposes behavior that corresponds to significant amount of processing, it is feasible to
simply call the appropriate function on the distributed object, since the time for the
network round-trip hopefully is negligible compared with the actual execution time for
the function. It is a different situation if instead of the object’s behavior simply its state
is queried. For instance, it is simply not feasible if the querying of an object’s name,
position, size and color requires four network round-trips. On the other hand, the
obvious solution to this problemproviding one function for obtaining all attributes in
one gois not nice at the development level. Some amount of explicit caching has to
be introduced. The application accesses separate attributes, yet under the hood only
one call is made to obtain all attributes after which cached values are returned.
Fetching data from the server in large batches and subsequently caching the data
minimizes the calls the client makes to the server. Unfortunately another problem is
introduced in the process. What if the value of some of the cached attribute changes? If
the server knows which objects the client currently holds, then it can explicitly tell the
client if an object it has has changed. That is, the client is called by the server. So in
effect the notification server of the current architecture is integrated into OMM. The
modification of an object has to be immediately propagated to the server. To minimize
the number of network round-trips some sort of batch mechanism has to be
1

As is Object Design’s PsePro which is used in the current single-user version of DE.
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introduced. For instance, if a client in rapid succession creates N objects there will not
be N requests for creating one object, but one request for creating N objects.
Eventually the system may have tens or even hundreds of simultaneous clients, each of
which may have references to hundreds or even thousands of objects. Many of those
objects will not actively be used by the user. Actively maintaining these unused objects
in the server may require excessive amounts of computing power. For situations like
this, Microsoft has introduced Microsoft Transaction Server1 (MTS) whose purpose is
manage objects and to the client maintain the illusion that an object lives in the server
while the server actually may throw away the object or reuse it. When the client makes
active use of the object, MTS transparently resurrects the object.
Now, a requirement for an object to be managed by MTS is that the object contains no
state. This seems to be in conflict with the normal view of an object, since even if an
object contains no state it usually has knowledge about its identity as otherwise it can
hardly be thought of as an object at all. The apparent conflict can be solved by moving
the responsibility of maintaining the identity to the client. That is, whenever a client
calls a method of an interface it has to provide the object identifier as the first
argument. In a sense the COM interface pointer no longer identifies an object but
merely the interface type. The first argument of all methods then identifies the actual
object.
OMM maintains a map of object identifiers and transient objects. The size of the map
may be chosen as a function of the size2 of the server computer. All methods of the
MTS compatible objects start by looking up the actual object, based on the provided
object identifier. If the transient object is found, then the MTS object forwards the call
to the actual object. If it is not found, then OMM creates the object using the services
of some TEM and once the object has been created the method call is forwarded to it.
Modifications made to a transient object are lazily forwarded to some TEM for further
propagation to the database. Certain method calls, such as those related to searching,
are directly forwared to some TEM. Some kind of LRU mechanism removes, from the
map, objects that have not been used for a while.
Design Environment concepts will not as such be incorporated into OMM. OMM and
its client-side counterpart, which is not discussed here, merely provide a
framework/platform for creating distributed applications supporting collaborative work
and persistent objects. The actual application logic is provided by plugins which are
plugged in into the general purpose modules. In DE’s case there will be two layers of
plugins. The OMM plugin will merely introduce the general concepts, such as the
knowledge about workbook hierarchies. This plugin provides another plugin interface
intended for more specific plugins. That is, the actual objects the end-user works with
are not built into the system but are provided separately. Consequently, the system can
be extended without a need for modifications in the actual system.
3.3 Evaluation
The main goal of the new architecture is to make DE usable over slow networks. By
abandoning the direct use of an OODB and instead relying on DCOM for providing
distributed objects, the amount of data moved between the client and the server can be
reduced. To reduce the number of calls from the client to the server, the client attempts
to fetch and send data in batches.
The number of actual OODB clients corresponds directly to the number of TEM
processes. The number of these processes can be adjusted according to the processing
1

Please refer to, for instance, [Cha88] for information about MTS.

2

Processor speed, memory size, load, etc.
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power of the server computer. The addition of a “real” client does not mean the
addition of a database client. The OODB server process, the TEM processes and
OMM (or in practice MTS) can in principle run in different computers. It is unclear,
however, whether this would be beneficial or not.
As a fundamental requirement of COM is that once published, an interface may not
change, old clients will always be able to use new servers. With some extra effort it is
possible to make new clients able to use old servers. This is probably worth doing as
users then could themselves choose if and when to upgrade when a new version of the
system is available.
Whether OMM turns into a bottleneck or not is actually a question of how well MTS
fulfills our needs. At the time of this writing it is still somewhat unclear whether our
intended use of MTS is in compliance with the way MTS is intended to be used.
The fact that the new architecture will enable collaborative work even though the
underlying database is single-user and therefore cheap, means that organizations can
evaluate the system essentially without any major initial investments.
The final system is built by providing plugins for different layers. Thus the system can
be built in an incremental fashion and is open for extensions made by third parties.

4. Conclusion
The current architecture of DE fulfills the requirements of the system as long as a fast
LAN is available. If the network is slow, DE can be used for occasional tasks but not
for regular work. The fact that an OODB runtime is needed in the clients means that
upgrading the OODB is a laborious task. Internally the actual DE application is
monolithic and tightly bound to the used GUI framework which makes the
introduction of new visual elements a fairly complex task.
In the new architecture, the need for network bandwidth will be reduced. The
dependency on the OODB will be removed altogether from the clients, thus making
OODB upgrades much easier. The use of DCOM will mean that old clients can use
new servers and vice versa. Finally, the use of a plugins means that new concepts can
be introduced in a smooth and incremental manner.
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