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Abstract

We propose a method for performance modeling of TCP/IP over ATM. The modeling is focused
on user level behavior and demands. The basic components of our model are the arrivals of new TCP
connections according to a Poisson process, and file sizes following heavy-tailed distributions.

Using simulations we investigate the impacts of the behavior of such a source on the traffic at
lower layers in the network. The benefits of considering the whole system in this way are several.
Compared to commonly suggested models operating solely on the link level, a more complete and
thorough view of the system is attained. The model also lends itself easily to studies of improvements
and modifications of the involved protocols, as well as new ways of handling the traffic.

The verification of our model demonstrates that it captures relevant features shown to be present
in traffic measurements, such as high variability over long time-scales, self-similarity, long-range
dependence, and buffering characteristics.

1 Introduction

The purpose of this work is to develop useful models for evaluating the performance of, and qualities of
the traffic generated by, TCP/IP over ATM solutions.

Given the success of TCP/IP and the tremendous growth of this traffic type during the recent years
and with ATM technology becoming more and more commonly deployed, it is clear that the development
of traffic models for this kind of traffic is an important issue.

Many proposed models for this kind of traffic operate at what might be called the link level. The
basic procedure being to fit the parameters of a stochastic process to capture relevant features of the cell
or packet arrival process. Today, however, it appears doubtful if such models really are applicable for
performance evaluation of systems like TCP/IP. Since TCP/IP at present only offers a best effort solution
and includes a flow-control based on the experienced performance of the network, the characteristics of
this traffic must be seen as a product of the conditions in the network. This speaks against models dealing
only with the cell or packet arrival process. The best one can hope for, given the procedure of recording
traces of traffic and fitting a model to it, is to find a good imitation of the trace one already possesses.
The validity of such a model under different conditions in the network is, however, questionable.

The actual problem of dimensioning TCP/IP networks should be seen as how to allocate capacity to
fulfill user expectations rather than that of allocating capacity to transport a traffic with a certain observed
behavior. The reason for stressing this simple fact here is that it often appears to be overlooked.

The alternative that appears more prosperous is instead that of moving to a modeling technique more
focused on source level demands and behavior, see [16]. This is the direction taken in this work.

Several studies of traffic of the kind considered in this paper have shown that properties such as self-
similarity and long-range dependence appears to be present, see [12] and [14]. An important property of
our model must therefore be to incorporate phenomena like these.

�pka@itm.hk-r.se , +46 455 78063
yakear@itm.hk-r.se , +46 455 78053

83/1



2 Model Description

Our modeling approach is that of focusing on user behavior and demands rather than modeling a cell
arrival process in itself, from this follows the need to incorporate the actions of the protocols realizing the
communication desired by users in the model. At this time a thorough analytical treatment of a protocol
such as TCP appears very difficult. Because of this we implemented a version of TCP in a specially
developed simulation environment. Besides the TCP our simulation environment includes ATM as the
underlying transport network. The TCP/IP traffic is carried over the ATM network using the “Classical
IP over ATM” approach, as described in [11, 7].

The application we envision above the TCP level is not subject to detailed modeling in this paper.
Doing so might require one to make too strong assumptions on the nature of this application, thus nar-
rowing the general usefulness of the model in some senses. A detailed application level modeling is
most likely important for performance analysis of existing applications. For more general studies, a too
detailed modeling might be more of an obstacle hiding the overall picture. Furthermore, when looking at
an environment such as the Internet today, detailed modeling of relevant problems appears very difficult
when considering the rate at which development and deployment of new technologies and applications
take place [16]. These are the main reasons for our choice to put emphasis on two general characteristics
that today appears to be of great importance.

2.1 Stochastic Elements

The first characteristic included in our model is the observed heavy-tailed nature of file and document
sizes in different environments, see for example [16, 14, 19, 1, 4]. A distribution is said to be heavy-tailed
if

P(X > x) � cx�� asx!1; � � 0: (1)

The presence of heavy-tailed distributions in the framework of modeling with ON/OFF sources are
known to be a source of self-similar or long-range dependent traffic [20]. A distribution that exhibits
heavy-tail characteristics is the Pareto distribution. The probability density function of the Pareto distri-
bution is

f(x) = ���x���1; �; � � 0; x � �; (2)

and the cumulative distribution function

F (x) = 1� (�=x)� ; (3)

where� is called the location parameter and� the shape parameter. If� � 2 the distribution has an
infinite variance, and if� � 1 an infinite mean.

In this work we use Pareto distributions in the infinite variance region for modeling distributions
of sizes of files to be transported, see, however, appendix A for details regarding how we treat the
problems associated with simulations including this type of distributions. We also use non heavy-tailed
distributions for evaluative purposes.

The second characteristic we use in our model is that of a Poisson process representing the stream of
arrivals of new TCP connections. The Poisson process, besides being extensively used in classic models
for telephony systems, has also been found to properly describe human related activities, such as the start
of user sessions [14, 10]. Combined with the difficulties associated with modeling with respect to more
specific applications this allows us to, at least for the time being, consider the Poisson process as a good
model for the arrival of new TCP connections.

2.2 TCP Implementation

Developing an implementation of the Transmission Control Protocol, hereafter called TCP, i a challeng-
ing task. To reduce complexity we have followed the principle to include only those features of the
protocol we have deemed to be of significance to the flow control actions. This makes our TCP imple-
mentation a subset of a real TCP. The parts left out are details dealing with connection setups, resets of
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connections, and closing of connections. Much care has, however, been taken to carefully capture the
behavior of a typical TCP implementation during actual transfer of data.

Information about TCP can be found in several RFCs. The most important ones are, [17] in which
TCP originally was defined, and [3] and [18], which contain some clarifications and some new additions.
In [8] and [9] several important components of TCP are presented.

One important thing to notice is the wide diversity of existing TCP implementations, for a survey see
[15]. This diversity makes the work of developing a simulation model of a typical TCP implementation
hard, if not impossible since it can be questioned whether such a thing as a “typical” TCP implementation
really exists. Facing this problem we made the decision to develop our implementation trying to capture
only the most relevant features of a modern TCP implementation. Including too much details in the
model would anyhow only going to put a limit on its generality.

Table 1 summarizes the most important TCP features included in our implementation.

Feature RFC 1122 requirement Implemented

Jacobson Slow-Start MUST YES
Jacobson Congestion Avoidance MUST YES
Jacobson RTO estimation Algorithm MUST YES
Exponential Back-off MUST YES
Recommended Initial Values and Bounds SHOULD YES
Delayed ACKs SHOULD YES
Delay� 0.5 s MUST YES
Ack Every 2nd Full-sized Segment MUST YES
Receiver SWS-avoidance Algorithm MUST YES
Sender SWS-avoidance Algorithm MUST NO0

Nagle Algorithm SHOULD NO1

Fast Retransmit implemented after RFC1122 YES
Fast Recovery implemented after RFC1122 YES

Table 1: Overview of TCP flow control features

One intricate problem when developing a TCP implementation is the details regarding the admin-
istration of timers for time-outs and measurements of round-trip times. Some implementations have a
severe limitation in the bad resolution of timers (coarse timers). Our choice was to not include such a
limitation and allow timers to be set and measurements to be performed with an accuracy only limited
by the accuracy of the simulation clock. Not doing so we would have had to make some assumptions of
the design of the operating system TCP is implemented upon, thus making our model less general.

The main goal has been to produce an implementation of TCP that behaves as expected according
to the specifications mentioned above. Most likely it does not represent a perfect implementation in
that its performance probably can be improved by fine tuning certain parameters of the protocol. We
do not consider this to be a large problem, however, since our implementation shows a good stability
and robustness in all cases studied so far. Going for a high-performance implementation probably again
would result in having to sacrifice some of the generality of the model by adapting it to a specific scenario,
this is clearly not desirable in our case.

The proposed model has some similarities with the setup used in [13], important differences do,
however, exist in the treatment of file size distributions. Furthermore, in [13] a fixed number of clients
and servers are accessing the network, compared to our poissonian arrival process.

0Receiver SWS-avoidance was determined to be sufficient.
1Not needed in our bulk-transfer scenario.
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3 Verification

To validate that our model captures the relevant features observed in measurements, several experiments
were performed.

3.1 Experiment Setup

The experiments were conducted on a simulation test setup as presented in figure 1. The two nodes
A and B are connected by an ATM link with a given capacity and latency. As new TCP connections
spring to life, the sending sides are attached to node A and the receiving sides to node B. No factors
limiting the performance are present outside of the link between A and B, that is, unlimited bandwidth is
available and no latency is present in the access links connecting the TCP instances to the nodes. Each
TCP connection remains active until it has completed the transmission of the whole amount of data it is
designated to transport.

A B

TCPs, sending side

ATM link: bandwidth, latency

TCPs, receiving side

Figure 1: Simulation setup

Table 2 displays the parameters used in the experiments reported on below. This set of parameter
settings is of course only one of the possible, we are currently exploring variations of these to test whether
our conclusions are valid over a broader range of values. For each of the file size distributions in table
2 a set of 100 simulations were performed, each one consisting of a run of 10000 seconds of simulated
time.

Arrival process of TCP connectionsPoisson, intensity1
Distributions of file sizes Pareto, shape parameter1.1

Pareto, shape parameter1.5
Pareto, shape parameter1.9
Negative exponential
Deterministic

Mean file size 100 kB
Link bandwidth 2 Mbps
Link latency 0.1s
Buffer capacity in nodes Unlimited

Table 2: Parameters used in the simulation experiments

In our simulations we have the ability to perform observations of performance metrics relating to all
different layers of the communication,e.g. connection throughput, TCP window adjustments, retrans-
missions, delays, link utilization, buffer utilization, and the cell arrival process. Our current focus in this
work is mostly on the lower layers, mainly dealing with properties of the cell arrival process.

3.2 Traffic Observations

A first useful method for determining the characteristics of the traffic generated from our model is a
visual inspection. In figures 2, 3, 4, and 5 a sample arrival processes from four simulation runs with
different file size distributions are presented.
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Figure 2: Arrival process sample, Pareto 1.1 file
size distribution
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Figure 3: Arrival process sample, Pareto 1.5 file
size distribution
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Figure 4: Arrival process sample, Pareto 1.9 file
size distribution
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Figure 5: Arrival process sample, negative expo-
nential file size distribution
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In each figure the uppermost plot shows the whole trace of 10000 seconds with each bin representing
the number of cell arrivals during a 100 second interval. The plot beneath represent an enlargement of
the shadowed area in the uppermost plots, each bin representing the number of cell arrivals during 10
seconds, for a total of 1000 seconds. This procedure is then repeated in each level of the plots. In the
last level each bin thus corresponds to an interval of 1 ms. Clearly visible in figure 2, where the heavy-
tailed character of the file size distribution is most emphasized, is the high variability over all time-scales
presented, thus statistical self-similarity appears to be present. This variability becomes less and less
accentuated as the heavy-tailed character of the distributions decreases in figures 3 to 5.

The alternatives for a more rigid classification of the degree of variability of an arrival process are
several, see for example [2]. We choose here to study variance-time plots and the Hurst parameterH,
see [2].

Variance time plots show how the variance of the arrival process varies when aggregated over differ-
ent time-windows. The aggregated process considered,X(m), is defined as the average of the original
count process over time intervals of sizem times the measurement interval of the original process.
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Figure 6: Variance-time plots

In figure 6 logarithmic plots of the variance ofX(m) as a function ofm are presented. The measure-
ment interval (m = 1) was 10 ms. The interesting observation to make here is the different behavior of
the asymptotic slopes. Plotted for reference is a�1 slope. This corresponds to a process showing only
short-range dependence. The curve for the case of deterministic file sizes seems to agree very well with
this�1 slope. Regarding all the curves we observe the nice ordering showing an increased amount of
long-range dependence as the file size distributions become more and more heavy-tailed, the slope for
the most heavy-tailed case (Pareto with shape parameter 1.1) being the largest and the deterministic case
(with no variance, or tail at all) being the smallest.

The Hurst parameter of the cell arrival process can be estimated from the asymptotic slope in the
variance-time plots. We chose, however, to estimateH using the Rescaled Range Statistic [2]. Table
3 presents the mean and 95% confidence intervals of the estimated Hurst parameters for the different
file size distributions. While all estimates ofH are above 0.5 (indicating the presence of long-range
dependence and statistical self-similarity) we once again note the clear ordering present with respect to
file size distribution characteristics.

File size distribution Hurst parameter

Pareto1:1 0:865 � 0:00791

Pareto1:5 0:763 � 0:00404

Pareto1:9 0:714 � 0:00365

Negative exponential 0:697 � 0:00524

Deterministic 0:668 � 0:00484

Table 3: Hurst parameters for different file size distributions
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The estimates ofH for the Exponential and Deterministic cases are clearly different from0:5, while
the corresponding slopes in figure 6, as noted above, rather indicate no presence of long-range depen-
dence. This discrepancy can probably be explained by the R/S statistic not being the most accurate way
of estimatingH. Our main interest in estimatingH is, however, more as a way of classifying traffics,
and differences among traffics than finding exact values in itself.

3.3 Queueing Experiments

In the spirit of the experiments conducted in [6] we added a set of additional buffers and servers to our
simulation to investigate queueing properties of the cell arrival process. Figure 7 depicts this setup. Cells

A B

TCPs, receiving sideTCPs, sending side

ATM link: bandwidth, latency

Figure 7: Queueing experiments setup

arriving on the original link between node A and B are now duplicated into several copies and fed into
the buffers. The capacity of each server ranged from 95% of the original link capacity (2 Mbps) down to
50%, thus resulting in different levels of utilization of each server. After passing these servers the cells
are discarded and not passed on to any system, the TCP flow control therefore remains unaffected by this
procedure.

With this new configuration all the setups presented in table 2 were tested again. For each queueing
system, consisting of a buffer and server, the statistics collected were, among others, the utilization and
histograms of the buffer occupancy at arrivals.
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Figure 8: Mean buffer occupancy at arrivals

Figure 8 shows the mean buffer occupancy at arrivals as a function of the utilization of the server.
One can notice in figure 8 that the utilization begins at slightly different levels for each different file
size distribution. This is due to the fact that for the original system the amount of retransmissions varies
somewhat between different distributions, resulting in different loads. The load at the original link varied
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between 51% and 57%. It is interesting to see the dramatic increase in buffer occupancy as the load is
raised only slightly. This effect is, as could be expected, most dramatic in the Pareto1:1 case, but rather
accentuated even in the deterministic case. This is in good agreement with the results presented in [6]
dealing with the sensitivity of self-similar traffic to buffering.
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Figure 9: Buffer occupancy distribution

In figure 9 the distributions of buffer occupancy at loads around 60% are displayed. Once again
the traffics resulting from different file size distributions exhibit quite different behaviors. Only the
deterministic and possibly the exponential case appears to have a linear asymptotic form, as could be
expected from non long-range dependent traffic modeling.

The peculiar shape at the end of the tails of the three lower distributions in figure 9 are most likely
due to a shortage of observations in this region.

4 Conclusions and Further Work

We have presented a model suitable to performance studies of TCP/IP traffic carried over ATM. Using
basic assumptions of a Poisson arrival process and heavy-tailed file size distributions we have showed that
the resulting traffic exhibits important features such as variability over long time-scales, self-similarity,
and long-range dependence.

In our ongoing work we are further exploring parameter settings to determine whether our conclu-
sions hold over a wider range of scenarios.

In the future we plan to use the models developed within this work to tasks such as assessing the
performance of suggested solutions of conveying traffic with some kind of quality of service guarantees
over TCP/IP and evaluating the validity of proposed traffic models.
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A Details about the File-Size Distributions

The simulation of systems including heavy-tailed distributions poses some questions that must be han-
dled carefully [5]. How is the steady-state of a system involving a distribution with an infinite variance,
or possibly even an infinite mean to be studied by simulation? An infinite mean by itself can, of course,
never be expected to be correctly observed in a simulation. Even the case involving an infinite variance
can, however, pose certain difficulties. Since the law of large numbers relies on a finite variance of the
variable under observation, the mean can hardly be correctly estimated using standard techniques in this
case.

Early runs of our simulation highlighted the problem by showing large differences even in such a
“simple” variable as the mean utilization of the link when varying the shape parameter of the Pareto
distribution used to model file sizes. Since the systems under study seem hard to treat analytically (the
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Distribution Pareto1:1 Pareto1:5 Pareto1:9 Exponential

Mean 1�102 1�102 1�102 1�102

Variance, discrete 2:869�106 1:200�105 2:307�104 9:999�103

Variance, continuous N/A N/A N/A 1�104

V1 9.095 3:334�101 4:738�101 0:5002�10�1

V2 9.103 3:337�101 4:741�101 0.1501
V999 3:471�103 2:599�103 1:474�103 6:521�102

V1000 5:3367�104 1:000�104 3:793�103 7:908�102

Table 4: Effect of the sampling of continuous distributions

reason for us using simulation) we decided to adjust the problem by transforming the file size distribu-
tions to discrete versions. The transformation was done by replacing the original continuous distribution
with a large amount of equiprobable bins or values. For a continuous distribution with cumulative distri-
bution functionF (t) this gives the set ofN variables

Vn =

Z F�1( n
N
)

F�1(n�1

N
)

tf(t)

1=N
dt; n = 1; 2; :::; N; (4)

whereF�1(u) is the solution tou = F (t) andf(t) = d
dt
F (t). These values correspond to the expected

value of the continuous random variable given that it lies in the intervalF�1((n� 1)=N) toF�1(n=N).
The new discrete random variable obtained by drawing samples from this set with equal probability
each time will resemble the original in some sense. Given that the original continuous distribution has
a finite mean (otherwise (4) will not converge) the mean of the discrete version and of the continuous
will be equal. The error in higher moments, provided that they exist, can also be shown to decrease asN
increases.

The most interesting effect is, however, that the discrete version will have a finite variance even in the
case when the original distribution does not. This alteration of the problem might seem rather extensive,
but nonetheless it is important for the validity of the results from the simulations. This method results
in a controlled way of limiting the variance that is applicable in a consistent fashion among different
parameter settings and different distributions. Despite limiting the variance, important properties of the
heavy-tailed nature of the distributions are kept. This is exemplified in table 4 where among with the
variance different values ofVn are shown forN = 1000. Note that the heavy-tailed properties of the
Pareto distributions are preserved, resulting in very large variances. We found that the use of this method
helped us to achieve stability in our simulations, providing comparable results when varying the file size
distribution. In all the simulations reported on in this paperN = 1000 were used.

The method described above has the disadvantage of introducing the constantN whose value has to
be chosen wisely. A selection of a too largeN will basically again introduce all the difficulties associated
with the simulation involving the original continuous distribution. On the other hand choosing a too small
N will probably reduce the variance too much and thus result in a bad approximation of the original
distribution. Another way to go might be to introduce an upper limit in the distribution, thus truncating
the distribution and limiting the variance. This, however, introduces another problem in selecting this
limit.
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