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Abstract

Software reuse is perceived as the key to successful software develop-
ment because of the potential for shortened time to market, increased
quality and reduced costs. In recent years software product lines have
emerged as a promising way to achieve large scale software reuse.

Challenges against successful reuse when developing in a software
product line involves management of the differences between products,
and the differences between different releases of the products.

In this thesis we present the experiences from a series of case studies
within four software companies. Based on these we present a taxonomy
of the technical solutions to manage product differences, a historical
essay of how components in a software product line can evolve and
what mechanisms that are used to support this evolution. From this we
elaborate on the connection between evolution and variability, i.e. the
ability of the software architecture and components to support the dif-
ferences between products.

We argue that evolution is strongly connected to variability, and that
by foreseeing the evolution, the software can be instrumented with
appropriate variability mechanisms accordingly. Moreover, we argue
that some types of evolution are more frequent than others, and that
the efforts should mainly go in the direction of foreseeing and instru-
menting for these types of evolution.
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Chapter 1

Introduction

1. Introduction
Large scale software reuse has been a long standing ambition of the soft-
ware industry [McIlroy 1969][Parnas 1976]. The cost and quality of
much of the currently developed software are far from satisfactory. By
reusing software between products, the cost of developing products will
decrease in the same way as developing large series of hardware reduces
the price of each individual piece developed. It is also believed that at
least some of the time and money thus gained will be invested in
improving the quality of the software.

However, reuse of software between products is not an easy task.
Problems arise when trying to compose different software components
(i.e. modules of source code that represent a particular domain. Compo-
nents are explained further in Section 5.3), as the functionality of the
components rarely fit side by side [Mattsson & Bosch 2000]. Further-
more, different products have different requirements on what the com-
ponents should perform, which means that components need to adjust
to the requirements of each product.

In the situation where a software development organization markets
a family of products with overlapping, but not identical functionality,
the notion of a software product line (see Section 5.1) is a feasible
approach to decrease cost and increase the quality of software [Linden
1998][Bass et al. 1997][Bass et al. 1998a][Dikel et al. 1997][Macala et
al. 1997][Bosch 2000]. The software product line defines a software
architecture shared by the products and a set of reusable components
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that, combined, make up a considerable part of the functionality of the
products. A product line architecture ensures that problems like compo-
nent gaps and overlaps [Mattsson & Bosch 2000] are minimized.

Especially in the Swedish industry, software product lines are a logi-
cal development since software is an increasingly large part of products
that traditionally were considered to be primarily mechanical or elec-
tronic. In addition, software often defines the competitive advantage.
When moving from a marginal to a major part of products, the required
effort for software development also becomes a major issue and industry
explores alternatives to increase reuse of existing software to minimize
product-specific development and to increase the quality of software.

1.1 Trouble in Paradise
However, all problems are not solved by using a software product line
approach. Two problems arise as major obstacles to deploying a success-
ful software product line: to minimize the amount of duplicated code
between applications, and to support the individual evolution of each
product while still reusing the evolved components in the entire soft-
ware product line.

Minimizing the amount of duplicated code implies that mechanisms
are used to ensure that the differences between products get a first class
representation in the design, and that these mechanisms work on differ-
ent levels of granularity, depending on the size of the differing software
entity. Research in this area is concerned with variability, which is pre-
sented further in Section 5.5.

Evolution, which is presented in Section 5.6, involves a multitude of
problems in itself. First of all, the products evolve according to some
plan, and if this plan is known, more cost-effective software can be
designed. Second, the evolution of one product typically implies evolu-
tion of all other products as well, as most of the software components
are shared between all products. Third, some evolution cannot be
planned for, as it is the result of unexpected market changes, or changes
that affect all source code, such as, for instance, changes to quality
attributes.
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2. Contribution of Thesis
In this thesis, we focus on the second evolution problem outlined above.
When one product in a software product line evolves, this typically
causes changes to components shared by a set of products. This implies
that these products need to adjust to the evolution as well. To this end,
we study how evolution typically occurs in a software product line, to
ensure that products are designed to easily adopt to the most common
types of changes. This brings us back to the topic of variability, as evolu-
tion can be seen as just another case of variability, over time rather than
over a set of products. To understand variability further, we present a
taxonomy over available variability mechanisms.

Moreover, as is shown, industry often uses the same technical solu-
tions to facilitate evolution as for variability, and sometimes the evolu-
tion is adjusted in order to use source code for variability already
existing in the software.

We study how, during the evolution of software product lines, vari-
ability points are introduced and used to support the evolution activi-
ties. The contribution of this is, we believe, that it provides a better
understanding of the mechanisms involved in evolution, and how evo-
lution is connected.

The contributions of this thesis are thus:
n A taxonomy of available variability mechanisms
n A historic description of the evolution of two software product

lines
n An abstraction from four case studies with respect to evolution

that has occurred, and the variability mechanisms that are used.

Knowing how evolution and variability occurs and are connected in a
software product line, the software can be designed to support not only
the variances between products, but also the variances between releases
of products. The software can also be designed to be more resilient to
future changes, if these can be predicted with reasonable accuracy.

Moreover, knowing the connections between evolution and variabil-
ity implies that one can better use existing source code, originally
designed for managing variability, to also support evolution. This
ensures that fewer changes need to be done in the software to integrate
such evolution. This, in turn, means that evolution of one product can
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be localized to only affect that product, rather than forcing changes to
all products in the product line.

3. Outline of Thesis
This thesis is organized as follows. In the remainder of this chapter, we
present the research that lead up to this thesis, and introduce concepts
used in this thesis.

In Chapter 2, we study further how evolution and variability are
connected to features (explained below), and how we perceive evolution
and variability being related to each other.

Before indulging into case studies at two companies in Chapter 5,
some further background knowledge of the cases and of variability is
needed. To this end we present, in Chapter 3, the companies and prod-
ucts which we have studied during the course of our research leading up
to this thesis. In Chapter 4, we present the notion of variability, and our
findings concerning this topic.

Using the findings in Chapter 4, we present how the product line at
two of the companies studied have evolved, and how variability have
been used during the evolution in Chapter 5. Chapter 6 abstracts from
these cases and discuss how we found evolution and variability to be
connected.

Related work is presented in Chapter 7, and the thesis is summarized
in Chapter 8, where some conclusions are drawn, and an outline of
future work is presented.

4. Research Methodology
The research that leads up to this thesis started out with a general curi-
osity as to how software product lines work, and in particular how they
evolve over time. This lead to the first case study, which was an explor-
atory case study conducted at Axis Communications (The companies in
the case studies are described in detail in Chapter 3.) by interviewing
key personnel and browsing through development documentation. The
research questions we tried to answer in this study were:

How do components in a software product line evolve?
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How do the product line architecture evolve as new requirements are
added?

The results from this case study were reported in [Svahnberg & Bosch
1999b]. This initial case study led directly to the second case study, con-
ducted at Ericsson Software Technology in the form of interviews with a
small number of key persons. The research question in this study was:

Can the findings in the previous study be generalized over more than
one case?

This case study was reported in [Svahnberg & Bosch 1999a], together
with the previous case study. Most of the findings from these two stud-
ies can also be found in Chapter 5 and Chapter 6.

After these two studies, it became clear that one of the major issues
regarding software product line development, whether it is development
of a new product line or evolution of an existing one, is how the differ-
ences between products are managed (also called variability, which is
discussed in Section 5.5). With the experience gained from the two pre-
vious case studies, together with additionally acquired material (com-
munication with developers, and further reading of development
documentation), we sought to answer the following questions:

During what development phases is it relevant to manage variability in
a software product line?

What techniques are available to manage variability?

How do these techniques fit into the different development phases?

The results from this study are presented in [Svahnberg & Bosch
2000a]. From the abstract techniques presented in this study, it was a
natural step to investigate variability techniques on a lower level, to try
and answer questions such as:

Exactly what variability mechanisms are available?

How are the variability points identified during analysis?

How is the most suitable variability mechanism selected?

What are the benefits and consequences of selecting a particular vari-
ability mechanism?

To this end, two more cases were studied, namely Symbian and the
Mozilla application. At Symbian, informal interviews were conducted,
and for the Mozilla application, publicly accessible documentation was
read. Possible answers to the aforementioned questions were reported in
[Svahnberg et al. 2000], where the somewhat sketchy findings in [Svah-
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nberg & Bosch 2000a] are hammered out further. The identified vari-
ability mechanisms can also be found in Chapter 4.

Putting these studies on evolution and variability together when
writing on this thesis, some additional questions arose:

How closely related are evolution and variability?

How does evolution affect variability and choices concerning variabil-
ity?

This thesis tries to, based on the previously conducted case studies,
answer these two questions, mainly in Chapter 2, Chapter 6 and Chap-
ter 8. The main contribution of this thesis is however that the domains
of evolution and variability in software product lines are explored and
mapped, in the forms of a taxonomy of variability mechanisms, and
another taxonomy of evolution paths.

5. Concepts
In this section we introduce concepts used in this thesis. Starting with
software product lines in general, we move on to product line architectures
and software components. It is our belief that development and discus-
sions about software requirements are facilitated if the requirements are
grouped into features, which is discussed in Section 5.4, and this section
is concluded by presenting the concepts of variability and evolution of
software product lines, as these are two important issues to consider
when using a software product line approach, and because the remain-
der of this thesis continues the study of variability and evolution.

5.1 Software Product Lines
Companies typically develop products within a certain domain. It is not
uncommon that applications in a domain have a similar structure, and
share much functionality. A software product line is a way to organize the
products into a structure where functionality and domain knowledge is
reused between applications. Typical for a software product line is that
the products share a similar architecture, the so called product line archi-
tecture, and that the products all cover parts of the same product
domain.
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We define a software product line as consisting of a software product
line architecture, a set of reusable components and a number of software
products.

Organization of a Software Product Line

A software product line can be organized in many ways, ranging from a
mere collection of products to a tree of products, organized to maximize
the amount of reuse between the products. Since we have no experience
of the former, we will not present this further.

Figure 1 (as presented in [Svahnberg & Bosch 1999a]) illustrates
how the product line is organized in one of the cases presented in this
thesis, i.e. Axis Communications, where we see that the products are
grouped by functionality into sub-trees. As long as all the products are
relatively similar, this organization is, we believe, quite efficient in terms
of the potential for reuse. However, the reuse one can expect between
different branches of the tree is only on an ad-hoc basis, as there is noth-
ing saying that the products really have anything in common that isn’t
purely coincidental. This is further presented in [Svahnberg & Bengts-
son 2000], where two types of products are discussed: collaborative and
mutually exclusive products.

Collaborative and Mutually Exclusive Products

Collaborative products complement each other to form a more feature-
rich working environment, e.g. the way a VCR collaborate with a TV
set to provide a more feature rich product together.

Variations
Variations

Figure 1. Product Line hierarchy
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The reuse that can be expected between collaborative products is
mostly ad-hoc, since the only obvious commonality between such prod-
ucts is the connectivity components (e.g. a computer network, audio
output or TV/VCR output).

Mutually exclusive products, on the other hand, provide the same
basic functionality, but competes with each other regarding the feature
richness, e.g. a low-end, middle-end, and a high-end hi-fi equipment.
Each customer has, in general, only need for one of the products.

Between mutually exclusive products, the reuse potential is much
larger, since a high-end product typically provide the same basic func-
tionality as the corresponding low- and middle-end product, with the
addition of some extra features.

What this implies is that the higher up one gets in the product line
tree illustrated in Figure 1, the less the different branches have in com-
mon, as branches higher up represent collaborative products, with
mostly ad-hoc reuse, and lower level branches represent mutually exclu-
sive products, with a much higher reuse potential.

Challenges in Software Product Line Development

A major challenge when organizing a software product line is to keep as
much as possible in common between the different products, without
overloading the products with excess functionality, needed by other
products. On a product line level, there are two methods to address this
problem: applying a maximalistic or a minimalistic software product
line1.

In a maximalistic approach, the product line contains the union of
all functionality in all products, and to instantiate one product from this
product line consists of pruning the functionality not needed for that
product.

In a minimalistic product line, only the functionality common to all
products is part of the actual product line, and the rest is represented as
product specific code. For instance, the organization outlined in Figure
1 presents a minimalistic view; even if all the functionality of all the
products is present in the tree, each sub-tree can be viewed as an organi-

1.To the best of our knowledge, no company uses only the one or the other.
Rather, there are shades of grey, with maximalistic and minimalistic as the
extremes.
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zation into product specific code, or product family specific code in this
particular example.

The trouble with the minimalistic view is that reuse between differ-
ent products or product families is harder to achieve. The only way to
move functionality upwards in the product tree, thus making it com-
mon to a larger group of products, is if the functionality is shared by all
the branches on that level.

This brings us to the next challenge, namely how to manage the vari-
ations between the products, i.e. how to keep as much as possible in
common, while still making it possible to adjust the behavior to suit
individual products. This thesis attempts to address this problem, by
outlining how to manage the differences between products.

Another challenge is that, depending on how the development orga-
nization is organized, there is no first class life cycle of the product line
as a whole or the reused components, it is rather the sum of the life
cycles of the comprising products. This implies that evolution of the
software product line is depending on the evolution of each and every
product in the software product line. Evolution of one product may
introduce new functionality, and decisions must be taken whether to
include this functionality in all the products, or whether this functional-
ity is specific for that particular product. If it is decided that the func-
tionality is not common to all products, that means that either source
code must be inserted to manage the differences between the products,
or the problem must be delegated to configuration management tools.
If the former solution is chosen, the source code for managing the dif-
ference needs to be made common and available to all products during
their next evolution round, and if the latter is chosen, the configuration
management will suffer from increased complexity.

This is true if, as stated above, there is no first class life cycle for the
product line and the reusable components in the product line, but also
if there is a special development organization for the reusable assets, a so
called domain engineering unit. With such a development organization,
the decision whether or not to include newer releases of components
into the product under development is facilitated, as all products are
taken into consideration when the reusable assets are evolved, but there
may still be changes to interfaces that raise this question.

To manage evolution (discussed below) in a software product line
ultimately means managing differences and commonalities between
products and product releases, as products will diverge and come back
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together again during their life-cycle, and the individual configurations
of the products, as well as the tools and the actual source code, need to
have a clear representation to be able to meet these challenges. This the-
sis looks further into how variability (also discussed below) is managed,
and how evolution occurs, in order to better understand these two
closely related concepts.

5.2 Product Line Architectures
A software product line architecture is a standard architecture, consist-
ing of components, connectors, and additional constraints, in conform-
ance to the definition given by [Bass et al. 1998b]:

The software architecture of a program or computing system is the
structure or structures of the system, which comprise software compo-
nents, the externally visible properties of those components, and the
relationships among them.

The role of the software product line architecture is to describe the com-
monalities and variabilities of the products contained in the software
product line and, as such, to provide a common overall structure.

5.3 Software Components and Frameworks
A component in the architecture implements a particular domain of
functionality, for example, the file system domain, or the network com-
munication domain. Components in software product lines, in our
experience [Svahnberg & Bosch 1999a][Svahnberg & Bosch 1999b],
are often implemented as object-oriented frameworks. A product is,
thus, constructed by composing the frameworks that represent the com-
ponent in the architecture.

We define a framework as consisting of a framework architecture and
one or more concrete framework implementations. As an example, one
of the components used by Axis Communications (presented further in
Chapter 3), i.e. the file system framework, has an abstract architecture
where the conceptual entities and their relations are identified. The
framework implementations are the specific implementations for each
concrete file system to be implemented, such as FAT, UFS, and
ISO9660 (These are names of various file system standards. A further
explanation of these is, we believe, not of relevance to the remainder of
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this thesis.). Another example is the communications component in the
Billing Gateway case discussed below, where there is a common API, or
framework interface that is used by all implementations of network pro-
tocols such as TCP/IP and X.25. This interpretation of a framework
holds well in a comparison to [Roberts & Johnson 1996], in which a
white box framework can be mapped to our framework architecture,
and a black box framework consists of several of our framework imple-
mentations in addition to the framework architecture.

5.4 Features
When discussing a software system, and in particular a group of soft-
ware systems as in the case of a software product line, it soon becomes
impractical to talk about individual requirements. Nor is it feasible to
talk about an abstract notion such as “functionality”. Instead, it is con-
venient to group the requirements, and hence the functionality, into
what is denoted as “features”. Using these features, discussions about a
software product line, the commonalities and differences between prod-
ucts in the software product line, the evolution of the software product
line, and the individual products are alleviated. In this section, we fur-
ther describe what is meant by “feature”.

Definition of feature

The Webster dictionary [Webster 1996] provides us with the following
definition of a feature: “3 a: a prominent part or characteristic b: any of
the properties (as voice or gender) that are characteristic of a grammatical
element (as a phoneme or morpheme); especially: one that is distinctive”. In
[Bosch 2000], this definition is specialized for software systems: “a logi-
cal unit of behavior that is specified by a set of functional and quality
requirements“. The point of view taken in the book is that a feature is a
construct used to group related requirements (“there should at least be an
order of magnitude difference between the number of features and the num-
ber of requirements for a product line member“). 

In other words, features are a way to abstract from requirements. It is
important to realize that there is a n-to-n relation between features and
requirements. This means that a particular requirement (e.g. a perfor-
mance requirement) may apply to several features in the feature set and
that a particular feature may meet more than one requirement.
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To make reasoning about features a little easier, we provide the fol-
lowing categorization:

n External Features. These are features offered by the target plat-
form of the system. While not directly part of the system, they are
important because the system uses them and depends on them.
E.g. in an e-mail client, the ability to make TCP connections to
another computer is essential but not part of the client. Instead
the functionality for TCP connections is typically part of the OS
on which the client runs. Our choice of introducing external fea-
tures is further motivated by [Zave & Jackson 1997]. In this work
it is argued that requirements should not reflect on implementa-
tion details (such as platform specific features). Since features are
abstractions from platform agnostic requirements we need exter-
nal features to link requirements to features.

n Mandatory Features. These are the features that identify a prod-
uct. E.g. the ability to type in a message and send it to the mail
server is essential for an e-mail client application. 

n Optional Features. These are features that, when enabled, add
some value to the core features of a product. A good example of
an optional feature for an e-mail client is the ability to add a sig-
nature to each message. It is in no way an essential feature and not
all users will use it but it is nice to have it in the product.

n Variant Features. A variant feature is an abstraction for a set of
related features (optional or mandatory). An example of a variant
feature for the e-mail client might be the editor used for typing in
messages. Some e-mail clients offer the feature of having a user
configurable editor. 

The last three categories of features are also listed in [Griss et al 1998].
The reason to add the category of external features is the need to be able
to reason about the context in which a system operates.

Feature Interaction

Features are not independent entities [Bosch 2000]. If they were, there
would be no good reason to bundle them into a product. When bun-
dling features, the sum of the parts is larger than the individual parts.
E.g. the highly controversial browser integration in the Windows 98
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operating system is more valuable than the individual products (Win-
dows 95 and Internet Explorer 4.0).

Feature interaction is a well-known problem in specifying systems. It
is virtually impossible to give a complete specification of a system using
features because the features cannot be considered independently. Add-
ing or removing a feature to a system has an impact on other features. In
[Gibson 1997], feature interaction is defined as a characteristic of “a sys-
tem whose complete behavior does not satisfy the separate specifications of all
its features”. Gibson defines features as “requirements modules and the
units of incrementation as systems evolve“. During each incremental evolu-
tion step of the system, features are added. Because of feature interac-
tion, other, already implemented features may be affected by the
changes. As a consequence, some features cannot be considered inde-
pendently of the system.

In [Griss 2000], the feature interaction problem is characterized as
follows: “The problem is that individual features do not typically trace
directly to an individual component or cluster of components - this means,
as a product is defined by selecting a group of features, a carefully coordi-
nated and complicated mixture of parts of different components are
involved.“. This applies in particular to so-called crosscutting features
(i.e. features that are applicable to classes and components throughout
the entire system). 

Notation

The way features interact, can be modelled by specifying the relations
between them. In [Griss et al 1998] a UML based notation is intro-
duced for creating feature graphs. We have developed an extended nota-
tion (see example in Figure 2, as presented in [Svahnberg et al. 2000])
that supports the following constructs:

n Composition. This construct is used to group related features.
n Optional feature. This construct is used to indicate that a particu-

lar feature is optional.
n Feature specialization (OR and XOR).
n External feature (not in the notation of [Griss et al 1998]).
n Time of Binding (not in the notation of [Griss et al 1998]).



Introduction

22 Variability in Evolving Software Product Lines  

Apart from the novel external feature construct, we add an indication of
the moment of when the feature graph is bound to a specific variant.
For instance, in the case of the signature file option, the indication is
very relevant. Here the developer has the option of either compiling this
feature into the product or use a runtime plug-in mechanism. The indi-
cation runtime on this feature indicates that the latter mechanism
should be used.

In Figure 2 we have provided an example of how this notation can be
used to model a fictive mail client. Even in this high level description it
is relatively easy to see how to construct the system from smaller parts,
and where the system needs to manage several competing components,
such as different editors. We also get information as to where this man-
agement should be done; in Figure 2 this is illustrated with the “run-
time” note.

Usage and Benefits of a Feature Graph

We believe a notation like the one presented above is useful for model-
ling the functional decomposition of a system, and that it benefits reuse
between products, by clearly identifying what products have in com-
mon and what differs between products.

Figure 2. Example feature graph

Mail Client

TCP Connection Receive Msg Send Msg Type Msg

POP3 IMAP Signature File Edit

Internal Editor Vi Emacs

Feature

External Feature

Composition

OR Specialization

XOR Specialization

Optional Feature

Runtime Runtime
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Not only are the similarities between products more obvious if fea-
ture graphs are drawn for the products in a software product line, any
interactions between features which could otherwise be cumbersome to
keep track of also become obvious.

5.5 Variability in Software Product Lines
Related work (e.g. [Griss 2000]) suggests that modelling variability in
software product lines is essential for building a flexible architecture.
Yet, the concept of variability is generally not defined in great detail. We
address this by providing a conceptual framework for the reasoning
about variability in this thesis.

Variability is the ability to change or customize a system. Improving
variability in a system implies making it easier to perform certain kinds
of changes. It is possible to anticipate some types of variability and con-
struct a system in such a way that it facilitates this type of variability.
Unfortunately there is always a certain amount of variability that cannot
be anticipated.

Reusability and flexibility have been the driving forces behind the
development of such techniques as object orientation, object-oriented
frameworks and software product lines. Consequently these techniques
allow us to delay certain design decisions to a later point in the develop-
ment. With software product lines, the overall architecture of a system is
fixed early but the details of actual products are not decided until the
product implementation phase. We refer to these delayed design deci-
sions as variability points.

Variability points can be introduced at various levels of abstraction:
n Architecture Description. Typically the system is described using

a combination of high-level design documents, architecture
description languages and textual documentation.

n Design. At this level the system can be described using the vari-
ous UML notations. In addition textual documentation is also
important.

n Source Code. At this level, a complete description in the form of
source code is created.
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n Compiled Code. Source code is converted to compiled code
using a compiler. The results of this compilation can be influ-
enced by using pre-processor directives. The result of compilation
is a set of machine dependent object files (in the case of C++). 

n Linked Code. During the linking phase the results of the compi-
lation phase are combined. This can be done statically (at compile
time) or dynamically (at run-time). 

n Running Code. During execution, the linked system is started
and configured. Unlike the previous representations, the running
system is dynamic and changes all the time.

The various abstraction levels are also linked to different points in the
development. However, these points in time tend to be technology spe-
cific. If, for instance, an interpreted language is used, run-time applies
to compiled, linked and running code whereas in a traditional language
like C, run-time is associated with running code and linking code
(assuming dynamic linking is used). Compilation happens before deliv-
ery, in such cases. Typically a system is developed using the phases from
the waterfall model. When considering variability, some phases of this
model are not so relevant, e.g. testing, as no new material is produced,
and maintenance, as this is performed as a mini-cycle consisting of all
the other phases, while others need to be considered in more detail. In
Figure 3 we have outlined the different transformations a system goes
through during development. During each of these transformations,
variability can be applied on the representation subject to the transfor-
mation. Also note that we have two additional levels of representation
compared with the ones listed above. However we do not see these rep-
resentations as concrete enough to consider them when discussing vari-
ability points and the mechanisms for introducing variability.

Rather than an iterative process this is a continuing process in the
case of software product lines (i.e. each of the representations is subject
to evolution which triggers new transformations). A software product
line does not stop developing until it is obsolete (and is not used for
new products anymore). Until that time, new requirements are put on
and consequently designed and implemented into the software product
line. In a case we observed in a Swedish company, each product was
developed with the version of the software product line that was avail-
able at that time meaning that it was rare that two products were devel-
oped with the same version of the product line. Typically, at the end of a
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product development cycle, the product line would have changed also
(due to new requirements that were applied to both the product and the
product line).

Early in the development all possible systems can be built. Each step
in the development constrains the set of possible products until finally
at run-time there is exactly one system. Variability points help delay this
constraint, thus making it possible to have greater variability in the later
stages of development. Variability can be introduced at various levels of
abstraction. We distinguish the following three states for a variability
point in a system:

n Implicit. If variability is introduced at a particular level of
abstraction that means that at higher levels of abstraction this var-
iability is also present. We call this implicit variability.

n Designed. As soon as the variability point is made explicit it is
denoted as designed. Variability points can be designed as early as
during architectural design. During architectural design, the first
artefact depicting the software is created. In all previous phases
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(such as the requirements specification), the variability point can
be identified, but it is still implicit as the design for the variability
point is not decided yet.

n Bound. The purpose of designing a variability point is to be able
to later bind this variability point to a particular variant. When
this happens the variability point is bound.

In addition we use the terms open and closed in relation to the abstrac-
tion levels. An open variability point means that it is still possible to add
new variants to the system. A closed variability point on the other hand
means that it is no longer possible to add variants, even if the selection
of which variant to actually use (i.e. the binding phase) is not performed
yet. E.g. if we consider a system where modules conforming to a certain
interface can be compiled into the system, the variability is designed
into the system during architecture design (where the interface is speci-
fied). The variability point is bound at link time when a compiled mod-
ule is linked to the variability point. Up to the linking phase the
variability point is considered to be open (however, before the detailed
design it is implicit). After the linking phase it is no longer possible to
introduce new modules into the system, so the variability point is closed
after linking (i.e. in order to introduce new variants the system will have
to be linked again).

It is also possible to have a variability point that is closed before it is
bound. This means that, for instance, at link time the number of vari-
ants is fixed but the variant that is going to be used is not bound until
run-time. In the extreme case the variability point is bound when it is
designed into the system. I.e. the variants are already known when the
variability point is introduced. However, exactly what variation to use in
each individual system may not be known, and hence it is still a delayed
decision point. Ergo, a variation point.

Features and Variability

In Figure 4 (we left out the top two representations from Figure 3 since
these are not very explicit) the relations between features at different
abstraction levels are illustrated. At each level there are groups of fea-
tures, and the general principle is that a single feature at a particular
level of abstraction is specialized into a group of less abstract features in
the lower level. In the worst case this leads to a feature explosion as in
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Figure 4. Strictly spoken, the decomposition as presented in Figure 4 is
incorrect, since there will always be some overlap in features. The reason
for this is feature interaction, i.e. that separate features on one level
share features on a lower level.

Apart from an abstraction dimension, there is also a time dimension.
Over time the feature tree changes and evolves. Features are added,
changed or even removed at different abstraction levels. Changes at
higher abstraction levels are conceptually easier to understand but are
also harder to implement because they generally cause a lot of changes at
lower abstraction levels. Changes at lower levels of abstraction require
more knowledge of the system, as the change will have impact on all
higher level features depending on the modified feature, but are also
cheaper because the actual change is normally quite localized.

Another thing that changes over time is the representation of the sys-
tem. During the development process different representations are used
for the system. During architecture design, both ADLs (Architecture
Description Languages) and written text are used to describe the system.
During this phase, developers don’t worry too much about less abstract
things such as algorithms and low-level implementation details. Proba-
bly the lower half of the feature tree has not even been established. Later
in the development phase, the attention shifts to lower abstraction lev-
els. Since high-level changes are expensive, few things are changed in the
more abstract parts of the system. 

A software product line can be seen as a partial implementation of a
feature tree such as presented in Figure 4. The open spots in the tree can
be thought of as variability points where product specific variants can be

Architecture Description

Design Documentation

Source Code

Compiled Code

Linked Code

Running System

Group of Features

Specialization

individual requirements

Figure 4. The Feature Tree: features on one level decompose into multiple features in 
lower levels
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added. The conceptual model in Figure 4 allows us to reason about a
few common problems: representation mismatch, feature interaction
and separation of concern, each presented below.

Representation mismatch. During development attention focus shifts
from abstract to more concrete things. The representations used to
model the abstract part are different from those used later on and conse-
quently there are synchronization problems between the different repre-
sentations when there are changes. In many organizations the code is
the most accurate documentation of the system. All more abstract repre-
sentations are either outdated or even non-existent. Variability on a
more abstract level is still possible (if it was designed into the system)
but now requires that the abstract parts of the system are reverse engi-
neered from the code base.

Feature interaction. Feature interaction means that feature changes can
have unexpected results on other features in the system. Feature interac-
tion in the model in Figure 4 would mean that two independent fea-
tures on one abstraction level are specialized into two overlapping sets of
features on the abstraction level below. Since it is a very natural thing to
do, because of reuse opportunities, this leads to feature interaction for
nearly every feature. Therefore features that appear to be conceptually
independent on a high level of abstraction are not necessarily indepen-
dent on lower levels of abstraction. A related problem is reported in
[Mattsson & Bosch 2000], where problems are identified regarding how
to integrate different frameworks. One of the problems is feature over-
lap, which can be seen as a form of feature interaction.

A related problem to feature interaction is code tangling. Because
features interact and therefore depend on each other, it is often difficult
to consider feature implementations separately. This is a problem when
features need to be changed, removed or added to a system. In the cases
we observed it was very common that over time all sorts of dependen-
cies were created between the different modules in the system. We
believe that these dependencies are a reflection of the feature interaction
problem. Code tangling is reported in e.g. [Bosch 1999a].

Separation of concern. During the development process, the system is
organized into packages, classes and components. This organization
helps to separate concerns and thus makes it easier to understand the
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system. Unfortunately, there is, to the best of our knowledge, no opti-
mal separation of concerns, which means that some concerns are badly
separated in the system. Some features, for instance, involve more than
one class (crosscutting feature). Consequently maintenance on such a
feature will affect more than one class. Another problem is that the
organization is relatively static. This means that it is hard to change the
structure of the system in unplanned ways.

The main reason software product lines are used is that their usage
reduce the cost of developing new products in a certain domain. For
this to be possible, a software product line must provide four things:

n It has to be flexible enough to easily support the diverse products
in the software product line domain.

n It has to provide reusable implementations for parts that are com-
mon to all products.

n It has to allow for product specific implementations to be added
where such are required.

n It has to be able to absorb new features and functionality from
individual product implementations if they are found useful for
other products.

The before mentioned problems (representation mismatch, feature
interaction and separation of concern) need to be addressed to fully
ensure that these goals are fulfilled. Existing literature on feature model-
ling, e.g. [Griss et al 1998], suggests that it is not worthwhile to attempt
to create complete full feature graphs of a system. Rather they suggest
that the modelers focus on modelling the features that are subject to
change.

This also seems like a good approach for software product lines. By
modelling the points in the system where change is needed, the system
can be structured in such a way that change is facilitated. This leads to a
better separation of concern and helps to avoid feature interaction.

The identified spots where changeability is needed, translate to vari-
ability points in the system. In some cases, the perceived changeability is
not concerned with differences between products, but of differences
between releases of products. This thesis discusses how these are trans-
lated to variability points, and how the intention of the changeability is
hence lost.
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5.6 Software Product Line Evolution
A software product line, as any piece of software, evolves over time. The
process can be viewed from an organizational and from a process per-
spective. The evolution of a software product line is driven by changes
in the requirements on the products in the family. These new and
changed requirements originate from a number of sources, such as the
customers using the products, future needs predicted by the company
and the introduction of new products into the product line.

In Figure 5 an overview of the evolution process is presented, illus-
trating the development process at Axis Communications, which is fur-
ther presented in Chapter 3. At Axis, each business unit is responsible
for one product or a small set of highly related products and is inter-
ested in supporting a set of requirements. These requirements are
divided into the requirements specific for the product that this business
unit is responsible for and the requirements common for all or most
products in the software product line. The requirements on a particular
product are naturally implemented in the product-specific code, but the
common requirements are supported by the software product line archi-
tecture and the set of common components. Changes to requirements
of the latter category, i.e. the product-line requirements, can affect the
software architecture of the product line, the architecture of a particular
component (thus creating a change in its interface), or it can cause a
change in one or more of the concrete implementations of the compo-
nent. In some cases, the requirements may even cause a split of one

Figure 5. Evolution of a Software Product Line
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component into two components, or the introduction of a completely
new component into the product line architecture.

The software product line architecture and its component set are
subsequently used to construct new releases or versions of the products
in the family. These new versions of the products lead to new require-
ments, which are fed back into the business unit requirements, thus
completing the cycle.

Anticipating Evolution

In many cases the evolution of a software product line can be antici-
pated. This implies that the software architecture can also be designed
to support the foreseen evolution. Programming methods such as
extreme programming [Beck 2000] advocate otherwise; that one should
only implement current requirements. We, on the other hand, believe
that one of the key ideas with a software product line approach is to be
able to reuse existing software to create new products. This, of course,
implies that the old software will suit, or can easily be adjusted to suit,
the new product’s requirements.

Variability and Evolution

It is not uncommon that, during the evolution of a software product
line, new variation points are inserted into the software, or that new
variations are added to existing variation points. Adding new variation
points implies changes to the design at some level, either at the architec-
ture level, or the detailed design. In previous publications [Svahnberg &
Bosch 1999a][Svahnberg & Bosch 1999b][Svahnberg & Bosch 2000a],
we have stated that the architecture in a software product line is fairly
stable, and so most of the new variability points are introduced at lower
levels in the design. It is also, by far, more common to add new variants
to existing variation points rather than adding new variation points.

We intend to, in this thesis, explore further how evolution incurs
variability, and how evolution is facilitated using variability mechanisms
already in place.
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Features and Evolution

Evolution is, as it is performed by means of maintenance, of the types
corrective, perfective or adaptive [Swanson 1976], thereby meaning fix-
ing bugs, enhancing and improving the software, or adjusting function-
ality, respectively. Perfective and adaptive evolution is typically
implemented on full features, whereas corrective evolution occurs either
within a single feature, or cuts across a number of features.

This implies that, just as variability can be represented in terms of
features and variances of features, much of the evolution of a software
product line can also be represented in terms of features.

By representing evolution in terms of features and feature graphs, we
get an understanding of the perceived future of the software product
line, and can, we believe, better plan and design for the future of the
software product line.

Evolution, features and variability are further discussed in Chapter 2.

6. Summary
In this chapter, we present what we believe is the contribution with this
thesis, how the research leading to this thesis has been conducted, and
concepts that are used throughout the thesis.

In the next chapter, we present the relations between evolution and
variability, in terms of concepts introduced in this chapter.
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Chapter 2

Features, Evolution and 
Variability

1. Introduction
It is our experience that variability is not generally thought of as being
similar to evolution, other than that both must be managed in a success-
ful software product line. However, during our studies, we have discov-
ered many connection points between variability and evolution, and
this chapter explores these similarities further.

In the previous chapter, we introduced the notion of features and
how a software system can be considered to be constructed from a graph
of features. This feature graph is nothing but a representation of the
requirements specification where the requirements have been grouped
into features, that in turn have been divided into smaller features, until,
at the bottom of the graph, the features consist of atomic (in terms of
the domain) actions in source code. We also introduced the notion of
variability and evolution, and claimed that these two issues can be
clearly represented and identified using feature graphs.

In this chapter, we further argue that not only can both variability
and evolution be represented in a feature graph, but that they often-
times are represented in a similar way, and further that evolution is
many times implemented using mechanisms originally introduced for
variability purposes. We believe this is due to that evolution and vari-
ability are two sides of the same coin; whereas the one is concerned with
differences between releases of products, the other is concerned with
differences between products.
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In this chapter, we start by presenting how evolution and variability
are related to features, as illustrated by feature graphs. We then move on
to discuss further how we perceive evolution and variability as being
tightly coupled, after which we summarize this chapter.

2. Evolution of Features
As stated in the previous chapter, evolution consists of the classic main-
tenance activities reported by [Swanson 1976], namely adaptive, perfec-
tive and corrective maintenance. The mapping of these maintenance
activities to a feature graph is roughly as follows:

n Adaptive maintenance adds or replaces nodes in the feature graph
n Perfective maintenance replaces or modifies nodes in the feature

graph
n Corrective maintenance modifies nodes in the feature graph

From this we see that adaptive and perfective maintenance can be con-
cerned with entire features or, for that matter, sets of features. This
makes it possible to use mechanisms in the source code that manages
entire features. These mechanisms are normally concerned with vari-
ability, as presented in Section 3. How evolution and variability are con-
nected are further presented in Section 4.

3. Variability of Features
Variability in a feature graph consists of the variation found at any given
moment in time, i.e. at any step in the software product line’s evolution.
As presented in the previous chapter, variability can be expressed as:

n Optional features
n Variant features
n Mutually exclusive features

These variations in a feature graph map to a number of patterns with
respect to how they are implemented in software systems, and depend-
ing on the granularity, i.e. how early in the feature graph, that the varia-
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tion is desired, different mechanisms apply. Chapter 4 presents these
patterns and mechanisms further.

4. Evolution and Variability
Normally, evolution and variability are drawn along two different
dimensions, as is illustrated in Figure 6, where we also see how product
variants and product releases span these two dimensions. However, by
viewing what goes on in a feature graph, we see that much of the actual
activities performed are similar, but with a different focus. Whereas evo-
lution is concerned with adding to and improving the product or prod-
uct line over time, variability is concerned with providing a choice of
implementations over the product space, and ultimately narrowing
down the available choice into a single executable body, which can be
done at different points during an application’s life cycle.

4.1 Extending and narrowing
One way to look at evolution and variability is like two interacting
forces. Where evolution either extends or changes the choice of variants,
management of variability involves narrowing this choice down to a sin-
gle variant during the generation of a product or at runtime.

With this view, it is not surprising that evolution uses the same
mechanisms as variability. However, this view is only true for some cases
of evolution, in many other cases evolution is not about extending the
selection of variants. Rather, evolution merely uses existing variation
points, as is discussed in the next section.

Variability

Evolution

Figure 6. Variability and Evolution Dimensions

Product variations

Product releases
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4.2 Evolution and Variability Points
Variability assumes that there is a mechanism in place for managing the
variations, and there is a selection of variations to choose between. Evo-
lution, on the other hand, in general assumes no such things, and may
instead be responsible for adding new variation points, or new variants
at an existing variability point.

The latter (i.e. to use an existing variability point) is an easy form of
evolution, where the mechanisms for managing the added, replaced or
modified feature is already in place. It is much more difficult with per-
fective or adaptive evolution when no variation point is in place, since
this typically requires modifications one level above where the feature is
introduced, as illustrated in Figure 7.

According to this reasoning, the best way to support evolution would
be to have variation mechanisms in place in all the nodes in the feature
graph, so that any future evolution is covered already. However, every
variation point introduces additional overhead, either in the form of
understandability and effort to generate a product architecture or in
terms of actual source code to execute. Variation points should hence be
introduced sparingly.

This conflict is not easily solved. However, by knowing, or being able
to better anticipate, where future changes are likely to happen, points in
the feature graph can be marked as “evolution points”, and the devel-
oped software can be instrumented with appropriate mechanisms for
managing these evolution points. In Chapter 5 we present two case
studies and in Chapter 6 conclusions from these that presents a catego-
rization of changes in software product lines, that can be used to better
predict where future changes are likely to happen. By knowing these
categories, the evolution points in a feature graph can in many cases be
identified, and instrumented accordingly.

Figure 7. Evolution in a Feature Graph

Evolution on this level

Modification on this level
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5. Summary
In this chapter we discuss how evolution and variability are connected.
We argue that, just as there are variability points to support the varia-
tions found between different products, there are evolution points to
support the differences between product releases.

In many cases the evolution points and the variation points coincide,
which means that the evolution is concerned with extending or chang-
ing the choice of variations available at a particular variation point.

In other cases, there is no single evolution point to support a change
to the requirements. In these cases a variability point may be intro-
duced, if the change is product specific. Likewise, if the change is com-
mon to all products, there is no need to introduce a new variability
point.

We believe that evolution and variability are strongly connected con-
cepts. When evolving a software product line, any variability points
already present are taken advantage of. Likewise, variability points are
introduced at certain stages to support future evolution.

Understanding how evolution occurs and how it is implemented
implies that the software can be designed and implemented to support
such evolution. An attempt at understanding the paths that evolution
may take is presented in Chapter 6. Chapter 5 and Chapter 6 lead to,
we believe, a better understanding of how variability is introduced and
used during the evolution of a software product line. 
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Chapter 3

Cases

1. Introduction
This thesis is based on observations from three companies and one open
source project. In this chapter we present these cases further. The com-
panies are:

n Axis Communications
n Symbian
n Ericsson Software Technology
n Mozilla

Of these cases, we have hands-on experience with the first three, and
reasonable knowledge of the fourth. The Symbian and Mozilla cases are
two relatively new product lines, so these cases have, as yet, no evolution
history. Axis Communications and Ericsson Software Technology, on
the other hand, have used a product line approach for nearly a decade.
Consequently, we use the Axis Communications and Ericsson Software
Technology cases to further study evolution, but use the two other cases
during our studies on variability. The Symbian and Mozilla cases are
hence used, together with the Axis Communications and Ericsson Soft-
ware Technology cases, to relate and exemplify the variability mecha-
nisms presented in Chapter 4.
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2. Axis Communications

2.1 The company
Axis Communications is a relatively large Swedish software and hard-
ware company that develops networked equipments. Starting from a
single product, an IBM printer-server, the product line has now grown
to include a wide variety of products such as camera servers, scanner
servers, CD-ROM servers, Jaz-servers, and other storage servers.

Axis Communications has been using a product line approach since
the beginning of the ‘90s. Their software product line consists of reus-
able assets in the form of object-oriented frameworks. Currently, the
assets are formed by a set of 13 object-oriented frameworks, although
the size of the frameworks differs considerably.

The layout of the software product line is a hierarchy of specialized
products, of which some are product lines in themselves. At the top
level, elements that are common for all products in the product line are
kept, and below this level assets that are common for all products in a
certain product group are kept. Examples of product groups are the
storage servers, including for example the CD-ROM server, the Jaz
server and the camera servers. Under each product group, there is a
number of products, and below this are the variations of each product.
Figure 8 illustrates the layout of the software product line and the varia-
tions under each product group.

Each product group is maintained by a business unit that is responsi-
ble for the products that come out of the product line branch, and also
for the evolution and maintenance of the frameworks that are used in
the products. Business units may perform maintenance or evolution on
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a software asset that belongs to another business unit, but this must be
done with the consensus of the business unit in charge of the asset.

The company uses a standard view on how to work with their soft-
ware product line, even if their terminology might not be the same as is
used by academia. A product line architecture, in Axis’ eyes, consists of
components and relations. The components are frameworks that con-
tain the component functionality. We feel that this is a useful usage of
the framework notion, since each component covers a particular
domain and can be of considerable size, i.e. up to 100 KLoc. However,
when comparing it to the traditional view [Roberts & Johnson 1996],
frameworks are usually used in isolation, i.e. a product or system uses
only one framework. In the Axis case, a framework consists of an
abstract architecture and one or more concrete implementations.
Instantiation of the framework is thus made by creating a concrete
implementation by inheriting from the abstract classes, and plug this
into place in the product.

Further information on how the product line is maintained, and the
issues concerning this is presented in [Bosch 1999a] and [Bosch
1999b].

2.2 The studied product line
During our study, we have focused on a particular product and a partic-
ular component in one of Axis’ two software product lines, i.e. the stor-
age server and the file system component. This is a product initially
designed to plug in CD-ROM devices onto the network. This initial
product has later been evolved to several products, of which one is still a
CD-ROM server, but there is also a Jaz server and recently a HardDisk
server was added to the collection of storage servers. Central for all these
products is a file system framework that allows uniform access to all the
supported types of storage devices. In addition to being used in the stor-
age servers, the file system framework is also used in most other prod-
ucts since these products generally include a virtual file system for
configuration and for accessing the hardware device that the product
provides network support for. However, since most of the development
on the file system framework naturally comes from the storage business
unit, this unit is also responsible for it.

The file system framework has existed in two distinct generations, of
which the first was only intended to be included in the CD-ROM



Cases

42 Variability in Evolving Software Product Lines  

server, and was hence developed as a read-only file system. The second
generation was developed to support read and write file systems, and
was implemented accordingly. The first generation consists of a frame-
work interface, under which there are concrete implementations of vari-
ous file systems like ISO9660 (for CD-ROM disks), Pseudo (for virtual
files), UFS (for Solaris-disks), and FAT (for MS-DOS and MS-Win-
dows disks). These concrete file system implementations interface to a
block device unit, that in turn interface a SCSI-interface. Parallel with
the abstract framework is an access control framework. On top of the
framework interface, various network protocols are added such as NFS
(UNIX), SMB (MS-Windows), and Novell Netware. This is further
illustrated in Figure 9, where it is shown that the file system framework
consists of both the framework interface, and the access control that
interfaces various network protocols like NFS. We also see that the
block device unit and the caching towards device drivers such as the
SCSI unit is part of the file system framework, and that the concrete
implementations of file system protocols are thus surrounded by the file
system framework.

The second generation was similar to the first generation, but the
modularity of the system was improved. In addition, the framework was
prepared for incorporating some likely future enhancements based on
the experience from the first generation. Like the first generation, the
first release of this framework only had support for NFS, with SMB
being added relatively soon. An experimental i-node-based file system
was developed, and was later replaced by a FAT-16 file system imple-
mentation. The second generation file system framework is depicted in
Figure 10. As can be seen, the framework is split into several smaller and

NFS

File system Framework Access Control

ISO9660 Pseudo

Block Device/Caching

SCSI

Hardware

Figure 9. Generation one of the file system framework
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more specialized frameworks. Notably, the Access Control-part has been
“promoted” into a separate framework.

3. Symbian

3.1 The Company
Symbian is a joint venture formed by Psion, Ericsson, Motorola, Nokia
and Matsushita, and aims to set a worldwide standard for mobile wire-
less operating systems, and to enable a mass market for wireless infor-
mation devices, such as smart phones and communicators.

The company is based in London, and employs over 500 people.
Our study is done in their Ronneby office, where 45 people are
employed working with developing a variant of the EPOC operating
system.

Symbian develops EPOC for different types of devices, called “device
families”. Three device families can be identified, recognized by their
different screen sizes: a landscape display communicator (1/2 VGA
screen and upwards), a portrait display communicator (approximately
1/4 VGA screen), and smart phones (several lines of text at most). The
functionality available for these different screen sizes varies, as the screen
size is more a symptom of the size and capabilities of the device itself.

Each device family has a Device Family Requirements Definition
(DFRD), which determines the specifics for each platform. For each

Figure 10. Generation two of the file system framework
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device family, there is also a reference device, on which Symbian guaran-
tees correct behavior. The licensees adapt the system from this reference
device to their particular device, and maintain the parts of the system
that are unique for their device.

3.2 The System
EPOC is an operating system, an application framework, and an

application suite specially designed for wireless devices such as hand-
held, battery powered, computers and cellular phones. EPOC consists
of a core, which provides the APIs and runtime environment for other
applications, a communications component, providing APIs and the
communications infrastructure for the system and its applications, a
languages component, providing runtime environments for, for
instance, Java, and an applications layer consisting of different types of
applications.

The applications are divided into engines and GUIs, where engines
are the applications serving data that don’t require any user interface.
GUIs are the standard user applications, that communicate with one, or
a number of, engines to complete its tasks.

Challenges for Symbian when designing and developing EPOC are
to facilitate the customization process for their licensees, in that it
should be relatively easy for the licensees to adjust EPOC for their spe-
cific devices. It should also be possible for the licensees to apply their
own look and feel on not only the operating system, but also the appli-
cations. Preferably, third party applications should not be aware on
which device family they are running, but this proves to be difficult,
considering that the functionality offered must, in many cases, be
reduced for less advanced devices. For instance, with screen sizes varying
from a full VGA screen to a two-line cellular phone, the functionality,
and how this functionality is presented to the user, will differ vastly
between the different platforms.

More information can be obtained from Symbian’s website [Sym-
bian] and in [Bosch 2000].
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4. Ericsson Software Technology

4.1 The Company
Ericsson Software Technology is a leading software company within the
telecom industry. The company is located in southern Sweden, and
employs 800 people. Our study [Svahnberg & Bosch 1999a] was con-
ducted at the site in Ronneby, which is closest to the University. This
section of the company has been developing a software product line for
controlling and handling billing information from telecommunication
switching stations since the beginning of the 1990’s. Whereas the soft-
ware product lines in Axis Communications and Symbian are centered
around products for the consumer market, the product line in Ericsson
Software Technology is focused on developing products for large cus-
tomers, so there is typically one customer for each product released from
the software product line. [Mattsson & Bosch 1999a], [Mattsson &
Bosch 1999b], and [Mattsson & Bosch 1998] discuss the company and
the Billing Gateway product further.

4.2 The System
The Billing Gateway (BGw for short) is a mediating device between
telephone switching stations and various postprocessing systems, such as
billing systems, fraud control systems, etc. The task of the Billing Gate-
way is thus to collect call data from the switching stations, process the
data in various ways, and distribute it to the postprocessing systems.

The processing that is done inside the BGw includes formatting, i.e.
reshaping the data to suit the postprocessing systems, filtering, i.e. to fil-
ter out the relevant records, splitting, i.e. to clone a record to be able to
send it to more than one destination, encoding & decoding, i.e. to read
and write call data records in various formats, and routing, i.e. to send
them to postprocessing systems.

One of the main thoughts with the system architecture is to transfer
asynchronous data from and to the network elements and the post-pro-
cessing systems into a controlled, synchronous processing unit. To
achieve this, the system was divided into three major parts: collection,
processing, and distribution, as can be seen in Figure 11. Inside the pro-
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cessing node, there are four separate components, handling encoding,
processing, decoding, and data abstraction, as illustrated in Figure 12.

Collection and Distribution are solved using a Communication API,
CAPI. This CAPI is file-based, using the primitives connect, transfer,
commit, close, and abort. The call data is put into the file buffer, where
it is picked up by the processing node once this is ready to accept a new
file.

Inside the processing node, the files are first encoded into an internal
format which is then sent through a graph of processing points, such as
formatters and filters, that each process the data in some way. Last in the
graph the data is coded into an output format, after which is put into
the outgoing buffer for further distribution to post-processing systems.
Ericsson Software Technology uses the traditional framework view, in
that the entire Billing Gateway product is considered a framework, that
is instantiated for each customer. According to [Mattsson & Bosch
1999a], over 30 instantiations of the Billing Gateway have been deliv-
ered to customers. However, to view the Billing Gateway as one frame-
work yields, in our view, unnecessary complexity, and we find it better
to consider the components in the product, and to regard these from a
framework perspective, as is done in the other cases.

The Billing Gateway had, at the time of our study, existed in four
releases, further described in [Svahnberg & Bosch 1999a].

Network Elements (asynchronous) postprocessors (asynchronous)

Collection DistributionProcessing (synchronous)

Buffer Buffer

Figure 11. BGw, top-level architecture
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5. Netscape/Mozilla

5.1 The Company
Netscape Communications has developed web solutions (browsers,
servers and web centres) since 1994. Netscape decided to develop the
latest release of their web browser as an open source project.

Open source development has gained ground with the success of
Linux, and various applications for the Linux platform. With an open
source project, the development team is not located at, or even
employed by, a single company. Rather, enthusiasts from the entire
world band together to perform the development. Typically the devel-
opment is coordinated by a group of people responsible for the product.
This group is in charge of the overall architecture, the quality certifica-
tion, and for setting the direction of the development efforts.

An advantage of this type of development is that lead times are short-
ened. For instance, the time between when a bug is detected or a feature
invented until there is a patch or a new release of the system is available
is much shorter than if the feature or bug fix has to be scheduled for a
particular maintenance project.

The most pressing Disadvantage is the typically frequent version
updates, which makes it hard to keep track of what version of the sys-
tem is delivered to what customer, and what updates are relevant for a
particular customer. Because of this, open source developed products
are more suitable where the customer can, at leisure, download and
install a new version of the system. Should the customer require some
adaptions, as in the case with the licensees at Symbian, the frequent
releases impose a major problem, unless the interfaces to all variation
points have been stabilized.

5.2 The System
The Mozilla web browser is the Open Source project initiated by
Netscape to create their next generation of web browsers. One of the
design goals of Mozilla is to be a platform for web applications. Mozilla
is constructed using a highly flexible architecture, which makes massive
use of components. The entire system is organized around an infrastruc-
ture of XUL, a language for defining user interfaces, Java Script, to bind
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functionality to the interfaces, and XPCOM, a COM-like model (the
COM model is described, together with other component models in
e.g. [Szyperski 1997]) with components written in languages such as
C++. The use of C++ for lower level components ensures high perfor-
mance, whereas XUL and Java Script ensure high flexibility concerning
appearance (i.e. how and what to display), structure (i.e. the elements
and relations) and interactions (i.e. the how elements work across the
relations). This model enables Mozilla to use the same infrastructure for
all functionality sets, which ranges from e-mail and news handling to
web browsing and text editing. Moreover, any functionality defined in
this way is platform independent, and only requires the underlying C++
components to be reconstructed and/or recompiled for new platforms.

As in the Symbian case, the Mozilla browser is seen as a reference sys-
tem, that is extended and customized by licensees (including Netscape).
The challenge is to make Mozilla customizable enough to facilitate cur-
rent and future requirements on variation points. It is our belief that by
representing the architecture in XUL and Java Script, Mozilla provides a
state of the art solution for this challenge. This enables vendors to, for
example, add new functionality sets, i.e. applications in their own right,
and incorporate new standards, for instance regarding data formats such
as HTML, PDF and XML.

For further information regarding Mozilla, see [Mozilla] and
[Oeschger 2000].

6. Summary
In this chapter, we present the companies and products we have con-
ducted studies on. These cases are used in Chapter 4, Chapter 5, and
Chapter 6, where findings and reports from the studies are presented.
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Chapter 4

Variability

1. Introduction
The increased use of variability mechanisms is a trend that has been
present in software engineering for a long time, but typically ad-hoc
solutions have been proposed and used. To the best of our knowledge,
few attempts have been made to organize the existing approaches and
mechanisms in a framework or taxonomy, nor suggested design princi-
ples for selecting appropriate techniques for achieving variability.

Therefore, we address this in this chapter by presenting a terminol-
ogy for variability concepts, dimensions and aspects of variability, fun-
damental mechanisms for achieving variability and instantiations of
these mechanisms at different levels, i.e. variability techniques. These
mechanisms are used in the remainder of this thesis, to describe the vari-
ability introduced and used during the evolution of the studied cases.

As is shown in this chapter, the variability mechanisms are of three
different types, corresponding to different types of branches in a feature
graph, which is explored further in Section 2.

Variability can be introduced when first designing and building a
software product line, but can also be added anytime during the evolu-
tion of the software product line. However, whether the variation point
is added initially or during the life span of the software product line, the
same mechanisms are used.

Moreover, the mechanisms presented are not just relevant from a
variability perspective. The same mechanisms also facilitate evolution,
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as evolution can be seen as a form of variation over time instead of over
a number of products.

1.1 Background
Over the decades, variability in software assets has become increasingly
important in software engineering. Whereas software systems originally
were relatively static and it was accepted that any required change would
demand, potentially extensive, editing of the existing source code, this is
no longer acceptable for contemporary software systems. Instead,
although covering a wide variety in suggested solutions, newer
approaches to software design share as a common denominator that the
point at which design decisions concerning the supported functionality
and quality are made is delayed to later stages.

A typical example of delayed design decisions is provided by software
product lines. Rather than deciding on what products to build on fore-
hand, in software product lines, a software architecture, a set of compo-
nents and potentially an initial product are defined and implemented
such that they later can be configured to match the requirements of a
whole family of software products. A second example is the emergence
of software systems that dynamically can adopt their behavior at run-
time, either by selecting alternatives embedded in the software system or
by accepting new code modules during operation, e.g. plug-and-play
functionality. These systems are required to contain so-called ‘dynamic
software architectures’ [Oreizy et al. 1999].

The consequence of the developments described above is that
whereas earlier decisions concerning the actual functionality provided
by the software system were made during requirements specification
and had no effect on the software system itself, new software systems are
required to employ various variability mechanisms that allow the soft-
ware architects and engineers to delay the decisions concerning the vari-
ants to choose to the point in the development cycle that it optimizes
overall business goals. For example, in some cases, this leads to the situ-
ation where the decision concerning some variation points is delayed
until run-time, resulting in customer- or user-performed configuration
of the software system. 

Figure 13 illustrates how the variability of a software system is con-
strained during development. When the development starts, there are
no constraints on the system (i.e. any system can be built). During
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development the number of potential systems decreases until finally at
run-time there is exactly one system (i.e. the running and configured
system). At each step in the development, design decisions are made.
Each decision constrains the number of possible systems. When soft-
ware product lines are considered, it is beneficial to delay some decisions
so that products implemented using the shared product line assets can
be varied. We refer to these delayed design decisions as variability
points.

1.2 Product Instantiation
The process of creating a specific software product using a software
product line is called product instantiation. Typically there are multiple
relatively independent development cycles in companies that use soft-
ware product lines: one for the software product line itself (often
referred to as domain engineering), as software product lines are never
finished but evolve during use, and one for each product instantiation.

Instantiating a software product line typically means taking a snap-
shot of the current software product line and using that as a starting
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point for deriving a product. Basically, there are two steps in the instan-
tiation:

n Selection. In this phase the software product line is stripped from
all unneeded functionality. Where possible pre-implemented vari-
ants are selected for the variability points in the software product
line.

n Extension. In this phase additional variants are created for the
remaining variability points. 

From this we can see that there are two conflicting goals for a product
line. On one hand a product line has to be flexible in order to allow for
diverse product instantiations. On the other hand a product line has to
provide functionality that can be used out of the box in instances.

2. Variability Patterns
There exist a number of mechanisms to introduce variability into a sys-
tem. In Section 3, we describe these in further detail. What can be seen
is that these mechanisms work on different levels, and strive to bind the
system to one out of many variations, at different times in a system’s life
cycle from requirements to runtime. Another, perhaps more important
property of these mechanisms is that a few recurring patterns can be
seen throughout most of them with respect to how variability is intro-
duced, managed and bound. These patterns, the level (i.e. the size of the
varying entity), and the binding times all influence the selection of
which variability mechanism to use. Below, we present these aspects fur-
ther. Two other important aspects that distinguish the mechanisms
from each other are how the variability is managed, and when the it is
possible to add new variants to a variation point using a certain variabil-
ity mechanism. These two aspects are presented in Section 2.4 and
Section 2.5.

2.1 Levels
Basically, any entity used in a system can be made to vary. Therefore, we
have variation on all phases in a system’s life cycle, from architectural
design, to detailed design, implementation, compilation and linking
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and even at post-delivery. Depending on what entities are in focus on
each of these levels, the variation mechanisms work with these different
entities. However, many times the actual mechanisms used are very sim-
ilar.

2.2 Binding Times
The main purpose of introducing a variation point is to delay a deci-
sion, but at some time there must be a choice between the variants and a
single variation will be selected and executed. We call this that the sys-
tem is bound to a particular variation. However, it is not relevant to
bind variants at all levels. The places where one can expect variations to
be bound are illustrated in Figure 14, and are further described below,
where we also explain the additional information in the figure:

Pre-Delivery

n Product Architecture Derivation. The product line architecture
contains many open variation points. The binding of these varia-
tion points is what generates a particular product architecture.
Typically, configuration management tools are involved in this
process, and most of the mechanisms are on the level of architec-
tural design.

n Compilation. The finalization of the source code is done during
the compilation. This includes pruning the code according to
compiler directives in the source code, but also extending the
code to superimpose additional behaviour (e.g. macros and
aspects[Kiczalez et al. 1997]).

n Linking. When the link phase begins and when it ends is very
much depending on what programming and runtime environ-
ment is used. In some cases, linking is performed irrevocably just

Figure 14. Time scale of Binding times
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after compilation, and in some cases it is done when the system is
started. In other systems again, the running system can link and
re-link at will. How long linking is available determines mainly
how late new variants can be added to the system.

During pre-delivery, the variability patterns used are the variant and
optional entity patterns, which means that binding to a particular vari-
ant is done for the entire system.

Post-Delivery

n Start-up-time and Runtime (Customization). Some decisions
must be taken at the customer’s site, but can be seen as a delayed
step of generating a release binary. These decisions (variations) are
thus decided using start-up parameters, often in the form of con-
figuration files that can, for instance, load particular dynamic
libraries. These decisions can also be rebound during runtime.
How late new variants can be added depends on how advanced
the runtime environment is. This binding time is just a special
case of linking, with the exception that functionality provided
enables linking to be done after delivery.

n Runtime, Per Call (Adaptation to Runtime Environment).
This is the variability that renders an application interactive. Typ-
ically this variability is dealt with using any standard object-ori-
ented language. The set of variations can be closed at runtime, i.e.
it is not possible to add new variations, but it can also be open, in
which case it is possible to extend the system with new variations
at runtime. Typically, these are referred to as Plug-ins, and these
can normally be developed by third party vendors. The decision is
checked for each call in the software, but this does not imply that
the user must decide on a per call basis. On the contrary, there is
often some parameter in the software that is set to the desired var-
iant for the entire system. However, as stated, this parameter is
checked for every call to make sure that it has not changed.

During post-delivery, all variability patterns are used. During start-up
and runtime, the variant and optional patterns can be used, and the
multiple coexisting implementations pattern are in use during runtime
only. As stated above, if the latter mechanism is used, the decision of
which variant to use is checked once for every call. Note that we use a
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very wide definition of “call”. By “call” we mean any form of interaction
with an entity to complete a task, which can be anything between a sin-
gle call, a series of calls or a dialogue.

2.3 Recurring Patterns
The mechanisms presented in Section 3, which, to the best of our
knowledge, comprise a complete set, tend to fall into one of the catego-
ries below. The entities dealt with by the mechanisms differ (compo-
nents, classes, code), but the patterns with respect to how and when
they are bound are similar.

n Variant Entity. Variant entities map to the XOR-relation in a fea-
ture graph, in that there exist many entities, but one, and only
one, is active in the system at any given moment.

n Optional Entity. An optional entity is in many ways similar to a
variant entity, with the exception that there is only one variant
available, and the decision is instead whether to include it or not
into the system. This maps to optional features in a feature graph.

n Multiple Coexisting Entities. The last category consists of the
mechanisms where the running system contains several alternate
entities, and the decision of which to use is decided at runtime,
before each call, or at least for each job, to the entity. This maps
to the OR-relation in a feature graph.

The XOR and OR relations mentioned above are illustrated in Figure
15. As is presented, an XOR relation involves mutually exclusive enti-
ties, as opposed to an OR relation, where several entities can coexist in
the system.

How the categories above (Variant, Optional and Multiple Coexist-
ing Entities) are implemented is also similar on all levels of design and
implementation, namely by use of abstraction and concretization. At
one level, an abstract interface is included, and this abstract interface is
made concrete in a number of variations at the subsequent level or, as
the case often is during detailed design, at the same level. The difference
between variant and optional entities as opposed to multiple coexisting
entities is then how the rest of the system manages the variation point.
Figure 16 illustrates the principle of abstraction and concretization,
where we see how the system works against an interface specification,
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i.e. an abstract entity, which can be replaced by any concrete implemen-
tation of the interface.

The difference between the patterns lies mainly between variant and
optional entities on one side, and multiple coexisting entities on the
other. In the variant and optional entity patterns, the management of
the variation point is done separate from any calls to the entity, whereas
with multiple coexisting entities, the management is done within the
frame of one call. Moreover, the decision taken is, in the case of the vari-
ant and optional entity patterns, on a per system basis, i.e. the variant
chosen is valid for all calls, be they concurrent or not, in the system.
With the multiple coexisting entities pattern, the decision is taken on a
per call basis, i.e. the decision of which variant to use is taken for each
call.

It should be noted that even a variation point adhering to the multi-
ple coexisting entities pattern, which is, in many cases, mapped to an
OR-branch in a feature graph, will be transformed to an XOR-branch
at some time, since the system will at one point bind itself to one, and
only one entity. Where this transformation is done is more a matter of

Figure 15. Examples of OR and XOR relations in a Feature Graph
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philosophical interest; it can be said to happen as the mechanism is
implemented, but it can also be said to happen during runtime, as the
system gets ready to accept calls.

2.4 Management of Variability
The management of variability consists of two main tasks: (a) manage
the collection of variants, and (b) bind the system to one variant. There
are a number of sub-tasks involved as well, such as loading the variant
chosen into memory, but these tasks are typically programming lan-
guage or operating system specific.

The collection of variants can either be implicit or explicit. If the col-
lection is implicit, there is no first class representation of the collection,
which means that the system relies on the knowledge of the developers
or users to provide a suitable variant when so prompted. An explicit col-
lection, on the other hand, implies that the system can, by itself, decide
which variant to use. The collection can be closed, which means that no
new variants can be added, or it can remain open. Note that even if the
collection is closed, it can also be implicit, which is the case with, for
instance, a switch-case statement.

Likewise, binding can be done internally or externally, from the sys-
tems perspective. An internal binding implies that the system contains
the functionality to bind to a particular variant, whereas if the binding
is performed externally, the system has to rely on other tools, such as
configuration management tools to perform the binding. Relating this
to the collection, we see that the variability management can either be
implicit and external, implicit and internal, or explicit and internal.

Selection of what variant to use involves picking one variant out of
the collection of variants. In optional and variant entity, the selection is
done by a person, either a programmer or a user that makes a conscious
decision about which variant to use. In the case of multiple coexisting
entities, the system must possess enough information to select between
the variations. The interaction the user in this case provides is, at best,
by supplying the system with a particular event for processing.
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2.5 Adding new Variants
The time when a mechanism is open or closed for adding new variants
is mainly decided by the development and runtime environments, and
the type of entity that is represented by the variation point. Typically,
mechanisms open for adding variations during detailed design and
implementation are closed at compile-time. Mechanisms working with
components and component implementations are of a magnitude that
makes them interesting to keep open during runtime as well.

An important factor to consider is when linking is performed. If
linking can only be done during compilation, before delivery, then this
closes all mechanisms at this phase. If the system supports dynamically
linked libraries, mechanisms can remain open even during runtime.
Then it becomes a question whether the management of the variation
point is explicit or not, which decides whether the mechanism will be
open during actual runtime, or just at start-up time.

2.6 Summary
Summarizing the presentation above, we see that there are three catego-
ries, or three patterns, of mechanisms, and these have different charac-
teristics with respect to where the management is done, how large the
scope of each binding is, how the collection and binding is performed,
and when the mechanism is open for adding new variants. Table 1 pre-

Table 1. Comparison between patterns

Characteristic
Variant 
Entity

Optional 
Entity

Multiple 
Coexisting 
Entity

Management Separate from 
Call

Separate from 
Call

Performed in 
Call

Scope of Binding Valid for Entire 
System

Valid for Entire 
System

Valid for one Call

Collection Implicit or 
Explicit

Not Applicable Explicit

Binding External or Inter-
nal

External or Inter-
nal

Internal
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sents a comparison between the three patterns with respect to these
issues. The patterns, and the issues presented in Table 1 are used in
Section 3.

3. Variability Mechanisms
In this section, we present the actual mechanisms that can be used dur-
ing each phase of development. We base the layout of this section on
how we perceive the development and decision process that leads a
developer to choose a particular variability mechanism. In our view, this
process starts with the requirements, and a feature graph, where the pat-
tern (variant, optional or multiple coexisting entity) of the variability is
identified. The next step is to identify the desired binding time, and
lastly the size of the entity to vary is identified. However, we find it eas-
ier to look up the correct pattern if the description is sorted by intro-
duction time, rather than binding time. Because of this, we only briefly
present the patterns sorted by binding time, and then present them in
further detail sorted by introduction time.

It should also be noted that the binding time is a relative time, with
respect to the different development phases. If the binding time is, for
example, during product architecture derivation, then the time is fairly
straightforward, but if the binding time is at link-time, this is depend-
ing on when linking is performed in the development and runtime
environment. In some environments, linking may only be performed
before delivery, whereas in other environments, linking can be per-
formed at any time, even in the executing system.

The mechanisms presented below are the mechanisms that we have
encountered. We believe it to be fairly complete, but there may be other
mechanisms that we have not mentioned.

Open and Closed Depends on 
Runtime
Environment

Immediately 
Closed

Depends on 
Runtime
Environment

Table 1. Comparison between patterns

Characteristic
Variant 
Entity

Optional 
Entity

Multiple 
Coexisting 
Entity
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3.1 Notation
For each of the mechanisms presented in the sections below, we discuss
the following topics:

n Intent. This is a short description of the intent of the mechanism.
n Motivation. A description of the problems that the mechanism

address, and other forces that may be at play.
n Solution. Known solutions to the problems presented in the

motivation section.
n Lifecycle. A description of when the mechanism is open, when it

closes, and when it allows binding to one of the variants.
n Consequences. The consequences of using the mechanism, both

positive and negative effects.
n Examples. Some examples of the mechanism in use at the compa-

nies in which we have conducted case studies.

3.2 Variant Entity
The variant and optional entity patterns are not depending on explicit
collection and binding, which means that they can be applied to more
levels than the multiple coexisting entities pattern. However, because
the patterns can make use of explicit representations as well, it also
extends into runtime, which results in a very powerful tool for introduc-
ing variability. The following are the different mechanisms that can be
used to achieve the variant entity pattern, sorted by where the binding
takes place. Within parentheses we present the phases during which the
mechanisms are introduced.

Product Architecture Derivation:
n Architecture Reorganization (Architectural Design)
n Variant Architecture Component (Architectural Design)
n Variant Component Specialization (Detailed Design)
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Compilation:
n Condition on Constant (Implementation)
n Code Fragment Superimposition (Compilation)

Linking:
n Binary Replacement - Linker Directives (Linking)
n Binary Replacement - Physical (Linking)

Runtime:
n Infrastructure-Centred Architecture (Architectural Design)
n Condition on Variable (Implementation)

Below, we present these mechanisms in further detail, sorted by
design phase.

Architectural Design

During architectural design, there are three mechanisms available, of
which two are bound during product architecture derivation, and one is
bound during runtime. This last mechanism is thus useful to, for
instance, implement dynamic architectures. The entities in focus during
architectural design are the architecture as such, and the components in
the architecture.

Architecture Reorganization

Intent. Support several product specific architectures by reorganizing
the overall product line architecture.

Motivation. Although products in a product line share many concepts,
the control flow and data flow between these concepts need not be the
same. Therefore, the product line architecture is reorganized to form the
concrete product architectures. This involves mainly changes in the
control flow, i.e. the order in which components are connected to each
other, but may also consist of changes in how particular components are
connected to each other, i.e. the provided and required interface of the
components may differ from product to product.
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Solution. This mechanism is an implicit and external mechanism,
where there is no first-class representation of the architecture in the sys-
tem. For an explicit mechanism, see the Infrastructure-Centered Archi-
tecture mechanism. In the Architecture Reorganization mechanism, the
components are represented as subsystems controlled by configuration
management tools or, at best, Architecture Description Languages
(Requirements on architecture description languages are outlined in e.g.
[Shaw & Garlan 1994]). The variability lies in the configuration
requested by the configuration management tools. The actual architec-
ture is then depending on variability mechanisms on lower levels, for
example the Variant Component Specialization mechanism.

Lifecycle. This mechanism is open for the addition of new variations
during architectural design, where the product line architecture is used
as a template to create a product specific architecture. As detailed design
commences, the architecture is no longer a first class entity, and can
hence not be further reorganized. Binding time, i.e. when a particular
architecture is selected, is when a particular product architecture is
derived from the product line architecture. This also implies that this is
not a mechanism for achieving dynamic architectures. Should this be
required, use the Infrastructure-Centered Architecture mechanism that
is presented below.

Consequences. The major disadvantage of Architecture Reorganization
is that, although there is no first class representation of the architecture
on lower levels, they (the lower levels) still need to be aware of the
potential reorganizations. Code is thus added to cope with this reorga-
nization, be it used in a particular product or not.

Examples. At Axis Communications, a hierarchical view of the Product
Line Architecture is employed, where different products are grouped in
sub-trees of the main Product Line. To control the derivation of one
product out of this tree, a rudimentary, in-house developed, ADL is
used. Another example is Symbian that reorganizes the architecture of
the EPOC operating system for different hardware system families.
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Variant Architecture Component

Intent. Support several, differing, architectural components represent-
ing the same conceptual entity.

Motivation. In some cases, an architectural component in one particu-
lar place in the architecture can be replaced with another that may have
a differing interface, and sometimes also representing a different
domain. This need not affect the rest of the architecture. For example,
some products may work with hard disks, whereas others (in the same
product line) may work with scanners. In this case, the scanner compo-
nent replaces the hard disk component without further affecting the rest
of the architecture.

Solution. The solution to this is to support these architectural compo-
nents in parallel. The selection of which to use any given moment is
then delegated to the configuration management tools that select what
component to include in the system. Parts of the solution is also dele-
gated to lower layers, where the Variant Component Specialization will
be used to call and operate with the different components in the correct
way. To summarize, this mechanism has an implicit collection, and the
binding functionality is external.

Lifecycle. It is possible to add new variations, i.e. parallel components,
during architectural design, when new components can be added, and
also during detailed design, where these components are concretely
designed as separate architectural components. The architecture is
bound to a particular component during the transition from a product
line architecture to a product architecture, when the configuration man-
agement tool selects what architectural component to use.

Consequences. A consequence of using this pattern is that the decision
of what component interface to use, and how to use it, is placed in the
calling components rather than where the actual variation is situated.
Moreover, the handling of the differing interfaces cannot be coped with
on the same level as the actual variation, but has to be deferred until
later development stages.
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Examples. At Axis Communications, there existed during a long period
of time two versions of a file system component: one supporting both
read and write functionality, and one supporting only read functional-
ity. Different products used either the read-write or the read-only com-
ponent. Since they differed in the interface and implementation, they
were, in effect, two different architectural components.

Infrastructure-Centered Architecture

Intent. Make the connections between components a first class entity.

Motivation. Part of the problem when connecting components, and in
particular components that may vary, is that the knowledge of this vari-
ation and the actual connections, is hard coded in the required inter-
faces of the components, and is thus implicitly embedded into the
system. A reorganization of the architecture, or indeed a replacement of
a component in the architecture, would be facilitated if the architecture
is an explicit entity in the system, where such modifications could be
performed.

Solution. Make the connectors into first class entities, so the compo-
nents are no longer connected to each other, but are rather connected to
the infrastructure, i.e. the connectors. This infrastructure is then
responsible for matching the required interface of one component with
the provided interface of one or more other components. The infra-
structure can either be an existing standard, such as COM or CORBA,
or it can be an in-house developed standard. The infrastructure may
also be a scripting language, in which the connectors are represented as
snippets of code that are responsible for binding the components
together in an architecture. These code snippets can either be done in
the same programming language as the rest of the system, or it can be
done using a scripting language. Such scripting languages are, according
to [Ousterhout 1998], highly suitable for “gluing” components
together. The collection is, in this mechanism, implicit, and the binding
functionality is internal, as it is provided by the infrastructure.

Lifecycle. Depending on what infrastructure is selected, the mechanism
is open for adding new variants during a shorter or longer period. In
some cases, the infrastructure is open for the addition of new compo-
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nents as late as during runtime, and in other cases, the infrastructure is
concretized during compilation and linking, and is thus open for new
additions until then. However, since the additions are in the magnitude
of architectural components or component implementations, it
becomes unpractical to talk about adding new variations during, for
example, the implementation phase, as components are not in focus
during this phase. This mechanism can be seen as open for adding new
variants during architectural design, and during runtime. If this per-
spective is taken, it is closed during all other phases, because it is not rel-
evant to model this type of variation in any of the intermediate layers.
Another view is that the mechanism is only open during linking, which
may be performed at runtime. The latter perspective assumes a mini-
malistic view of the system, where anything added to the infrastructure
is not really added until at link-time. The mechanism binds the system
to a particular variant either during compilation time, when the infra-
structure is tied to the concrete range of components, or at runtime, if
the infrastructure supports dynamic adding of new components.

Consequences. When used correctly, this mechanism yields perhaps
the most dynamic of all architectures. Performance is impeded slightly
because the components need to abstract their connections to fit the
format of the infrastructure, which then performs more processing on a
connection, before it is concretized as a traditional interface call again.
In many ways, this mechanism is similar to the Adapter Design Pattern
[Gamma et al. 1995].

The infrastructure does not remove the need for well-defined inter-
faces, or the troubles with adjusting components to work in different
operating environments (i.e. different architectures), but it removes part
of the complexity in managing these connections.

Examples. Programming languages and tools such as Visual Basic, Del-
phi and Java Beans support a component based development process,
where the components are supported by some underlying infrastruc-
ture. Another example is the Mozilla web browser, which makes exten-
sive use of a scripting language, in that everything that can be varied is
implemented in a scripting language, and only the atomic functionality
is represented as compiled components.
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Detailed Design

During detailed design, there is only one mechanism available, due to
the fact that there is only one element in focus, namely classes.

Variant Component Specializations

Intent. Adjust a component implementation to the product architec-
ture.

Motivation. Some variation techniques on the architectural design level
require support in later stages. In particular, those techniques where the
provided interfaces vary need support from the required interface side as
well. In these cases, what is required is that parts of a component imple-
mentation, namely those parts that are concerned with interfacing a
varying component, needs to be replaceable as well. This mechanism
can also be used to tweak a component to fit a particular product’s
needs.

Solution. Separate the interfacing parts into separate classes that can
decide the best way to interact with the other component. Let the con-
figuration management tool decide what classes to include at the same
time as it is decided what variant of the interfaced component to
include in the product architecture. Accordingly, this mechanism has an
implicit collection, and external binding functionality.

Lifecycle. The available variations are introduced during detailed
design, when the interface classes are designed. The mechanism is
closed during architectural design, which is unfortunate since it is here
that it is decided that the mechanism is needed. This mechanism is
bound when the product architecture is instantiated from the source
code repository.

Consequences. Consequences of using classes are that it introduces
another layer of indirection, which may consume processing power. It
may also not always be a simple task to separate the interface. Suppose
that the different variants require different feedback from the common
parts, then the common parts will be full with method calls to the vary-
ing parts, of which only a subset is used in a particular configuration.
Naturally this hinders readability of the source code. However, the use
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of classes like this has the advantage that the variation point is localized
to one place, which facilitates adding more variants and maintaining the
existing variants.

Examples. The Storage Servers at Axis Communications can be deliv-
ered with a traditional cache or a hard disk cache. The file system com-
ponent must be aware of which is present, since the calls needed for the
two are slightly different. Thus, the file system component is adjusted
using this variation mechanism to work with the cache type present in
the system.

Implementation

During implementation, the entity available is the source code, and
there are two mechanisms by which the source code can be made to
vary. The mechanisms are very similar, and differ mostly on the binding
time. Typically, they are used by other, higher level variation mecha-
nisms to implement the connections in the system.

Condition on Constant

Intent. Support several ways to perform an operation, of which only
one will be used in any given system.

Motivation. Basically, this is a more fine-grained version of a Variant
Component Specialization, where the variation point is not large
enough to be a class in its own right. The reason for using the Condi-
tion on Constant mechanism can be for performance reasons, and to
help the compiler remove unused code. In the case where the variation
concerns connections to other, possibly variant, components, it is also a
means to actually get the code through the compiler, since a method call
to a nonexistent class would cause the compilation process to abort.

Solution. We can, in this mechanism, use two different types of condi-
tional statements. One form of conditional statements is the pre-proces-
sor directives such as C++ ifdefs, and the other is the traditional if-
statements in a programming language. If the former is used, it can
actually be used to alter the structure of the system, for example by opt-
ing to include one file over another, whereas the latter can only work
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within the frame of one system structure. In both cases, the collection is
implicit, but, depending on whether traditional constants or pre-proces-
sor directives are used, the binding mechanism is either internal (for tra-
ditional constants) or external (for pre-processor directives).

Lifecycle. This mechanism is introduced while implementing the com-
ponents, and is activated during compilation of the system, where it is
decided using compile-time parameters which variation to include in
the compiled binary. If a constant is used instead of a compile-time
parameter, this is also bound at this point. After compilation, the mech-
anism is closed for adding new variations.

Consequences. Using ifdefs, or other pre-processor directives, is always
a risky business, since the number of potential execution paths tends to
explode when using ifdefs, making maintenance and bug-fixing diffi-
cult. Variation points often tend to be scattered throughout the system,
because of which it gets difficult to keep track of what parts of a system
are actually affected by one variation.

Examples. TAxis Communication use this mechanism to support he
different cache types in different Storage Servers, that can either be a
Hard Disk cache or a traditional cache. The file system component
must call whichever is present in the system in the correct way. Working
with the cache is spread throughout the file system component, because
of which many variability mechanisms on different levels are used.

Condition on Variable

Intent. Support several ways to perform an operation, of which only
one will be used at any given moment, but allow the choice to be
rebound during execution.

Motivation. Sometimes, the variability provided by the Condition on
Constant mechanism needs to be extended into runtime as well. Since
constants are evaluated at compilation, this cannot be done, because of
which a variable must be used instead.

Solution. Replace the constant used in Condition on Constant with a
variable, and provide functionality for changing this variable, i.e. varia-
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tion management. This mechanism cannot use any compiler directives,
and hence it is rather viewed as a pure programming language construct.
Unlike the Condition on Constant mechanism, the management of the
variation point needs to be internal for this mechanism to work. How-
ever, the collection need not be explicit, it is sufficient if the binding is
internal.

Lifecycle. This mechanism is open during implementation, where new
variations can be added, and is closed during compilation. It is bound at
runtime, where the variable is given a value that is evaluated by the con-
ditional statements.

Consequences. This is a very flexible typesafe mechanism, and can also
be used to achieve variability of the multiple coexisting entity pattern. It
is a relatively harmless mechanism, but, as with Condition on Constant,
if the variation is spread throughout the code, it becomes difficult to get
an overview.

Examples. This mechanism is used in all software programs to control
the execution flow.

Compilation

During compilation the source code is transformed into an execut-
able binary. This is normally not an interactive process, which limits the
number of mechanisms available. One new mechanism is, however,
introduced, namely the Code Fragment Superimposition mechanism.

Code Fragment Superimposition

Intent. Introduce new considerations into a system without directly
affecting the source code.

Motivation. Because a component can be used in several products, it is
not desired to introduce product-specific considerations into the com-
ponent. However, it may be required to do so in order to be able to use
the component at all. Product specific behavior can be introduced using
practically any mechanism, but these all tend to obscure the view of the
component’s core functionality, i.e. what the component is really sup-
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posed to do. It is also possible to use this mechanism to introduce varia-
tions of other forms that need not have to do with customizing source
code to a particular product.

Solution. The solution to this is to develop the software in a generic
way, and then superimpose the product-specific concerns at a stage
where the work with the source code is completed anyway. There exists
a number of tools for this, e.g. Aspect Oriented Programming [Kiczalez
et al. 1997], where different concerns are weaved into the source code
just before the software is passed to the compiler, and superimposition
as proposed by [Bosch 1999c], where additional behavior is wrapped
around existing behavior. The collection is, in this case, also implicit,
and the binding is performed external of the system.

Lifecycle. This mechanism is open during the compilation phase,
where the system is also bound to a particular variation. However, the
superimposition mechanism can also simulate the adding of new con-
cerns, or aspects, at runtime. These are in fact added at compilation but
the binding is deferred to runtime, by internally using other variability
mechanisms, such as Condition on Variable.

Consequences. Consequences of superimposing an algorithm are that
different concerns are separated from the main functionality. However,
this also means that it becomes harder to understand how the final code
will work, since the execution path is no longer obvious. When develop-
ing, one must be aware that there will, when the mechanism is used, be
a superimposition of additional code at a later stage. In the case where
binding is deferred to runtime, one must even program the system to
add a concern to an object.

Examples. To the best of our knowledge, none of the case companies
use this mechanism. This is not surprising, considering that most tech-
niques for this mechanism are at a research and prototyping stage.

Linking

During linking, what can be made varying, is the files that are included
in the system. As mentioned earlier, the duration of the linking phase is
very much depending on the runtime environment. It can end directly
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after compilation, and it can also extend until start-up-time, or even
until runtime. There are two mechanisms that concern linking, and
these differ mainly in whether the management is internal or external.

Binary Replacement - Linker Directives

Intent. Provide the system with alternative implementations of underly-
ing system libraries.

Motivation. In some cases, all that is required to support a new plat-
form is that an underlying system library is replaced. For example, when
compiling a system for different UNIX-dialects, this is often the case. It
need not even be a system library, it can also be a library distributed
together with the system to achieve some variability. For example, a
game can be released with different libraries to work with the window
system (Such as X-windows), an OpenGL graphics device or to use a
standard SVGA graphics device.

Solution. Represent the variants as stand-alone library files, and
instruct the linker which file to link with the system. If this linking is
done at runtime, the binding functionality must be internal to the sys-
tem, whereas it can if the linking is done during the compile and linking
phase prior to delivery be external and managed by a traditional linker.
An external binding also implies, in this case, an implicit collection.

Lifecycle. This mechanism is open for new variations as the system is
linked. It is also bound during this phase. As the linking phase ends, this
mechanism becomes unavailable. However, it should be noted that the
linking phase need not end. In modern systems, linking is available dur-
ing execution.

Consequences. This is a fairly well developed variation mechanism,
and the consequences of using it are relatively harmless.

Examples. The web browsing component of Internet Explorer can be
replaced with the web browsing component of Mozilla in this fashion.
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Binary Replacement - Physical

Intent. Facilitate the modification of software after delivery.

Motivation. Unfortunately, very few software systems are released in a
perfect and optimal state, which creates a need to upgrade the system
after delivery. In some cases, these upgrades can be done using the vari-
ability mechanisms at variation points already existing in the system,
but in others, the system does not currently support variation at the
place needed.

Solution. In order to introduce a new variation point after delivery, the
software binary must be altered. The easiest way of doing this is to
replace an entire file with a new copy. To facilitate this replacement, the
system should thus be organized as a number of relatively small binary
files, to localize the impact of replacing a file. Furthermore, the system
can be altered in two ways, either the new binary completely covers the
functionality of the old one, or the new binary provides additional func-
tionality in the form of, for example, a new variation point using a pre-
delivery variability mechanism. The collection in this mechanism is also
implicit, and the binding is external to the system.

Lifecycle. This mechanism is bound after delivery, normally before
start-up of the system. In this mechanism the method for binding to a
variation is also the one used to add new variations. After delivery, the
mechanism is always open for adding new variants.

Consequences. If the new binary does not introduce a “traditional”,
first class, variation point the same mechanism will have to be used
again the next time a variation at this point is detected. However, if a
traditional variation point is introduced, this facilitates future changes
at this particular point in the system. Replacing binary files is normally
a volatile way of upgrading a system, since the rest of the system may in
some cases even be dependent on software bugs in the replaced binary
in order to function correctly. Moreover, it is not trivial to maintain the
release history needed to keep consistency in the system.
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Examples. Axis Communications provides a possibility to upgrade the
software in their devices by re-flashing the ROM. This basically replaces
the entire software binary with a new one.

3.3 Optional Entity
The mechanisms concerning optional entities are very similar to those
concerning variant entities. One reason for this is that an optional entity
is in many cases just a special case of a variant entity, where one of the
variants is empty. A characteristic of mechanisms of the optional entity
pattern is that they are closed as soon as they are introduced, since there
can be only one variation to choose. The similarities between optional
and variant mechanisms make it possible to combine them while imple-
menting the solutions. However, a huge difference lies in the fact that
whereas a call to a variant entity is always direct, a call to an optional
entity needs to make sure that there actually is something to call. This
makes it possible to implement an optional entity mechanism in two
ways, either on the calling side, to simply remove the call, or on the
called side, by ignoring the call.

The mechanisms available, adhering to the optional entity pattern,
are (sorted by binding time):

Product Architecture Derivation:
n Optional Architecture Component (Architectural Design)
n Optional Component Specialization (Detailed Design)

Compilation:
n Condition on Constant (Implementation)

Runtime:
n Condition on Variable (Implementation)

Below, we present these in further detail. The mechanisms Condition
on Constant and Condition on Variable are exactly the same as for the
variable entity pattern, because of which we do not present them again.
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See the Condition on Constant and Condition on Variable mechanisms
for further information about these patterns.

Architectural Design

During architectural design, one mechanism, i.e. Optional Architecture
Component, is available for introducing an optional entity into the sys-
tem.

Optional Architecture Component

Intent. Provide support for a component that may, or may not be
present in the system.

Motivation. Some architectural components may be present in some
products, but absent in others. For example, a Storage Server at Axis
Communications can optionally be equipped with a so-called hard disk
cache. This means that in one product configuration, other components
need to interact with the hard disk cache, whereas in other configura-
tions, the same components do not interact with this architectural com-
ponent.

Solution. There are two ways of solving this problem, depending on
whether it should be fixed on the calling side or the called side. If we
desire to implement the solution on the calling side, the solution is sim-
ply delegated downwards to other optional entity mechanisms. To
implement the solution on the called side, which may be nicer, but is
less efficient, create a “null” component, i.e. a component that has the
correct interface, but replies with dummy values. This latter approach
assumes, of course, that there are predefined dummy values that the
other components know to ignore. The collection is in an optional
entity pattern not relevant, which, in general, results in it being implicit.
The binding for this mechanism is done external to the system.

Lifecycle. This mechanism is open when a particular product architec-
ture is designed based on the product line architecture, but, for the lack
of architecture representation in later stages, is closed at all other times.
The architecture is bound to the existence or non-existence of a compo-
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nent when a product architecture is selected from the product line
architecture.

Consequences. Consequences of using this mechanism are that the
components depending on the optional component must either have
mechanisms to support its not being there, or have mechanisms to cope
with dummy values. The latter technique also implies that the “plug”,
or the null component will occupy space in the system, and the dummy
values will consume processing power. An advantage is that should this
variation point later be extended to a variant architecture component
point, the functionality is already in place, and all that needs to be done
is to open the collection of variations in order to add more variants.

Examples. The choice which actual caching algorithm to use for the
Hard Disk Cache at Axis Communications, as described earlier, uses the
Optional Architecture Component mechanism. Also, in the EPOC
Operating System, the presence or absence of a network connection
decides whether network drivers should be loaded or not.

Detailed Design

Detailed design introduces an additional mechanism for adding an
optional entity variation point, as described below.

Optional Component Specializations

Intent. Include or exclude parts of the behavior of a component imple-
mentation.

Motivation. A particular component implementation may be custom-
ized in various ways by adding or removing parts of its behavior. For
example, depending on the screen size an application for a handheld
device can opt not to include some features, and in the case when these
features interact with others, this interaction also needs to be excluded
from the executing code.

Solution. Separate the optional behavior into a separate class, and cre-
ate a “null” class that can act as a placeholder when the behavior is to be
excluded. Let the configuration management tools decide which of
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these two classes to include in the system. Alternatively, surround the
optional behavior with compile-time flags to exclude it from the com-
piled binary. Binding is in this mechanism done externally.

Lifecycle. This mechanism is introduced during detailed design, and is
immediately closed to adding new variants, unless the variation point is
transformed into a Variant Component Specialization. The system is
bound to the inclusion or exclusion during the product architecture
derivation.

Consequences. It may not be easy to separate the optional behavior
into a separate class. The behavior may be such that it cannot be cap-
tured by a “null” class.

Examples. At one point, when Axis Communications added support
for Novel Netware, some functionality required by the file system com-
ponent was specific for Netware. This functionality was fixed external of
the file system component, in the Netware component. As the function-
ality was later implemented in the file system component, it was
removed from the Netware component. The way to implement this was
in the form of an Optional Component Specialization.

3.4 Multiple Coexisting Entities
Mechanisms adhering to the multiple coexisting entities pattern occur
slightly later during the lifecycle of the system, since these mechanisms
are concerned with how to respond to a particular call, which means
that the system naturally must be executing as the call occurs. It also
implies that these mechanisms require a first class representation in the
system, even if they need not be explicit per se.

The mechanisms available are:
Runtime:
n Multiple Coexisting Component Implementations (Detailed

Design)
n Multiple Coexisting Component Specializations (Detailed

Design)
n Condition on Variable (Implementation)
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Below, these mechanisms are presented in further detail.

Detailed Design

During detailed design, two mechanisms are introduced. These do, in
fact, address two different levels, one is focused on the interface of the
component implementations, and how to vary entire component imple-
mentations, whereas the second is focussed on variation inside one com-
ponent implementation.

Multiple Coexisting Component Implementations

Intent. Support several concurrent and coexisting implementations of
one architectural component.

Motivation. An architectural component typically represents some
domain, or sub-domain. These domains can be implemented using any
of a number of standards, and typically a system must support more
than one simultaneously. For example, a hard disk server typically sup-
ports several network file system standards, such as SMB, NFS and Net-
ware, and is able to choose between these at runtime. Forces in this
problem are that the architecture must support these different compo-
nent implementations, and other components in the system must be
able to dynamically determine to what component implementation data
and messages should be sent.

Solution. Implement several component implementations adhering to
the same interface, and make these component implementations tangi-
ble entities in the system architecture. There exists a number of Design
Patterns [Gamma et al. 1995] that facilitates in this process. For exam-
ple, the Strategy pattern is, on a lower level, a solution to the issue of
having several implementations present simultaneously. Using the Bro-
ker pattern is one way of assuring that the correct implementation gets
the data, as is patterns like Abstract Factory and Builder. Part of the flex-
ibility of this pattern stems from the fact that the collection is explicitly
represented in the system, and the binding is done internally.

The decision on exactly what component implementations to
include in a particular product (i.e. setting up the collection of imple-
mentations) is delegated to configuration management tools.
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Lifecycle. This mechanism is introduced during architectural design,
but is not open for addition of new variants until detailed design. It is
not available during any other phases. The binding time of this mecha-
nism is at runtime, either at start-up, where a start-up parameter decides
which component implementation to use, or at runtime, when an event
decides which implementation to use. If the system supports dynamic
linking, the linking can be delayed until binding time, but the mecha-
nism works equally well when all variants are already compiled into the
system. However, if the system does support dynamic linking, the
mechanism is in fact open for adding new variations even during run-
time, provided that the collection of variants is made explicit.

Consequences. Consequences of using this mechanism are that the sys-
tem will support several implementations of a domain simultaneously,
and it must be possible to choose between them either at start-up or
during execution of the system. Similarities in the different domains
may lead to inclusion of several similar code sections into the system,
code that could have been reused, had the system been designed differ-
ently.

Examples. Axis Communications use this mechanism to, for example,
select between different network communication standards. Ericsson
Software Technology use this mechanism to select between different fil-
tering techniques to perform on call data in their Billing Gateway prod-
uct. The web browsing component of Mozilla, called Gecko, supports
an interface originally designed to enable Internet Explorer to be
embedded in applications. By supporting this interface, Gecko can be
used in embedded applications as an alternative to Internet Explorer.

Multiple Coexisting Component Specializations

Intent. Support the existence and selection between several specializa-
tions inside a component implementation.

Motivation. It is required of a component implementation that it
adapts to the environment in which it is executing, i.e. that for any
given moment during the execution of the system, the component
implementation is able to satisfy the requirements from the user and the
rest of the system. This implies that the component implementation is
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equipped with a number of alternative executions, and is able to, at
runtime, select between these.

Solution. Among others, there are two Design Patterns that are applica-
ble here: Strategy and Template Method. Alternating behavior is col-
lected into separate classes, and mechanisms are introduced to, at
runtime, select between these classes. Using Design Patterns makes the
collection implicit, but the binding is still internal to the system.

Lifecycle. This mechanism is open for new variations during detailed
design, since classes and object oriented concepts are in focus during
this phase. Because these are not in focus in any other phase, this mech-
anism is not available anywhere else. The system is bound to a particular
specialization at runtime, when an event occurs.

Consequences. Depending upon the ease by which the problem divides
into a generic and variant parts, more or less of the behavior can be kept
in common. However, the case is often that even common code is
duplicated in the different strategies. A hypothesis is that this could
stem from quirks in the programming language, such as the self problem
[Lieberman 1986].

Examples. A hand-held device can be attached to communication con-
nections with differing bandwidths, such as a mobile phone or a LAN,
and this implies different strategies for how the EPOC operating system
retrieves data. Not only do the algorithms for, for example, compression
differ, but on a lower bandwidth, the system can also decide to retrieve
less data, thus reducing the network traffic. This variation need not be
in the magnitude of an entire component, but can often be represented
as strategies within the concerned components.

Implementation

During the implementation phase, there is one mechanism available,
which is also available if the variant or optional entity patterns are used.

Condition on Variable
This mechanism is, in all essentiality the same as for the variant entity
pattern, and is presented in detail in the mechanism “Condition on



Variability

80 Variability in Evolving Software Product Lines  

Variable” in Section 3.2. The only difference is that imposed by the pat-
tern itself. If the mechanism is used to achieve a variant entity the cur-
rent selection is valid for the entire system, whereas for the multiple
coexisting entities pattern the selection is only valid for one call. The
latter also implies that there may be several instances of the same code
executing in parallel. If the mechanism is used for the variant entity pat-
tern, the decision of which variant to use is also a more conscious choice
of the user than if it is used for a multiple coexisting entities situation.

4. Summary
In this chapter we present the available mechanisms, from a technical
perspective, for achieving variability in a software product line. These all
pertain to one of three variability patterns, which is also presented. We
summarize the available mechanisms in Table 2. These mechanisms are
not only introduced during the initial design of the product line, but
can also be added, removed, or converted into other mechanisms during
the evolution of the software product line. In the next chapter, we give
two examples of how software product lines evolve, and how variability
mechanisms are introduced and used to support both the variability
between products and the variability between releases of products.
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Chapter 5

Evolution using Variability 
Mechanisms

1. Introduction
Evolution in a software product line is concerned with the adaptive,
perfective and corrective maintenance [Swanson 1976] performed dur-
ing the products’ life cycles. There exist a small number of approaches
towards evolution. The first is to ignore the evolution altogether, and
deal with it once it is required. Another approach is to have a very rigor-
ous evolution plan, where it is known exactly what new requirements to
implement during any given implementation cycle.

We believe that both these strategies are inadequate when developing
a software product line. Rather, we believe that the software should be
instrumented, to a certain degree, to cope with likely evolution. How-
ever, to be able to predict what types of evolution that are likely to
occur, it must first be understood what evolution is all about, and how it
occurs in a software product line.

To this end we present in this chapter how, in two cases, components
have evolved over a number of releases. We also present how this evolu-
tion makes use of, or introduces variability points into the software, as
we believe that the introduction and usage of variability points is done
to facilitate current and future evolution of the software. In the next
chapter, we present, based on the two cases in this chapter, a taxonomy
of evolution, and discuss how and what variability mechanisms are
related to each type of evolution.
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2. Case Study Method
The main goal in our study was to find out how a framework evolves
when it is part of a software product line. To achieve this goal, we con-
ducted interviews with key personnel that have been involved in the
studied systems for quite some time. Furthermore, we studied require-
ment specifications, design documents, and functional specifications
that we got either from the companies intra-net, or from other sources.

Before the interviews, much time was spent on studying the available
documentation, in order to get a good background understanding. The
interviews were open, and consisted mostly of encouragements to the
interviewed people to help them remember how and in what order
things happened. The interview findings were correlated to what was
found in the documentation, and some further questions were later
asked to the interviewed people, to further explain discrepancies and
things that were unclear.

The two case sites were selected in a non-random manner. The first
case, at Axis Communications, was selected because Axis is a large soft-
ware company in the region, Axis was, at the time of our study, part of a
government-sponsored research project on software architectures of
which our university was one of the other partners, and thirdly Axis has
a philosophy of openness, making it relatively easy to conduct studies
within this company. The second case, at Ericsson Software Technology,
was chosen because it resides close to the campus, making it easy to
interact with them, and because our university has had a number of
fruitful cooperations together with Ericsson in the past.

The choice to exclude the two other cases described in this thesis
from this study is based on that these are relatively new companies/
products and have hence not acquired any evolution history to examine
yet.

Despite this “convenience sampling”, we believe that the companies
are representative for a larger category of software development organi-
zations.
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Throughout the cases, we use a number of terms which are briefly
explained in Table 3. An in-depth knowledge of these terms should not
be necessary to understand the contents of this chapter.

Table 3: Words and Acronyms used in case studies descriptions

Word/Acronym Explanation

BGw Billing Gateway

DirectoryRecord A class in Axis’ file system framework

FAT A disk file system

I-node A part of certain file systems, such as UFS and UDF

ISO9660 The file system format used on CD-ROMs

Joliet A standard for long file names

MUPP-fs An in-house developed file system at Axis

NDS A network management protocol.

NFS Network File System, used by SUN Microsystems

NWAccessRight
NWUser

Two classes in Axis’ Access Control framework used to 
manage access rights for Netware

PCNFS A PC implementation of NFS

RAID A disk storage system

Rockridge A standard for long file names

SCSI A hardware standard for peripherals

SMB A network file system from Microsoft

SMBAccessRight
SMBUser

Two classes in Axis’ Access Control framework used to 
manage access rights for SMB

SNMP A network management protocol

UDF A disk file system

UFS A disk file system used by SUN Microsystems



Evolution using Variability Mechanisms

88 Variability in Evolving Software Product Lines  

3. Case 1: StorageServer
In this first case we studied a software product line at Axis Communica-
tions AB. This section presents the evolution of a major component in
the architecture, i.e. an object-oriented framework for file systems. We
describe two generations of this component, consisting of four releases
each.

3.1 Generation one, Release 1
The requirements on this, the very first release of the product, were to
develop a CD-ROM server. A CD-ROM server is, as described in
Chapter 3, a device that distributes the contents of a CD-ROM over the
network. This implies support for network communication, network
file system support, CD-ROM file system support, and access to the
CD-ROM hardware. The birth of the CD-ROM product started this
product line. The product line was later to branch in three different
sub-trees with the introduction of the camera servers and the scanner
servers.

Requirements on the file system framework were to support the CD-
ROM file system, i.e. the ISO9660 file system, and a Virtual-file pseudo
file system for control and configuration purposes. In release one, it was
only required that the framework supported the NFS protocol.

In Figure 17 we see a subsection of the product line architecture
where the NFS protocol, which is an example of a network file system
protocol, interfaces the file system framework. The file system frame-
work in turn accesses a hardware interface, in this case a SCSI interface.

NFS

File system Framework Access Control

ISO9660 Pseudo

Block Device/Caching

SCSI

Hardware

Figure 17. Generation one of the file system framework
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It is not shown in the picture how the network file system protocol con-
nects to the network protocol components to communicate using for
example TCP/IP, and how these protocol stacks in turn connect to the
network hardware interfaces.

The two framework implementations, the ISO9660 and the Pseudo
file system implementations differed of course in how they worked, but
the most interesting difference was in how access rights were handled
differently in the two subsystems. In the ISO9660 implementation
access rights were handed out on a per-volume basis, whereas in the
Pseudo file system access rights could be assigned to each file. This was
done with the use of the two classes NFSUser and NFSAccessRight.

Later in the project, SMB was added as well, which did not change
much, since SMB is not that different from NFS. Code was added to
handle access control for SMB, specifically the classes SMBUser and
SMBAccessRight were added.

In retrospect, it is hard to agree upon a cause for why the code was
bound to a particular network file system, i.e. NFS. Inadequate analysis
of future requirements on the file system framework could be one rea-
son. Shortage of time could be another reason; there might not have
been enough time to do it flexible enough to support future needs.

Variability Mechanisms

In this first release, a number of variability mechanisms was added to
support the variability required of this product, as well as some future
variation points. The two file systems, ISO9660 and the pseudo file sys-
tem were added using the Multiple Coexisting Component Implementa-
tions mechanism, and this mechanism was also used to provide support
for more than one network file system, even though the first release only
included NFS support. This turned out to be fortunate, when the SMB
protocol was added later in the project. The SCSI interface was con-
nected using the Variant Component Specialization mechanism.

Access rights were added as a number of classes, using the Multiple
Coexisting Component Specializations mechanism.

It is most obvious in this first release how the variability mechanisms
are introduced because of a perceived need for them in the future. Dur-
ing the first release of the second generation, we will see more examples
of variability mechanisms being introduced early, to be used first in later
releases.
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3.2 Generation one, Release 2
The goal for the second product line release was, among other things, to
create a new product. To this end, a shift from Ethernet to Token Ring
was conducted. In addition, support for the Netware network file sys-
tem was added, plus some extensions to the SMB protocol. Further-
more, the SCSI-module was redesigned, support for multisession CD’s
was added, as well as a number of other minor changes.

This had the effect on the product line architecture that Netware was
added as a concrete implementation in the network file system frame-
work, modules for Token Ring were added, and a number of framework
implementations were changed, as discussed below. Figure 18 summa-
rizes how the product line architecture was changed by the new prod-
ucts requirements.

The addition of the Netware protocol could have had severe implica-
tions on the file system framework, but the requirements were reformu-
lated to avoid these problems. Instead of putting the requirements that
were known to be hard to implement in the existing architecture into
the framework, the specification of the Netware protocol was changed
to suit what could be done within the specified time frame for the
project. This meant that all that happened to the file system framework
was the addition of NWUser and NWAccessRight-classes. Basically, it
was this access rights model that could not support the Netware model
for setting and viewing access rights.

The NWUser and NWAccessRight-classes were added to the imple-
mentations of the Pseudo file system and the ISO9660 module. Fur-
thermore, the ISO9660-module was modified to support multisession
CD’s.

Late in this project a discrepancy was found between how Netware
handles file-ID’s compared to NFS and SMB. Instead of going to the
bottom of the problem and fixing this in the ISO9660-module, a file-

SCSI

Netware

Ethernet Modules

Token Ring Modules

NFS

SMB

Network File System
Framework

File System
Framework

Pseudo

ISO9660Legend:

New

Modified

Unchanged

Figure 18. Changes in generation one, release 2

Network protocol
Framework
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name cache was added to the Netware module. Again, the file system
framework interface managed to survive without a change.

Variability Mechanisms

The shift from Ethernet to Token Ring was conducted using the Variant
Architecture Component mechanism. Adding Netware support was
done using the variability mechanism already in place for adding net-
work file systems. Also using the existing variation point, the access
rights for netware was added to the ISO9660 and Pseudo file systems.
There were no variability mechanisms in place to support the changes to
the SMB module and the SCSI driver, and none were introduced as a
result of the modifications to these components. The name cache added
to the Netware module was instrumented with an Optional Compo-
nent Specialization mechanism, as it was planned to remove this cache
later.

3.3 Generation one, Release 3
Release three of the file system framework was primarily concerned with
improving the structure of the framework and with fixing bugs. The
SCSI-driver was modified to work with a new version of the hardware,
and a web interface was incorporated to browse details mainly in the
pseudo file system that contains all the configuration details. Support
for long filenames was also implemented, as was support for PCNFS cli-
ents.

The effects on the product line architecture were, consequently,
small. A new framework implementation was added to the network file
system framework to support the web-interface. Figure 19 shows the
modifications in release 3.

SCSI

Netware

Ethernet Modules

Token Ring Modules

NFS

SMB

Network File System
Framework

File System
Framework

Pseudo

ISO9660

Figure 19. Changes in generation one, release 3
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On the component level, the SCSI-driver was modified to better uti-
lize the new version of the hardware, that supported more of the SCSI-
functionality on-chip instead of in software. Long filename support was
added in the ISO9660-module. This change had an impact on the
framework interface as well, since the DirectoryRecord class had to sup-
port the long filenames. This implies that the interface of the file system
component changed, but this merely caused a recompilation of the
dependent parts, and no other changes.

Variability Mechanisms

Existing variation points were used, in this release, to add support for
the web interface. The SCSI driver was replaced, using the mechanism
already in place. The mechanism was in place if other protocols than
SCSI were to be supported, but were instead used to replace one version
of the SCSI driver with another.

The long filenames support added to the ISO9660 module was
added as a modification of the existing module as there were no varia-
tion points available to add this behavior.

3.4 Generation one, Release 4
This release was to become the last one in this generation of the file sys-
tem framework, and was used as a part of new versions of the two afore-
mentioned CD-ROM products until they switched to the second
generation two years later. Requirements for this release were to support
NDS, which is another Netware protocol, and to generally improve the
support for the Netware protocol.

As in the previous release, the product line architecture did not
change in this project but, as we will see, several framework implemen-
tations were changed to support the requirements. NDS was added as a
new module in the network file system framework, and was the cause
for many of the other changes presented below.

NDS had a, to the file system framework, totally new way of acquir-
ing the access rights for a file. Instead of having the access rights for a
file inside the file only, the access right to the file is calculated by hierar-
chically adding the access rights for all the directories in the path down
to the file to the access rights that are unique for the file itself. This
change of algorithm was effectuated in the access control part of the file
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system implementations. Unfortunately, the access control parts for the
other network file system protocols had to be modified as well, to keep a
unified interface to them.

The namespace cache that was introduced in release two was
removed, and the requirement was now implemented in the right place,
namely in the ISO9660-subsystem. This meant that the namespace
cache could be removed from the Netware module. Figure 20 summa-
rizes the changes in release four.

Variability Mechanisms

Adding the NDS protocol was done using an existing variation point,
and the removal of the namespace cache was done using the mechanism
already in place to do exactly this. Fixing the access rights caused modi-
fications to all the network file system protocols, and there was no vari-
ability mechanisms to support this change. Since this change spans over
a number of modules, representing this as a single variability point
would be close to impossible.

3.5 Generation two, Release 1
Work on generation two of the file system framework was done in paral-
lel to generation one for quite some time. As can be seen in Figure 21,
the two generations existed in parallel for approximately four years.
However, after the fourth release of generation one all resources, in par-

Figure 20. Changes in generation one, release 4
SCSI
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Token Ring Modules
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Figure 21. Timeline of the file system framework

19951994 1996 19991997 1998

Gen.2

Gen.1
R1 R2 R3 R4

R1

R2 R3 R4



Evolution using Variability Mechanisms

94 Variability in Evolving Software Product Lines  

ticular the staff, were transferred to the development of the second gen-
eration, so parallel development was only conducted for two years. The
transfer of resources is signified by the arrow between generation one
and two in the picture.

Requirements on release one of this second generation were very
much the same as those on release one of the first generation, with the
exception that one now aimed at making a generic read-write file system
from the start, something that had been realized early that the previous
generation was unfit for. The experiences from generation one were put
into use here, and, as can be seen when comparing Figure 22 with Fig-
ure 17, the first release of the second generation was much more modu-
larized. As before, only NFS and SMB needed to be supported in this
first release, but with both read and write functionality. A proprietary
file system, the MUPP file system was developed in order to understand
the basic of an i-node based file system.

Some framework implementations could be re-used from generation
one, modified to support read and write functionality. An example of
this is the SMB protocol implementation.

Variability Mechanisms

As in the first generation the Multiple Coexisting Component Implemen-
tations mechanism was used to support the implemented file system
(MUPP-fs). The network file systems (NFS and SMB) were supported
by the same mechanism. Also as in the first release, the SCSI module
was supported by the Variant Component Specialization mechanism.

Figure 22. Generation two of the file system framework

NFS

File system Framework Access Control Framework

Block Device

SCSI

Hardware

ISO9660 FAT-16
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Having noticed how access control had been scattered over all file sys-
tem implementations in the previous generation, this was promoted
into a separate framework, and different access control schemes were
thus supported by use of the Multiple Coexisting Component Implemen-
tations mechanism, as opposed to the Multiple Coexisting Component
Specialization mechanism used in the first generation.

The experience gained from generation one was thus put into use
when designing the second generation. Future variation points in the
architecture were identified early on and promoted into separate frame-
works, since the configuration management system used at Axis Com-
munications works best at a framework level.

3.6 Generation two, Release 2
Release two came under the same project frame as the first release, since
the project scope was to keep on developing until there was a product to
show. This product, a JAZ-drive server, used release 2 of the second gen-
eration file system framework. Because of the unusual project plan, it is
hard to find out what the actual requirements for this particular devel-
opment step were, but it resulted in the addition of a new framework
implementation in the file system, the FAT-16 subsystem, and the
removal of the MUPP-fs developed for release one. The NFS protocol
was removed, leaving the product only supporting SMB. Some changes
were made in the SCSI-module and the BlockDevice module.

Figure 23 illustrates the changes conducted for this release on the
product line architecture. As can be seen, the actual file system frame-
work architecture remained unchanged in this release, mainly because
the volatile parts have been broken out to separate frameworks in this
generation. As identified among the general deltas of this release, the
implementation of FAT-16 was added to the collection of concrete file
system implementations, and the MUPP-fs was removed.

The product intended to use this release was a JAZ-server, and this is
what caused the changes to the SCSI and the BlockDevice-module.
Apparently, JAZ-drives use some not so common SCSI-dialect, and the
SCSI-driver needed to be adjusted to use this. The BlockDevice module
changed to support the new commands in the SCSI-driver.
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Variability Mechanisms

No new variability mechanisms were introduced during this evolution
step. However, two previous variation points were used: One for adding
the FAT-16 file system and removing the MUPP-fs file system, and one
for removing the NFS protocol. The changes to the SCSI and BlockDe-
vice modules were not supported by any variability mechanisms.

3.7 Generation two, Release 3
The project requirements for release 3 were to develop a hard disk server
with backup and RAID support. In order to support the backup tape
station, a new file system implementation had to be added. Further-
more, it was decided to include support for the I-node based file system
UDF as well as the FAT-16 system from the previous release.

The backup was supposed to be done from the SCSI connected hard
disks to a likewise SCSI connected backup tape station. The file system
to use on the tapes was MTF. SMB and Netware were the supported
network file systems. Moreover, the product was to support an addi-
tional network management protocol, called SNMP. RAID support was
delegated to RAID controllers on the SCSI-bus.

Once again, the overall product line architecture remained more or
less unchanged for this release; most of the additions happened inside of
the product line components, with the addition of new framework
implementations. The only major change was the addition of the
Backup component, that was connected to the file system framework.
Furthermore, the BlockDevice changed name to StorageInterface, and
adding Netware caused modifications in the access control framework.
Figure 24 depicts the changes that took place in release 3.

Figure 23. Changes in generation two, release 2
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This was the first time that Netware was supported in generation
two, and it was reused from generation one and modified to support
write functionality. Likewise, the web-interface was reused from genera-
tion one. The access control framework was modified to work with the
new network file systems1, Netware, HTTP, and SNMP.

Variability Mechanisms

The new file systems and networked file systems were added using the
existing variability mechanisms. Adding the Backup component was
done using the Optional Architecture Component mechanism, allowing it
to be excluded for products not needing it. The modifications to the
AccessControl framework were not supported by any variability mecha-
nisms.

3.8 Generation two, Release 4
The product requirements for this release were to make a CD-server
working with a CD-changer. This is the first CD-product developed
using generation two of the file system framework, and the require-
ments were inherited from the last CD-product developed using genera-
tion one, and the last project using the second generation. To these
requirements some minor adjustments were made; one group of
requirements dealt with how CD’s should be locked and unlocked,

1. We have consistently used the term network file systems for all the units that interface
the file system component. In the actual product line, this component is called ‘storage_appl’,
which is referring to that this is the application logic of all the storage products. The HTTP
and SNMP interfaces should thus not be considered network file systems, but rather means
of managing and monitoring the product parameters.

Figure 24. Changes in generation two, release 3
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another group concerned the physical and logical disk formats, and a
third group concerned caching on various levels.

The product line architecture again survived relatively unchanged by
all these requirements. An implementation of ISO9660, supporting two
ways of handling long filenames (Rockridge and Joliet) was developed
under the file system component, and the NFS protocol was re-intro-
duced to the set of network file systems. As we can see, there are, once
again, additions of framework implementations, but the architecture
does not change in itself. Figure 25 depicts the changes made in release
4.

As can be seen in Figure 25, the AccessControl framework was not
only modified to work with Netware, it was completely rewritten, and
the old version discarded. The version existing in release two was a
quick fix that could not support the required functionality.

Variability Mechanisms

ISO9660 and NFS were introduced into the system using the existing
variability mechanisms. Adding ISO9660 also introduced the variability
mechanism Multiple Coexisting Component Specializations. The Access-
Control framework was replaced, which in effect turned this into a Vari-
ant Architecture Component.

4. Case 2: Billing Gateway System
The second case studied was Ericsson Software Technology, in particu-
lar, the software product line for the Billing Gateway system. This sec-

Figure 25. Changes in generation two, release 4
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tion presents the four available releases of the system. Some of the terms
used are specific for the telecom domain, and unless they are of rele-
vance to the thesis, they will not be explained further.

4.1 Release 1
Ericsson Software Technology had previously developed several systems
in the Billing Gateway domain, and was interested in creating a software
product-line to capitalize on the commonalities between these systems.
At the next opportunity when a customer ordered such a system they
took the chance and generalized this system into the first release of the
Billing Gateway. The requirements on this release were, as described
above, to collect call data from network elements, process this data, and
distribute the data to post-processing systems. Two types of network ele-
ments were supported, communication to these was done using X.25,
and communication is done using a standard language known by the
switching-stations, or in other forms that some switches use, for exam-
ple a packed (compressed) version of the switch language. Moreover, the
BGw was required to support an interpreted language used in the pro-
cessing nodes to perform conversions and other functions on the call
data. Distribution of the processed data was done over NFS, FTP, or to
local disk. In addition to this, a number of requirements were aimed at
improving fault tolerance, performance, and scalability.

Since this release is the first release, the entire product line architec-
ture is new, as are the implemented components. Figure 26 illustrates
the overall architecture inside the processing node, showing how the
components fit together, and Figure 27 illustrates what instantiations of
the components in the architecture that were made. The protocols that
were implemented were chosen from a pool of protocols planned for
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Figure 26. Architecture of the BGw Processing node
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implementation. As is presented below, the remaining protocols were
implemented in release two.

When developing release one, few concrete thoughts were dedicated
towards the requirements that might appear in the future. Rather, the
focus was on making as good a design as possible, using sound design
principles to create a generic, flexible, and reusable system.

Variability Mechanisms

The different protocols were implemented using the Variant Architec-
ture Component Specialization mechanism, and the different processing
points were put in place using the Multiple Coexisting Component Spe-
cializations mechanism.

Even if future requirements were not considered, we see that a num-
ber of the mechanisms introduced were introduced where evolution was
expected. For instance, the processing points and the communications
protocols, where it was known from the start that there were additional
protocols to implement in later releases. The formatting point uses a
variant of the Infrastructure-Centered Architecture mechanism, with the
scripting language to allow for user-defined formatting of incoming
data.

4.2 Release 2
Release two can be seen as a conclusion of release one, and the require-
ments were invented or found by the developers, covering what they
thought was of importance. In this release, the development team com-
pleted the generalizations that had begun in release 1. The concepts
from release one were cultivated further, and most of the work took
place inside of the product. Some new network protocols were added,
and the data transfer was done using memory instead of files, as had

Figure 27. BGw release 1
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been the case in release one. Most notably, the inheritance hierarchies in
release one had been very deep, and these were now broken up into
aggregate relationships instead. This was done because it was realized
that it is easier to add classes to an aggregate relationship than to a class
hierarchy. Figure 28 illustrates how the inheritance hierarchies were
transformed. In effect, the state and strategy patterns [Gamma et al.
1995] were applied.

According to the developers interviewed, what was done in release
two was merely to conclude release one by implementing the rest of
what was already planned, including network protocols and class gener-
alizations. In this sense, they say, release 2 would be better named release
1.1.

Consequently, the effects this release had on the product line archi-
tecture were relatively small. In addition to the continued work to gen-
eralize, a number of new encoders and decoders were supported.
Furthermore, moving to memory-based data transfer changed the
encoders, in that you now had a MemoryEncoder in addition to the
FileEncoder. Figure 29 illustrates the changes in release 2. As can be
seen, the encoding and decoding frameworks change because of the
memory-based transfer form, and the formatting unit is extended by
supporting new default formatters. In fact, the formatting unit does not
change because new default formatters are added, since these are imple-
mented in the BGw internal language, and are interpreted during run-
time.
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Figure 28. Breaking up of class hierarchies
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Variability Mechanisms

The new encoders and decoders were added using the existing variabil-
ity mechanism, and the scripting language took care of the potential
changes to the formatting unit. The transfer from file data transfer to
memory data transfer added a variation point, using the Variant Compo-
nent Specialization mechanism, present in all encoders. The other main-
tenance work, i.e. the breaking up of inheritance hierarchies, in fact
introduced a number of variability mechanisms of the form Variant or
Multiple Coexisting Component Specializations. These variability mecha-
nisms were added mainly for future needs, i.e. to facilitate the addition
of new classes to existing hierarchies.

4.3 Release 3
When trying to ship release two on the market, it was realized that the
product did not quite satisfy the potential customers’ needs; small
things were missing, which made it harder to compete with the product
on the market. This lead to release three, where the demands of the
market were implemented. Specifically, the interpreted language used in
the processing nodes was too simple for the needs of many customers,
and the file-based transaction was too coarse. The changes in this release
were thus to introduce a new, more powerful language, and to shift
from file-based transactions to block-based.

The introduction of a new language affected the point-nodes, since
these use the language module. The introduction of the new language
went fairly smoothly, and the impact was of a relatively local scope.
However, to move to a block-based transaction scheme turned out to be
more troublesome. The entire system had been built up for processing
large files relatively seldom, say a 4 MB file every four minutes, and the
new block-based transaction assumed that the system would process a
large number of small files often, say 8 blocks each 2 KB in size per sec-
ond. A new Communications-API (CAPI), a Block-CAPI was devel-
oped, as was a new processing node. The old CAPI could still be used
for data of the old type, but had to be adapted to the new system. Figure
30 depicts the top-level changes that were made to the product line
architecture in release 3. The new nodes, both the collection and distri-
bution nodes as well as the processing node, were constructed by scav-
enging the old code.
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In addition to these larger changes, new network protocols were sup-
ported, and some new point-nodes were added. As in release two, new
default formatters were added, and new encoders and decoders were
implemented. On the distribution side some new network protocols
were also added. Figure 31 depicts the changes in release 3.

Variability Mechanisms

As the processing node consists of several components (encoders, decod-
ers, and processing points), it is hard to describe the replacement of the
processing node as a single variability point. Rather, it is a series of vari-
ation points using the Variant Architecture Component mechanism, one
for each comprising component. In addition, the communications
adapters are represented by an Optional Architecture Component mecha-
nism. Even if it seems as if the discarded components were never used
again, we still believe it is useful to represent this transition as a variation
point, as the discarded components were still needed for maintenance
reasons, as these were installed at a number of customer sites. Once the
new processing node was developed, it contained the same variability
mechanisms as the previous, and hence the addition of new encoders
and processing points was done using the existing variability mecha-

Old, file-based version

New, block-based version

Collection Processing Distribution

Legend:

Data Flow

Adaption Unit

Figure 30. Introducing block-based transactions

Figure 31. BGw, release 3
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nisms. Replacing the scripting language was likewise done using the
existing variability mechanism, by replacing the entire formatting point.

The replacement of the scripting language is a fine example of how
variability mechanisms are used to facilitate evolution. In the same way,
the replacement of the entire processing point, which is a major step in
the evolution of the Billing Gateway, could be done fairly smoothly by
using a variability mechanism.

4.4 Release 4
Almost as soon as release three was completed, work started on finding
the requirements for release four. For various reasons this release is
referred to as BGwR7. What had happened since release three was that
the customers had run the BGw application for a while, and now
required additional functionality. The major changes were that the BGw
was ported from SUN to Hewlett-Packard, a database was added as a
post-processing system, the set of encoders and decoders were now
dynamically configurable, and verifications were made to ensure that all
the data was received from the network elements and that nothing was
lost during the transfer. In addition, some new point-nodes were imple-
mented, a number of new library functions were added to the inter-
preted language in the formatters, and lookup tables for temporary
storage of data in tables inside the BGw was added. Furthermore, some
new network standards and data formats were added.

Architecture-wise, a module for the lookup-tables was added, and
the addition of a database as a post-processing system caused some
design changes. The database was supposed to store the call data in an
unformatted and uncached way, which meant that the steps in the BGw
where the data records are decoded to a post-processing format and
written to disk for further distribution had to be skipped in the database
case. Instead, the data should be sent directly from the penultimate
point in the point-graph to the database, since the last point in the
graph codes the data to an output format.

Except for this, the product line architecture remained the same.
Inside the components, more things happened. HP handles communi-
cation differently than SUN, so the port to HP lead to new classes in
many class hierarchies, as is illustrated in Figure 32. To dynamically
configure the set of coders did in fact not cause as much trouble as could
be expected. The functionality already existed in another component,
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namely the one loading library functions for the interpreted language,
and this solution could be reused for the coders as well. The require-
ments on verification that all data was received forced changes in all the
in-points in the point-graph, since this is the first place where the data
can be examined inside the BGw. The remaining changes: the new
points, the library functions, the lookup table, and the new standards,
did not cause any trouble, and were implemented by creating sub-
classes in inheritance hierarchies, and by plugging in functions accord-
ing to existing guidelines. Figure 33 illustrates the changes done in
release 4. The changes caused by the port to HP are left out for clarity.
Also, several new encoding formats were supported in release four, but
as in release three, these are getting quite technical and we feel that they
are not so relevant to mention by name.

Variability Mechanisms

Transferring from SUN to HP was done by introducing a variant of the
Condition on Constant mechanism, where the differences are represented
as classes, but the choice of which class to execute is decided by a con-
stant. This variation point was not localized to a single place, but was
rather scattered throughout the entire system.

Interface
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Figure 32. Example of adding classes for HP support

Figure 33. BGw, release 4
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Making the set of encoders and decoders dynamically configurable
transferred the previous Variant Component Specialization to a Multiple
Coexisting Component Implementations mechanism. As described above,
the only thing necessary for this was to change the infrastructure of the
variation point, by allowing for late linking and binding.

The remaining changes could be performed using existing variability
mechanisms.

5. Summary
In this chapter we have studied the evolution of two components in two
different products at two different companies. During every release we
have seen that variation points are not introduced and fully used in one
release. Rather, we have seen variation points being added because of
future needs, known and sometimes unknown. We have seen that some
evolution activities use the variation points in ways they were not origi-
nally planned for. For instance, to replace components or component
implementations with newer versions. This type of use is in many ways
orthogonal to the intended use.

If we consider variation within one generation of products as one
dimension of variability, the variation between the generations of prod-
ucts constitutes an orthogonal dimension. The mechanisms used are
similar, but the mechanisms used to facilitate evolution tend to be more
directed towards an early binding time, preferably before the implemen-
tation phase, to hide previous generations from developers to an as large
extent as possible. In Figure 34, these two dimensions are illustrated,
together with the desire for more runtime variability mechanisms for
achieving product-to-product variability and more product derivation
mechanisms for achieving evolution variability.

It is perhaps more interesting to note that both companies have ben-
efited from introducing variation points even at places where no varia-
tion is perceived to occur. These variation points have later been used to
replace parts of, or even whole components, something which may have
proven difficult had the variation points not been there.

Using variability points for evolution is however not as seamless as is
hinted in this chapter. For instance, depending on how configuration
management is done, evolution of one product, for instance adding a
new variant or changing or replacing an existing variant at an existing
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variation point, can cause changes in the configurations for all products.
Likewise, to introduce a new variation point into the software is certain
to cause changes in the configuration of all products, as all products
need to take a decision what variant to use, if any, with respect to the
new variation point.

There is also a tendency to change the granularity of the actual evo-
lution to fit into existing variation points. In the long run, this behavior
leads, we believe, to a reduction in reuse, since the variation point is not
necessarily representing the best level of reuse possible for any given evo-
lution increment. For instance, if the desired variation is represented in
a number of places and is in the magnitude of classes or smaller, it may
be decided to place the variation point such that the entire framework
implementation is replaced for each variant. Naturally this implies that
the framework implementations share sometimes considerable amounts
of code, code that could have been reused if variation points had been
introduced at the correct place.

To make better use of existing variability points, to insert variability
points at the correct place and to make use of the correct variability
mechanism, it would be beneficial if some larger patterns could be iden-
tified with respect to how a software product line evolves, and how vari-
ability are used in different cases. If such patterns can be found, it is
possible to design the software to easily adjust to thusly predicted future
requirements. In the next chapter we try to abstract from the cases pre-
sented in this chapter, to try and find any such evolution patterns.
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Product Derivation
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Figure 34. Variability and Evolution contra the mechanisms used
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Chapter 6

Evolution Patterns

1. Introduction
In Chapter 5 we describe the evolution of two cases, and discuss how
variability and evolution seem to be connected in these two cases. This
description shows how evolution uses variability mechanisms, and how
new and existing variability points are introduced and used. Introducing
new variability points into software makes it more flexible, at the cost of
it becoming more complex to understand. Because of this, it is desirable
to only introduce variability points that are likely to be used. This can
be done by, for example, knowing how evolution typically occurs as this
identifies potential hot spots, i.e. places where change is likely to occur,
in the product line architecture and the software components in the
software product line.

In this chapter, we examine the evolution that occurred in the two
cases presented in Chapter 5 further, attempting to find any patterns in
how evolution typically occurs. As is shown, the evolution can be neatly
divided into categories; evolution of requirements, evolution of the
product line architecture, and evolution of the software components in
the product line. These categories can in turn be divided into further
categories. This chapter describes the different categories, how they are
related to each other, and how variability mechanisms are used, or how
variability points are introduced in the different categories.

The companies in the case study have, many times unknowingly,
designed their software architecture in such a way that there are variabil-
ity mechanisms in place for many of the changes that occurred during
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the evolution of their product lines. We are convinced that even more
evolution could have been facilitated by pre-inserted variability mecha-
nisms, had they been aware of the evolution patterns presented in this
chapter. Naturally, as for instance [Dikel et al. 1997] reports, too much
preparation for future needs is not good either. The trick is to insert
only the variability mechanisms that actually will be used in future
releases, or at least only those that are highly likely that they will be
used.

We believe that knowledge of the evolution patterns presented in this
chapter help in predicting what evolution points to insert, as well as
making a correct decision which mechanism to use, as the categories
identify the type of change to perform.

2. Evolution of the two cases
Examining the evolution of the two cases, we see that the requirements,
the evolution of the product line architecture, and of the product line
architecture components neatly falls in to a set of categories, that are
common to both cases. Figure 35 presents these categories in short, and
also illustrates the relations between the sections. Below, we discuss the
categories further, from the perspective of the requirements categories.

New product family: When a new product family is introduced to the
software product line, one is faced with the decision to either clone an

Figure 35. Relations between the sections of evolution
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existing product line architecture (split the product line), or to create a
branch (derive, or specialize, a product line) in the software product
line. At Axis, both has happened, whereas in the Ericsson case branch-
ing is preferred. New products and product families generally imply that
some components are added, changed, or removed. Indirectly, this also
leads to new or changed relations between the components.

If the product line is split, it will most likely just be a matter of time
before the two created product lines start to diverge. Because of this, it is
very hard, if not impossible, to keep anything in common between the
product lines. For this reason, no variability mechanisms can easily be
applied to facilitate development of two or more parallel product lines,
even if they do share the same origin.

However, if the product line is merely branched, a hierarchical prod-
uct line [Bosch 2000] will be created, in which it is more likely that
reuse will occur between the different branches. What happens here is
that whatever is common for all branches is moved up in the product
line hierarchy, in order to be maintained and evolved for all the prod-
ucts and product branches. Most likely, moving pieces of functionality
around like this will introduce new variation points. Depending on the
size of the common code, and the size of the varying code, different
mechanisms will be used. The mechanisms will be of the type variant
entity or, in some cases, optional entity, and will, depending on the size of
the variation, be introduced during architecture design, detailed design, or
possibly during implementation.

Forces involved in deciding when to introduce the mechanism are
that it is desirable to keep the architecture common, which means that
it would be preferable to keep the variation points below the architec-
tural design phase. Moreover, it is desirable to keep variances for other
products invisible during development of a particular product, because
of which the implementation phase is also a nondesirable place to intro-
duce the variations.

Remaining is then the detailed design phase, with the variant compo-
nent specialization mechanism. Using only this mechanism would, how-
ever, mean that some variation points are forced into using a mechanism
not entirely suitable, i.e. not of the same granularity, for the variation
point.

Introduction of a new product: A new product differs from the previ-
ous members in the product family by supporting more functionality, or
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the same functionality in a different way. This is achieved by either add-
ing a new component, or by changing an existing component in some
way. In some cases, the changes required are so vast that it is more cost-
effective to simply rewrite the component from scratch and replace the
existing component, drawing from the experiences from the previous
version, but designing to incorporate the new desired functionality.

Requirements of this category are similar to the requirement to
branch a product line, as is illustrated in Figure 36, where the require-
ments categories are related to each other in the same way as the differ-
ent types of categories are related to each other in Figure 35. The major
difference between these two types of evolution is that there is less
reshuffling of functionality to maximize reuse of commonalities in this
case. Instead of moving commonalities upwards in the product tree, the
variances are moved downwards. This will also introduce new, or use
existing, variation points.

The available variability mechanisms and the use of these are the
same as for a new product family. As we are now discussing concrete
architectures instead of abstract product line architectures, it is now also
tolerable with architectural differences between the different products.

Improvement of functionality: This is the common evolution both at
Axis and at Ericsson, where the driving requirement is to keep up with
the plethora of standards that are available. Commonly, what this will
lead to is a new implementation of an existing framework architecture.
The architecture generally does not change, nor do the other framework
implementations, even if the framework interface sometimes needs to
be adjusted. This is also the evolution presented by [Roberts & Johnson
1996], where concrete implementations are added to the library of
implementations.

This requirement category has a very well-defined variability mecha-
nism, that is introduced and used from the first release in both the stud-
ied companies. The variability mechanism is the multiple coexisting

Figure 36. Relation of requirement categories
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component implementations mechanism, and this is used for almost all
changes of this type. 

Extend standard support: For various reasons, it has in the two cases
sometimes been decided to not support a standard completely in the
first release, but rather support a subset of a standard. In subsequent
product releases, the support is extended until the entire standard is
supported. To extend the standard support is most often concerned
with changing an existing framework implementation, in order to
incorporate the additional functionality. An example of this is the SMB
networked file system protocol in the StorageServer, that has been
implemented in turns.

Depending on whether the extension is “benign” or not, it may be
anticipated and there may already be variability, or more precisely evolu-
tion points included in the framework implementation. If the extension
is “malignant”, however, it can introduce evolution of any of the five
product line architecture component evolution categories, and may
hence have a severe impact not only on the framework implementation
in question but also on the other implementations, on the framework
architecture, on the provided or the required interface, and even on
external components. This is illustrated in Figure 37, where the impacts
of the different product line architecture component categories are rep-
resented. As can be seen, adding a framework implementation (category
1) may have impact on the required interface, as can a decrease of func-
tionality (category 3). The former may add requirements on the
required interface, and the latter may remove requirements on this
interface. Likewise, changing a framework implementation (category 2)
can have an impact on the required interface, but also on the provided
interface. An increase of the frameworks functionality (category 4) will
have an impact on the provided interface, and on the framework imple-
mentations.

Figure 37. Categories of product line architecture component evolution
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New version of infrastructure: As [Lehman 1994] states: functional-
ity has a tendency to move from the perimeter of a system towards the
centre, as the innermost layers extend and support more new function-
ality. This category is more unique to the Axis case, because of the in-
house developed CPU which frequently is released in new versions.
Since the Billing Gateway runs on a standard operating system, this sys-
tem is much less prone to experience changes in the infrastructure.
What this leads to is normally that the functionality implemented in a
certain framework implementation decreases.

As it is a nontrivial task to anticipate exactly what will be included in
future versions of the infrastructure, or even what interfaces will be pro-
vided by these new infrastructure versions, no variability mechanisms
are typically included to support any future versions of the infrastruc-
ture. Instead, when a new version is released, the concerned framework
implementation is rewritten from scratch, and replaces the old frame-
work implementation. This uses an existing variability mechanism: the
variant component specialization mechanism. However, this mechanism
is at least one level of abstraction away from where the actual change
occurs. This means that reuse between the old and the new framework
implementation will be done on an ad hoc basis, consisting mostly of
copy and paste. On the other hand, replacing the entire framework
implementation reduces the number of places where the variation point
needs to be managed into a single place in the code.

Improvement of quality attribute: At Axis, the quality attribute to
improve is mainly maintainability, whereas at Ericsson, most of the
efforts are directed at performance. However, it is hard to say what
effect the requirement will have on the architecture or the components
in the software product line, because every type of quality attribute, as
described by [McCall 1994], will have a unique set of relations to the
product line architecture and the product line architecture components.
However, most of the effects are covered by the arrows in Figure 35, i.e.
that improvement of a quality attribute results in new, changed, or
replaced components. Specifically, a changed component implies in this
case that a particular framework implementation has been changed to
better meet for example performance requirements. Maintainability
requirements can in some cases be met by splitting a component, in
order to break out functionality that does not fit into the original com-
ponent description anymore.
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In our experience, very few quality attributes can be implemented as
separate pieces of functionality. Rather, quality attributes tend to be
scattered throughout the software, affecting every line of code, which
makes it difficult to support changes in the quality attributes using
mostly functionality-oriented variability mechanisms. A variability
mechanism that may be of use for this type of changes is the code frag-
ment superimposition mechanism, as this allows for source code being
added post facto to every line of original code.

Add external component to add functionality with otherwise frame-
work architectural impact: This is an interesting category, which we
have found evidence of not only in our cases, but also in other compa-
nies. As a project begins to draw towards its end, there is a growing
reluctance to alter the underlying frameworks, since this yields more
tests, and a higher risk for introducing faults that have impact on a large
part of the system. Then a new requirement is added (or an existing
requirement is reinterpreted), leading to changes with architectural
impact, if implemented normally. To avoid the excessive amounts of
effort required to incorporate the architectural changes, one instead
develops a solution that implements the requirement outside of the
framework. This has both the benefit of localizing possible problems to
a particular module, as well as not being forced to late in a project mod-
ify all of the calling components. However, being the ‘hack’ it is, adding
a component outside the framework violates the conceptual integrity
[Brooks 1995] of the component architecture.

The variability mechanisms used for this type of change are the
optional component specialization mechanism or the optional architecture
component mechanism, as the external component will exist for a lim-
ited amount of time until the functionality is added in the correct place.
After this, the extension will never be used again, other than to create
older versions of products for maintenance reasons.

This makes the use of these mechanisms somewhat unique, as the
primary objective of introducing them is not variances between differ-
ent products, but between different releases of the same product, and
the mechanism is not used to create different products, but to create dif-
ferent releases, i.e. evolution steps, of the same product.
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3. Summary
In this chapter we discuss how evolution of a software product line falls
into a number of easily identifiable categories. These categories are
related to requirements, the product line architecture, and the compo-
nents in the software product line. The categories are also related to
each other. For instance, some changes to a component triggers other
changes to the component, and certain requirement changes trigger cer-
tain changes to the architecture or the components.

Basically, what this chapter says is that for every type of evolution,
there are some well defined variability mechanisms that are more suit-
able to use to incorporate that evolution.

As for usefulness, this implies that if it is known what type of evolu-
tion is implemented, the choice of variability mechanism is facilitated,
as there exists only so many mechanisms suitable for any type of evolu-
tion. Moreover, the categorization enables an examination of the pros
and cons of selecting a particular variability mechanism for a specific
type of evolution. This means that it is possible to construct some form
of pattern language, where a certain evolution type is presented together
with available variability mechanisms, and what the implications are of
selecting different variability mechanisms.
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Chapter 7

Related Work

1. Introduction
In this chapter we present work that we find related to ours, and which
we base much of our reasoning on. Starting with software product lines,
we move on to work about features, reuse, evolution, variability and
patterns. We also present what work we know of that is related to the
cases that we have worked most closely with.

2. Software Product Lines
To the best of our knowledge, the most comprehensive publication
about designing and using software product lines is [Bosch 2000]. This
book was largely based on case studies and experience reports such as
[Bosch 1999a] and [Bosch 1999b].

Empirical research such as [Rine & Sonnemann 1998], suggests that
a software product line approach stimulate reuse in organizations. In
addition, a follow up paper by [Rine & Nada 2000] provides empirical
evidence for the hypothesis that organizations get the greatest reuse ben-
efits during the early phases of development. Because of this we believe
it is worthwhile for software product line developing companies to
invest time and money in more structured approaches towards product
line development, where evolution is considered and designed for at an
early stage.
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The Product Line Practice initiative [Product Line Practice Initia-
tive] from the Software Engineering Institute resulted in a number of
workshops on the topic of product line architectures and the develop-
ment of these. The reports from these workshops provide much insight
in the state of the art regarding product lines. The first workshop [Bass
et al. 1997] focused very much on charting the situation; how the par-
ticipants of the workshop worked with their product line with regards
to a number of topics. The second workshop [Bass et al. 1998a] focused
more on giving general insight on some topics, in effect the same as the
previous workshop covered. Both of these reports are very broad, and do
not provide any in-depth study of the topics.

Another, similar, initiative is ARES, which is focused on methods,
techniques, and tools to support the development of software for
embedded systems in product families. The end goal is to find ways to
design software for software product lines to help design reliable systems
with various quality attributes that also evolves gracefully. See [Linden
1998] for further information on this ESPRIT project.

In 1997, Dikel et al. conducted a study at Nortel [Dikel et al. 1997],
examining the success factors for Nortel’s newly created product line
architecture. They identified six factors which they considered critical
and evaluated the product line architecture with respect to these six fac-
tors. The six factors are: focusing on simplification, adapting to future
needs, establishing an architectural rhythm, partnering with stakehold-
ers, maintaining a vision and managing risk and opportunities. For each
of these, a rationale is presented, and an example of how the company
of the study works with respect to that factor. The focus of the Nortel
study differs from our studies, but we believe they complement each
other. The Nortel study Focus on management perspective, and our
studies have a more technical perspective.

[Macala et al. 1997] reports on product line development in the
domain of air vehicle training systems. In this project, four key elements
were enforced: the process, the domain-specificness, technology sup-
port, and the architecture. From the experiences gained, 7 lessons
learned and 13 recommendations are given, which are mostly concerned
with project management. Most of these lessons and recommendations
are not specific for software product-line thinking, and there is little
emphasis in the paper about the actual software product line. This study
presents guidelines for the micro-processes whereas [Dikel et al. 1997]
presents more top-level management advice. Similar to the Dikel-case,
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we see that this study is not focused on predicting or managing changes,
other than that they recommend to have at least a five-year plan over the
products to release from the product line.

A topic that is related to software product lines is domain-specific
software architectures, see for example [Tracz 1995]. A domain-specific
software architecture is a set of components that are specialized for a
particular type of task (domain). The relation to a software product line
is thus that a product line architecture component contains a domain-
specific software architecture.

3. Features
Our extended feature graph is based on the work presented in [Griss et
al 1998]. The main difference, aside from graphical differences,
between our notation and theirs is the external feature and the addition
of binding time. In [Griss 2000] the feature graph notation is used as an
important asset in a method for implementing software product lines.
We take this work one step further, by associating variability mecha-
nisms with the different variations found in a feature graph.

Our argument for introducing the external feature in the feature
graph is based on [Zave & Jackson 1997]. They argue that a require-
ment specification should contain nothing but information about the
environment. The rationale behind this is that a requirement specifica-
tion should not be biased by implementation. Since features are an
interpretation of the requirements, there is a need to map implementa-
tion independent requirements to implementation aware features.

The feature graphs in [Griss et al 1998] are based on FODA [Kang
1990], which is a method for domain analysis. Part of FODA is con-
cerned with constructing graphs of features, in order to spot commonal-
ities and benefit from these commonalities when planning reuse and
adding new features. Much effort is put into the analysis model, to fore-
see future enhancements on the features or components. The feature
graphs in [Griss et al 1998] (FeatureRSEB) extends the use-case model-
ing of RSEB [Jacobson et al. 1997] with the feature model of FODA.

The hierarchical feature graph we use bears some resemblance to the
integral hierarchical and diversity model presented in [Van de Hamer et
al. 1998]. Unlike their model, we use variation points to model variabil-
ity. The notion of variation points was first introduced in [Jacobson et
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al. 1997]. The model uses a similar layering as can be found in [Batory
& O’Malley 1992]. In this paper, three distinct granularities of reuse are
identified (component, class and algorithm) that correspond to our
architecture design, detailed design and implementation levels.

Feature interaction can be modelled in a feature graph as dependen-
cies between different features [Griss 2000]. Since features can be seen
as incremental units of development [Gibson 1997], dependencies
make it impossible to link individual features to a single component or
class. As a consequence, source code of large systems such as software
product lines tends to be tangled. Features that are associated with a lot
of other features are called crosscutting features. Variability in such fea-
tures is very hard to implement and often requires that a system is
designed using for example design patterns [Griss 2000].

4. Reuse
Reuse has been a long standing goal in software development, ever since
[McIlroy 1969] held his famous speech to the NATO conference on
software engineering in Garmisch, where the term software components
was first introduced. The software components McIlroy envisioned were
similar to hardware components, in that they could be used and reused
in new software systems as need arose.

Later, [Parnas 1976] presents the notion of program families, and,
implicitly, presents how software modules are reused between products.
He also presents how some decisions in these software modules are
delayed, thus implicitly introducing the notion of variability points as
well.

In modern time, [Roberts & Johnson 1996] presents how to design
software frameworks, where the main idea is to reuse the framework and
much of the comprising code between applications. They too discuss so
called “hot spots” in the framework, where application specific code is
to be inserted, i.e. what we call variation points today.

Summing up reuse, [Jacobson et al. 1997] addresses many issues
regarding reuse, but in particular discusses application family engineer-
ing, component system engineering and application system engineering.
This book covers the requirements elicitation from use-cases [Rum-
baugh et al. 1999], robustness analysis, design and implementation, and
also testing of the application family. However, the evolution of the
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architecture and the components is addressed only marginally. Reuse is
assumed to be out-of-box, and the particular problems that arise when
other products depend on the evolution of a common asset are, as far as
we understand, not covered. Our work does not discuss the aforemen-
tioned topics that are covered by Jacobson et al. Instead we study the
area of evolution from a technical perspective, and the guidelines pre-
sented are more focused towards the later stages (traditionally called
post-delivery) of the software’s evolution.

5. Evolution
[Basili et al 1996] presents a case study at NASA to build up an estima-
tion model for predicting maintenance effort. Whereas this study is not
done on a product line architecture, the data presented covers the activ-
ities in maintenance project life cycles, which is in our experience not so
different from that of a product line project. In both cases there is an
existing code base which must be considered, and the project phases are
also the same. The study covers as many as 25 releases, and measures
things like effort per activity (analysis, isolation, design, code & test,
and inspection) and effort per type of change (adaptive, corrective, per-
fective). The study assumes that the different types of changes are evenly
spread, meaning that taken all changes, both costly and cheap, the effort
estimations hold, but the model cannot be used to effectively predict
the impact of a particular change request.

Another example of an evolution paper is [Perry & Siy 1998], which
describes an approach for managing parallel evolution in a large prod-
uct, i.e. the 5ESS switching system from Lucent Technologies. This
study provides valuable insight regarding configuration management. In
the Axis case, the two generations of the file system framework coexisted
for some years, which makes some of the configuration management
issues relevant, even if the two companies in our studies do not have as
rigorous an approach to parallel development as Lucent Technologies
seems to have.

[Lehman 1980] presents a set of laws of evolution. While at a high
level, they are nevertheless applicable to our study as well. In particular,
the laws of continuing change and increasing complexity are extremely
important to consider during development using a software product
line.
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When it comes to categorizing evolution, [Mattsson & Bosch 1998]
describe how frameworks evolve, and the types of changes that a frame-
work can become subject to. They state that a framework can undergo
(a) internal reorganization, (b) change in functionality, (c) extension of
functionality, and (d) reduction of functionality. These categories of
change are also found and confirmed in our study.

[Lindvall & Runesson 1998] presents data from a case study regard-
ing changes between two versions of a system. This system is, as far as
we know, not part of a product line. From the presented figures, one can
deduce that the evolution has been markedly different to that of our
studies, in that many more classes have been changed rather than, as in
our cases, added. However, it should be noted that the figures from their
study are on a class level and not on component, or framework, level as
in our case.

6. Variability and Patterns
The variability mechanisms we present in this thesis are presented in
similar fashion as the patterns in [Gamma et al. 1995] and [Buschman
et al. 1996]. Pree elaborated on this work by extracting a set of meta-
patterns [Pree 1995]. In a similar way we tried to abstract from the vari-
ability mechanisms we found, and, in the chapter on variability, list
three recurring patterns of variability, which appear to be applicable
throughout the development process. They can also be related to the
feature graph constructs discussed in this thesis. The three patterns we
have found can even be abstracted further to one meta-pattern: special-
ization.

We were not the first to look for variability patterns. In [Keepence &
Mannion 1999], patterns are used to model variability in product fami-
lies. Unlike us, they limit themselves to the detailed design phase.
Instead we try to cover the whole development process, thus gaining the
advantage of discovering variability points earlier (as pointed out
above). Also by limiting themselves to detailed design we believe they
miss many important variability mechanisms.

In [Van Gurp & Bosch 2000], a number of guidelines are presented
for building flexible object-oriented frameworks. These guidelines bear
some resemblance to the variability mechanisms presented in this thesis.
Related to this is the work presented in [Van Gurp & Bosch 1999]
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where a framework for creating finite state machine implementations is
discussed. Several mechanisms are used in this framework to achieve
variability.

7. Case Studies
The Billing Gateway has been studied in earlier publications by our
research group. The papers most closely related to our subject are
[Mattsson & Bosch 1999a] and [Mattsson & Bosch 1999b]. In [Matts-
son & Bosch 1999a] metrics data from the four Billing Gateway releases
are presented. The data presented include the number of classes, the
number of added classes per release, and change rates for four of the
major subsystems. Based on this data, modules prone for restructuring
are identified using an adapted version of a prediction approach pro-
posed by [Gall et al. 1997]. The second paper, [Mattsson & Bosch
1999b], presents another set of metrics on the releases of the Billing
Gateway, where the purpose is to replicate a case study by Bansiya [Ban-
siya 1999a][Bansiya 1999b], which presents an approach to assess
framework maturity using a set of design metrics. Whereas the main
focus of these two papers may not be exactly in line with our research,
the data presented for the four releases of the Billing Gateway is a valu-
able contribution for further research.

Axis Communications and their product lines have as yet not been
researched as much as the Billing Gateway. There are two initial studies
conducted on their product line and the development process; [Bosch
1999a] and [Bosch 1999b]. These papers present an overall view of the
architecture and the development work. Problems are identified and
discussed, and a number of research issues are presented.
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Chapter 8

Summary and Conclusions

1. Summary
When developing products using a software product line, the variances
between different products must be represented in the software product
line. Since the products do not follow the same release cycle, this also
becomes a question of representing evolution management in the soft-
ware product line. As it turns out, evolution management and variabil-
ity management have much in common.

Based on the perceived relation between evolution and variability,
and as the knowledge of variability serves as a background to be able to
discuss evolution, this thesis started out by describing available variabil-
ity mechanisms, observing that they all adhere to one of three patterns:
variant entity, optional entity or multiple coexisting entities. Moreover,
we noted that the mechanisms are introduced into a software product
line at different times, i.e. the mechanisms are designed or implemented
during different phases of the development, and the mechanisms are
bound at different times, i.e. the selection of one variation to use from a
set of variations is conducted during different times of a software appli-
cations life cycle - from product architecture derivation to compilation,
linking and runtime.

Examining two software product lines, we presented how evolution
occurs, and how variability mechanisms are used during the evolution
of software product lines. We did this by examining releases of compo-
nents in the two software product lines, describing what changes were
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conducted for each release, and how variability mechanisms were intro-
duced or used.

We then generalized from the cases and formed a number of catego-
ries pertaining to the evolution of the requirements, the software prod-
uct line and the software components. We outlined how the different
categories are related to each other, and presented typical variability
mechanisms used to support the activities outlined for each requirement
category.

2. Conclusions
This thesis investigates variability and evolution with the following con-
tributions:

n A taxonomy of available variability mechanisms.
n A taxonomy of different types of evolution in software product

lines.
n A presentation of the relation between evolution types and differ-

ent variability mechanisms used for each evolution type.

Knowledge of the relations between evolution and variability aids, we
believe, in the creation of better prediction models, models that con-
sider evolution as a peer to variability. This, in turn, enables an early
instrumentation of the source code to facilitate the foreseen evolution.

Examining the evolution of the two software product lines in Chap-
ter 5, we see that the use of variability mechanisms do not only involve
variability per se, but the mechanisms are also used to facilitate and sup-
port evolution of the software product line, by allowing for easy replace-
ment of components, an ability to turn certain features off, and by
providing “growth points”, where the products can expand in a con-
trolled manner.

A feature graph, as drawn using current methods, only shows the fea-
ture decomposition and variability in the current software, which means
that there is no first class representation of evolution. This means that
variability points introduced solely for the purpose of evolution can not
be distinguished from other variability points. As is presented in Chap-
ter 5, evolution often uses existing variability points as they were
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intended to be used, but sometimes uses the existing variability mecha-
nisms in unintended ways.

We also see that new variation points are introduced into the soft-
ware product line components as these evolve, which means that the
architecture is not entirely stable, as stated in previous publications
[Svahnberg & Bosch 1999a][Svahnberg & Bosch 1999b][Svahnberg &
Bosch 2000a]. Even if the main structure of the architecture is stable,
there are minute changes for almost every release, recognizable by the
addition of new variation points.

Moreover, we see that there are a number of situations where the
variability mechanisms of today fail in supporting evolution. This
involves unanticipated evolution, evolution of cross-cutting features,
such as quality attributes, and evolution where changes in for instance
interfaces causes “ripple-effects”, i.e. that architecturally adjacent soft-
ware entities are forced to change because of the interface changes.

2.1 Summary of Conclusions
To summarize the above, the conclusions in this thesis are:

n Understanding evolution and variability facilitates development
of “future-safe” software.

n Evolution use variability mechanisms in new and sometimes
unpredictable ways. This needs to be documented in, for exam-
ple, feature graphs as being different from variability between
products.

n There is a need for first class representations of evolution points,
just as there exist notations for variability points in, for example,
feature graphs.

n Evolving a software product line often implies changes to the
architecture, because new variability points are inserted. To keep
the architecture stable, these variability points should be inserted
earlier in the software’s lifecycle.

n In many cases, there are no easy mechanisms to use in order to
manage evolution.
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n The taxonomies of variability and evolution presented in this the-
sis are an attempt at understanding and mapping these two areas,
and can be used to at an early stage, address future evolution
when constructing the software.

3. Future Work
The variability mechanisms available today are often far from satisfac-
tory:

n Depending on the choice of tools, it can be awkward to select and
deselect components during the product architecture derivation
phase

n It hinders readability of the code when variations are still present
during implementation.

n Methods working at the code level are not yet as transparent as is
desirable

n There are many situations where there are no suitable variability
mechanisms available at all.

A more pressing problem is perhaps the fact that requirements on one
variation can introduce a variability mechanism at many places in the
system, which hinders not only readability, but also maintainability and
extensibility. This also implies that adding a variation point to an exist-
ing system is cumbersome, as it may need modifications in numerous
locations in the system.

Looking at Table 2, “Variability Mechanisms,” on page 81, some of
the situations where no variability mechanisms are available are pretty
obvious, as these situations never occur. In other situations it is clear
that there is room for the invention of new variability mechanisms, in
particular mechanisms introduced during architecture design and
detailed design that are bound during compilation and linking.

To summarize, there are several areas for future work:
n Increased tool support for introducing and maintaining variabil-

ity points.
n New variability mechanisms that reduce the number of places

where changes have to be made.
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n New variability mechanisms that allows for easier variability of
cross-cutting features and interface changes.

n New software designs that allows for easier variability of cross-cut-
ting features.

n Examine how many introduced variability points are actually
used, where the variability points are introduced using different
programming philosophies.

n Investigate consequences of introducing and instrumenting evo-
lution points at different points in an applications life span.

n Compare the benefits of introducing evolution points early in the
development with applying other development strategies, such as
extreme programming.
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