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This thesis describes an investigation into the use 
of multi-agent systems for automatic distributed 
control of district heating systems. A district hea-
ting system is basically composed of production 
units, a distribution network, and a large number 
of consumer substations. Operators of district 
heating systems have several, often confl icting, 
goals, e.g., to satisfy customers and to minimize 
production costs. Current substations are purely 
reactive devices, making local decisions without 
taking into account the global state. Moreover, as 
the substations determine the fl ows in all parts 
of the district heating system, the optimal ope-
ration is limited just to provide suffi ciently high 
temperature and pressure to all customers. The 
approach studied in this thesis is to equip substa-
tions with software agents to form a multi-agent 
system. The purpose is to dynamically control the 
district heating system using demand-side-mana-
gement strategies. Demand-side-management are 
claimed to have a number of positive effects, e.g., 
lower production costs, reduced usage of fossil 
fuel, dimensioning production capacity for a lo-
wer effect/reserve alternatively with maintained 
dimensioning increase the number of consumers. 
To our knowledge this is the fi rst work that im-
plements automated demand-side-management 
strategies in district heating systems. The funda-
mental idea behind the approach is that a large 
number of local decisions with apparently small 
impact, together have large impact on the overall 
system performance without reducing the quality 
of service delivered. 
In order to evaluate the approach, a fi ne-grained 

simulation tool that simulates a complete district 
heating system was built. This work included the 
development of novel simulation models, often 
by integrating existing ones. The simulation tool 
simulates a district heating system second by se-
cond and dynamically supports interaction at each 
time step with the multi-agent system. The tool 
enables detailed performance analysis of both di-
strict heating systems as well as of different stra-
tegies of the control system. Results from simu-
lation studies indicate that the approach makes it 
possible to reduce production while maintaining 
the quality of service. The study also shows that it 
is possible to control the trade-off between qua-
lity of service and degree of surplus production 
as well as the possibility of extending the system 
with new consumers without increasing produc-
tion capacity. In another study, a experiment in a 
controlled physical environment, two agent-based 
approaches are evaluated and compared to exis-
ting technologies. The experiment shows that it 
is possible to automatically load balance a small 
district heating network using agent technology.
This thesis also comprises an initial study where 
the strengths and weaknesses of agent-based ap-
proaches and mathematical optimization techni-
ques are analyzed and compared. Finally, a gene-
ralized formal characterization of the problem 
space under investigation is provided, i.e., produc-
tion and logistics network management, together 
with a preliminary evaluation of the applicability 
of the suggested multi-agent system approach for 
this general problem area.
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i

This thesis describes an investigation into the use of multi-agent systems for
automatic distributed control of district heating systems. A district heating
system is basically composed of production units, a distribution network, and
a large number of consumer substations. Operators of district heating systems
have several, often conflicting, goals, e.g., to satisfy customers and to mini-
mize production costs. Current substations are purely reactive devices, mak-
ing local decisions without taking into account the global state. Moreover the
substations determine the flow in all parts of the district heating system. The
optimal operation of the district heating system is therefore limited to provid-
ing sufficiently high temperature and pressure to all customers.

The approach studied in this thesis is to equip substations with software
agents to form a multi-agent system. The purpose is to dynamically control
the district heating system using demand-side-management strategies.
Demand-side-management are claimed to have a number of positive effects,
e.g., lower production costs, reduced usage of fossil fuel, dimensioning
production capacity for a lower effect/reserve alternatively with maintained
dimensioning increase the number of consumers. To our knowledge this is the
first work that implements automated demand-side-management strategies
in district heating systems. The fundamental idea behind the approach is that
a large number of local decisions with apparently small impact, together have
large impact on the overall system performance without reducing the quality
of service delivered.

In order to evaluate the approach, a fine-grained simulation tool that
simulates a complete district heating system was built. This work included
the development of novel simulation models, often by integrating existing
ones. The simulation tool simulates a district heating system second by
second and dynamically supports interaction at each time step with the multi-
agent system. The tool enables detailed performance analysis of both district
heating systems as well as of different strategies of the control system. Results
from simulation studies indicate that the approach makes it possible to reduce
production while maintaining the quality of service. The study also shows
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that it is possible to control the trade-off between quality of service and degree
of surplus production as well as the possibility of extending the system with
new consumers without increasing production capacity. In another study, a
experiment in a controlled physical environment, two agent-based
approaches are evaluated and compared to existing technologies. The
experiment shows that it is possible to automatically load balance a small
district heating network using agent technology. 

This thesis also comprises an initial study where the strengths and
weaknesses of agent-based approaches and mathematical optimization
techniques are analyzed and compared. Finally, a generalized formal
characterization of the problem space under investigation is provided, i.e.,
production and logistics network management, together with a preliminary
evaluation of the applicability of the suggested multi-agent system approach
for this general problem area.



iii

My thesis is the result of several years of work. During these years I
have put myself in debt to a number of persons who in part can claim
that this thesis exists because of them. Firstly, I would like to express
my deepest respect to my supervisor Prof. Paul Davidsson for guiding
me in the field of software agents and multi-agent systems.

Furthermore, I also want to thank the employees at Alfa Laval AB,
and in particular Anders Enander, Tony Svensson, Håkan Andersson,
Richard Krejstrup, Per-Ola Helin, and Mats Bäckström (Bextroem
Automation AB) who have made this and future projects possible. I
also thank the board of Noda Intelligent Systems AB for putting faith
in me, especially Dr. Janusz Wollerstrand, for helping me to grasp the
general ideas of district heating systems, and Dr. Erik Dotzauer, for
interesting discussions on optimisation of district heating systems. I
also thank M.Sc. Christian Johansson, who has earned my deepest
respect during the four years of development of the DHEMOS
simulation tool.

I also want to thank all members of the Distributed Intelligent
Systems Lab (DISL), co-authors, and all my other friends at the
department.

I feel a deep sense of gratitude for my parents Majvor and Johan,
my sister Maria and my three daughters Matilda, Smilla and Tuva who
all makes life wonderful. Finally, this work would not have been
possible without the patience, understanding and love that my wife
Anna has given me during the Ph.D. period. Love you!

Karlskrona, November 2005
Fredrik Wernstedt

Acknowledgments

The work in this thesis has been carried out as part of the ABSINTHE
project, “Agent-Based Monitoring and Control of District Heating
Systems”. The project was supported by The Swedish Agency for
Innovation Systems (VINNOVA) and was a collaboration between
Blekinge Institute of Technology and Alfa Laval AB.



iv

To Anna



v

Included publications.
This thesis is based on the nine papers listed below:

[I] Wernstedt, F., and Davidsson, P., “An Agent-Based Approach
to Monitoring and Control of District Heating Systems”,
Hendtlass, T., and Moonis, A., (Eds.) Developments in Applied
Artificial Intelligence, Lecture Notes in Artificial Intelligence 2358,
pp. 801-812, Springer Verlag, 2002.

[II] Davidsson, P., and Wernstedt, F., “A Multi-Agent System
Architecture for Coordination of Just-in-time Production and
Distribution”, The Knowledge Engineering Review, Cambridge
University Press, Volume 17, Issue 4, pp. 317-329, 2003.

[III] Wernstedt, F., and Davidsson, P., “Software Agents for Distrib-
uted Load Balancing”, in Proceedings of the 9th International
Symposium on District Heating and Cooling, Helsinki, Suomi,
2004.

[IV] Wernstedt, F, and Davidsson, P., “Distributed Load Balancing
of District Heating Systems: a small scale experiment”, in Pro-
ceedings of the 1st International Conference on Informatics in Con-
trol, Automation and Robotics, Setubal, Portugal, 2004.

[V] Wernstedt, F., Davidsson, P., and Johansson, J, “Simulation of
District Heating Systems for Evaluation of Real-Time Control
Strategies”, in Proceedings of the 1st European Simulation and
Modelling Conference, Naples, Italy, 2003.

List of papers



vi

[VI] Johansson, J., and Wernstedt, F., “Dynamic Simulation of Dis-
trict Heating Systems”, in Proceedings of the 3rd European Simu-
lation and Modelling Conference, Porto, Portugal, 2005.

[VII] Wernstedt, F., “A Utility-Based Multi-Agent System for Dis-
trict Heating Control”, to be submitted for publication.

[VIII] Davidsson, P., Johansson, S.J., Persson, J.A., and Wernstedt, F.,
“Agent-based Approaches and Classical Optimization Tech-
niques for Dynamic Distributed Resource Allocation”, in Pro-
ceedings of the Workshop on Representations and Approaches for
Time-Critical Decentralized Resource/Role/Task Allocation at the
Second International Joint Conference on Autonomous Agents &
Multi-Agent Systems, Melbourne, Australia, 2003.

[IX] Davidsson, P., and Wernstedt, F., “A Framework for Evalua-
tion of Multi-Agent System Approaches to Logistics Network
Management”, Wagner, T., (Eds.) An Application Science for
Multi-Agent Systems, Kluwer Academic Press, 2004.

Related publications.
The following papers are related to but not included in this thesis:

[X] Davidsson, P., and Wernstedt, F., “Software Agents for Bio-
process Monitoring and Control”, Journal of Chemical Technol-
ogy and Biotechnology, Volume 77, Issue 7, pp. 761-766, 2002.

[XI] Henesey, L., Wernstedt, F., Davidsson, P., “A Market-Based
Approach to Container Port Terminal Management”, in Pro-
ceedings of the Workshop on Agent Technologies in Logistics at the
15th European Conference on Artificial Intelligence, Lyon, France,
2002.

[XII] Davidsson, P., and Wernstedt, F., “Characterization and Evalu-
ation of Distributed Just-In-Time Production and Distribu-
tion”, in Proceedings of the Workshop on MAS Problem Spaces and
Their Implications to Achieving Globally Coherent Behaviour at the
1st International Joint Conference on Autonomous Agents and
Multiagent Systems, Bologna, Italy, 2002.

[XIII] Davidsson, P., and Wernstedt, F., “A MAS Architecture for
Coordination of Just-in-time Production and Distribution”, in
Proceedings of the 17th ACM Symposium on Applied Computing,
Special Track on Coordination Models, Languages and Applications,
Madrid, Spain, 2002.



vii

[XIV] Henesey, L., Wernstedt, F., and Davidsson, P., “Market-Driven
Control in Container Terminal Management”, in Proceedings of
the 2nd International Conference on Computer Applications and
Information Technology in the Maritime Industries, Hamburg,
Germany, 2003.

[XV] Davidsson, P., Henesey, L., Ramstedt, L., Törnquist, J., and
Wernstedt, F., “Agent-Based Approaches to Transport Logis-
tics”, in Proceedings of the Workshop on Agents in Traffic and
Transportation at the 3rd International Joint Conference on Autono-
mous Agents and Multiagent Systems, New York, USA, 2004.

[XVI] Davidsson, P., and Wernstedt, F., “Embedded Agents for Dis-
trict Heating Management”, in Proceedings of 3rd International
Joint Conference on Autonomous Agents and Multiagent Systems,
New York, USA, 2004.

[XVII] Davidsson, P., Henesey, L., Ramstedt, L., Törnquist, J., and
Wernstedt, F., “Agent-Based Approaches to Transport Logis-
tics”, Bazzan, Ana; Klugl, Franziska; Ossowski, Sascha., (Eds.)
Applications of Agent Technology in Traffic and Transportation,
Birkhauser, 2005.

[XVIII] Persson, J., Davidsson, P., Johansson, S., and Wernstedt, F.,
“Combining Agent-Based Approaches and Classical Optimi-
zation Techniques”, in Proceedings of the 3rd European Workshop
on Multiagent Systems, Brussels, 2005.

[XIX] Davidsson, P., Henesey, L., Ramstedt, L., Törnquist, J., and
Wernstedt, F., ”An Analysis of Agent-Based Approaches to
Transport Logistics”, Transportation Research Part C: Emerging
Technologies, Volume 13, issue 4, pp. 255-271, Elsevier, 2005.



viii



ix

Introduction  1

1. Distributed Control Systems........................................................ 1
2. Software Agents and Multi-Agent Systems .............................. 2
3. District Heating Systems ............................................................. 4
4. District Heating Systems Control ............................................... 5
5. Research Questions ...................................................................... 6
6. Research Methods ......................................................................... 7
7. Results ............................................................................................ 8
8. Future Work ................................................................................ 10
9. References .................................................................................... 11

PAPER I: An Agent-Based Approach to Monitoring and 
Control of District Heating Systems  15

1. Introduction ................................................................................. 16
2. District Heating Systems ........................................................... 17
3. Software System Architecture ................................................... 20
4. Conclusions and Work in Progress .......................................... 26
5. References .................................................................................... 27

PAPER II: A Multi-Agent System Architecture for
Coordination of Just-in-time Production and
Distribution  29

1. Introduction ................................................................................. 30
2. The Problem of Just-in-time Production and Distribution ... 31
3. Approaches to Supply Chain Optimization ........................... 32
4. Case Study: Monitoring and Control of

District Heating Systems ..................................................... 37
5. Conclusions and Future Work .................................................. 46
6. References .................................................................................... 47

PAPER III: Software Agents for Distributed Load
Balancing  51

1. Introduction ................................................................................. 52



x

2. Agent Technology ....................................................................... 53
3. Hardware ..................................................................................... 55
4. Experiment ................................................................................... 55
5. Conclusions and Future Work .................................................. 59
6. References .................................................................................... 60
7. APPENDIX A - ABSINTHE experimental set-up .................. 62

PAPER IV: Distributed Load Balancing of District 
Heating Systems: a small-scale experiment  65

1. Introduction ................................................................................. 66
2. District Heating Systems ............................................................ 66
3. Distributed Control of District Heating Systems ................... 67
4. Experimental Design .................................................................. 68
5. Experimental Results .................................................................. 70
6. Conclusions and Future Work .................................................. 71
7. References .................................................................................... 72

PAPER V: Simulation of District Heating Systems for 
Evaluation of Real-Time Control Strategies  75

1. Introduction ................................................................................. 76
2. Simulation of District Heating Systems ................................... 76
3. The ABSINTHE Simulator ......................................................... 80
4. Conclusions and Future Work .................................................. 86
5. References .................................................................................... 87

PAPER VI: Dynamic Simulation of District Heating 
Systems  89

1. Introduction ................................................................................. 90
2. District Heating Systems ............................................................ 90
3. DHEMOS ..................................................................................... 91
4. Simulation of GÄVLE District Heating System ................... 100
5. Conclusions and Future Work ................................................ 101
6. References .................................................................................. 103



xi

PAPER VII: A Utility-Based Load Management of
District Heating Systems  105

1. Introduction ............................................................................... 106
2. MAS Architecture ..................................................................... 108
3. Agent Behaviour ....................................................................... 112
4. Simulation Setup ....................................................................... 117
5. Experiment Setup ..................................................................... 121
6. Result .......................................................................................... 123
7. Conclusions ............................................................................... 134
8. Future Work .............................................................................. 135
9. References .................................................................................. 135

Optimization Techniques for Dynamic Distributed 
Resource Allocation  139

1. Introduction ............................................................................... 140
2. Evaluation Framework ............................................................ 140
3. Analysis of Agent-based Approaches ................................... 141
4. Analysis of Classical Optimization Techniques ................... 143
5. Conclusion ................................................................................. 144
6. Future Work .............................................................................. 146
7. References .................................................................................. 146
8. APPENDIX A - Classical Optimization Techniques............. 147

PAPER IX: A Framework for Evaluation of 
Multi-Agent System Approaches to Logistics 
Network Management  149

1. Introduction ............................................................................... 150
2. Supply Chain Networks .......................................................... 151
3. A Formal Characterization of the Problem Domain ............ 153
4. A General Simulator for Production and 

Logistics Network .............................................................. 154
5. Conclusions and Future Work ................................................ 162
6. References .................................................................................. 162

PAPER VIII: Agent-based Approaches and Classical 



xii



Distributed Control Systems
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This thesis mainly investigates the applicability of Multi-Agent
Systems (MAS) as a distributed control approach for District Heating
Systems (DHS). The consumers, i.e., the heat exchange systems, in
current DHS are purely reactive devices and have typically no
communication capabilities. They are only able to make local decisions
without taking into account the global situation in the system. In this
work, the possibilities of a new type of heat exchanger systems that has
an open software environment and communication capabilities are
explored.

1. Distributed Control Systems

The term distributed control system usually refers to systems com-
posed of interconnected components like sensors, actuators and con-
trollers. The availability of small computational units has lead to an
increasing decentralization within automation systems and a distribu-
tion of functionality into geographically dispersed devices. However,
resulting from this distribution of devices is an increasing amount of
communication and increasing effort for the configuration of individ-
ual devices as well as of the complete system [1]. The development of
distributed and heterogeneous systems, such as software for automa-
tion and control, poses significant challenges for system developers. In
general, the functions that can be automated in distributed systems are
classified into two categories, monitoring functions and control func-
tions. The properties to consider are comparable to the general proper-
ties of complex decentralized systems as described by Jennings [2].
Also, there is a strong requirement on flexibility and adaptability of the
software as automation systems typically are subject to an ongoing
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partial modification, e.g., by introduction of new hardware. The most
common model for distributed automation and control systems is
probably the Supervisory Control AnD Acquisition (SCADA) model.
The SCADA model is centralized by nature. From a central reading
location, a master station monitors a number of remote sites equipped
with remote telemetry units. The remote units measure various condi-
tions and report the data back to the master station, which is carrying
out the necessary analysis and control functions. While the SCADA
model provides acceptable performance and reliability, experience has
shown that this approach can lead to a lack of system fault tolerance,
reconfigurability, extensibility, and adaptability [3]. Also, a general
argument against centralized approaches to complex distributed prob-
lems is that when the problems are too extensive to be analyzed as a
whole, solutions based on local approaches often allow them to be
solved more quickly during run-time [4].

An alternative approach to deal with high complexity and the inad-
equacies of centralized approaches is to specialize and decentralize.
The general idea is to divide and conquer, i.e., to partion the complex
problem into a number of simpler subproblems that can be solved in a
distributed manner, and whose individual solution contribute to the
solution of the original complex problem. Basically, a number of inter-
acting decision-makers takes the place of a single centralized decision-
maker. 

Recently many manufacturers have introduced advanced Intelli-
gent Electronic Devices (IED) into their products that can perform
functions such as parameter configuration and monitoring. The possi-
bility to connect these distributed IED in a Local Area Network (LAN)
promise highly dynamic systems. However, the problem of providing
a suitable framework for managing the connected devices remains.
There is a continuous search for new concepts and abstractions to facil-
itate the design and implementation of systems of this kind. One such
concept is software agents [5, 6, 7].

2. Software Agents and Multi-Agent Systems

Software agents may be seen as a natural extension of the concept of
software objects. Object-oriented programming added abstraction enti-
ties, i.e., objects, that have persistent local states to the structured pro-
gramming paradigm. Similarly, agent-based programming adds
abstraction entities, i.e., agents, that have an independent execution
thread and pro-activity to the object-oriented paradigm. Thus, com-
pared to an object, an agent is able to act in a goal-directed fashion, e.g.,
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by interacting with other agents, reading sensors, or sending com-
mands to effectors, rather than only passively react to procedure call.
There is no strict consensus within the agent community on the defini-
tion of an agent but a commonly used is the definition by Wooldridge
and Jennings [8]: “An agent is a computer system that is situated in some
environment, and that is capable of autonomous action in its environment in
order to meet its design objectives”.

Depending on their tasks, the complexity of the agents varies.
Purely reactive agents only perform a mapping from sensor data to
effector signals. (Sensing and effecting should here be given a very
general interpretation, including receiving and sending messages.) In
the most basic case, the behavior of a reactive agent can be specified by
a collection of independent situation-action rules. A more sophisti-
cated approach is the subsumption architecture [9] which consists of a
hierarchy of behaviors where each behavior is a rule-like structure that
"competes" with other behaviors to exercise control over the agent.
Reactive agents have been proved to be good at doing a number of
simple tasks in realworld domains. 

In contrast to reactive agents, deliberative agents have modularised
cognitive abilities (perception, world modeling, planning etc.). Purely
deliberative agents contain an explicitly represented model of the
world that is used for decision making. The working of a deliberative
agent can be described as a sense-model-deliberate-act cycle. The sen-
sors sense the environment and receive messages, which are used to
update the world model. The world model is used by the deliberation
module to decide which actions to take, which serve as input to the
effectors that carry out the actions. Although purely deliberative
agents may be suitable for more complex tasks, they have problems
with "simpler" tasks such as routine reaction that require fast action
but no extensive deliberation since planning is typically very time con-
suming, requiring exponential search through potentially enormous
problem spaces. Consequently, deliberative agents tend not to work
well in highly dynamic environments that require fast reaction. Hybrid
agents try to integrate the abilities of reactive agents for routine tasks
with the power of deliberation necessary for more advanced or long
term tasks. Two categories of hybrid agents can be distinguished. Uni-
form agent architectures, such as the Procedural Reasoning System
[10], employ a single representation and control scheme for both reac-
tion and deliberation, whereas layered agent architectures, such as
InteRRaP [11], use different representations and algorithms (imple-
mented in separate layers) to perform these functions.
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A single agent may sometimes be operating usefully by itself. How-
ever, in most situations functionality and productivity may be
increased by letting several agents interact with each other forming a
MAS. Such systems are often heterogeneous, i.e., they are composed of
agents of different kinds that have different roles in the system. In any
environment where software agents participate, the agents need to
engage in cooperative and/or competitive tasks to effectively achieve
their design objectives. Researchers in many fields including computer
science, economy, and psychology have studied the area of coordina-
tion, which can be viewed as "managing the interdependencies among
activities" [12]. From the MAS perspective coordination is a process in
which agents engage in order to ensure that a community of individual
agents acts in a coherent manner [13]. A variety of mechanisms have
been developed to manage coordination problems. On one side are
organizational structures and social laws [14], long-term rules that
govern the behavior of the society of agents. At the other end are the
black board model [15] and the one-shot protocols, e.g., contract net
[16]. In between are techniques such as partial global planning [17] and
various negotiation techniques, e.g., market-based [18] and game theo-
retic [19] negotiation. Several researchers have shown that there is no
single best organization or coordination mechanism for all environ-
ments [20]. 

We will here concentrate on closed MAS in which the structure of
the system can be decided at design time, and where agents basically
cooperate in order to fulfil a goal on the system level.

3. District Heating Systems

The basic idea behind district heating is to use cheap local heat produc-
tion plants to produce hot water, in some systems steam is used
instead of water, which is used by the customers to heat buildings and
to produce domestic hot tap water. In most cases, the hot water is pro-
duced in conversion plants that may use fossil fuels, or alternative
energy sources, e.g., biomass, biogas or geothermal reservoirs. How-
ever, in order to deal with situations where the demand for energy is
high several types of heat producing units must typically be used.

The energy is distributed to consumers through a normally closed
loop network where the hot water is transported to consumers in the
supply network, cooled down by the consumer through a heat
exchanger system, and transported back to the heat plant where it is
heated again. Major benefits of this method of distribution is the possi-
bility of centralized heat generation outside of the city, which contrib-
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utes to the decongesting of the often polluted air of the cities [21], and
the possibility to use heat (byproduct) from industrial processes. How-
ever, due to the large distances the distribution of heat is also the larg-
est managerial planning problem, the distribution time can get quite
large, typically ranging from 3 to 24 hours.

Factors that have an effect on the heat load can be classified into
three groups: 

■ Human factors: The consumption of domestic hot water is
mainly dependent on social behavior.

■ Weather conditions: Approximately 70 percent of the total heat
load can be attributed to outdoor (ambient) temperature [22],
other weather conditions affecting the heat load are for example,
humidity, solar radiation, wind direction and velocity.

■ Physical factors of the distribution network: Factors such as
length, isolation and dimension of distribution pipes determines
the amount of distribution losses. Approximately 10 percent of
the total heat load is attributed to distribution losses [23]. 

4. District Heating Systems Control

Today, the operation of most DHS are based on a simple mapping
between the ambient temperature and the temperature of the water in
the supply network. When engineers refer to operational optimisation
of DHS, they usually refer to deciding the optimal operation of the heat
supplies and the optimal supply temperature for the nearby future (a
couple of hours to a few days). In a general optimisation model for the
supply temperature the network appears as a set of constraints (where
consumers have fixed and given demand), and the objective function
is composed of cost for production. Combinatorial optimisation prob-
lems are difficult because there is no formula for solving them exactly.
Every possibility has to be examined in order to find the best solution
and the number of possibilities increases exponentially as the size of
the problem increases. It is obvious that an optimisation model of a
large DHS with many loops and more than one heat production plant
is extremely computationally demanding [21, 24, 25]. In fact, it is
argued that when the complexity of an district heating system reaches
approximately 100 components and restrictions, the present computer
and software technology is insufficient to find an optimal operational
strategy [24].
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Current approaches to operate DHS are performed in a centralized
manner without possibilities of controlling the consumption in the
DHS. Moreover, the behavior of the DHS is mainly a consequence of
the consumers’ behavior. The flow through the DHS is determined by
the collective behavior of the consumers since every connected build-
ing has a valve controlling the flow in the primary distribution pipe. In
order to ensure sufficient heat supply, the tendency has been to pro-
duce more heat than necessary and hence an waste of energy [26, 27,
28].

The use of energy that increases the discharging of carbon dioxide
and contributes to the greenhouse effect is a serious global problem.
With different means, like increased energy prices (taxes or otherwise)
communities are creating incitements to lower the use of 'bad' energy.
Using DHS this kind of energy use is already low. However, there are
situations when possibilities to plan are insufficient, and therefore
demands for bigger energy loads, forced by energy use peaks, or by
malfunctioning system, e.g., fictive loads [29], forces the suppliers to
use other kind of heat sources, e.g., burning of fossil fuel. In the latter
case, the load peaks are not caused by real consumer demands, but by
fictive demands generated by a system that does not have the possibil-
ities to use existing information about the current state of the DHS.
Therefore, by applying modern information technology in existing sys-
tem, the use of carbon dioxide can be lowered even further.

5. Research Questions

The general goal is to investigate the applicability of agent technology
for distributed control of DHS. The basic research questions addressed
are:

1. What kind of MAS architectures are suitable for supporting
decentralised control in DHS? By suitable we here mean a system
that provide:

■ high quality of service,
■ fair allocation, and
■ prevents suboptimal control.
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2. What is gained by the introduction of cooperation and
communication between heat exchanger systems in a DHS? 

3. What kind of simulation model is needed for analysis of real-
time control strategies for DHS? 

4. What are the advantages and disadvantages of distributed agent-
based approaches compared to classical mathematical
optimisation techniques? 

5. What are the general characteristics of district heating systems
that can be used to identify and describe a more general class of
problems where similar automation principles can be used?

6. Research Methods

The work in this thesis started with an analysis based on theoretical
studies to clarify the many complex relationships in the application
domain. Following the initial analysis we performed another theoreti-
cal analysis of the applicability of a distributed approach as well as a
MAS approach to this application domain. We also used the Gaia
methodology [30] to identify the core subsystems suitable to be mod-
elled as software agents. In the Gaia methodology a systems designer
moves from abstract to increasingly concrete concepts. The abstract
concepts, e.g., roles and permissions, are used during analysis to con-
ceptualize the system, but are not always realized in the implemented
system. In contrast, concrete concepts, will typically have counterparts
in the implemented system.

The first and the second research questions are difficult to answer
with only theoretical analysis and therefore requires some type of
experimentation. To experiment with actual DHS is both difficult and
expensive. Firstly, the DHS is distributed over a large area of space and
secondly, practically all components in use today lack communication
capabilities. This would as a consequence require modification of
numerous heat exchange systems which would be unreasonably
expensive for this project. A more common method for analyzing sys-
tems as complex as DHS is to perform simulation experiments. Conse-
quently, the work presented in this thesis is mostly based on empirical
work with a simulation model. We decided to construct and imple-
ment an initial simulation model to perform simulation experiments as
a case study for the more general problem area of just-in-time produc-
tion and distribution.

To obtain an answer to the second research question on what is
gained by introduction of cooperation and communication between



Introduction

8 Multi-Agent Systems for Distributed Control of District Heating Systems

the distributed units, we were fortunate to obtain access to a laboratory
containing a small DHS where we could perform controlled small-
scale experiments, in which we compared existing technologies with
solutions based on different MAS architectures.

In order to further evaluate the applicability of MAS for control of
DHS a high granular simulation tool was needed where every part of
the DHS was modeled at a detailed level, e.g., the water flow and tem-
perature propagation in every part of the distribution network needs
to be modelled. As no such simulation tool seems to exist, the final
simulation experiments presented in this thesis are performed on a
simulator developed solely with these characteristics in mind.

This thesis also includes a theoretical analysis based on a literature
study regarding the properties of agent-based and classical optimisa-
tion techniques to evaluate the advantages and disadvantages of dis-
tributed agent-based approaches compared to classical mathematical
optimisation techniques.

Finally, to generalize the domain of DHS we develop a formal char-
acterization of logistics network and describe DHS in term of this gen-
eral framework.

7. Results

The results are described in the nine papers following this introduc-
tion. Paper I, “An Agent-Based Approach to Monitoring and Control of Dis-
trict Heating Systems”, addresses the first research question. We argue
for a decentralized approach to the district heating control problem
and suggest an architecture to support this approach. The idea to use
limited restrictions on local consumption and redistribution of
resources is introduced. The district heating manager is to handle the
tactical decisions, e.g., how much heat to produce. The MAS on the
other hand, manages the operational decisions, e.g., reacts on short-
ages and performs resource redistribution. Consumer agents, repre-
senting the consumers in the district heating network, are given two
fundamental goals to fulfill, the first is the local goal to satisfy the cus-
tomers heating demand, the second is to perform load balancing to
achieve the global goal of smoother production.

In Paper II, “A Multi-Agent System Architecture for Coordination of
Just-in-time Production and Distribution“, we address the first and the
fifth research question. We take the first steps towards a generalization
of the problem area. In just-in-time production and distribution the
problem to solve is two-fold: first the right amount of resources at the
right time should be produced, and then these resources should be dis-
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tributed to the right consumers. The previously suggested architecture
support this domain by equipping each consumer with an agent that
makes predictions of future needs that it sends to a production agent.
The second part of the problem is approached by forming clusters of
consumers within which it is possible to redistribute resources fast and
at a low cost in order to cope with discrepancies between predicted
and actual consumption. The experiments focus on reducing the sur-
plus heat production and to fairly manage shortages between different
sets of customers. The results indicates that the suggested approach
makes it possible to reduce production while maintaining the quality
of service. The study also show that it is possible to control the trade-
off between quality-of-service and degree of surplus production.

In Paper III, “Software Agents for Distributed Load Balancing”, we
address the first and the second research question. We present results
from a small-scale experiment performed in a controlled environment.
We compare a hierarchical agent-based approach with currently exist-
ing technologies and show that there are clear incentives for communi-
cation and collaboration between the distributed entities. The results
show that it is possible to automatically load balance DHS. 

In Paper IV, “Distributed Load Balancing of District Heating Systems: A
small scale experiment”, we also address the first and the second
research question. We present results from a small-scale experiment
performed in a controlled environment. In this environment we com-
pare a completely decentralized agent-based approach with currently
existing technologies. The results show that it is possible to automati-
cally load balance district heating systems without any central control.

In Paper V, “Simulation of District Heating Systems for Evaluation of
Real-Time Control Strategies”, we address the third research question.
We conclude that approaches to distributed real-time control strategies
are very rare within the domain of district heating and that current
simulation tools lack support for such studies. To improve this situa-
tion a dynamic simulation tool has been developed which integrates
existing models of the various entities in a district heating system in a
novel way.

In Paper VI, “Dynamic Simulation of District Heating Systems”, we
also address the third research question. We describe the simulation
tool in detail and show the analysis of the result from a simulation of a
DHS. The distribution model within the simulation tool uses a micro-
scopic model as opposed to a macroscopic model. This gives us the
ability to simulate the behavior of single endpoints within the net-
work, which is necessary when studying the comfort fluctuations
experienced by individual customers. We conclude that we have found
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that the simulation tool produces reliable results and is therefore suit-
able for solving analysis of real-time control strategies.

In Paper VII, “Utility-Based Multi-Agent System for District Heating
Control”, we address the first research question. We show that the
value of a large number of small local decisions taken all in all have
great impact of the overall system performance. We also introduce a
utility-function which appears to prevent suboptimal control. The
approach shows that it is possible to extend the number of customers
in a given size DHS without increasing the production capacity. The
results also indicate that it is possible to remove a considerable part of
the top load when the system is controlled by agents. In both cases the
goal is performed without any noticeable reduction of quality of ser-
vice.

In Paper VIII, “Agent-based Approaches and Classical Optimization
Techniques for Dynamic Distributed Resource Allocation“, we address the
fourth research question. We analyse and compare the strengths and
weaknesses of agent-based approaches and mathematical optimization
techniques. Their appropriateness for dynamic distributed resource
allocation is evaluated. We conclude that their properties are comple-
mentary and that it seems fruitful to try to combine the approaches.
Some suggestions of such hybrid systems are sketched.

Finally, in Paper IX, “A Framework for Evaluation of Multi-Agent Sys-
tem Approaches to Logistic Network Management“, we address the fifth
research question. We present a generalized formal characterization of
the problem space under investigation, i.e., production and logistics
network management, together with a preliminary evaluation of the
applicability of the suggested MAS approach for this general problem
area.

The underlying ideas in this thesis related to district heating load
control has been approved as Swedish patent no. C2 519 709.

8. Future Work

We have introduced an approach to distributed control that in a sense
model the individual agents´ responsibilities towards the overall glo-
bal goal achievement, i.e., individual agents are designed to partially
sacrifice their local goals to contribute to some global goal. It would be
interesting to pursue and to refine this model to see if it is possible to
use the notion of responsibility towards global goals to model distrib-
uted control systems in general.
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With respect to DHS, we will in future experiments focus on devel-
oping load-shifting strategies for the MAS, i.e., not only reducing the
load. Future work also include studies on differential tariffs in DHS as
well as investigations of possible approaches to a complete market-ori-
ented approach to the management of DHS where producers are com-
peting for customers and where there is third-party access. 

Also, controlling the heat load has potentially major benefits for
CHP production and it would be interesting to connect the load con-
trolling strategies to, e.g., the fluctuating electricity prices at Nord Pool
(The Nordic Power Exchange). Furthermore, there are numerous opti-
misation strategies possible when deciding where to reduce consump-
tion in a DHS. To compare and evalute such strategies would be very
interesting.

Finally, we are also looking at the possibility of performing experi-
ments in full-scale DHS and to evaluate the ideas in other just-in-time
domains.
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Abstract

The aim is to improve the monitoring and control of district heating
systems through the use of agent technology. In order to increase the
knowledge about the current and future state in a district heating
system at the producer side, each substation is equipped with an agent
that makes predictions of future consumption and monitors current
consumption. The contributions to the consumers, will be higher
quality of service, e.g., better ways to deal with major shortages of heat
water, which is facilitated by the introduction of redistribution agents,
and lower costs since less energy is needed for the heat production.
Current substations are purely reactive devices and have no
communication capabilities. Thus, they are restricted to making local
decisions without taking into account the global situation. However, a
new type of "open" substation has been developed which makes the
suggested agent-based approach possible.

PAPER I

An Agent-Based Approach to Monitoring 
and Control of District Heating Systems

Fredrik Wernstedt and Paul Davidsson

Published in Hendtlass, T., and Moonis, A., (Eds.) Developments in
Applied Artificial Intelligence, Lecture Notes in Artificial Intelligence,
Volume 2358, pp. 801-812, Springer Verlag, 2002
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1. Introduction

Agent technology is currently a very active area of research and is
widely applied in research labs all around the world. However, few
industrial applications exist, in particular where the problem domain
is truly distributed and heterogeneous, i.e., the type of domains in
which agent technology is supposed to excel. We will here present
some initial results from a project concerned with such a domain,
namely district heating (which is very similar to district cooling).

The control of district heating systems can be seen as a just-in-time
[9] production and distribution problem where there is a considerable
delay between the production and the consumption of resources. The
reason for the delay may be either long production time or, as in the
case of district heating, long distribution time. Another characteristic
of this class of problems is that resources need to be consumed
relatively quickly after they have arrived to the consumer. In order to
cope with these problems it is essential to plan the production and
distribution so that the right amount of resources is produced at the
right time.

District heating systems are inherently distributed both spatially
and with respect to control. A customer, or more commonly, a set of
customers, is represented by a substation embedded within the district
heating network. Currently, the substation instantaneously tries to
satisfy the demands of its customers without considering the amount
of available resources or the demands of other substations. Each
substation can be viewed as a "black-box" without communication
capabilities, making local decisions without taking into account the
global situation. Thus, today a district heating network is basically a
collection of autonomous entities, which may result in behavior that is
only locally optimal. For instance, during a shortage in the network,
resource allocation is unfair since consumers close to the production
source will have sufficient amount of heat, while those distantly
located will suffer.

Another consequence of the way that current substations work is
that the producers only have very limited information concerning the
current state of the district heating system. This together with the
considerable distribution time, results in that the amount of heat to
produce and deliver to the substations is typically based on
uninformed estimates of the future heat demand, made by the control
engineer at the production plant. In order to ensure sufficient heat
supply, the tendency has been to produce more heat than necessary
and hence an important waste of energy [1, 3]. 
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The ABSINTHE (Agent-based monitoring and control of district
heating systems) project is an effort aimed at dealing with these
problems. It is a collaboration with Cetetherm AB, one of the world-
leading producers of substations (heat exchanger systems).
ABSINTHE is part of a larger venture "Intelligent District Heating",
which aims at revolutionizing the district heating industry, mainly by
developing a new type of "open" substation, which is based on a
communication and computation platform developed by Siemens. The
main goal of ABSINTHE is to develop a decision support system for
the district heating system operators that makes it possible to reduce
the surplus production by increasing the knowledge about the current
and future state of the system. To implement this we equip each
substation with an agent that continually makes predictions of future
consumption and monitors current consumption. However, in order to
deal with situations where there is a shortage of heat in the network,
there is also a fully automated part of the system supporting
cooperation between substations. To do this we introduce
redistribution agents that are able to impose minor, for the customer
unnoticeable, restrictions on a set of substations. Another goal of the
project is to more fairly deal with situations where there is a global
shortage of heat by using different modes when issuing restrictions.

We begin by briefly describing the district heating domain and the
involved hardware technology. This is followed by a description of the
multi-agent system that has been developed within the project in order
to solve the problems discussed above. Finally, we provide conclusions
and pointers to future work.

2. District Heating Systems

The basic idea behind district heating is to use cheap local heat
production plants to produce hot water (in some countries steam is
used instead of water). The water is then distributed by using pumps
at approximately 1-3 m/s through pipes to the customers where it may
be used for heating both tap water and the radiator water. The cooled
water then returns to the production plant forming a closed system
(see Figure 1).

Figure 1: A simple district heating network containing one heat producer and
two consumers
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At the customer side, there is a substation (see Figure 2). It is
normally composed of two or three heat exchangers and a control unit,
which receives hot water from the district heating network. The
substation heats both cold tap water and the water in the radiator
circuit by exchanging the required heat indirectly from the primary
flow of the distribution network. The hot network water is returned to
the network at a somewhat lower temperature. Both the temperature
of the returning water and the flow rate in the network are dependent
on the consumption of substations. When the water, returned by
substations, arrives at the heat production plant it is heated and again
pumped into the distribution network. 

Several different energy sources may be used for heating, e.g., waste
energy, byproduct from industrial processes, geothermal reservoirs,
otherwise combustion of fuels as oil, natural gas etc. is used. If the
demand from the customers is high several heat producing units must
be used. A district heating system in a large city can be very complex,
containing thousands of substations and hundreds of kilometers of
distribution pipes. In addition, they are dynamic as new substations
may be added or old substations may be replaced by new ones with
different characteristics.

Figure 2: A substation consisting of heat exchangers (the shaded boxes),
control valves, pumps and a control unit. The radiator system (household
heating) is controlled by the control unit, using information about actual
outdoor temperature

Most district heating control systems of today are strictly reactive,
i.e., they only consider the current state and do not predict what is
likely to happen in the future. As the distribution time from the heat
production plant to the customers is large, the decision on how much
heat to produce becomes complicated. Ideally, the control engineer
knows the amount to produce several hours ahead of consumption.

Outdoor temperature sensor

Radiator water

Cold water

Hot tap water

Hot water, in

Return water

Control unit
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Load prediction is difficult since many factors are unknown or
uncertain which force the operators to make coarse estimations of
future consumption based mainly on experience and simple rules-of-
thumb [13]. As a consequence, and in order to be sure to satisfy the
consumers, district heating systems are typically run with large
margins producing more heat than necessary [1, 3]. Furthermore,
operators are usually busy with keeping the heating plants running
and the time available for making production decisions is therefore
limited [1].

Consumption in a district heating network is mainly composed of
two parts [14]:

■ The heating of buildings, which mainly is a linear function of the
outdoor temperature.

■ The consumption of tap water, which mainly is dependent on
consumption patterns, e.g., social factors.

The tap water consumption of a substation is very "bursty" even in
large buildings, and therefore very difficult to predict, whereas the
radiator water consumption is "smoother" and therefore relatively easy
to predict assuming that reliable weather predictions are available.

Due to the rising demand of automation of building services
(heating, ventilation, and air-conditioning etc.). Siemens have
developed the Saphir, an extendable I/O platform with an expansion
slot for a communication card, suitable for equipment control. Easy
and quick access to sensor data is provided by a Rainbow
communication card in the expansion slot (see Figure 3). It has
previously not been possible to develop, or make commercially
available, such an advanced platform due to high costs.

The Saphir contains a database that continuously is updated with
sensor data from the I/O channels by a small real-time operating
system, which is directly accessible from the Rainbow card. On the
Rainbow card a small computational platform (a handheld PC) makes
it possible to easily deploy software and by that providing the
possibility to host an agent. Hence, an agent deployed on such a
platform could potentially read all connected sensor input as well as
send commands over the I/O channel to actuators on the hardware,
e.g., valves on a heat exchanger.
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Figure 3: The Rainbow communication and computation card is here shown
on top of the Saphir hardware interface card

3. Software System Architecture

In this chapter we will first discuss the advantages and disadvantages
of a distributed compared to a centralized solution to the problem of
district heating monitoring and control. We will then argue for an
agent-based approach, and eventually suggest a multi-agent
architecture.

3.1 Distributed versus Centralized Approaches

District heating systems are by their very nature physically
distributed. Thus, if we aim at a monitoring and control approach
based on knowledge about the current state of the system, at least
sensor data must be collected via a distributed system. The question is
whether also computation and control should, or, need to, be
distributed.

In principle, it is possible to continuously collect all sensor data at
each substation, do all computations necessary for the control of the
system at a single central computer, and then send control signals to
each of the substations. In some problem domains, it is possible to
increase the utilization of resources if a global picture of the system
state is available. In the district heating domain, this is certainly true
for the part of the problem related to the production, which we
implement as a decision support system (basically a monitoring
system) for the network and production plant operators. However, we
argue that one subproblem, the construction of the local consumption
predictions, should be performed locally. The reason is that these
computations may involve substantial amounts of sensor data, which
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Protocol stack e.g. TCP/ IP

Application e.g. Agent

API

API

Heat exchanger controller db
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otherwise need to be communicated to a central computer. By doing
the consumption predictions locally, less communication is necessary
without reducing the quality of the predictions. Also the computations
involved in making the forecasts can be computationally resource
demanding, and performing these in a centralized fashion would
hardly be feasible. One could also argue that some of the sensor data
used should be constrained for local usage only, due to its potentially
sensitive nature.

Furthermore, to assume that it is easy to collect and use the sensor
information from each entity in the network in a centralized fashion is
somewhat wrong. Since substations, pumps and valves, etc., often are
manufactured by different organizations, it would be a complex task to
keep track of all these aspects centrally. Developing local monitoring
and control software adopted for each type of substation, but with the
same interface to the rest of the software system, seems as a much
more natural approach.

A more general argument against centralized approaches for
problems as complex as the management of district heating systems
(where a large number of parameters and constraints should be taken
into account), is that when the problems are too extensive to be
analyzed as a whole, solutions based on local approaches often allow
them to be solved more quickly [12]. 

Regarding, the part of the problem that concerns how to fairly deal
with shortages of heat in the system, also a semi-distributed approach,
were the control is distributed to clusters of substations, has been
considered. A completely centralized approach may result in severe
communication problems without achieving greater fairness. It would
use the same number of messages as the semi-distributed approach,
but with a possible communication bottleneck at the central computer.
Also, each message would need to travel a longer route which would
increase the total network load. A completely distributed approach, on
the other hand, would result in a larger number of messages being sent
than the semi-distributed approach without achieving greater fairness.

3.2 Why an Agent-Based Approach?
A general advice on when to consider agent technology is to be
requirement-driven rather than technology-driven. Thus, we should
investigate whether the characteristics of the target domain match the
characteristics of the domains for which agent-based systems has been
found useful. Parunak [10] argues that agents are appropriate for
applications that are modular, decentralized, changeable, ill-
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structured, and complex. We argue that district heating systems has all
these characteristics:

■ Modular: Each entity of a district heating system, i.e.,
substations, heat production plants, pumps etc., can be described
using a well-defined set of state variables that is distinct from
those of its environment. Also, the interface to the environment
can be clearly identified for each entity. 

■ Decentralised: The entities of a district heating system can be
decomposed into stand-alone geographically distributed
autonomous nodes capable of performing useful tasks without
continuous direction from some other entity. 

■ Changeable: The structure of a district heating system may
change as new entities are added or old entities are replaced. In
addition, there are short-term changes in the system when
individual substation or parts of the network are malfunctioning.

■ Ill-structured: All information about a district heating system is
not available when the monitoring and control system is being
designed. 

■ Complex: District heating systems are considered to be very
complex systems [3]. The entities of a district heating system
exhibits a large number of different behaviours which may
interact in sophisticated ways. In addition, the number of entities
in a district heating system can be very large, up to a couple of
thousands.

There are also more general arguments for choosing an agent-based
approach [4]. From a methodological perspective the concept of agents
introduces a new level of abstraction that provides an easier and more
natural conceptualization of the problem domain. Other advantages
are increased, e.g., robustness, the distribution of control to a number
of agents often implies no single point of failure, efficiency, less
complex computations and communication are necessary if control is
distributed, flexibility, the use of agent communications languages that
support complex interaction between entities provides a flexibility that
is difficult to achieve using traditional communication protocols,
openness, by having a common communication language, agents
implemented by different developers are still able to interact with each
other, scalability, it is easy to add new agents to a multi-agent system,
and finally, economy, since agent technology provides a natural way to
incorporate existing software.
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3.3 Multi-Agent System Architecture

The MAS architecture we suggest is composed of one type of agents
associated with the producers, responsible for the interaction between
the heat production plant and the other agents of the MAS, and
another type of agents associated with the consumers, responsible for
the interaction between the substation and the other agents of the
MAS.

In a domain with limited resources, such as district heating, agents
must coordinate their activities with each other to satisfy group goals
[6]. To identify group goals is complicated by two types of conflicts
between individual goals. First, there is a conflict between consumer
agents, who wants to maximize the comfort of the consumers by
taking as much heat from the network as the consumer asks for, and
the producer agents, who want to produce as little heat as possible to
reduce costs. To deal with this conflict we define the following group
goal: produce as little heat as possible while maintaining sufficient
level of customer satisfaction. The second type of conflict is between
consumer agents when there is a shortage of heat in a part of the
network. In this situation each of the consumer agents in that part of
the network wants to satisfy their consumer´s demand, which is
impossible. To deal with this conflict we define the following group
goal: when there is a shortage, the available heat should be shared
fairly between the consumers. Satisfaction of these group goals could
be achieved by either:

■ competition, where each agent competes for resources, i.e., a self-
interested approach (This approach is similar to the current
situation, where a substation only consider the demands of their
customer.), or

■ cooperation, by letting the overall goal of primarily ensuring
consumption of tap water, in favour of radiator consumption,
affect all consumers, i.e., where one consumer could reduce
radiator consumption to benefit tap water consumption for
another consumer.

We implement cooperation to achieve redistribution of resources.
This is practically possible since pressure propagates by the speed of
sound in water and that district heating systems are, at least in
principle, parallel coupled, i.e., resources not consumed by one
consumer is available for other consumers in the vicinity. Also, we
need the capability to restrict consumers if they try to consume more in
total than predicted. For these reasons we introduce another type of
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agent, redistribution agents, which are responsible for a cluster of
consumer agents and has both a mediator and decision maker role [5].
The mediator role includes receiving the consumptions and
predictions from the consumers in the cluster, summarize them, and
distribute the result to the producer agent (see Figure 4). The decision
maker role concerns what actions to take, i.e., impose restrictions upon
consumer agents, to maintain an overall acceptable consumption rate
(which is defined by the predictions made earlier).

Figure 4: Each redistribution agent manages a cluster of consumer agents

The consumer agents are responsible for the interaction with the
substations (see Figure 5). It monitors the actual heat consumption by
reading the substation's sensors and decides which data to send to the
redistribution agent. The agent continually evaluates previously made
predictions using historical data and creates new predictions of future
consumptions and sends these to the redistribution agent. The
consumption is sent rather often, e.g., each minute, whereas the
predictions are sent at larger interval, e.g., for each 10 minutes period.

Figure 5: Consumer agent architecture and its interaction with the environ-
ment

The redistribution agents are responsible for collecting predictions
and monitoring the total consumption of a cluster of consumer agents.
If the redistribution agent notices that the cluster is trying to consume
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more heat than predicted it invoke restrictions of consumption to the
cluster. Restrictions can be invoked in two modes, one where each
consumer agent in the cluster is to reduce its consumption with the
same amount and one where different priority values are used, e.g.,
there might be reason that a hospital has a higher priority than a
university.

A restriction will enforce consumers to not use any radiator water
during the next consumption interval. If this is not enough to
compensate for the excessive consumption, the redistribution agent
will also impose restrictions on tap water consumption. This
redistribution strategy (and all other strategies based on radiator water
restrictions) will lead to a radiator water deficit that needs to be
compensated (otherwise the temperature in the households,
eventually, will fall). In order to do this, each substation will
individually compensate by using more radiator water than predicted
when the tap water consumption is less than predicted. Compensation
for tap water deficits work in a similar way, but on the cluster level (see
Figure 6).

Figure 6: A schematic view of the consequences of a restriction

Another problem that has to be solved by the redistribution agent is
how to cope with the "bursty" consumption of tap water without
commanding unnecessary restrictions. The approach used here is to let
the cluster use more tap water than predicted (measured in minute
averages) in the beginning of a consumption period and then
gradually lower the allowed average consumption towards the
predicted average consumption.

The producer agent receives predictions of consumption from the
redistribution agents and is responsible for the interaction with the
control system of the heat production plant (possibly including human
operators). The producer agent is also responsible for monitoring the
actual consumption of consumer agents. The figures of consumption
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may be used to calculate the returning temperature, i.e., the producer
would know in advance the temperature of the water to heat. The
producer agent is also capable of imposing proactive restrictions for
consumers to reduce the cost of producing heat to cover for short
temporary heating needs. This will especially be the case if the
predicted consumption marginally exceeds the capacity of the primary
heating plant or only exceeds the capacity for a short time period (see
Figure 7). 

Figure 7: A predicted consumption for a limited time period above the capac-
ity of the primary production source (the dashed line) can be covered by a
temporary imposing restrictions of consumption

The system is dependent on the truthfulness of agents, e.g.,
individual consumer agents should not lie to gain benefits. However,
we believe that this will not pose a problem since the system can be
viewed as closed with respect to development and deployment of the
agents, for instance by introducing certification procedures.

4. Conclusions and Work in Progress

In the short term the suggested project will adapt and introduce agent
technology in an industrial application were the use of leading edge
information technology currently is very low. To our knowledge, agent
technology has never been applied to monitoring and control of
district heating systems. It will provide a novel combination and
integration of existing technologies, which will open up new
possibilities.

The contributions to the final users, i.e., the operators and the
consumers, will be higher quality of service, e.g., better ways to deal
with major shortages of heat water, and lower costs, i.e., less energy is
needed to produce the heat water. Since the heating of water often is
associated with burning fuel that pollutes the air in one way or
another, the project obviously contributes to increase the quality of life
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for the inhabitants. We also believe that the introduction of advanced
information and communication technology will enhance the work
situation for the network operator staff, e.g., through the new
possibility for remote diagnosis of heat exchanger systems.

We have implemented a simplified version of the MAS described in
this paper using Jade [2] and applied the Gaia methodology [15] for the
design. Initial simulation experiments have shown that it is possible to
reduce the production by at least 4 percent while maintaining the
overall consumer satisfaction, or quality of service. However, there are
indications that this figure can be improved considerably.

The implemented system is not a finished product, however, it
could at this stage be considered an emulated system. To reach the next
maturity level [11], prototype, we are in progress of testing the
approach on real domain hardware, but under laboratory conditions.
Furthermore, the prediction mechanism of the consumer agents needs
to be improved and we are looking at, e.g., neural network-based
approaches [3, 7].
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Abstract

A multi-agent system architecture for coordination of just-in-time
production and distribution is presented. The problem to solve is two-
fold: first the right amount of resources at the right time should be
produced, and then these resources should be distributed to the right
consumers. In order to solve the first problem, which is hard when the
production and/or distribution time is relatively long, each consumer
is equipped with an agent that makes predictions of future needs that
it sends to a production agent. The second part of the problem is
approached by forming clusters of consumers within which it is
possible to redistribute resources fast and at a low cost in order to cope
with discrepancies between predicted and actual consumption.
Redistribution agents are introduced (one for each cluster) to manage
the redistribution of resources. The suggested architecture is evaluated
in a case study concerning management of district heating systems.
Results from a simulation study show that the suggested approach
makes it possible to control the trade-off between quality-of-service
and degree of surplus production. We also compare the suggested
approach to a reference control scheme (approximately corresponding
to the current approach to district heating management), and conclude
that it is possible to reduce the amount of resources produced while
maintaining the quality of service. Finally, we describe a simulation
experiment where the relation between the size of the clusters and the
quality of service was studied.
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1. Introduction

Agent-based computing has long been suggested as a promising
technique for application domains that are distributed, complex, and
heterogeneous [1, 2]. One such application area is the coordination of
production and distribution in supply chains. A supply chain is a
collection of autonomous or semi-autonomous suppliers, factories, and
distributors, through which raw materials are acquired, refined and
delivered to customers. The supply network is often represented as a
network similar to the one in Figure 1, where resources flow (are
transported) "downstream" from raw material suppliers, to tier
suppliers, to manufacturers, to distribution centers and retailers, and
finally to customers.

Figure 1: Example of a supply chain network

This is a somewhat simplified view, e.g., resources may also flow
upstream and the network is rarely static with regard to the number of
participants. The traditional goal of supply chain management is cost
optimization with respect to fixed demand. This often involves a trade-
off between different objectives, e.g., consider the trade-off between
customer service, measured in delivery time, and transportation cost.
Also, a typical supply chain faces uncertainty in terms of both supply
and demand. Thus, one of the most common problems faced by
managers concerning production decisions is to anticipate the future
requirements of customers

In this paper, we will focus on Just-In-Time [3] production and
distribution of resources where the production and/or distribution
time is relatively long. By relatively long, we mean in relation to

Flow of resources (transportation)

Tier suppliers Manufacturers Distribution centers 
and retailers

Customers Raw material 
suppliers
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changes in customer demand, i.e., systems where it is impossible to
immediately and dynamically compensate for such fluctuations by
increasing/decreasing the production. We suggest a multi-agent
system (MAS) architecture for solving this problem and investigate its
performance.

A characterization of the general problem of coordination of just-in-
time production and distribution is followed by a short survey on
approaches to optimization of supply chain management. Then a
general description of a MAS architecture that solves this problem is
given. We briefly describe the principles of district heating systems,
which is the domain that has been chosen for a case study, and how the
MAS architecture has been adapted to this particular domain. Finally,
some results and an analysis of simulation experiments are followed
by conclusions and pointers to future work.

2. The Problem of Just-in-time Production and 
Distribution

The general just-in-time production and distribution problem that we
study can be characterized as follows:

■ There is a set of producers and a set of consumers of resources.
■ It is possible to control how much resources are produced at a

certain time.
■ It is not possible to control the needs of the consumers.
■ It is not known in advance exactly how much resources a

particular consumer needs at a certain time.
■ The production time, TP, and/or distribution time, TD, (between

producers and consumers) is relatively long. 
■ The resources produced must be consumed relatively soon, i.e.,

they deteriorate fast, are expensive to store, or/and there is a
limited storage capacity.

■ It is possible to redistribute resources between consumers that
are close in the proximity relatively cheap and fast.

■ In the general problem of just-in-time production and
distribution, the distribution time may be different for different
producers-consumers pairs. Also, the resources may be of many
different kinds.
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In sum, the problem to solve has two main components:

1. to produce the right amount of resources at the right time, and 

2. to distribute these resources to the right consumers

The first part of the problem is further complicated by the fact that
the resources will be needed by the consumers some time in the future
(not at the time of production).

Below, we will focus on a particular application domain that has
these characteristics, namely the control of district heating systems.
However, there are a number of other application domains that share
these characteristics, e.g., iron and steel production, car production
and sales, and the production and distribution of oil and petrol as well
as some types of provisions, e.g., milk. Obviously, the time for
production, distribution, and consumption varies between these
domains.

3. Approaches to Supply Chain Optimization

Optimization of supply chains has long been a very active area of
research [4, 5, 6]. The developed models are used to perform strategic
(long-term) planning, tactical (short-term) planning, or operational
scheduling. A typical supply chain faces uncertainty in terms of both
supply and demand of commodities [7], e.g., caused by late deliveries,
poor quality of incoming material, or unforeseen demand variability.
One of the most common problems faced by managers concerning
production decisions is to anticipate the future demands of customers,
which typically results in either overproduction or shortage of the
commodity. Furthermore, demand uncertainty exists at each level in
the supply chain, which can cause the predicted customer demand to
be amplified at the production site (at each level some small amount is
added to cover for uncertainty at lower levels), known as the bullwip
effect [8]. The amplification of the demand appears at the first mini-
fluctuations (see Figure 2), and as pointed out by Lee [8], improved
information exchange and management may provide an important
remedy for these effects.
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Figure 2: Example of the bullwip effect increasing the amplitude of the fluctu-
ations at the companies as the information travels upstream in the chain

The management of supply chains is generally considered to lie
between systems where the entire flow has a single owner and those
with fully vertically integrated facilities, i.e, where one company
operates or controls the entire chain. Thus, when managing a supply
chain the coordination between the participants, e.g., to avoid
bottlenecks, is of primary importance. Other general issues regarding
the optimization of supply chains concerns the quality of the
information that the decisions are to be based on. The information
quality is known to have several dimensions [9]:

■ The size of the sample that the information represent. For
instance, a forecast can be made for the total consumption of a
single product, the consumption of that product by a country, or
by a customer, etc.

■ The time bucket, e.g., corresponding to a year, a week, a day, or
an hour. Breaking the data down into smaller time buckets
implies a higher level of detail but also make forecasting more
difficult.

■ The lead-times. Information is often only valuable within the
time frame so that one can react on the situation it represents.

■ The variability of the information. For example, the production
rate is rarely the same across multiple runs. An average rate
might be what is used as input to the optimization model. 

■ The frequency of information updates. The information fed to
the model needs to be updated at the actual rate the information
is changing in the real world.

time time time

Quantity ordered by 
customer markets

Quantity ordered 
by retailer

Quantity ordered 
by manufacturer
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The traditional approach to supply chain modeling and analyzing
has been performed by using control theory models (differential
equations), simulations (what-if scenarios) or operations research
methods (optimization theory, game theory, and statistical analysis).
However, these are static approaches [10] and are not made for
handling the dynamic characteristics of the supply chain [11].
Moreover, the major part of the work has been focused on limited
problem spaces, e.g., optimization of either production or distribution,
and treats these areas as separate systems. Focus now has turned
towards the integration of the different areas of the supply chain and
the importance of a holistic view of the supply chain has been stressed.
For instance, Milgate [12] argues that competition will evolve from a
firm vs. firm basis to a supply chain vs. supply chain.

Recently, many interesting approaches to supply chain
management have emerged. Current agent-based approaches to
supply chain model and analysis typically address the complete chain
of entities within the supply network. The general goal for these
approaches is either to build an on-line instrumentation and control
model [13, 14, 15] or to build a simulation model used for analysis or
re-engineering purposes [11, 16]. 

However, these approaches have assumed ideal conditions, e.g.,
they generally do not consider the problem of forecasting demands
and how to deal with discrepancies between predicted and actual
demand, which is one of the main issues in real world supply chain
management.

3.1 Just-In-Time Strategies

Driven by rapid changes in customer demands, manufacturing
strategies has moved from large mass production to small batch
production [17]. Large errors in prediction of customer demand lead to
large discrepancies between production and actual demand. This
results in higher inventory costs, i.e., larger buffers are needed and/or
the worth, or quality, of the products in the buffers decrease over time
(deterioration). To deal with this problem, Just-In-Time (JIT) strategies
have been developed. However, one of the most common sources of
nonlinearity is capacity limits which means that the tendency of JIT
strategies to shrink buffer sizes increases the frequency with which a
system is likely to exceed a buffer capacity, resulting in a nonlinear
behavior of the system [18]. For example, when a retailer attempts to
take commodities from an empty storage at the distribution center or
when a retailer tries to push commodities into a full buffer at the
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consumer markets, operation needs to stop until the capacity has been
restored. Furthermore, the distribution network must be streamlined
to provide for quick transportation of commodities as well as stable,
predictable production schedules and the ability to respond quickly to
small fluctuations in demand.

The major concerns in this type of domain are how to cope with the
uncertainty in production and demand and how to cope with the
temporal constraints imposed by the relatively long production and/
or distribution times that are present in the JIT domains that we are
considering.

The approaches mentioned above to optimize the supply chain tries
to optimize the normal running condition of the system. However, in a
JIT domain faulty predictions or erroneous inventory philosophies are
likely to cause resource shortages and require means to deal with. In
such an environment other approaches that balance the actually
distributed resources, preferably in an automatic way, are necessary.

3.2 A General Multi-Agent System Architecture for JIT 
Production and Distribution

There are a number of different approaches to solve the just-in-time
production and distribution problem outlined above. The most basic
approach (and probably the most used) is strictly centralized, where
the producer based on experience makes predictions of how much
resources to produce in order to satisfy the total demand of the
consumers. These resources are then distributed directly on demand
from the consumers. However, as indicated earlier, this is not possible
for domains with relatively long distribution times.

A bit more sophisticated is the approach where each consumer
makes predictions of future consumption and informs the producer
about these predictions. Since local predictions typically are more
informed than global predictions, this approach should give better
results. The MAS architecture we suggest below partly builds upon
this insight but also introduces a means for automatic redistribution of
resources. In order to solve the problem of producing the right amount
of resources at the right time, each consumer is equipped with an agent
that makes predictions of future needs that it sends to a production
agent through a redistribution agent. 

The other problem, to distribute the produced resources to the right
consumer, is approached by forming clusters of consumers within
which it is possible to redistribute resources fast and at a low cost. This
usually means that the consumers within a cluster are closely located
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to each other. In this way it is possible to cope with the discrepancies
between predicted and actual consumption, which happens for
instance when the demand of a consumer changes while the resources
are delivered. Without a redistribution mechanism, the consumer
would be faced with either a lack or an excessive amount of resources,
leaving the system in an undesired state. An important requirement
for a redistribution mechanism of this kind is that it can deal with
shortages in a way that is fair to the consumers. We have chosen a
semi-distributed approach since a completely centralized approach
may result in severe communication problems without achieving
greater fairness. It would use the same number of messages as the
semi-distributed approach, but with a possible communication
bottleneck at the central computer. Also, each message would need to
travel a longer route, which would increase the total network load. A
completely distributed approach, on the other hand, would result in a
larger number of messages being sent than the semi-distributed
approach without achieving greater fairness.

Based on the above insights, we used the GAIA methodology [22] to
design the MAS. This led us to an architecture that has the following
three types of agents: 

■ Consumer agents: (one for each consumer) which continuously (i)
make predictions of future consumption by the corresponding
consumer and (ii) monitor the actual consumption, and send
information about this to their redistribution agent.

■ Redistribution agents: (one for each cluster of consumers) which
continuously (i) make predictions for the cluster and send these
to the producer agent, and (ii) monitor the consumption of
resources of the consumers in the cluster. If some consumer(s)
use more resources than predicted, it redistributes resources
within the cluster. If this is not possible, i.e., the total
consumption in the cluster is larger than predicted, it will
redistribute the resources available within the cluster according
to some criteria, such as, fairness or priority, or it may take some
other action, depending on the application.

■ Producer agents: (one for each producer, however, we will here
only regard systems with one producer) receives predictions of
consumption and monitors the actual consumption of consumers
through the information it receives from the redistribution
agents. If necessary, e.g., if the producer cannot produce the
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amount of resources demanded by the consumers, the producer
agent may notify the consumers about this (via the redistribution
agents).

The suggested approach makes use of two types of time intervals:
(i) prediction intervals and (ii) redistribution intervals. A prediction
interval is larger than a redistribution interval, i.e., during each
prediction interval there is a number of redistribution intervals. Each
consumer agent produces one prediction for each prediction interval
and sends this to its redistribution agent, who sums the predictions of
all consumer agents belonging to the cluster and informs the producer
agent about this. The predictions made by the consumer agent must
reach the producer at least TP + TD before the resources are actually
consumed (TD is individual for each consumer). Typically, there is also
a production planning time that also should be taken into account (i.e.,
included in TP).

4. Case Study: Monitoring and Control of District 
Heating Systems

This case is taken from a current collaboration project with Cetetherm
AB, one of the world-leading producers of district heating substations.
The technological objective is to improve the monitoring and control of
district heating networks through the use of agent technology. One of
the means for achieving this is to increase the knowledge about the
current and future state of the network at the producer side. In current
district heating networks, the operators usually have very little
knowledge about the actual state of the network and even less
knowledge about the future states. Instead, the operators control the
network by using rules of thumb based on the outside temperature
and what time of the day it is. In contrast, our approach makes use of
local (and therefore more informed) predictions of future needs.
Another objective of this project is to better deal with situations where
there is a major shortage of heat in the district heating network. The
approach that we will investigate is based on the idea of imposing
minor, for the consumers unnoticeable, restrictions on a set of
substations in the network.

4.1 Introduction to District Heating Systems

The basic idea behind district heating is to use cheap local heat
production plants to produce hot water (in some countries steam is
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used instead of water). This water is then distributed through pipes to
the customers where it may be used for heating both tap water and the
building. At the customer side, substations are used to exchange heat
from the primary flow of the distribution pipes to the secondary flow
of the building (see Figure 3). District cooling makes use of the same
principles, but use cold water.

Figure 3: A simple district heating system containing one heat production
plant and six substations. The secondary flow (within a building) is separated
from the primary flow by a heat exchanger in the substation

The main problem for the control engineer of a district heating
system is to decide the correct amount of heat to produce. As the
distribution time from the heat production plant to the customers is
large (up to 24 hours in large networks), the control engineer has to
estimate the future heat consumption of the customers. This estimation
is in most current systems mainly based on the experience of the
control engineer together with some environmental and statistical
information, e.g., outdoor temperature [19]. However, an optimal
policy for controlling the district heating network cannot only rely on
the value of the outside temperature. In order to ensure satisfactory
heat supply the tendency has been to produce more heat than
necessary and hence an important waste of energy [19, 20].

Furthermore, if the consumption is higher than a special threshold,
an additional heat source needs to be started and connected to the
system. Typically, it is much more expensive to produce heat using
such heat production plants. So, another important problem is to
decide whether or not this additional source has to be started. This
decision needs sometimes to be taken one day before it is actually up
and running, depending on up starting procedures [20].

The heat consumption in a district heating network (see Figure 4) is
dependent on several physical and social factors, e.g., the weather and
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hot water consumption [21]. The tap water consumption is very
"bursty" even in a large building, and therefore very difficult to predict,
whereas the radiator water consumption is "smoother", mainly
depending on the outside temperature and therefore relatively easy to
predict [19].

We argue that the district heating problem is an instantiation of the
abstract problem description of just-in-time production and
distribution. It has some particular features that are worth mentioning.
For instance, redistribution within a cluster requires no time and has
no cost. Also, there is a buffer of resources, i.e., the produced heat that
is not used stays in the distribution pipes for some time. 

Figure 4: Example of the total consumption of 500 apartments during one day

4.2 A Multi-Agent System for District Heating Monitoring 
and Control

The MAS implemented to monitor and control the district heating
system has the architecture described above. Each substation has its
own consumer agent. It makes a new prediction of the heat to be
consumed during a future prediction interval by the corresponding
substation every 10 minutes. The prediction is made at least TD + TP in
advance and is based on the average consumption during the
corresponding time period of the last 5 days. In addition, it
continuously monitors the heat consumption and sends each minute a
report to the redistribution agent of the cluster it belongs to.
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Each cluster of substations has a redistribution agent whose task is
to ensure that the substation in the cluster do not use more heat in total
than predicted. It monitors the consumption of the substations
belonging to the cluster (by summing the consumption reports it
receives each minute). If the total consumption is higher than
predicted (i.e., it is not possible to "redistribute" the heat between the
substations in the cluster) and the buffer is not large enough to
compensate for this, the redistribution agent will impose restriction on
the individual consumer agents in the following way: no substation
are allowed use any radiator water during the next one minute
interval. If this is not enough to compensate for the additional
consumption, the redistribution agent will also impose restrictions on
tap water consumption.

This redistribution strategy (and all other strategies based on
radiator water restrictions) will lead to a radiator water deficit that
needs to be compensated (otherwise the temperature in the apartments
will fall). In order to do this, each substation will individually
compensate by using more radiator water than predicted when the tap
water consumption is less than predicted. Compensation for tap water
deficits work in a similar way, but on the cluster level.

Another problem that has to be solved by the redistribution agent is
how to cope with the "bursty" consumption of tap water without
commanding unnecessary restrictions. The approach used here is to let
the cluster use more tap water than predicted (measured in minute
averages) in the beginning of the 10-minute period and then gradually
lower the allowed average consumption towards the predicted
average consumption.

The producer agent receives predictions of consumption and
monitors the actual consumption through information passed on by
the redistribution agents. The producer agent may impose restrictions
of consumption on the substations (via the redistribution agents) if
necessary, i.e., if the producer is not able to produce all the desired
(predicted) heat.

The interaction patterns between the agents (and the substations
and production units) in the system is summarized in the message
sequence chart in Figure 5. The interaction cycle starts by all consumer
agents creating and sending a prediction message to their designated
redistribution agent at t0-(Tp+Td

i), i.e., the time required to produce
and distribute the resources to substation i. When the redistribution
agents has received predictions from all members of the cluster that it
manages, it creates and sends a cluster prediction message to the
producer agent. The producer agent collects all cluster prediction
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messages and informs the production source about the requested
amount and at what time the resources is to be delivered to the
clusters. The production source respond with the effect that it will
produce (which may be lower than the total demand) and depending
on the amount, the redistribution agents computes potential future
restrictions that it informs the consumer agent about, which in turn
informs the substation.

Figure 5: A message sequence chart for the interaction between the actors of
the system (pseudo AUML): TP = production time, TD = distribution time,
and t0 = the start time of the actual consumption interval

At time t0 the consumption interval starts by all consumer agents
being informed by the substations of the current consumption. The
consumer agent informs the redistribution agent about the
consumption. Upon completion of the collection of consumption
messages the redistribution agent send a cluster consumption message
to the producer agent and calculates if there is need for additional
effect, depending on the demand in relation to the previously
produced effect. If additional need exists the redistribution agent send
an additional request message to the producer agent. The producer
agent informs the production of the total consumption and potentially
about additional need. If there is a need for additional effect the
production source responds with the effect available (depending on
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the current state at the pump there exists a small buffer in raising the
pressure, effect which almost immediately will be available at the
cluster). When the redistribution agent receives the message of
available effect it (if necessary) calculates the restrictions and informs
the consumer agents about these. The agent communication language
used is FIPA (The Foundation for Intelligent Physical Agents)
compliant [23].

4.3 Simulation Experiments

The MAS described above has been evaluated in a series of simulation
experiments. In this chapter, we describe the simulation software, the
experiment design, and the results of the experiments. We have
assumed that the distribution time from the producer to the consumers
is 1 hour and that there is a single production source.

4.3.1 The simulation software

The MAS as well as the simulation environment was implemented in
JADE (Java Agent DEvelopment framework) [23]. Thus, we used an
agent-based approach that was time-driven, i.e., were the simulated
time is advanced in constant time steps, to simulate the environment.
Each simulated entity was implemented as a separate agent. Figure 6
shows the different parts of the simulation software.

Figure 6: The MAS and Simulation software parts; R = Redistribution agent, C
= Consumer agent, P = Producer agent, CG = consumption generator and PG
= Production generator
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A simulator for hot water usage, implemented by Arvastson and
Wollerstrand [24] based on detailed field measurements performed in
Sweden by Holmberg [25], was used to generate consumption values.
The predictions of consumption for each substation were calculated as
the average over five generated consumption sequences (of course,
different from the ones used for the simulated consumption). This may
be thought of as corresponding to averaging the consumption for that
particular ten minutes interval for that particular substation of the last
five days. This results in a discrepancy between "predicted" and
"actual" consumption, which the redistribution agent needs to handle,
for an example of this see Figure 7.

Figure 7: Example of the difference between two consumption sequences over
24 hours

4.3.2 Experiment design

Two series of simulation experiments have been made. In each
experiment there were one producer agent and one redistribution
agent (since a cluster is independent of other clusters, we do not need
to simulate more than one cluster). In each experiment the district
heating system was simulated for 24 hours. Each experiment was run
over 5 different days (different series of consumption values) and the
averages are shown in the diagrams below.
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In the first series of experiments, the redistribution agent was
managing a cluster consisting of 10 consumer agents (substations),
where five of the consumer agents were serving a building with 40
apartments and five consumer agents serving a building with 60
apartments. We ran experiments on different degrees of surplus
production (from 0% surplus production, in steps of 1%, to 5%), where
surplus production is defined with respect to the predicted
consumption. For example, if the predicted total consumption is 200
kW and the surplus production is 2%, 204 kW is produced. The quality
of service was measured in terms of the number of restrictions issued
by the redistribution agent.

We also compared the suggested approach to a reference control
scheme, which, we believe is a very optimistic approximation of the
current production strategy for district heating. Also here, different
degrees of surplus production were tested. The production of the
reference control scheme is shown in Figure 8.

Figure 8: The amount of hot water produced by the reference control scheme
(indicated by the thick line, 0% surplus production), compared to the 5-day
average consumption

In the second series of experiments, we varied the size of the
clusters in order to study how the cluster size affects the quality of
service. The number of consumer agents in the cluster that we studied
were 2, 4, 8, and 16, where each consumer agent served a building with
40 apartments. In this series of experiments there were no surplus
production.
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4.3.3 Experimental results

We found that the multi-agent system described above performs well,
coping with faulty predictions (even though the discrepancy between
the predicted and the actual consumption sometimes is quite large).

Figure 9 shows the total number of restrictions to tap water and the
number of restrictions to water for household heating (radiator)
during one day for different degrees of surplus production. We see that
there is a clear trade-off between the quality of service (number of
restrictions) and the amount of surplus production and that there are
almost no restrictions of any kind when 4% more hot water than the
predicted consumption is produced.

Figure 9: Trade-off between quality of service and surplus production. The
dashed line corresponds the number of restrictions for the radiator water and
the other line to the number of restrictions for the tap water

Using the reference control scheme, 7% surplus production was
needed to achieve this level of quality of service. It should be noted
that it is in current practice very difficult to find this minimum degree
of surplus prediction. This is because the operators of district heating
networks typically do not have exact information on neither the
quality of service delivered to the customer, nor the amount of the
actual degree of surplus production.

In Figure 10 we see that there is a reduction in the number of
restrictions when the size of the cluster increases. In this experiment
there was no surplus production. However, it should be noticed that
the upper limit of the cluster size is determined by the structure of the

0

20

40

60

80

100

120

140

0 1 2 3 4

Surplus production [%]

N
u

m
be

r 
of

 r
es

tr
ic

ti
on

6

N
u

m
be

r 
of

 r
es

tr
ic

ti
on

s



A Multi-Agent System Architecture for Coordination of Just-in-time Production and Distribution

46 Multi-Agent Systems for Distributed Control of District Heating Systems

district heating network. If the actual distance between the substations
within a cluster is too large, the assumption of free and fast
redistribution does not hold.

Figure 10: The quality of service as a function of cluster size

5. Conclusions and Future Work

Simulation results show that the suggested approach to coordination
of just-in-time production and distribution makes it possible to control
the trade-off between quality-of-service (measured in terms of the
number of restrictions) and degree of surplus production of resources.
Compared to a reference control scheme, it is possible to reduce the
amount of resources produced, from approximately 7% to 4% surplus
production, while at the same time maintaining the quality of service.
The simulation results also indicate that the larger the cluster size, the
higher is the quality of service that can be achieved. However, the
number of restrictions decreases only logarithmically as the cluster size
increases. Also, there are often other factors, such as distance between
consumers, that limits the number of consumers that can belong to the
same cluster
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■ Trying out other restriction policies than fairness, for example,
based on priority.

■ Improve the prediction mechanism, for instance by using neural
networks [20, 26].

■ Perform field studies to determine the current heat production
philosophies in district heating systems, in order to define a
more realistic reference control scheme.

■ Evaluating the generality of the results by applying the
suggested MAS architecture in other just-in-time domains.

■ Improve the simulation environment by simulating the water
flow.

■ Testing the approach in actual field tests.
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Abstract

We present results from experiments where the effects of flow control
at a single substation are compared to distributed flow control at
multiple substations. The latter approach is made possible by
equipping individual substations with some computing power and
integrating them into a communications network. Software agents,
who cooperate with other software agents (substations) and invoke
time limited reductions to consumption, are embedded in each
substation. The experiments show that it is possible to automatically
load balance a small district heating network using agent technology,
e.g., to perform automatic peak clipping and load shifting.
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1. Introduction

An operator of district heating systems basically has two variables to
balance, supply temperature and flow, when assuring sufficient
resources for the demand of customers. An unnecessarily high supply
temperature causes increased heat losses during distribution as well as
reduced production capacity in many production facilities. On the
other hand, a larger flow implies higher costs for operating the pumps
and may also cause problems with the control of production facilities
[1]. 

The load in a district heating system is basically governed by a
collection of geographically dispersed autonomous substations.
Current substations are trying to optimize operations locally, which
often results in behavior that is not globally optimal. Typically, the
operators of district heating systems are not able to monitor or control
the operation of remote customer substations. 

The idea of centralized remote load balancing promise heat
producers the possibility to control individual substations, or set of
substations, to achieve a balanced allocation among customers during
periods of shortages as well as the possibility to prioritize certain
customers, e.g., hospitals. Furthermore, individual load control would
also make it easier to rebuild the load after a complete breakdown/
startup and would potentially make it possible to utilize production
sources with small capacity reserves [2, 3]. 

Demand Side Management (DSM), i.e., actions taken on the
customer's side to change the amount or the timing of energy
consumption, has primarily been used by electric utilities to reduce
peak loads [4]. For district heating systems, on the other hand, one of
the most advanced approaches that is commonly used is a type of
substations where a local flow regulator controls the individual
primary flow, i.e., the primary flow caused by radiators is typically
reduced during domestic hot water tapping.

A general argument against centralized approaches for problems as
complex as the management of district heating systems is that when
the problems are too extensive to be analyzed as a whole, solutions
based on local approaches often allow them to be solved more quickly
[5]. Furthermore, it is not easy to collect and use the sensor information
from each entity in the network in a centralized fashion. Substations,
pumps and valves, etc., are typically manufactured by different
organizations, i.e., different entities in the system often have different
design of interfaces to the system. It would be a complex task to keep
track of these aspects centrally. To develop local monitoring and
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control software adapted for each type of substation, but with the same
interface to the rest of the software system, seems as a more fruitful
approach.

ABSINTHE (Agent-based monitoring and control of district heating
systems) [6] is a collaboration project between Blekinge Institute of
Technology and Cetetherm AB. The overall goal of the project is to
improve the monitoring and control of district heating systems, e.g., by
increasing the knowledge about the current and future state of the
network at the producer side and by performing automatic load
balancing at the customer side. Individual substations are equipped
with some computing power and integrated into a cooperative system
via a communications network. Each substation is equipped with a
software agent [7, 8] that will enable it to cooperate with other
substations.

In this report we describe a small-scale experiment that has been
performed in a laboratory accredited by the Swedish Board for
Accreditation and Conformity Assessment [9] at Cetetherm AB in
Ronneby, Sweden. The objective of the experiment is to validate a
novel agent-based approach for DSM in district heating systems.

2. Agent Technology

The development of distributed and heterogeneous systems, such as
software for automation of district heating management, poses
significant challenges for system developers. Agent technology [7, 8]
aims to provide new concepts and abstractions to facilitate the design
and implementation of systems of this kind. 

Software agents may be seen as a natural extension of the concept of
software objects. Object-oriented programming added abstraction
entities, i.e., objects, that have persistent local states to the structured
programming paradigm. Similarly, agent-based programming adds
abstraction entities, i.e., agents, that have an independent execution
thread and pro-activity to the object-oriented paradigm, see Figure 1.

Figure 1. Abstractions added in object-oriented and agent-oriented programming.
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Thus, compared to an object, an agent is able to act in a goal-directed
fashion (e.g., by interacting with other agents, reading sensors, or
sending commands to effectors) rather than only passively react to
procedure calls. In addition, an agent typically has also one or more of
the following abilities: to communicate with other software agents, to
learn from experience and adapt to changes in the environment, to
make plans, to reason using, e.g., logic or game theory, to move
between different computers, to negotiate with other agents. Also,
agents are sometimes programmed, or at least modeled, in terms of
"mental states", such as, belief, desires, and intentions.

A Multi-Agent System (MAS) is a collection of agents co-operating
with each other in order to fulfill common and individual goals (in
some environments they may also compete). In a MAS different agents
often have different roles and individual goals. A problem for a MAS is
how it can maintain global coherence, i.e., behave well as a system
without explicit global control. It is helpful to organize them in some
form of structure. In a hierarchical structure some agents are designed
to detect and manage interdependencies between actions of other
agents. This agent may be given authority power over other agents,
and is thus able to control, e.g., the goals of other agents. This structure
can be contrasted to the decentralized where no such authority agents
exist. Instead agents interact laterally to achieve coherence, e.g., by
obeying social laws or by negotiating, see Figure 2. 

Figure 2. A hierarchical and a decentralized MAS structure.

Parunak [10] lists the following characteristics for an ideal
application of agent technology: 

■ Modular, in the sense that each entity has a well defined set of
state variables that is distinct from those of its environment and
that the interface to the environment can be clearly identified. 

■ Decentralized, in the sense that the application can be
decomposed into stand-alone software processes capable of
performing useful tasks without continuous direction from some
other software process.

■ Changeable, in the sense that the structure of the application
may change quickly and frequently.
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■ Ill-structured, in the sense that all information about the
application is not available when the system is being designed.

■ Complex, in the sense that the system exhibits a large number of
different behaviors which may interact in sophisticated ways.

As district heating management actually fit Parunak's
characterization rather well, this would suggest that agent technology
indeed is a promising approach for this area. However, agent
technology is not suitable for all applications. For instance, in
applications that are monolithic, centralized, static, well-structured,
and simple, agent technology will probably not provide any added
value, only unnecessary complexity. 

3. Hardware

Due to the rising demand of automation of building services (heating,
ventilation, and air-conditioning etc.) Siemens have developed the
Saphir [11], an extendable I/O platform with an expansion slot for a
communication card, suitable for equipment control. Access to sensor
and actuator data is provided by a Rainbow communication card in
the expansion slot.

The Saphir contains a database that continuously is updated with
sensor data from the I/O channels by a small real-time operating
system, which is directly accessible from the Rainbow card. On the
Rainbow card a small computational platform (a handheld PC) makes
it possible to deploy software and by that providing the possibility to
host an agent. Hence, an agent deployed on such a platform could
potentially read all connected sensor input as well as send commands
over the I/O channel to actuators on the hardware, e.g., valves on a
heat exchanger. The Saphir platform and the Rainbow communication
card has been integrated into a new type of substation, IQHeat [12],
developed by Cetetherm AB during the ABSINTHE project.

4. Experiment

The heating of buildings and the production of domestic hot water are
separate processes. Since the heating of buildings also is a slow process
(compared to production of domestic hot water), we should be able to
make time-limited reductions to the flow caused by radiators without
significantly affecting the comfort of the end users [2, 4]. This
assumption is supported by Figure 3, which shows the slow decrease
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of room temperatures in three different types of buildings after a
complete stop of the heating at an outdoor temperature of -10 C° [13].

Figure 3. Temperature drop after complete stop of household heating in three
different approximations of buildings with time constants of 130 h, 90 h and
50 h.

In the experiments we used two heat exchange systems (600 kW
and 400 kW respectively) and one heat producing unit. As described
earlier the substations (IQHeat) that were used are developed by
Cetetherm AB and contain Saphir hardware and a small real-time
operating system. The production and the consumption were
controlled by a dedicated computer, which also was responsible for
making all measurements during the experiments. Each substation
used a mechanical flow meter (SVM F2 444 PN16 DN20 2,5 liters) to
measure consumption. To be able to get consumption values at any
given time we inter- and extrapolated the consumption from the latest
generated pulse. For a graphical view of the experimental system see
Appendix.
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4.1 Experiment Design

In each experiment the scenario illustrated in Figure 4 was utilized.

Figure 4: Household heating and hot water tapping from two substations.

Two substations, A and B, are set to have a constant household
heating demand. Substation A has a set value for household heating
circuit temperature of 48 C° (approximately 25 kW) and Substation B
has a temperature set value of 51 C° (approximately 15 kW). The
system is first allowed to reach a steady state during five minutes.
After five minutes Substation B initiate a hot water tapping of 0,2 kg/s
for a duration of five minutes. The system is then given ten minutes to
stabilize. After the stabilization period Substation A initiates a hot
water tapping of 0,2 kg/s, also with a duration of five minutes. After
the second hot water tapping the system is given time to stabilize
before shutdown.

4.2 System Control Architectures

The consumer agents will impose restrictions to household heating
when the consumption levels are raised above specific limits. Each
building has its own unique heating characteristics, i.e., the limit and

0

10

20

30

40

50

60

70

80

0 500 1000 1500 2000

Time [s]

E
ff

ec
t [

kW
]

Total Substation A Substation B



Software Agents for Distributed Load Balancing

58 Multi-Agent Systems for Distributed Control of District Heating Systems

the persistence of reductions will need to be set for each individual
agent

The consumer agents are able to reduce the consumption at a
substation by changing the temperature set value for the household
heating water circuit. However, they may maximally reduce it by 15%
from the initial value used by the control circuit. A reduction by 15%
may seem small but will actually often result in a temporary shut-
down of the household heating system (since the water returning from
the radiators is sufficiently warm). As a result, the consumption will
start to decrease immediately, but only at a relatively slow rate. 

In the experiment three different approaches where compared. One
MAS architecture; a hierarchical structure where a redistribution agent
is given the authority to manage the consumption for a set of
consumer agents, together with two non-cooperative approaches. The
three approaches are described in table 1.

Table 1. Description of the three approaches evaluated

4.3 Result

Figure 5 shows the total heat load for the three different control
strategies.

No 
restrictions

Substations are free to consume the amount requested.

Local 
restrictions

Consumer agents individually enforce reductions when the con-
sumption reaches a specific limit. The limit for substation A is 30
kW and the limit for substation B is 20 kW.

Hierarchical 
MAS

The redistribution agent uses the aggregated limit of the two sub-
stations, i.e., 50 kW, as a global limit. The redistribution agent
requests reductions of both substations when system consump-
tion reaches the global limit.



Conclusions and Future Work

Multi-Agent Systems for Distributed Control of District Heating Systems 59

Figure 5. Total system heat load for the three control strategies. The desired 
maximal global consumption is 50 kW.

We see that the strategy to use local restrictions clearly reduces the
consumption peaks and that the strategy to use a hierarchical MAS
approach reduces the peaks even further. However, the MAS approach
requires slightly more time to assume the stable level after reductions.
Note also that the tapping continuous for five minutes, the strategy
with local restrictions is unable to reach the limit level of 50 kW. 

The MAS approach only consumes 60 kW or more during
approximately 10% of the duration of the experiment. This is
contrasted to 20% for the strategy with local restrictions and to 30% for
no load balancing at all. 

5. Conclusions and Future Work

We have performed a small-scale experiment in a controlled
environment to evaluate the possibility of distributed load balancing
in district heating systems. The results show that it is possible to
automatically load balance district heating systems. To our knowledge,
agent technology has never been used for monitoring and control of
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district heating networks. There have been experiments performed
with centralized control of substations [2], however we show that we
can achieve distributed concurrent automatic load balancing by the
use of agent technology. 

The experiments described are only initial tests and there is much
room for improvements. For instance, because of the flow gauges used,
the agents had a limited and delayed view of the environment,
resulting in long reaction times.

Future work includes: 
■ Investigating the scaling effects of the different strategies using a

simulation tool [14], as well as comparing these and other
strategies with centralized control strategies.

■ Performing experiments in full-scale district heating systems..
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APPENDIX A - ABSINTHE experimental set-up

The following is a complete list of the measurement gauges as well as
their position indicated by a graphical view of the experimental
system.

Measurement primary side: 
Name Type Unit Comment
GT C101 Temperature Co Primary in

GT C102 Temperature Co Primary out

GT C201 Temperature Co Primary in

GT C202 Temperature Co Primary out

GDP C311 Diff. pressure Bar Primary dp 0-6 Bar
GDP C312 Diff. pressure Bar Primary dp 0-6 Bar
GFL C307 Volume flow l/s Primary flow
GFL C302 Volume flow l/s Primary flow

Measurement Substation A, secondary side:
Name Type Unit Comment
GT C103 Temperature Co Cold water in

GT C104 Temperature Co Hot water out

GT C105 Temperature Co From radiator

GT C106 Temperature Co To radiator

GT C107 Temperature Co VVC return

GFL C308 Volume flow l/s Radiator flow
GFL C306 Volume flow l/s Domestic hot water
GFL C305 Volume flow l/s VVC flow

Measurement Substation A, secondary side:
Name Type Unit Comment
GT C203 Temperature Co Cold water in

GT C204 Temperature Co Hot water out

GT C205 Temperature Co From radiator

GT C206 Temperature Co To radiator

GT C208 Temperature Co VVC return

GFL C303 Volume flow l/s Radiator flow
GFL C304 Volume flow l/s Domestic hot water
GFL C301 Volume flow l/s VVC flow
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Abstract

We present results from an experiment where the effects of automatic
flow control at a single substation is compared to automatic
cooperative concurrent flow control at multiple substations. The latter
approach is made possible by equipping individual substations with
some computing power and integrating them into a communications
network. Software agents, whose purpose is to cooperate with other
software agents (substations) and to invoke reductions, are connected
to each substation. The experiment show that it is possible to
automatically load balance a small district heating network using
agent technology, e.g., to perform automatic peak clipping and load
shifting.
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1. Introduction

District heating systems are by nature distributed both spatially and
with respect to control. Each consumer (substation) can be viewed as a
"black-box" making local decisions without taking into account the
global situation. Thus, today a district heating network is basically a
collection of autonomous entities trying to optimize operations locally,
which typically results in behaviour that is not globally optimal.

ABSINTHE (Agent-based monitoring and control of district heating
systems) [1] is a collaboration project between Blekinge Institute of
Technology and Cetetherm AB. The goal of the project is to improve
the monitoring and control of district heating, e.g., by increasing the
knowledge about the current and future state of the network at the
producer side and by performing automatic load balancing at the
customer side. Individual substations are equipped with some
computing power and integrated into a cooperative system via a
communications network. Each substation is equipped with a software
agent [15, 17] that will enable it to cooperate with other substations to
perform automatic load control. 

A small-scale experiment has been performed in a laboratory
accredited by the Swedish Board for Accreditation and Conformity
Assessment [13] at Cetetherm AB. The objective of the experiment is to
validate a decentralized approach to automatically reduce the effect
that domestic hot water consumption causes on the primary flow by
automatically and concurrently reducing the flow caused by
household heating at multiple substations without any central control.

In the next section we discuss the problem domain and motivate a
decentralized approach. This is followed by a description of the
architecture of the multi-agent system used in the experiment. We then
present the results from the experiment. Finally, we conclude and
provide pointers to future work. 

2. District Heating Systems

Current approaches to operate district heating systems are centralized.
The load of a district heating system is mainly a consequence of the
customers' demand for household heating. As a result, the operation of
most district heating systems is based on a simple mapping between
the ambient temperature and the supply temperature. Furthermore, in
order to ensure sufficient heat supply, the tendency has been to
produce more heat than necessary to satisfy the demands of the
consumers [3, 5, 8]. 
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A more advanced approach to decide the supply temperature
would be to use an optimization model. In a general optimization
model the network appears as a set of constraints (where consumers
have fixed and given demand), and the objective function is composed
of cost for production. However, an optimization model of a large
district heating system with many loops and more than one heat
production plant is extremely computationally demanding [2, 4, 14]. In
fact, it is argued that when the complexity of a district heating system
reaches approximately 100 components and restrictions, the present
computer and software technology is insufficient to find an optimal
operational strategy [4]. Moreover, the actual demand of the
consumers is not known. The quality of an optimization model is
heavily dependent of the quality of the predictions of future demand
(since direct measurements of consumption typically will not suffice as
the distribution time is relatively large). Thus, even if we could
implement an efficient optimization algorithm, some type of real-time
handling of the discrepancies between predicted and actual
consumption is needed. Due to the long distribution times, this
probably needs to be done in a decentralized manner.

A general argument against centralized approaches for problems as
complex as the management of district heating systems is that when
the problems are too extensive to be analyzed as a whole, solutions
based on local approaches often allow them to be solved more quickly
[11].

3. Distributed Control of District Heating Systems

It has been suggested that agent technology is a promising approach to
manage distributed complex systems [9], such as district heating
systems.

In this work we evaluate a decentralized multi-agent system, where
individual consumer agents are locally taking interaction decisions. In
a decentralized multi-agent system agents interact laterally to achieve
coherence. The consumer agents are given two fundamental goals to
fulfil: to operate on the behalf of the customers and to coordinate with
other agents to perform automatic load balancing.

We assume that the flow of domestic hot water varies in a non-
controllable way, i.e., a process disturbance that should be reduced.
However, control of domestic hot water consumption would
immediately decrease the comfort for the end user, i.e., we should not
limit the primary flow caused directly by domestic hot water
consumption. However, since the heating of buildings is a slow
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process, we should be able to make time-limited reductions to the flow
caused by radiators without significantly affecting the comfort [6, 7,
18]. 

The consumer agents will impose restrictions to household heating
when the consumption levels are raised above specific limits. Each
building has its own unique heating characteristic, i.e., the limit for
reductions and the persistence of reductions will need to be configured
for each individual agent. When enforcing a local reduction the
consumer agent also requests reduction assistance from other nearby
cooperative substations.

4. Experimental Design

4.1 Laboratory Set-up

In the experiment we used two heat exchange systems (600 kW and
400 kW respectively) and one heat producing unit. The substations
used were developed by Cetetherm AB during the ABSINTHE project
and contain a built-in extendable I/O platform with an expansion slot
for a communication card [12]. Access to sensor data is provided by a
Rainbow communication card (see Figure 2). The I/O card contains a
database that continuously is updated with sensor data from the I/O
channels by a small real-time operating system.

Figure 5: The Rainbow communication and computation card is here shown
on top of the Saphir hardware interface card

laboratory control computer handled production and consumption
as well as making all measurements during the experiments.In Figure
3 we show a conceptual view of the laboratory set-up. 
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.

Figure 6: Conceptual view of the set-up with the laboratory control computer

The consumer agents have the capability to change the temperature
set value for the household heating. However, they may maximally
reduce it by 15%. A reduction by 15% may seem small but will actually
often result in a temporary shut-down of the heating to the radiator
system (since the water returning from the radiator is sufficiently
warm). As a result, the consumption will start to decrease immediately,
but only at a relatively slow rate. 

Another factor that slows down the control is the way that the
consumption is measured. We are only able to discover changes in
consumption at the same rate as the rate of incoming pulses from the
flow gauges. The agents are instead using estimated consumption
values over an interval of one minute. 

4.2 Consumption Scenario

Two substations, A and B, are set to have a constant radiator demand
of approximately 25kW and 15kW respectively. The system is first
allowed to reach a steady state during five minutes. After five minutes
Substation B initiates a domestic hot water tapping of 0,2 kg/s for a
duration of five minutes. The system is then given ten minutes to
stabilize. After the stabilization period Substation A initiates a tapping
of 0,2 kg/s, also with a duration of five minutes. After the second
tapping the system is given time to stabilize before shutdown.
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5. Experimental Results

In the approach evaluated consumer agents individually enforce
reductions at their substation when the consumption reaches a specific
limit. The limit for substation A is 30 kW and the limit for substation B
is 20 kW. When a consumer agent enforces a local reduction the agent
also requests reduction assistance from the other substation. This
approach is evaluated against the normal situation where substations
are free to consume the amount requested.

Figure 3 shows the total energy consumption for the case with free
consumption and the case with the distributed control strategy during
the experiment. 

Figure 3: Total energy consumption for the two cases. The desired maximal
global consumption is 50 kW.

We see that the strategy to use a decentralized multi-agent based
approach clearly reduces the consumption peaks. However, the multi-
agent based approach requires some time to assume the stable level
after reductions.
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Figure 4 shows the amount of time of the total experiment that the
consumption has reached and been above effects from 45 kW to 80 kW,
e.g., the agent system had a consumption of 60 kW and above during
15% of the duration of the experiment..

Figure 4: Amount of time of the experiment that the consumption has reached
and been above effects from 45 kW to 80 kW.

The multi-agent based approach only consumes 63 kW or more
during approximately 10% of the duration of the experiment. This is
contrasted to 30% for no load balancing at all.

6. Conclusions and Future Work

We have performed a small-scale experiment in a controlled
environment to evaluate the possibility of distributed load balancing
in district heating systems. The results show that it is possible to
automatically load balance district heating systems without any
central control. Other possibilities that integration of substations into a
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communications network may have, besides environmental and
economical are for example the possibility to prioritize certain
customers, e.g., hospitals. To our knowledge, agent technology has
never been used for monitoring and control of district heating systems.
There have been experiments performed with centralized control of
substations [18], however we show that we can achieve distributed
concurrent automatic load balancing by the use of agent technology.
The experiments described are only initial tests and there is much
room for improvements. For instance, because of the flow gauges used,
the agents had a limited and delayed view of the environment,
resulting in long reaction times. By having continuous readings of
consumption we believe that it is possible to better decide the
persistence of household heating reductions, which makes it possible
to limit unnecessary reductions to household heating. In general, it is
also possible to make more informed decisions regarding reductions,
e.g., if reduction assistance should be requested from several
substations or just a few. Furthermore, it should also be possible to
develop strategies to even out the negative effects of reductions over
larger areas by manipulating the willingness for agents to cooperate
and accept reductions. Future work includes:

■ Investigating the scaling effects of the different strategies using a
simulation tool [16], as well as comparing this and other
strategies with centralized control strategies.

■ Performing experiments in full-scale district heating systems.
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Abstract

This paper describes a general simulation tool for district heating
systems. The purpose is to study the performance of different real-time
control strategies for district heating management. A short description
of the basic principles of district heating systems as well as some of the
managerial considerations is given. Simulation is commonly used
within the domain of district heating, both as a strategical decision
support tool and as a operational optimisation tool. However, since
approaches to distributed real-time control strategies are very rare
within the domain of district heating, current simulation tools lack
support for such studies. To improve this situation a simulation tool
has been developed which integrates existing models of the various
entities in a district heating system in a novel way.
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1. Introduction

The optimal operation of District Heating and Cooling (DHC) Systems
has for a long time been a important issue for operators of DHC
systems. The optimal operation usually refers to the determination of
the optimal supply temperature for the nearby future, i.e., from a
couple of hours to a few days, depending on the type of production
sources and the size and the topology of the supply network. However,
we believe that optimisation efforts regarding the production, e.g., [2,
3, 5] might loose some of the potential impact because of the stochastic
nature of the consumption and the fact that the optimisation models
assume a fixed and given demand. The purpose of the ABSINTHE
(Agent-based monitoring and control of district heating systems)
project [1] is to deal with this uncertainty by investigating the
possibility of using distributed software agents to perform load
balancing and local regulation of consumption. The goal could be seen
as trying to prolong the validity of a computed optimisation schema
despite discrepancies between predicted and actual consumption. This
will result in both energy saving and the possibility of delivering a
higher quality of service to the customers.

As there are large risks involved in making experiments in a real
DHC system, we have developed a district heating simulator in order
to evaluate different management strategies. In fact, simulation is a
commonly used decision support tool for design of district heating
networks as well as for determination of supply temperatures.
However, since approaches to distributed real-time load balancing and
regulation of individual customers are very rare, current simulation
tools lacks the ability to provide environments for controlled
experiment of such strategies. This paper describes such a dynamic
simula-tion tool which integrates existing models of the various
entities in a district heating system in a novel way.

In the next section, we give a description of the parameters to
consider in a district heating simulation model, and in section 3, we
describe the novel simulation approach. Finally, we conclude and
discuss future work in section 4.

2. Simulation of District Heating Systems

The purpose of simulation models of district heating systems is to
capture the time dependent behaviour of the system. As shown in
Figure 1, depending on the focus of the study, many different time
scales for simulations of district heating systems can be used [8]. At
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one end we have the transient behaviour at the other we have studies
of strategical concern.

Figure 1: Time Resolution Depending on Focus of Study

In addition to differences in time scale, simulation models of district
heating systems can be classified in four categories [8]:

■ By type, microscopic or macroscopic. Micro-simulation generally
refers to detailed studies in both time and space of individual
entities in the system. Macro-simulation refers to studies where
the entities of the system are grouped together and modelled as
larger entities.

■ By method, dynamic or steady state. Dynamic models calculates
current state from previous states, whereas steady state models
are time-independent or assume steady state conditions.

■ By approach, physical or black box. Physical models uses priori
knowledge of the nature of district heating systems, whereas
black box models are based on relations determined from
measured data.

■ By usage, design or operation. The purpose of de-sign usage is to
study different configurations of the physical system.
Operational usage generally considers improvements of an
existing system with re-spect to its economy or performance.

One of the most important components of a district heating system
is the network of distribution pipes. When modelling this structure the
work of Kirchhoff (Laws of Closed Electric Circuits, 1845) concerning
"electrical circuits" is often used. A common way to represent a
complete description of the structure is by graph theory. A graph
contains information about flows (branches, edges), nodes (connection
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points) and the relation between them. For electrical networks graph
theory is the mathematical basis [6]. The first law (the current law)
means, that the sum of all mass flows in a node is zero. The second law
(the voltage law) says, that the sum of the pressure losses in a closed
path (loop) is zero.

Consider a simplified network with 2 loops, and suppose that we
want to calculate the steady state. If the current law is fulfilled but the
sum of the pressure losses in one of the loops is not zero, a loop
correction has to be carried out. This loop correction affects the
adjacent loop resulting in yet another loop correction, since this correc-
tion also affects the adjacent loops, resulting in yet another correction
and so on. One can easily see that the calculation of the steady state of
a large system with numerous loops is not easily verified.

A number of techniques based on Kirchhoff's laws has been used
for flow calculations of pipe networks. The classical method is the
iterative Hardy-Cross method for determination of steady state, or to
be used as input for methods such as the Newton-Raphson method.
However, this method has drawbacks when it comes to district heating
networks. It requires the network to have at least one loop and
therefore it can not be used for the most common case, i.e., when there
is no loop at all in the system or in the part of the system under study.
Valdimarsson has developed a method  that solves a matrix equation
based on the laws of Kirchoff directly. The approach by Valdimarsson
will be described briefly here, more details are found in [8, 9, 10].

The general network analysis of Valdimarsson follows the analysis
of electrical circuits made by Chua and Lin [7]. An connectivity matrix
is used to describe the relations between nodes and flows. The matrix
has one column for each flow and one row for each node. A starting (1)
and a ending (-1) location (node) is indicated for the flow direction in
each column. However, it is normally not feasible to describe the
network only in terms of pipes and their relations. There are inflows
and outflows to the system, or in the part of the system to be studied.
These points are considered as boundary conditions of the system [4].
These locations are places where one know the condition before
calculation of the network state, i.e., one knows the flow and pressure.
A simple example of a district heating system and the relating
connectivity matrix is shown in figure 2.
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.

Figure 2: Connectivity Matrix for a Simple Network. The Shaded Area
Indicate Boundary Areas

The connectivity matrix is then rearranged with respect to a
spanning tree by splitting it into two submatrices. The choice of
spanning tree is based on a certain order of preferences regarding the
flow branches. The flow branches are to be sorted according to the
following or-der; head sources, storage tanks, pumps and valves,
pipes, and flow sources. One of the submatrices will then contain the
flows in the spanning tree and the other will contain the link flows, i.e.,
the flows outside of the spanning tree. The cutset matrix is then
generated from the submatrix containing the spanning tree. A set of
branches of a connected graph is a cutset if:

■ The removal of the set of branches (but not their endpoints)
results in a graph that is not connected.

■ After the removal of the set of branches, the restora-tion of any
one branch from the set will result in a connected graph again.

The cutset can be seen as a border that divides the network into two
components, that are not connected. Each row in the cutset matrix (see
Figure 3) corresponds to a set of flow elements.
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Figure 3: Cutset Matrix

According to Kirchhoff's current law the sum of the flow in the flow
elements, in each of the cutsets is zero. The cutset matrix is partitioned
into submatrices accord-ing to the various flow groups, i.e., head
sources, storage tanks, pumps and valves, pipes and flow sources. The
flow can now be calculated for the network by integrating a state
differential equation. Finally, Valdimarsson also shows that a linear
theory [11] is an effective way of finding the solution of the non-linear
steady state by iteration (only necessary for networks containing
loops).

3. The ABSINTHE Simulator

In the following sections the simulation program and its different
modules are described. For some algorithms only a brief description is
given, more details are provided in the referred articles. We start by
describing the requirements, which is followed by an analysis of these
requirements. Then the design and implementation of the simulator
are presented. Finally, the validation of the simulator is described.

3.1 Requirements

Since the purpose of the simulation software is to evaluate different
real-time control strategies in different situations, we identified the fol-
lowing requirements:

■ The possibility to simulate arbitrary network configurations.
■ The possibility to simulate arbitrary consumer patterns.
■ The possibility to simulate arbitrary production strategies.
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■ The possibility to calculate the flow, pressure and the
temperature in all elements of the system as a function of time
and the state of the environment.

■ The possibility to control parameters during run-time, e.g.,
possibility to control the consumption and the production during
a simulation.

■ Recording of the most important output parameters, e.g., mass
flow, temperatures, wanted consumption, actual consumption,
and pressure of all components. 

3.2 Analysis
The focus of the project is to study optimisation of control strategies,
hence the time scale of the simulator had to be granular enough to
encompass the control analysis time scale (Figure 1). The chosen
simulator model is of the microscopic type. The time model was
selected in order to fully capture the dynamics of the time dependant
behaviour within the individual components. 

Components of importance to model are those who may have an
active impact on the state of the environment within the district
heating system, i.e., those who can be said to control the state. The
following control devices need to be simulated: 

■ Pump stations.
■ Heat exchangers.
■ Heat producers.
■ Storage tanks.
■ Valves

The system is based on previously validated models and can thus
be said to adhere the physical approach to simulation. Furthermore,
the purpose of the simulation is to evaluate different operation
strategies, making its usage concentrate on operational considerations
rather than design.

3.3 Design and Implementation

In order to achieve a high level of modularity, thus easing future
development, the simulator software has been divided into three
separate parts: 
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■ Editor, provides the possibility to create a representation of an
arbitrary district heating system. The editor also provides an
interface for setting all initial values and operational parameters
of the simulation.

■ Simulator kernel, calculates the dynamic behavior of the system,
based on input given from historical states as well as input
provided at run time.

■ Analyzer, provides the possibility for detailed analyses of output
from the simulation.

The simulation program (see Figure 4) comprises approximately
35000 rows of code (approximately 15000 for the simulator kernel) and
is written in the Java programming language in order to achieve
platform independence. Furthermore, all simulation parameters, com-
ponent attributes, district heating network configurations as well as
the output, are represented in XML, making it easy to add, delete or
customize the environment..

Figure 4: A Screen Shot of the Simulation Tool

We will here focus on the simulator kernel. Before the actual
simulation starts, the network produced in the editor is divided into
subnets. The construction of these subnets is based on the location of
components acting as boundary areas. In a very simple network with a
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single heat exchanger and a single heat producer there will only be two
subnets; one for the outgoing flow, and one for the returning flow. In
this case, the heat exchanger and the heat plant will act as boundary
areas for the subnets. Then, for each of the subnets the following steps
are taken:

1. Sort components and build the initial data objects representing
the tree, links and nodes of the graph.

2. Calculate the available heat production, the wanted heat
consumption and, based on these, the actual heat consumption
of this cycle. This stage involves considerations of the possible
changes during one single time step to the network state. The
initial boundary area values are calculated within the
components acting as boundary areas.

3. Calculate the mass flow for each component. If the network con-
tains any loops this has to be done iteratively, i.e., until the
threshold limit for the difference between two iterations has been
reached.

4. Based on the mass flow we make the hydraulic calculations. The
flow and hydraulic values are then stored to the actual data
objects representing the individual components.

5. After the mass flow and hydraulic values for all components in
all subnets are calculated, the control is returned to the simulator
kernel. Based on these new values, the expansion of the
temperature wave as well as temperature losses to the
environment can be calculated. This is performed by a recursive
algorithm traversing the network and advancing the
temperature according to the current flow.

At this point the simulation of the current cycle is complete and all
that is needed further is to save the values for analysis and for
propagation into the next cycle. The flowchart in Figure 5 summarizes
a simulation cycle.



Simulation of District Heating Systems for Evaluation of Real-Time Control Strategies

84 Multi-Agent Systems for Distributed Control of District Heating Systems

Figure 5: Flowchart of simulation

In order to simulate the response of management decisions, the
ability to prioritise between different heat sources needed to be
implemented. Different kinds of heat production models were
implemented in the components acting as heat plants. Furthermore,
consumption values were needed for simulating the wanted consump-
tion (whether they may get this amount of heat or not is dependent on
the actual current state of the simulation). By choosing appropriate
production and consumption value sequences we are able to simulate
arbitrary states in the network, e.g. heat shortages.

A district heating network is normally composed of a number of
additional components, each having their own characteristics and
function within the network:

■ The pipe components usually make up the bulk of the transport
system. The mass flow and hydraulic simulation is computed as
part of matrix operations on a higher level and not within the
pipe component itself. In contrast, the thermodynamic expansion
is in part made within the actual pipe component.

■ Valves are mainly found in conjunction with different types of
substations, e.g. heat plants, heat exchangers or pump stations.
However, there are no constraints regarding their placement
from a simulation perspective. The valve components main pur-
pose is to introduce a certain time delay into the model, thus
simulating the time it takes for the real-life components to react.
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This is important since each step in the simulation is only one
second, and a typical valve needs, e.g., ninety seconds to move
from fully open to completely shut.

■ When considering pumps in the simulation, we basically view
this component as a negative resistor [8], Thus, in contrast to all
other components which add resistance to the fluid, the pump
components decrease it. The amount of nega-tive resistance
introduced into the system is dependant on the characteristics of
the pump, such as maximum mass flow capacity, time to open
valves and pressure differences.

■ The purpose of a heat exchanger is to transfer energy in form of
heat from the district heating supply system into the consumer
system. This obviously influences both the state of the fluid
within the consumer system and within the supply system.

■ The heat producer is in essence a heat exchanger in reverse;
transferring heat from various sources of energy into the district
heating transport system.

■ It is economically unsound to let the production fluctuate too
much. For instance, frequent turning off and on should be
avoided. Instead of turning off the heat production when a
temporary dip in consumption occurs, the heat can be
transferred to a so called storage tank. The opposite situation
occur when the consumption temporarily peaks. In the
simulation model the storage tank acts in a similar way as a heat
exchanger, i.e. it either draws energy from the system or inserts
it.

The simulation tool provides a great deal of freedom in building
hypothetical networks. In doing so one invariably introduce the
possibility of the user creating nonrealistic networks. This places great
demand on the validation process, since there is always a trade off to
be made between accuracy and completeness. In this process we have
to prioritize the accuracy since we can make greater use of a system
that is able to accurately and precisely handle all more or less realistic
networks than a system that poorly handles all networks. For example,
a basic issue was how to correctly represent flow sources and head
sources in relation to heat producers and consumers since these change
dynamically as the simulation traverses the various subnets within
each cycle. 
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The simulation cycle is one second. However, this does not mean
that interaction from the control strategies have to operate at the same
interval.

3.4 Simulation, Validation and Verification

Valid simulation model components were available and could be
combined and calibrated to simulate the performance of a district
heating system. The model developed by Valdimarsson for calculation
of the steady state has been found valid in comparison with the
commercial software package, PIPE-FLO [8, 10], and for the district
heating system of the city of Almere, Holland [10].

During every phase of implementation we have taken great care in
validating the output. All equations has been implemented and solved
in Matlab and continuously been used to validate the output from
different simulation configurations.

We use the same initial state for different simulations, i.e., all
parameters are set according to their initial configuration. The warm-
up period varies and depends on network topology and simulation
setup.

4. Conclusions and Future Work

We have developed a simulation tool which integrates existing models
of the various entities in a district heating system in a novel way. We
have used the model developed by Valdimarsson, which is valid for
steady state but needed much consideration concerning the
environment, to be able to be incorporated into a dynamic simulation
of district heating systems. For example, a basic issue was how to
correctly represent flow sources and head sources in relation to heat
producers and consumers since these change dynamically as the
simulation traverses the various subnets within each cycle. Different
ways to optimize these processes are under consideration, since they
constitute a crucial part of simulating the dynamic environment.
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Abstract

Simulation is commonly used within the domain of district heating,
both as a strategical decision support tool and as an operational
optimisation tool. Traditionally such simulation work is done by
separating the distribution models from the production models, thus
avoiding the intricacies found in combining these models. This
separation, however, invariably leads to less than satisfying results in a
number of instances. To alleviate these problems we have worked to
develop a simulation tool which combines the physical and financial
dynamics throughout the entire process of production, distribution
and consumption within a district heating system. 
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1. Introduction

Dynamic simulations of a district heating system can easily become
overwhelmingly complex, due to the large number of interacting
components within the system. A single district heating system may
contain several heat production plants and literally thousands of
consumer buildings connected throughout a network consisting of
hundreds of kilometers of pipe. The topology of the network is usually
described by a complex geometry including loops and numerous
branches, and is geographically spread over a wide area resulting in
large transport times for the water between production and consumer.
Similarly the production plants and the consumer endpoints are in
themselves very complex entities. 

All in all there is a large number of parameters that need to be taken
into continuous consideration when simulating the dynamics of a
complete district heating system. However, in practice most of these
parameters can not be determined precisely, e.g. because they are not
described in the construction plans or maybe because they are simply
too difficult, or even impossible, to measure. In the ideal case, a
detailed computer model is available, which is validated by
comparison with measurements of high resolution in time. Using
measured values from a district heating system in the Swedish town of
Gävle, we perform such a comparison using our design and
implementation of a simulation tool. This simulation tool is called
DHEMOS and its fundamental design and capabilities are described in
this paper.

2. District Heating Systems

The general idea with district heating systems is to distribute hot water
to multiple buildings, see Figure 1. The heat can be provided from a
variety of sources, including geothermal, cogeneration plants, waste
heat from industry, and purposebuilt heating plants. The heat from the
hot water is then transferred trough a heat exchanger to the buildings
heat (radiator system) and hot water system (tap water system). The
system contain tree characteristic parts: the distribution net, the
production plants and the district heating substation located at the
customers.
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Figure 1. District heating system

District heating stands for approximately 12 % of Sweden's total
energy consumption 2003 [1] and is the dominating technique for
heating in apartment blocks and offices in densely populated areas [2].
2003 was the district heat consumed as follow: 52% to apartment
blocks, 8% to houses, 10% to industries, 15% to public areas and 15% to
others. The distribution net in Sweden contains of 14 200 km pipes [3]
and reaches about 1,75 million apartment ,153 000 houses and a great
number of schools and industries [2].

3. DHEMOS

Microscopic models can be used to describe the spatially distributed
district heating system behaviour. The goal of developing such models
is to be able to calculate the water flow, pressure and temperature in all
components throughout the system as a function of time. This distri-
bution model is then combined with production and consumption
models which enables DHEMOS to follow the complete process in
regards to physical and financial dynamics within a district heating
system.

3.1 Consumption

The consumption model consists of three main parts corresponding to
their respective physical equivalences. The building model describes
the energy consumption used in heating the building, while the tap
water model handles the energy demand for producing the domestic
hot tap water. The third part of the consumption models is the outdoor
model, which simulates the influence from the ambient environment.  
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The building model 

The building model is composed of three components, a energy
demand component, a heating component and a flow controller
component. 

The energy demand component describes the building energy
demand to maintain a given indoor temperature at a specific outdoor
temperature. The resistance, R, of the building is given by:

where Uext is the mean U-value of the envelope with area Aext, which
encases the air volume Vair. The infiltration rate is e*n50 and the heat
capacity of the air is pair * Cair..

The total heat capacity of the building, C, is given by:

where U is the heat conduction value in W/m2K, A is the area in m2, p
is the density in kg/m3 and T is the thickness in meters for the outer
wall, out, the inner wall, in, the roof, roof, and the floor, floor, respectively.
The building model have been validated in a series of simulation
studies [4]. A building looses heat by heat transfer through the
building surfaces, and by exchange of air between the heated space
and the building's surroundings. The heat loss is mainly a function of
the outdoor air temperature. By taking the outdoor temperature as the
single influencing factor for the weather, the energy demand can be
calculated by:

where Qi is the heating power, Txi is the temperature of a object, x, at
the time i which had temperature Tx(i-1) one time unit ago with thermal
resistance TRx and thermal capacity TCx in an surrounding
environment with temperature Touti.

The heating component describes how heat is transferred from the
district heating water to the building as a function of water mass flow,
building water supply temperature and indoor temperature. As an
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additional output signal, the water return temperature is calculated
(no thermostats are used in the building). 

where Q is the heat supplied in W, m is the water flow in kg/s, cp is the
specific heat capacity in J/kg°C, Ts is the supply water temperature in
°C and Tr is the return water temperature in °C. 

The flow controller component describes how the indoor
temperature controls the district heating water flow. The radiator
system, see Figure 2, consists of a secluded water system. The heat is
transferred from the district heating side (DH) to the secluded radiator
side through the heat exchanger (4). The heat supply is controlled by
the regulation (PI) equipment (6) whose valve (2) adjusts the amount
of district heat water passing through the exchanger. The heating of a
house is a slow and time consuming process, which leads to that no
sudden or vigorous changes in flow and valve setup. In conjunction to
the heat exchanger a flow meter measures the current flow on the
primary side for billing purposes (actual consumption is calculated by
flow and temperature). This flow value is given (depending on size
and type) at a rate dependable on the current flow (i.e., low flow
means long intervals and vice versa).

Figure 2. A parallel substation
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The system transferring energy from the district heating water to
the secondary system within the buildings are modeled as parallel
coupled substations. Substations comes in various configurations and
there exists types that are of a more complex construction [8].
However, the parallel model gives an good enough description of the
relations between flow rate and temperature [5]. The control of the
substation obviously influences both the state of the fluid within the
consumer system and within the supply system. To handle shortages
of energy in the transfer to the consumer system the time constant, t, of
the building is calculated. The time constant is used to calculate the
change of indoor temperature when there is insufficient energy
available or reduction of indoor temperature is wanted. The building
heat storage capacity and isolation determines how quickly the
buildings temperature adjusts to a change of the outdoor temperature.
The time constant is given by:

and the temperature change is calculated by [9]:

where Tr(t) is the room temperature at time t, Tr,0 is the room initial
temperature, and Tu is the outdoor temperature. Faster temperature
gradients can only be caused by active ventilation.

If the heating is not turned off completely, but just reduced, the
actual time constant will change according to [10]:

where 

where Pv is the supplied energy, U is the heat conduction value in 

W/m2K, A is the area in m2.and PL is the energy need for ventilation. 
In Figure 3 we show how long time it takes for a building with a

time constant of 60h to cool down three degrees during different
conditions regarding supplied energy. These values are calculated
given an outdoor temperature of -20°C. 
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Figure 3. Indoor temperature change during three cases of energy supply, 0%, 
50% and 90% supply respectively

Tap water model

The tap water is also heated by a heat exchanger but usually not the
same as the radiator water. The system can be designed in several
different ways depending on the size and consumption of the system.
The system normally contains a hot water circulation pump that
causes the water to circulate at a low speed, this is done to minimize
the bacterial content and to get a more rapid supply of hot water. As
opposite to the radiator system, the tap water system has a dynamic
flow valve setup, i.e. that the flow primary depends on social factors,
at any given time a tap can be opened and strongly increase the flow
through the system. This dynamic setup makes the flow very hard to
estimate.

The domestic hot tap water demand of the customers is simulated
through a tap water model [11] (which is based on empirical data)
where flow size and tapping durability is determined by the
simulation of a random number, Y, from a certain distribution with
cumulative distribution function FY, which can be performed using
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uniformly distributed numbers, and where the time between tapping
is a non-homogenous Poisson process;  

where µ(u) is the time-varying opening intensity and T the time to
derive. The opening intensities are derived from;

where p is given from measurement data [12] and η is calculated from
the distribution function for open valve time. The probabilities for
usage of hot tap water during the day is divided between Bath, Wash
and Kitchen according to Figure 4.

Figure 4. Probabilities for different demands during a 24 hour period

Outdoor model

The variance over time of the outdoor temperature is simulated by the
following model [13]: 
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where Tm is the lowest temperature to expect, Tv is the maximum
temperature to expect, and S is the time interval expressed in hours.
The virtual temperature, Tvio, is described by:

where Td is a random disturbance, thought to represent small
fluctuations caused by ,e.g., the wind. Td is Gaussian disturbed with an
average of 0 and a standard deviation of 1. Tr is a sun radiation
component described by: 

It is also possible to use measured data as input.

3.2 Production

The purpose of production modelling is usually to optimize the
continuous operation of the district heating system in regards to
production costs such as fuel economy, labour wages, taxes and fees,
possible network expansions and so forth. Simulation modelling is a
powerful tool used by most district heating operators in order to plan
daily operational production situations as well as long term financial
planning that may span months and years into the future. In addition
to this, DHEMOS uses production simulation for a second purpose,
namely to develop continuous production limitations for the distri-
bution and consumption simulations. Together, the production and
consumption models form the input for the distribution model.

There are several different types of production units and they all
have different constraints and operational limitations which influence
their respective abilities to produce energy. It is important to propagate
these limitations into the distribution and consumption calculations,
since these will be prone to error otherwise. Likewise, the production
models will greatly benefit from continuous response from the
distribution and consumption models [16]. This is one obvious case
were the combined production/distribution/consumption model
clearly shows its advantages over using separated models.

DHEMOS incorporates the use of pumps into the production
model, and together with the output temperature from the heating
unit, their behavior form the practical input data into the distribution
model. Together with other possible stand-alone pumps within the
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network, these production plant pumps restrict the possible flow rates
within the district heating system. 

Finally, the calculation of the total production cost during time 
[t-∆t, t] is based on a series of rather fundamental relations on the form
of:

The  unit cost is given by the solution to a linear programming
problem [5] [17].

3.3 Distribution

The physical distribution network consists of a number of different
components, all of which can be considered to be branches in the
theoretical network representation. On an abstract level the system can
be divided into two partly overlapping parts, the boundary areas and
the branches and nodes connecting these boundary areas. The
boundary areas define the input variables for the distribution
simulation model. These boundaries often, but not necessarily, include
for example production plants, consumer heat exchangers, pumps and
storage tanks. The largest variable influence on the distribution model,
apart from the boundary conditions, is the hydraulic resistance within
the pipe network [7].

Flow and pressure distribution

Graph theory offers a convenient way of representing and calculating
the dynamics of the water flow and pressure states throughout the
system. Combining the boundary inputs and the branch resistance
equations leads to a system which can be solved directly assuming
there are no loops and no more than one heat producer present in the
network.. More complex networks featuring loops and several heat
producers needs to be solved numerically through iteration [6]. This
produces a steady state solution which is a logical starting point for the
dynamic simulations.

The formulation of each individual resistance equation depends on
the specific type of network component in question. The basic
resistance characteristics obviously differs greatly between pipes,
valves, fittings and pumps. Even when dealing with only one specific
component representation care has to be taken when modeling the
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resistance, since the hydraulic behavior of water can vary greatly
depending on whether the flow is laminar or turbulent. A resistance
value for a specific branch is usually positive, however, a pump within
the network, i.e, a pump not acting as a boundary area, can be view as
a negative resistor. For a more complete review on the subject see [7].

Temperature distribution

The temperature transport dynamics is dependant on the flow
situation, since the water is the carrying medium of the energy.
However, due to physical influence of pipe geometry, the transport
time for the water flow and the transport time for the temperature
front will differ a great deal. In fact, only when the pipe diameter
approaches infinity can this difference be ignored [14]. This obviously
means that any temperature model which pertains to mimic reality
will have to incorporate such considerations. In [15] a factor F is
defined which relates the flow velocity, V, to the velocity of the
temperature front,  VT. F is defined as:

The relationship between the pipe, p, and the water, w, is shown in:

where ρ is density, c is specific heat capacity, δ is pipe wall thickness
and d is the inner pipe diameter. For example, if a DN 50 pipe is used
the temperature front will have propagated 83 metres as the water
flow has moved 100 metres.

Even though the pipes are generally well insulated and dug deep
into the ground the temperature front looses energy to the
surrounding soil as it moves through the pipes. This energy loss can be
calculated through a variety of ways as there are several models of
varying complexity to handle this type of calculations. Even though
the end results will not differ greatly, a competent simulation tool will
preferably implement a range of different heat loss equations in order
to ease its practical use depending on available input data. DHEMOS
implements a selection of heat loss equations in order to facilitate this
process.
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It is the temperature distribution that limits the computational
performance during practical implementation of the simulation
models. This is due to the fact that pipes have to be divided into a
number of sections in order to retain the energy status throughout the
pipe during dynamic simulations. DHEMOS uses variable section
sizes which vary dynamically throughout the simulation in relation to
the propagation speed of the temperature front and thus also in
relation with the water flow. This means a somewhat higher
computational cost as opposed to using a fixed section size, but it also
means a higher degree of accuracy in the simulation results. Also, as
the computer hardware market evolves the computational cost
becomes less and less of a problem.

4. Simulation of GÄVLE District Heating System

The aim of validation is to create very realistic simulation models with
respect to energy demand and temperature. For the validation, a time
period with high data reliability was chosen.

The computational program was applied to the district heating
system in the town of Gävle in Sweden. This district heating system
produces approximately 716 GWh per year. The total network length is
more than 200 km. Approximately 59% of the sold energy is aimed at
larger multi-family buildings, about 7% is sold to one-family detached
houses, 5% to industrial buildings and 29% to other buildings such as
shopping malls etc. Figure 5 shows a map of the district heating system
in Gävle.

Figure 5. Map of the district heating system in the Swedish town of Gävle. 
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The measured data was captured between 2000 and 2004. Figure 6
shows the comparison between simulation results and measured data
from the Gävle district heating system. 

Figure 6. Comparing simulation results with mean hourly values from 
measured data.

The result is based on mean values taken from 30 winter weekdays
in 2001. Like in any other district heating network there is a wide
variety in customer characteristics in Gävle, e.g. the above simulation
spans buildings with time constants that range from 50 hours to 150
hours. Unfortunately our tapwater model only covers multifamily
buildings at the moment. This is due to difficulties in finding reliable
data concerning other types of customers hot tap water usage. But
since the multi-family buildings form the majority of energy
customers, the correlation between measured data and simulation
results was still rather good. 

To simulate a full 24 hours such as described in Figure 6 takes
slightly less than 7 hours to complete when using an AMD Athlon 64
3700+, 2.2 GHz, 1 MB cache with 2 GB of RAM.

5. Conclusions and Future Work

The practical importance of the program is not only for design of
distributing networks, but above all in the operation of district heating
systems. The possibility of simulation of the relations in the network
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for various operating conditions, i.e., for instantaneous output of
sources or for instantaneous consumptions is very useful for
dispatchers in power and heating plants. This is obviously a great
contribution not only from a technical stand, but also from a financial
viewpoint. 

DHEMOS has been compared with calculations made using Matlab
in order to verify the various implementation solutions. After the
analysis of the result from the Gävle simulation we have found that
DHEMOS produces reliable results and is therefore suitable for solving
such tasks as discussed.

The distribution model within DHEMOS uses a microscopic model
as opposed to a macroscopic model. This gives us the ability to
simulate the behavior of single endpoints within the network, which is
necessary when studying the comfort fluctuations experienced by indi-
vidual customers.

One problem with existing theoretical models is that they neglect
the fact that a large population of the customer installations are
working well below their original capabilities. DHEMOS implements
short-circuits within the customer substations in order to be able to
simulate such deterioration in heat exchanger performance.

Future work includes developing the presentational software in
order to maximize the usability of the system, e.g., operational
pressure diagrams and so forth. We also plan to develop an interface
between DHEMOS and a general optimization engine in order to
further optimize the capabilities of the system. The more theoretical
future work includes developing models for using genetic algorithms
within DHEMOS in order to find optimized solutions when expanding
existing district heating networks. Also we need to develop more tap
water models. As was discussed in section 4 we only have models for
multi-family buildings, which means that we need to expand the
models to include such buildings as single-family houses, industrial
buildings, shopping malls and so forth. Furthermore, we need to
implement a more advanced virtual outdoor temperature model that,
e.g., considers latitude as well as NESW. 

The DHEMOS project was mainly financed by CCA, Blekinge
Collaborative Commerce Arena. We acknowledge their support
without which this software could hardly have been developed. 
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Abstract

A utility-based multiagent system for district heating systems load
management is evaluated in a series of simulation experiments. The
purpose is to use the multiagent system to dynamically control the
system so that the load of the system is below certain threshold values
without reduction of quality of service and by that, to avoid the usage
of top load production sources or to be able to introduce new
consumers without raising the demand for additional production
capacity. The fundamental idea behind the system is that a large
number of small local decisions taken all in all have great impact on
the overall system performance.

PAPER VII

A Utility-Based Load Management of 
District Heating Systems
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1. Introduction

The energy load of any District Heating System (DHS) is subject to
large variations due to the fluctuating demands of customers. The
energy load is mainly divided between the rather slow process of
space heating and the fast process of domestic hot tap water
consumption. A DHS must be capable of meeting all such fluctuating
energy demands. 

Optimisation of DHS has traditionally focused on production plants
and distribution systems. However, in the last ten years, consumer
heating systems (Heat Exchange Systems, HES) have received
increased attention. The product development of HES has changed
from focusing on the component (sub optimisation) to focusing on the
interaction of the components (system optimisation) [2]. HES, as the
heat load source of a DHS, determine the operation of the total DHS.
Yet it is unusual that the operation of HES can be monitored or
controlled by the DHS operator. The operation strategies of the DHS
are therefore limited to providing sufficiently high temperature and
pressure to all customers, without any possibility of actually
optimising the system as a whole.

Load control HES can either be achieved directly by remote control
of individual HES or indirectly by usage of various tariffs. Indirect
load control is widely used and has primarily been implemented by
the usage of flow tariffs, i.e., customers are charged according to the
flow in comparison to a reference value for the flow. Direct load control
is very uncommon but there exists a few attempts, e.g., a centralised
load control system that was studied by Österlind [1]. Österlind used a
one-way communication link on the electricity network to manipulate
the outdoor temperature meters of individual HES. By this
communication link he was able to manipulate and control the space
heating of the connected buildings. The study confirmed earlier
theories of centralised load control and showed that it is relatively easy
to achieve robustness against shortage situations in DHS. However,
the system did not consider, e.g., fairness and the quality of service
(QoS) delivered to the individual consumer. Österlind also concluded
that two-way communication was a minimum requirement for an
operational system [3]. Two-way communication systems for DH
substations are currently at a relatively early stage of development.
However, one may expect the hardware to be fully functional in the
near future. Hence, focus should now be on how to use the data/
information and how to achieve savings [4]. 
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Energy is not an end in itself; instead it is a means to provide a
number of services. Businesses and households view energy as an
input, an expense of doing business or maintaining a home. They are
less concerned with how many kilowatt hours they purchase than with
the services that the energy provides, e.g., space heating. This
relationship provides the basis of demand-side management (DSM).
DSM can be defined as "The planning and implementation of strategies
designed to encourage consumers to improve energy efficiency, reduce energy
costs, change the time of usage or promote the use of a different energy source"
[5]. DSM strategies try to reduce the peak load and change the shape of
the load profile through the techniques of peak clipping, load shifting
and energy conservation. DSM activities should bring the demand and
supply closer to a perceived optimum. Correctly implemented, DSM
strategies can reduce energy consumption with the associated financial
and environmental benefits. The idea behind energy efficiency is quite
simple; if people consume less energy, there will be less emission of
greenhouse gases as the result of less burning of fossil fuels in heat
production plants. Energy efficiency technologies and practices can
therefore play a significant role in reducing the threat of global climate
change.

There is very little information and expertise available on DSM for
DHS. Today, there is a growing interest, but while DSM has become a
standard technique for the electricity market [6,7,8,9,10], it is still in the
early stages when considering DHS [11]. The goal of DSM is to be able
to control the heat load at an overall system level rather than to even
out the consumption of individual HES. Sipilä and Kärkkäinen [12]
study the dynamics and potential for DSM in individual buildings
connected to a DHS and showed that the maximum heat load of a
building can temporarily (during 2-3 hours) be reduced as much as
25% on average. Not once during the test conditions did the room
temperature shift more than 2 degrees. In simulation experiments,
Noren and Pyrko [13] show that the most successful load control
strategy for electricity heated commercial buildings is load reductions
of about 40-50% during longer time periods (4h). Stronger load
reductions during shorter periods can cause recovery loads higher
than the previous maximum demand. The results show that it is
possible to move the maximum load several hours in time without
discomfort for the customers. The possible reductions in each
individual HES indicate that if this kind of measures would
simultaneously be performed in a large number of buildings, the
maximum load of a DHS can be lowered substantially.
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The potential of DSM in DHS is mainly claimed to consist of; lower
production costs, reduced usage of fossil fuel, running production
units in the most efficient states, increasing the net profit of back-
pressure Combined Heating and Power (CHP) electricity sales,
handling capacity issues in existing DHS, dimensioning production
capacity for a lower effect/reserve alternatively with maintained
dimensioning increasing the number of consumers in a particular size
DHS.

We introduce a distributed approach for DSM in DHS by usage of a
MAS. The approach is evaluated in a series of simulation experiments
where we study the possibilities of top load reductions and the
possibility of connecting more customers to a given size DHS, without
the introduction of additional production capacity. Our focus is the
trade-off between system optimality and QoS for each connected
customer, where our goal is to provide as high QoS as possible while
using the production resources in an environmentally and financially
optimal way.

2. MAS Architecture

The availability of small high-capacity computational units has lead to
an increasing decentralisation within automation systems as well as a
distribution of functionality into geographically dispersed devices.
The possibility to connect these distributed units in a Local Area
Network (LAN) promises highly dynamic systems. However, the
problem of providing a suitable framework for coordinating the
connected devices remains.

All buildings in a DHS are more or less unique when considering
specific details of inhabitant preferences, household equipment,
thermal characteristics, etc. To maintain a centralised model of each
connected building in a large DHS with several thousands of
consumers would be extremely challenging with respect to
computation and communication. In fact, it is argued that when the
complexity of a DHS reaches approximately 100 components and
restrictions, the present computer and software technology is
insufficient for finding an optimal operational strategy [14]. Since an
optimal operational strategy is not practically achievable, a method
based on some heuristic is needed to find a good-enough strategy. It is
possible to perform completely distributed computation to generate an
operational strategy. However, the computation would be limited by
system knowledge, i.e., the distributed units would not have enough
knowledge about the production to conclude the best operational
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strategy. If the performance degradation of a completely decentralised
solution is too large and a completely centralised solution is too
complex, a compromise will have to be found. We suggest to use a
semi-distributed approach. In this case, each agent is trying to optimise
its own usage of the resources and coordinates with a base station in
case there is a conflict. Our system has the following three types of
agents: 

■ Consumer agents: (one for each consumer) which continuously
(i) monitors and controls the local state and (ii) on request, partic-
ipates on a cluster level market for partial system optimisation.
The consumer agent is cooperative and has global responsibility
to participate on the market for system optimisation by provid-
ing its true cost for participation in system wide optimisation.

■ Cluster agents: (one for each cluster of consumers) which (i)
maintains a market for partial system optimisation at a cluster
level for consumer agents, and (ii) informs the producers agents
of a selection of choices to achieve optimisation in the cluster,
and (iii) propagates chosen optimisation actions from the pro-
ducer agents to the consumer agents.

■ Producer agents: (one for each producer) which continuously (i)
monitor their local state and (ii) when necessary issues requests
for optimisation of clusters to improve the local production state,
and (iii) receives lists of possible optimising actions and informs
clusters of chosen actions.

The general architecture of the MAS is shown in Figure 1.

Figure 1. MAS architecture

Strategic layer 

Heuristic layer 

Operational layer 
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The architecture consists of the three layers:
■ Strategic layer: This layer consists of producer agents that have

strategic goals, making decisions based on wide-area monitoring
and control perspectives.

■ Heuristic layer The cluster agents in this layer include heuristic
knowledge to identify consumers willing to participate in opti-
misation. These agents also update the world model for the
agents in the strategic layer.

■ Operational layer: The consumer agents in this layer handle their
individual hardware systems from a local point of view to
achieve fast, consistent and informed control.

The abstract architecture, see Figure 2, for each agent is basically the
procedural reasoning system (PRS) [27]. The deliberator module is
responsible for controlling all other components in order to pursue the
goals of the agent. The deliberator also controls the interactions with
other agents, i.e., it coordinates the sending and receiving of messages.
The sensor component is the gateway to the perceptions of the external
environment (including receiving messages). The effector component
imposes changes to the external environment (including sending
messages). The agent can through the effector component affect the
external environment either indirectly by exchanging messages or
directly through physical effectors (if it has physical effectors).

Figure 2. The architecture of an agent

The basic internal loop of the agent is to:

1. use available sensors to update the knowledge about the envi-
ronment, 

2. update goals depending on the state of the environment, 

3. realize the goal by adding behaviours to the list of active behav-
iours, and 

4. finally, use the effectors to execute the actions in the selected
behaviours.
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The agents need to communicate and interact in a structured but
dynamic way. We have extended the Contract Net [15] interaction
protocol by introducing a second layer for the participation on the
market for optimisation, see Figure 3.

Figure 3. Extended Contract Net protocol

The producer agent monitors its local state and if the producer
concludes that it could produce the resources more efficiently if the
state of the local production where different from now, they send a
request message, 1:CFP, for possible optimisation actions to the cluster
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2:REJECT. The producer agent then awards the actions that are the
cheapest and provides the desired effect and inform the cluster agents
about this by sending an accept/reject message, 3:ACCEPT-
PROPOSAL or 3:REJECT-PROPOSAL. The cluster agents then inform
the consumer agents with a corresponding accept/reject message,

1: CFP 
1: 1: CFP

3: ACCEPT-PROPOSAL

3: REJECT-PROPOSAL

3:2: INFORM

3: 2: FAILURE

n.
Producer 

n.
Cluster 

1: 2: NOT-UNDERSTOOD 
1: 2: REFUSE 

1: 2: PROPOSE 
2: NOT-UNDERSTOOD 

2: REFUSE 

2: PROPOSE 

3:1: ACCEPT-PROPOSAL

3:1: REJECT-PROPOSAL

4: INFORM

4: FAILURE

n.
Consumer 



A Utility-Based Load Management of District Heating Systems

112 Multi-Agent Systems for Distributed Control of District Heating Systems

3:1:ACCEPT-PROPOSAL or 3:1:REJECT-PROPOSAL, which in turn
respond with a 3:2:INFORM message that they performed the actions
or a message that they failed to perform the actions, 3:2:FAILURE.
Finally, the cluster agent sends an inform message 4:INFORM to the
producer to state the proposed actions have been performed or that
they 4:FAILED to perform the actions.

3. Agent Behaviour

Our approach is based on the fact that DHS by nature are distributed
both spatially and with respect to control. We utilize the naturally
distributed control to fulfill a system level goal of making sure that the
system load does not go above a threshold value and to ascertain that
the water flow is as even as possible, i.e., to reduce sudden shifts in
flow, while affecting the individual consumers as little as possible.
Also, when we do affect the consumer we make sure to do it on their
terms and in a fair way.

The aim of this method is an attempt to move demand away from
the peak periods by reducing the energy destined for space heating.
This reduction of demand will help to smooth out the energy supply
profile and help obtain higher levels of efficiencies from the plants by
trying to achieve a steady output instead of a load following the
fluctuating domestic hot tap water regime. Reduction of the heat load
of space is based on exploiting the thermal mass of the building and
the secondary networks i.e. we do not restrict production of domestic
hot tap water. These measures can reduce greenhouse gas emissions
associated with using fossil fuels to meet those peak demands.

Consumer Agent

Cutting the load of customers will affect the service delivered, i.e., a
constant reduction of space heating will eventually reduce the indoor
temperature. The building heat storage capacity and isolation
determines how quickly the temperature of the building adjusts to
changes of the outdoor temperature. The time constant is defined as
the time it takes for the indoor temperature to drop 63% of the
difference between the outdoor temperature and the initial indoor
temperature. Typical values for time constants are between 30-80 h for
older buildings, but the range continues up to time constants of 5 days
for highly isolated buildings, i.e., there exists buildings where we
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might shut down the space heating for quite some time without
affecting the perceived QoS. The time constant, τ0, is given by [16]:

where C is the thermal capacity and R is the resistance of the building. 
The temperature change is calculated by [9]:

where Tr(t) is the room temperature at time t, Tr(0) is the initial room
temperature, and Tu is the outdoor temperature. Faster temperature
gradients can only be caused by active ventilation.

If the heating is not turned off completely, but just reduced, the
operative time constant, τ, will change according to: 

where 

where Pv is the supplied energy in W, U is the heat conduction value in

W/m2K, A is the area in m2 and PL is the energy need for ventilation
[17]. For example, a supply of 50% of the required energy will increase
the time constant by 2, i.e., it will take twice the time to loose the
indoor heat, i.e., if we do not completely shut down the heating and
only reduce space heating during shorter time periods most buildings
fall within the category of potential reductions without affecting QoS.

In Figure 4, we show how long time it takes for a building with a
time constant of 60h to cool down 3°C during different conditions
regarding supplied energy. These values are calculated given an
outdoor temperature of -20°C. 
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Figure 4. Example of the time it takes for a building to drop 3°C in
temperature at different levels of energy supply.

We use the described thermal models for the indoor temperature to
implement a fictive model of the building that is beeing controlled by a
consumer agent. The reason that we use a fictive model instead of
measuring the actual indoor temperature is that the indoor
temperature information is generally not available at the HES. Also,
measuring the indoor temperature is complicated, e.g., where in the
building should it be measured and what are the reasons for change if
the temperature changes? 

The utility function used for calculating the cost, φ, for a consumer
agent to participate in optimising actions is given by:

where Fd is the distance of the fictive indoor temperature to a reference
temperature, a, is the maximum allowed agreed reduction in
percentage for a specific building and β, a constant for the specific
building defined as a monetary value for implementing a maximal
reduction of supplied energy. The distance of the fictive indoor
temperature to the reference indoor temperature after a reduction with
duration of 1 hour is given by:
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Where Rt is the reference indoor temperature, Tc the current fictive
indoor temperature, Td the difference between current fictive indoor
temperature and current outdoor temperature, d, the reduced level of
energy supply for the secondary side of the HES, and τ, the time
constant of the building.

Using this set of models assures that we get fair reductions in the
network since buildings that have been reduced previously get higher
costs (larger distance to reference temperature) for implementing new
reductions and hence, some other building with closer distance to the
reference temperature will have lower cost. Since this model considers
the dynamic thermal state of individual buildings the building time
constant will assure that buildings with different characteristics will be
treated in a fair way and that reductions are spread evenly throughout
the network of connected customers.

In order to maintain a given indoor temperature, the heat supplied
to a building must equal the heat lost by the building. As the outdoor
air temperature drops, the amount of heat lost from the building
increases. The amount of heat that the space heating system can supply
changes depending on the temperature of the supply water. As the
temperature of the supply water increases, the amount of heat
available from the space heating system increases. Each building has a
heat curve to determine the set temperature for the space heating
system, e.g., if the current outdoor temperature is -5 °C the
temperature in the space heating system should be, e.g., 44 °C for a
specific building. A reduction at a HES is performed by changing the
temperature set value, e.g., a reduction of 10% on the set temperature
of 44 °C would mean that the heat exchanger in the HES would heat
the supply water in the space heating system to 39,6 °C instead of 44
°C. An issue with direct load reduction is that when the load reduction
is released, the recovery load can get higher than the load would be
without reductions and hence, the topload would not be reduced but
rather increased. To reduce the recovery load, several different control
strategies are possible [13]. However, all of these strategies will
prolong the time it will take to restore the indoor temperature, so the
recovery time must be considered for during calculation of cost for
reduction at the customer side. The strategy we use to reduce the effect
of recovery load is to restrict the rate of change on the set temperature
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for the secondary side in addition to letting the individual customer
agents release their reductions randomly.

Producer Agent

In a DHS, several different energy sources may be used for heating,
e.g., waste energy, byproduct from industrial processes, geothermal
reservoirs, otherwise combustion of fuels such as oil, natural gas etc. is
used. When the demand from the customers is high, several heat
producing units must normally be used, see Figure 5. 

Figure 5. Different production sources may need to be used during the day
depending on the load. The bottom field indicates usage of base production
units (typically environmental friendly and cheap), the middle field indicate
usage of intermediate production units (slightly more costly than the base
units), and the top fields indicates usage of the more expensive top load
production units (typically combustion of fossile fuel).

To avoid starting top load production units, the producer in our
system issues requests for optimising actions when the heat load is
between a lower and a higher threshold value. As the load is getting
closer and closer to the higher threshold the intensity of requests
increases. However, sufficient time needs to pass between requests, so
that substations get enough time to carry out changes of valve
positions. To decide that there is a need for requests the trend, ε, of the
load needs to be rising, otherwise unnecessary reductions might be
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requested. To respond promptly to changes of the heat load and to
identify the trend of the load, an Exponentially Weighted Moving
Average (EWMA) is used. The EWMA, ε, is applying a percentage of
the current load to the previous moving average load, i.e., the EWMA
place more weight on recent values: 

where, l, is the current load, ω, the weight added to the last value and,
α, the previous moving average.

Cluster Agent

On request from the producer agent the cluster agent calculates the
cost for implementing a reduction of a certain percentage in the cluster.
The calculation is performed by issuing requests to the consumer
agents within its cluster to calculate their costs to take on the
restriction. It then selects the best bids from the consumer agents and
return a concatenated bid to the producer. If the cluster is selected by
the producer the cluster agent informs the correct consumer agents
that they are to reduce their consumption. The general idea with the
cluster is to divide and conquer, i.e, instead of a large market at the
producer we use a number of smaller markets. In this way we
maintain local information, e.g., which agents populates a certain area,
and makes the problem of choosing substations easier for the producer.
The cluster agent is also responsible to make sure that restrictions are
implemented, e.g., if the environment for a consumer agent (that is
supposed to take on a restriction) changes beyond the model of the
consumer agent. The cluster agent needs to find another agent within
its cluster to take on the restriction. If it fails to find another consumer
agent, it informs the producer that the restriction failed. Finally,
another task for the cluster agent is to estimate the current
consumption within the cluster and inform the producer of this at
regular intervals.

4. Simulation Setup

To evaluate the MAS approach we use the DHEMOS system [19, 20]
for simulation of the DHS. DHEMOS supports agents implemented in
the Java Agent DEvelopment framework (JADE-LEAP) [21] and the
model for simulation that DHEMOS uses, simulates the DHS second
by second and supports interaction at each time step from the agent

7( )ε l ω×( ) α 100 ω–( )×( )+=
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system during runtime which means that all aspects of the DHS can be
studied dynamically.

The consumer agents are able to reduce the consumption by
changing the temperature set value on the secondary system for the
household space heating. However, they may maximally engage in
reductions until the indoor temperature of the fictive model of the
building they are connected to drops 1 °C.

In the simulation model we assume that all space heating systems
are based on radiators. Also, we assume a constant water flow,
individual for each building, in the radiator heating system. We have
created individual demand for domestic hot tap water for each
household. However the domestic hot tap water demand is then
reused in all experiments.

We use a simplified model of the DHS in the city of Gävle
comprised of 26 nodes, see Figure 6.

Figure 6. Simplified conceptual view of the DHS of Gävle. The figures in the
boxes indicate from top to bottom; id, number of buildings, number of
households in each building, and time constant for the building. The
production node is indicated by the letter P.
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The model simulates 7550 buildings with separate space heating
and domestic hot tap water systems, connected in a network by
approximately 200 km of pipes in various sizes. The buildings contain
a total of 37750 individual household models and have time constants
ranging from 50h to 150h. We have calibrated a heating curve for each
of these buildings, i.e., the indoor temperature is completely dynamic
with respect to outdoor temperature, building characteristics, forward
temperature, district heating flow and radiator circuit flow and
temperature. We assume a wanted indoor temperature of 21 °C. The
model is feed from a single production unit with two production
sources, a base load production source and a top load production
source (this is not consistent with Gävle). In the experiments the top
load production source is assumed to be needed when the flow
exceeds 550 kg/s given the chosen forward temperatures and outdoor
temperatures, see Figure 7, 8, and 9.

Figure 7. The orange field is covered by the base load source and the red field
by the top load production source.
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Figure 8. Outdoor temperature.

Figure 9. DH forward temperature.
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5. Experiment Setup

The experiments of this section are described in Table 1, but we will
here explain them in a more intuitive way. In the first experiment the
DHS is run with no agents. The purpose of experiment 1 is to get a ref-
erence and to get the maximal levels to compare with in experiment 1:0
to 1:3. The goal in experiment 1:0 to 1:3 is for the MAS to reduce the top
load by 11% to prevent the top load production from starting. Also, at
no point may any individual indoor temperature within the district
heating system be reduced more than 1 °C. In experiment 1:0 the dis-
trict heating system is run with every substation controlled by a con-
sumer agent. In the subsequent experiments 1:1 to 1:3 the district
heating system is run with reduced numbers of substations controlled
by consumer agents. The purpose is to answer the question, how many
consumer agent controlled substations are needed to be able to prevent the top
load production from starting?

In experiment 2, the DHS has been extended with 400 buildings
comprising a total of 2000 households. The purpose of experiment 2 is
to get a reference and to get the maximal levels to compare with in
experiment 2:0 to 2:2. The goal in experiment 2:0 to 2:2 is for the MAS
to reduce the top load by 5,9% to prevent the top load, indicated in
experiment 2, from being larger than the top load indicated in experi-
ment 1. Also, at no point may any individual indoor temperature
within the district heating system be reduced more than 1 °C. The pur-
pose is to answer the question, how many consumer agent controlled sub-
stations are needed to remove the demand for additional production capacity
when the system is extended with new consumers?
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Table 1. Experiments
Experiment 1 1:0 1:1 1:2 1:3 2 2:0 2:1 2:2 
Number of 
substations 

7550 7550 7550 7550 7550 7950 7950 7950 7950 

Number of 
households 

39750 39750 39750 39750 39750 41750 41750 41750 41750 

Number of 
substations 
controlled by 
agents 

0 7550 3450 2350 1350 0 400 800 1200 

Number of 
Households 
controlled by 
agents 

0 39750 19259 9250 4750 0 2000 4000 6000 

Percentage of 
Substations 
controlled 

0 100 45,7 31,1 17,9 0 5,0 10,1 15,1 

Percentage of 
Households 
controlled 

0 100 48,4 23,3 11,9 0 4,8 9,6 14,4 

Mean time 
constant for the 
un-controlled 
buildings 

93,6 n/a 89,2 93,9 93,8 93,1 93,6 94,2 94,8 

Mean time 
constant for  the 
controlled 
buildings 

n/a 93,6 98,3 92,8 92,5 n/a 80 80 80 

Un-controlled 
topload 

620 620 620 620 620 659 660 660 660 

Threshold where 
top load 
production need 
to start 

550 550 550 550 550 620 620 620 620 

Percentage of 
load to reduce 

0 11,3 11,3 11,3 11,3 0 5,9 5,9 5,9 
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6. Result

In Figure 10 we show the results of experiment 1 and 1:0, i.e., running
the system with no agents and running the system with 100%
consumer agent controlled substations. Experiment 1:0 clearly shows
that the entire top load above 550 kg/s is completely removed. During
experiment 1:0 the temperature reductions was evenly distributed over
all buildings and the largest drop in any building indoor temperature
was 0,15 °C, occurring only for a short period of time. The highest flow
measured during experiment 1:0 was 543,6 kg/s.

Figure 10. System with no agents, the red line, and the system in experiment
1:1 with 100% consumer agent controlled substations, the green line. The red
dotted line indicates the threshold value, 550 kg/s, where the top load
production starts.
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In Figure 11 the mean hourly flow values from experiment 1 and 1:0
are plotted together with the largest and lowest value during the hour.
The flow in experiment 1 (the uncontrolled system) has slightly higher
variance than the flow in experiment 1:0 (the controlled system).

Figure 11. Mean hourly flow values together with lowest and highest value
for the hour. The red line is experiment 1 and the green line is experiment 1:0.

Time [h]

 

M
as

sf
lo

w
 [

m
3
/h

] 



Result

Multi-Agent Systems for Distributed Control of District Heating Systems 125

In Figure 12 we show the result of experiment 1 and 1:1, i.e.,
running the system with no agents and running the system with 45%
consumer agent controlled substations. We see that the system in
experiment 1:1 is clear of the limit of 550 kg/s but the top notation is
getting closer, 547,5 kg/s. The highest indoor temperature drop during
experiment 1:1 was 0,25 °C. 

Figure 12. System with no agents, the red line, and the system from
experiment 1:1with 45% consumer agent controlled substations, the blue line.
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In Figure 13, we show the result of experiment 1 and 1:2, i.e.,
running the system with no agents and running the system with 31%
consumer agent controlled substations. The highest value was 548,5
kg/s, very close to the limit of 550 kg/s, and the highest indoor
temperature drop was 0,8 °C.

Figure 13. System with no agents, the red line, and the system from
experiment 1:2 with 31% consumer agent controlled substations, the orange
line.
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In Figure 14 we show the result of experiment 1 and 1:3, i.e.,
running the system with no agents and running the system with 17%
consumer agent controlled substations. In experiment 1:3 the MAS was
unable to manage the threshold of 550 kg/s, and when that limit was
crossed, the producer stops to issue requests for optimisation since the
top production source already has started. When the flow gets below
550 kg/s again, it once again starts to issues requests (until reaching
the lower threshold value). Even though that the participating
consumer heating systems where momentarily reduced harder, i.e., not
as many consumers where participating in reductions, the temperature
did not have time enough to drop more that 0,7 °C.

Figure 14. System with no agents, the red line, and the system from
experiment 1:3 with 17% consumer agent controlled substations, the beige
line.

Time [h]

 

M
as

sf
lo

w
 [

kg
/s

] 



A Utility-Based Load Management of District Heating Systems

128 Multi-Agent Systems for Distributed Control of District Heating Systems

In Figure 15 all mean hourly values from experiment 1:1 to 1:3 is
showed against the mean hourly values for the uncontrolled system,
i.e., experiment 1. The result show that the less consumer agent
controlled substations we have in the system, the harder it is to stay
below the threshold value.

Figure 15. Mean hourly values from experiment 1 and 1:1 to 1:3. The red line is
the uncontrolled system from experiment 1, the beige line is experiment 1:3,
the orange line is experiment 1:2, the blue line is experiment 1:1 and, the green
line is experiment 1:0.
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In Figure 16 we show the results of experiment 1 and 2, i.e., running
the system with no agents and running the extended system with no
agents. In experiment 1 the top flow notation is 620 kg/s and in
experiment 2 the top flow notation is increased to 659 kg/s.

Figure 16. Experiment 1, the red line, is the system with no agents and
experiment 2, the black line, is the extended system with no agents.
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In Figure 17, we show the result of experiment 2 and 2:0, i.e.,
running the extended system with no agents and running the system
with 5% consumer agent controlled substations. In experiment 2:0 the
system was unable to stay below the threshold of 620 kg/s. The flow
went above 620 kg/s both in the morning and in the evening. The
highest indoor temperature drop was 0,91 °C among the buildnings
that the consumer agents controlled.

Figure 17. The extended system with no agents from experiment 2, the black
line, and the system from experiment 2:0 with 5% consumer agent controlled
substations, the orange line.
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In Figure 18, we show the result of experiment 2 and 2:1, i.e.,
running the extended system with no agents and running the system
with 10,1% consumer agent controlled substations. In experiment 2:1
the system was unable to stay below the threshold of 620 kg/s. The
flow went above 620 kg/s in the morning but the system was now
capable to maintain a flow less than 620 kg/s in the evening. The
highest indoor temperature drop was 0,8 °C among the buildnings that
the consumer agents controlled.

Figure 18. The extended system with no agents from experiment 2, the black
line, and the system from experiment 2:1 with 10,1% consumer agent
controlled substations, the blue line.
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In Figure 19 we show the result of experiment 2 and 2:2, i.e.,
running the extended system with no agents and running the system
with 15,1% consumer agent controlled substations. In experiment 2:2 it
is clear that the MAS is able to control the DHS so that the flow stay
below the top threshold value of 620 kg/s. The highest flow recorded
during experiment 2:2 was 616,1 kg/s.

Figure 19. The extended system with no agents from experiment 2, the black
line, and the system from experiment 2:2 with 15,1% consumer agent
controlled substations, the green line.

6.1 Comments

We have in previous research presented an agent-based approach for
the management of DHS [28] in which the control system is based on
measurements of consumption made at the HES. To determine the
overall system load we could potentially rely on the measurement
made at the distributed entities. However, this would require that we
actually have agents at each distributed unit. This is not completely
unrealistic, but if we look at how the consumption is calculated we will
see that it is not a feasible approach. The equation below [18] is used to
calculate the energy consumption for the individual HES installation,
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and as the equation state, the consumed energy is highly dependent on
the flow rate, Vi. 

where Q is the energy consumed, ki is the heat coefficient, Vi is the
volume flow rate in the primary circuit, ∆Ti is the temperature
difference between return and supply temperatures and ∆ti is the time
difference between ti+1 and ti.

Since the flow meter is one of the main parameters involved in the
calculation of consumed energy, it is very important that this data is
accurate and reliable. Today this is not so [18], since the flow meter is
often only capable of delivering a pulse when a fixed volume has past
through, we only receive a mean flow rate. The majority of the changes
that appears between two signals are undetected and this leads to
measurement errors, see figure 20.

Figure 20: The figure demonstrates the problem with the integration time
using a common flow meter. The decrease in flow is proportional to the
increase in integration time. The blue line is the actual flow, the black line is
the measured flow and the red marks at the bottom indicate generated flow
pulses.

The issue with flow measurement influence the possibilities for
controlling the system. If the flow is low, the interval between
measurements at the consumers will increase and hence, so will the
possible control interval, i.e., we will run into problems if using the
perceived flow in the system by adding together the values from the
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different consumer agents. Instead we rely on exact measures at the
production sites by advanced and accurate flow meters. This is not an
unrealistic assumption since the producers often have the capability to
monitor the flow continuously through the production units.

7. Conclusions

A DHS without an overall control system is basically composed of a
number of completely selfish and autonomous units, i.e., substations,
working only to satisfy their own local goals (sufficient domestic hot
tap water and indoor temperature) without any consideration what so
ever to the overall efficiency of the system or the state of other units in
the network. We have introduced a level of automatic system control
by using a semi-distributed MAS architecture to show the value of
cooperation among HES in DHS.

In this paper we have shown that the value of a large number of
small local decisions taken all in all have great impact of the overall
system performance. The experiments in this paper does not consider
load shifting, only peak cutting, i.e., the total energy delivered is not
the same between experiments with agents and experiments without
agents. However, the results in this paper show that it is possible to
remove 11% of the highest load when at least 31% of the substations
are controlled by consumer agents. The results also show that it is
possible to extend the number of customers in a DHS without the need
of increasing the production capacity. Given the circumstances of the
simulation experiment the results indicate that for every new building
that is being connected, three agent controlled substations (possibly
the newly connected substation) are necessary if the top load is not
allowed to increase. 

All DHS are more or less unique when considering specific details
of inhabitant preferences, household equipment, size etc. This is of
course a setback when using a simulation tool to draw conclusions.
However, we have shown that there are clear benefits of DSM in DHS
and that it is a viable approach to address the over all system control
with a MAS.

The principle of DSM works when the total system utility is more
important than the individual, i.e., there is a need of partial global
responsibility from the customers. This responsibility could be created
both by economic incentives as well as by environmental incentives.
The picture is not clear whether customers will accept reductions
without economic compensation or not. In reports regarding the
electricity market it has been stated that it is a necessity to compensate
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customers otherwise they will not participate [22] and that there in
Sweden today is no incentive for individual customers to save energy
during peak hours since tariffs are constant during the day [23].
However, there are also reports indicating that customers are
interested in saving the planet for free as well [24]. 

8. Future Work

We will in future experiments focus on developing load-shifting
strategies for the MAS, i.e., not only reducing the load. We will also
perform studies on primary return temperatures to investigate if it is
possible to develop strategies for the MAS to reduce the return
temperatures. Future work also include studies on differential tariffs in
DHS as well as investigations of possible approaches to a complete
market-oriented approach to the management of DHS where
producers are competing and where there is third-party access. 

Also, controlling the load has potentially major benefits to CHP
production and it would be interesting to connect the load controlling
strategies to, e.g., the energy prices at Nord Pool (The Nordic Power
Exchange). 

Furthermore, there are numerous optimisation strategies possible to
decide where to reduce consumption. To compare and evalute such
strategies would be very interesting.
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Abstract

The strengths and weaknesses of agent-based approaches and
mathematical optimization techniques are analyzed and compared.
Their appropriateness for dynamic distributed resource allocation is
evaluated. We conclude that their properties are complementary and
that it seems fruitful to try to combine the approaches. Some
suggestions of such hybrid systems are sketched.
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1. Introduction

For a long time, mathematical optimization techniques based on linear
programming and branch and bound have been used to solve different
types of resource allocation problems, e.g., production and
transportation planning in various industries at strategic and tactical
level [2, 8, 9, 13). Additionally one can find examples of optimization
techniques applied for short term planning (operational), e.g., activity
scheduling [3, 7, 12]. 

Agent-based computing has often been suggested as a promising
technique for problem domains that are distributed, complex and
heterogeneous [11. 14]. Recently, a number of agent-based approaches
have been proposed to solve different types of resource allocation
problems [10].

In this paper we will compare the strengths and weaknesses of
these two categories of approaches and evaluate their appropriateness
for a special class of resource allocation problems, namely dynamic
distributed resource allocation [4]. In this class of problems
information, decisions, and/or resources are distributed and the exact
conditions, e.g., the demand and the availability of resources, are not
known in advance and are changing. Depending on the problem, the
time-scale of the dynamics may vary, e.g., from seconds in load
balancing of telecommunication or power networks to days in supply-
chain management. The decisions of how to manage the resources may
either be taken locally at distributed decision centers, or nodes (as is
common in agent-based approaches), or at a central node (as is
common in classical optimization). Furthermore, it is assumed that a
network is available for sending information between the nodes of the
network.

In the next section, the evaluation framework used is described.
Then the analysis of the two categories of approaches is presented,
followed by a conclusion section in which the application domain
characteristics suitable for the two categories are identified as well as
how they could be combined, or even integrated, into a hybrid system.
Finally, based on the conclusions drawn, some future directions are
sketched.

2. Evaluation Framework

In the next two chapters, the two categories of approaches will be
compared with respect to how well they are able to handle some
important properties of the problem domain. These properties are
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listed and described in Table 1. In addition, there are a number of
domain properties, e.g., quality and availability of information, which
are not included since we regard them as being equally important for
both classical optimization and agent-based approaches.

3. Analysis of Agent-based Approaches

We will here make the assumptions that in agent-based approaches
control is distributed and concurrent, and that interaction between
agents is asynchronous. Please note that some of the statements are
hypotheses that need to be verified through further analysis or
experimentation.

Table 1:  The domain properties that will be considered in the comparison.

Domain property Desired solution method property

Size, i.e., the number of resources to be allo-
cated, the number of parties (e.g., providers 
and customers) involved etc.

Low computational complexity.

Cost of communication. Little communication between nodes.

Communication and computational stability, i.e., 
the probability of node and link failure.

Robustness in the sense of ability to handle 
node or link failures.

Modularity, i.e., the extent to which it is pos-
sible to identify entities in the domain that 
have wll-defined set of state variables dis-
tinct from those of its environment and that 
the interface to the environment can be 
clearly identified (Parunak 1999)

Support for modular decomposition (if the 
domain is modular)

Time scale, i.e., how often resources need to 
be (re)allocated.

High reactivity, short response time.

Changeability, i.e., how often the structure of 
the domain changes.

High modifiability.

Quality of solution, i.e., how inportant is it to 
find the best allocation.

Ability to find optimal or near optimal solu-
tions.

Quality assurance, i.e., how important is it 
that the quality of the allocation can be guar-
anteed, e.g., when a decision may have 
catastropich consequences.

Ability to guarantee the quality of solution.

Integrity, i.e., how important is it that locally 
available sensitive information is not distrib-
uted.

Ability to process raw data locally (rather 
than sending it via the communication net-
work).
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Size: Since agent-based approaches support division of the global
problem of allocating resources into a number of smaller local
allocation problems (where the number can depend on the size of the
global problem), large-sized problems could be handled well. Also, the
risk for communication bottlenecks is small.

Cost of communication: Since agent-based approaches typically are
dependent of frequent interaction in order to coordinate activities and
decisions, they are not a good choice when communication is
expensive.

Communication and computational stability: The more centralized the
decision making is, the more vulnerable the system gets. Basically, the
reason for this is that the system cannot function, i.e., perform
reallocation, if the entity responsible for the control fails. In agent-
based systems, the reallocation may function partially even though
some nodes or links have failed since the decision making is
distributed. 

Modularity: As agent-based approaches are modular by nature they are
very suitable for highly modular domains. But, if the modularity of the
domain is low they may be very difficult to apply.

Time scale: Since agents are able to continuously monitor the state of its
local environment and typically do not have to make very complex
decisions, they are able to react to changes relatively fast. Also, their
ability to asynchronously interact with other agents implies that they
do not need to await any synchronization event in order to take action.

Changeability: It is relatively easy to add or delete agents during run-
time, agent-based approaches are highly modifiable. [10]

Quality of solution: Since agent-based approaches are distributed they
do not have (or at least it is costly to get) a global view of the state of
the system, i.e., the current availability of resources at all the providers
and the current demand of all the customers. A global view is often
necessary to find the optimal allocation.

Quality assurance: It is very difficult (if possible at all) to estimate the
quality of the allocation made by an agent-based approach.

Integrity: Agent-based approaches supports integrity since sensitive
information may be processed (summarized, depersonalized, etc.)
locally.
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4. Analysis of Classical Optimization Techniques

The area of optimization is rather vast and dispersed. We choose to
focus on methods using a central node which has the entire
responsibility of computing the optimal (or near optimal) solution to
the problem as this is the typical characteristic of most optimization
methods (including methods based on decomposition). See Appendix
A for a brief description of classical optimization methods.  

Size: The complexity and the size of the problem may affect the
solution time dramatically when applying an optimization method.
Hence, the use of mathematical optimization techniques is constrained
when the problem is both large and complex. 

Cost of communication: The need for communication in centralized
decision-making is rather small, since the nodes only need to send
information once and receive the response of the decision to be made
once. If a decomposition approach is applied, the dual prices and
suggestions of solutions need to be sent between the central node and
the other nodes a great number of times before an optimal or near
optimal solution can be found. On the other hand, some information
can be kept at the nodes without being sent to the central node at all.
Hence, the amount of information sent between the nodes can be kept
rather low also in a decomposition approach. 

Communication and computational stability: In mathematical
optimization, it is typically assumed that computations and
communication will occur as planned and strategies for handling lack
of communication are not well known. Hence mathematical
optimization is not particular robust with respect to failures in
computation and communication.

Modularity: Some mathematical optimization techniques may be
parallelized. Then, the parallelization is typically made from
algorithmic standpoint and not with the physical nodes in mind. This
applies for decomposition methods as well, where a decomposition
approach may end up with sub-problems which are not identical to the
nodes of the network.

Time scale: Mathematical optimization techniques often require
relatively long times to respond. Hence a rather high degree of
predictability is required for optimization method to work efficiently if
a short response time is required. There is some scope for achieving
short response times using methods of re-optimization. This typically
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requires that changes to the input data, compared to the previous time
the problem was optimized, are rather small. 

Changeability: If the structure of the system changes, e.g. a decision
node is added or removed, a complete restart of the mathematical
optimization method is required. This implies that mathematical
optimization methods do not handle structural changes particular
well.

Quality of solution: The quality of the solution suggested by a
mathematical optimization method in this context will be of relatively
high quality, assuming complete availability of information. 

Quality assurance: In many mathematical optimization methods a
measure of how far (in terms of cost) a solution is at most from an
optimal solution is obtained (i.e. a bound of the optimal solution
values is obtained). This measure may be regarded as a quality
assurance of the decisions implemented.

Integrity: Centralized decision-making implies that all information
must be made available at the central node. Hence sensitive
information is required to be sent to the central node and information
integrity may be hard to achieve. In an approach based on
decomposition the decomposition could be designed such that the
sensitive information may not be required to be sent to the central
node.

5. Conclusion

According to our very preliminary qualitative evaluation, agent-based
approaches tend to be preferable when:

■ the problem domain is large
■ the probability of node or link failures is high
■ the time-scale of the domain is short 
■ the domain is modular in nature
■ the structure of the domain changes frequently
■ there are sensitive information that should be kept locally

and mathematical optimization techniques when:
■ the cost of communication is high
■ the domain is monolithic in nature  
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■ it is important that a system optimal (or near optimal) solution is
found

■ it is important that the quality of the solution can be guaranteed

As we can see the properties of agent-based approaches and
traditional optimization techniques complement each other. It would
be nice if we could take the good properties from agent-based
approaches and combine them with the good properties of the
mathematical optimization techniques. In the next section we will
discuss different ways of achieving this.

5.1 Combining the Approaches

There are a number of promising way of combining the approaches
into a hybrid approaches. Below is a list of some those that we have
identified.

■ Using a mathematical optimization technique for tactical coarse
planning and agents for operational replanning, i.e., for
performing local adjustments of the initial plan in real-time to
handle the actual conditions when the plan is executed.

■ More close integration of mathematical optimization algorithms
and multi-agent systems. For instance, when the discrepancies
between the predicted conditions when the plan was constructed
and the actual conditions when the plan is executed are so large
that the multi-agent system cannot handle the situation, the
mathematical optimization algorithm should be invoked and
make a new plan based on the new situation. 

■ A refinement of the above approach would be to just construct
partial plans when the discrepancies are large only in a part of
the system. In this case the corresponding part of the multi-agent
system passes the control of that area to the optimization
algorithm (or asks for a new partial plan). 

■ Encapsulate the optimization algorithm using wrapper
technology [6], which would make it a fully integrated first-class
citizen of the multi-agent system. 

■ "Agentify" mathematical optimization techniques that are
already based on decomposition to encompass some of the
properties of agent-based approaches. In order to make sure a
solution which is possible to implement is available at each
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node/sub-problem, one may let the sub-problems keep track of a
convex combination of previous solutions. Ideas from the
volume algorithm [1] can be adopted in order to have a
reasonable good solution to be implemented at any time during
progress of the algorithm. Additionally one could look at
strategies of updating the dual prices without involving the
central node, at least temporary, by letting the nodes/sub-
problem send suggestions of how to change the dual prices to
each other directly.

6. Future Work

We plan to experimentally verify the conclusions of the theoretical
analysis regarding the properties of the agent-based and classical
optimization techniques. We will also develop a number of hybrid
systems and evaluate them in applications such as logistics network
management [5]. However, there are several issues that need further
study before a hybrid solution can be implemented, e.g., how to decide
when the agents cannot handle the situation and need to prompt the
optimizer to construct a new plan.
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Appendix A - Classical Optimization Techniques

Classical optimization methods use a central node which has the entire
responsibility or coordinating responsibility of deciding the optimal or
near optimal solution to the problem. For example, the Simplex
method and methods based on decomposition are such methods. Also
many methods of solving integer and non-linear problems are
included, e.g., Branch and Bound (B&B).

Many ideas utilized in optimization methods originate from or use
the Simplex method, which was introduced by Dantzig in 1947. The
Simplex method is a method for solving Linear Programming
problems (LP-problems). The simplex method is a local search method
and strives towards a solution which can be proven optimal via the
optimality conditions, e.g., KKT.

The algorithmic idea of the Simplex method is utilized in
decomposition approaches such as column generation and Dantzig-
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Wolfe decomposition (and indirectly in Benders decomposition). In
these methods, an improving direction is decided, in a so called sub-
problem. In the sub-problem it is only necessary to know the
information directly influencing the decision to be made and the dual
prices affecting the sub-problem. The master problem then becomes
the central coordinator that decides the (new) optimal dual prices of
resources, given the solutions provide by the sub-problem so far. In the
end, it also decides the solution to the whole system. In the master
problem it is not necessary to know all the information connected to
the various sub-problems. It is only necessary to build up information
about how the sub-problems will respond to different dual prices. This
information is build up by integration between the master problem
and sub-problems.

The most common approach of accounting for integer requirements
in classical optimization is to use techniques of B&B. This technique
typically requires the use of a method for solving the LP-problems
repeatedly. It is not uncommon that B&B and column generation are
integrated (Branch and Price).
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Abstract

We study the applicability of Multi-Agent Systems (MAS) to
production and logistics network management. The goal is to create
and evaluate sets of intelligent agents that can cooperatively support
production and logistics network decisions, as well as to compare their
performance to other more traditional methods. A short description of
supply chains is given, as well as a formal characterization of the
problem space under investigation. We outline a general simulator that
allows for a systematic evaluation of different multiagent approaches
across the different parts of this problem space. This is illustrated by a
case study on district heating systems. A major concern in this domain
is how to cope with the uncertainty caused by the discrepancies
between the estimated and the actual customer demand. Another
concern is the temporal constraints imposed by the relatively long
production and/or distribution times. In the case study we show how
to lessen the impact of these problems by the usage of agent clusters
and redistribution of resources.

PAPER IX

A Framework for Evaluation of Multi-
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Network Management
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1. Introduction

Despite the fact that more parties are becoming involved in the supply
chain, the process is becoming more clearly separated. Each party in
the chain has become more specialized and is only responsible for the
performance of a small part of the total process. Furthermore, the chain
is getting more dynamic as a result of the constant changes and
movements that is part of a today supply chain. These characteristics
indicate the need for sophisticated software systems that connect the
logistics flows of individual companies [1]. As the supply chain is
getting more fragmented the need for communication and
coordination grows. However, the concept of coordination has not
been incorporated in system design until recently [2]. The common
usage of enterprise resource planning (ERP) systems offers the promise
of integration of supply chain activities. However, the flexibility of ERP
systems has been less than expected or desired [3]. Advanced planning
and scheduling (APS) is an upcoming development for controlling the
logistics flow through the individual elements of a supply chain.
Although it is not perfectly clear how to accomplish integrated control
of supply chains, some commonly mentioned requirements are the
possibility to monitor the state of all involved parties, to perform
collaborative planning, to perform advanced scheduling, and being
able to measure performance and cost.

In order to satisfy these and related requirements, a number of
agent-based approaches has been suggested. Several authors propose
agents for auction-oriented management of supply chains, e.g., Fan et.
al. [2] provide a theoretical design that could plan the operations in a
supply chain, and Hinkkanen et al. [4] focus on optimization of
resource allocation within a manufacturing plant. A rule-based
approach has been proposed by Fox et al. [5], which is concentrated on
coordination problems at the tactical and operational level.
Preliminary work towards collaborative inventory management has
been performed by Fu et. al. [6]. Furthermore, agent-based approaches
concerning the simulation of the dynamics in supply chains have been
considered by, e.g., Parunak et al. [7], and Swaminathan et al. [8].

We argue that time has come to try to develop methods and tools
for systematic evaluation of these (and other) approaches in different
types of supply chain management problems. The objective of this
paper is to provide guidelines and a starting point for this type of
research.

In the next section we give a short description of supply networks
and management philosophy. This is followed by a formal



Supply Chain Networks

Multi-Agent Systems for Distributed Control of District Heating Systems 151

characterization of the problem space under investigation. We then
outline a general simulator for production and distribution and argue
that this type of simulator allows for a systematic evaluation of
different multi-agent approaches across the different parts of this
problem space. Finally, a case study concerning district heating
systems is described. A major concern in this domain (and many other
supply chains) is how to cope with the uncertainty caused by the
discrepancies between estimated and real demand. Another concern is
the temporal constraints imposed by the relatively long production
and/or distribution times. We show how to lessen the impact of these
problems by the usage of agent clusters and redistribution of
resources.

2. Supply Chain Networks

A supply chain is a network of autonomous or semi-autonomous
suppliers, factories, and distributors, through which raw materials are
acquired, refined and delivered to customers. According to the
simplified view that we will adopt here, and which is illustrated in
Figure 1, supply networks can be outlined as having an hourglass
shape [7].

Figure 1: The hourglass shape of a simple supply network

Of course, a supply chain is sometimes more complex with multiple
end products that share components or facilities. The flow of material
is not always along a tree structure, e.g., there could be various modes
of transportation. Also, distribution, manufacturing and purchasing
organizations along the supply chain often operates independently
and have their own objectives, which may be in conflict, i.e., it can
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easily be argued that it is of most importance to coordinate the
activities to attempt to achieve the desired global performance.

The purpose of a supply chain is to add value to its products as they
pass through the supply chain (the input part) and to transport them
into geographically dispersed markets in the correct quantities, at the
correct time, and at a competitive cost (the distribution part). Supply
chain management is concerned with integration of purchasing,
manufacturing, transportation, and inventory activities. It also refers
to integration of these activities across geographically dispersed
facilities and markets. Finally, it also refers to temporal integration of
these activities. The temporal horizon is usually separated into three
levels, the strategic, the tactic, and the operational level. Long-term
decisions are made on the strategic level, e.g., location and capacity of
facilities in the supply chain. The tactical level is dependent on the
strategic level and copes with medium term decisions, e.g.,
distribution planning and inventory level (buffer size). Finally, on the
operational level, which is dependent on the strategic as well as the
tactical level, the short-term decisions are made, e.g., scheduling of
local transportation. Typically, the types of decisions made on the
operational level are similar to those made on the tactical level but
taken with a shorter time horizon in mind.

The decisions at the different levels are made in order to achieve
one or more of the following goals: minimize production costs (e.g., by
having an even production), minimize distribution and inventory
costs, and maximize customer satisfaction. The overall goal often is to
maximize profit, which almost always leads to a trade-off situation
between these goals. Since this trade-off is application dependent, a
specific balance between the goals is desired for a particular
application.

A typical supply chain faces uncertainty in terms of both supply
and demand. Thus, one of the most common problems faced by
managers is to anticipate the future requirements of customers. Large
errors in forecasts lead to large discrepancies between production and
actual demand. This results in higher inventory costs, i.e., larger
buffers are needed and/or the worth, or quality, of the products in the
buffers decrease over time (deterioration). To deal with this problem,
Just-In-Time (JIT) strategies have been developed. Monden [9] gives a
brief definition of JIT as "producing the necessary items, in the
necessary quantities at the necessary time". Various benefits of JIT have
been widely discussed in literature. However, most success stories take
place in large manufacturers with stable demand, such as the
automotive and electronic industries. One of the long-term aims of our



A Formal Characterization of the Problem Domain

Multi-Agent Systems for Distributed Control of District Heating Systems 153

work is to develop successful JIT strategies and JIT software tools for
more dynamic situations.

3. A Formal Characterization of the Problem 
Domain

In this section, we formally define the problem space under
investigation. We will restrict our attention to the distribution part of
the supply network, see Figure 2.

Figure 2: An example of a small production and distribution network where
there are two producers (p1-2), two distribution centers (i1-2), and five
customers (c1-5)

Thus, we will not model complete supply chain networks, e.g., the
details of the manufacturing process within the producer and
interaction with sub-contractors are not modeled. However, we believe
that the simplifications made do not change the applicability of the
general approach we are suggesting.

We divide the description of the production and distribution
network in three parts, production, distribution and consumption.

Production. Let  be the set of all producers and
be the set of all commodities. Then for each pair of

producer, , and commodity, , we denote;
- the production time, 
- the production cost, 
- the production capacity, 
- the production at time t, 

Consumption. Let  be the set of all customers. Then for
each pair of customer, , and commodity, , we denote;
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- the consumption at time t, 
- the demand at time t, 

Distribution. Let the distribution network  be a directed
graph, where  is the set of all nodes, is the set
of all internal distribution nodes, C is the set of all customers, and

 is the set of all edges. Here an edge corresponds to a
distribution channel between two nodes (there may be more than one
edge between two nodes) and, N, is indexed as

. Then for each pair of edge,
, and commodity, , we denote;

- the distribution time, 
- the distribution cost, 
- the distribution capacity, 
- the distribution at time t, 

For each pair of node, , and commodity, , we denote:
- the buffer cost, 
- the buffer capacity, 
- the buffer usage at time t, 

For each commodity, , we denote:
- the deterioration rate, 

Although this model assumes that production and distribution
costs etc. are linear, we argue that it is possible to describe many
interesting production and distribution problems using this formal
model. Furthermore, there might be constraints and dependencies
between different commodities concerning production, distribution,
and buffer capacities. Note that the production, distribution, and
buffer dynamics are part of the solution rather than the problem, and
that the possible amount of consumption is governed by these
dynamics.

4. A General Simulator for Production and 
Logistics Network

We are currently developing a general simulator able to simulate all
the relevant production and distribution problems that can be
described by the formal model presented above. This includes
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problems at the strategic, tactical, as well as the operational level. Each
part of the model corresponds to a set of explicit simulation
parameters. Thus, by setting these parameters, it will be possible to
simulate an arbitrary production and distribution problem.
The long-term goal is to systematically evaluate different agent-based
approaches in the different parts of the problem space defined by the
formal model (and the simulator). This ambition is in line with the
more general ideas presented by Davidsson and Johansson [10]. We
will, of course, also use the simulator to compare the performance of
the agent-based approaches to more traditional approaches. Figure 3
illustrates the interaction between the control strategies and the
general simulator. The control strategy manages production and
distribution and the simulator controls consumption and simulates
production, distribution and consumption.

Figure 3: Schematic view of the relation between the simulator and the control
strategy evaluated by the simulator

However, we have thus far only investigated a small part of this
problem space, namely that corresponding to district heating
production and distribution. We will here focus on JIT production and
distribution problems, which we define as situations where there are
limited storage capacity or high deterioration rate, and a considerable
delay from order to receipt of commodities (due to large production
and/or distribution times). We have compared two different agent-
based approaches in this domain, one semi-distributed and one
centralized.

4.1 Case Study: Description of District Heating Systems 
Domain

This case is borrowed from ABSINTHE, a current collaboration project
with Cetetherm AB, one of the world-leading producers of district
heating substations [11]. The technological objective is to improve the
monitoring and control of district heating networks through the use of
agent technology. For more information on this project, see
www.ipd.bth.se/absinthe.

Control strategies  • Logistics network 
simulator  •
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The basic idea behind district heating is to use cheap local heat
production plants to produce hot water. This water is then distributed
by using one or more pumps at approximately 1-3 m/s through pipes
to the customers where substations are used to exchange heat from the
primary flow of the distribution pipes to the secondary flows of the
building, see Figure 4. The secondary flows are used for heating both
tap water and the building itself. In large cities district heating
networks tend to be very complex, including tens of thousands of
substations and hundreds of kilometers of distribution pipes with
distribution times up to 24 hours.

Figure 4: A simple district heating network containing one heat producer and
two substations

Let us describe a district heating system in terms of the general
model. We here present a description corresponding to how
parameters are set in the current version of the simulator, in which
some simplifications have been made compared to actual district
heating systems. For instance, we assume that there is only one
production plant. However, we intend to remove such restrictions in
future versions.)

Production. Since there is only one heat production plant, , and the
only type of commodity, , is energy (hot water), we will here use a
simplified notation that omits the  and . We assume that raw
materials are sufficient to support the production (up to the production
capacity, ). Moreover, we assume that:

- the production time, , is negligible, i.e., 0 seconds,
- the production cost, , is 1 cost unit for each kWh, and
- the production capacity, , is larger than the total demand (see

below for definition of, ).

Consumption. The set of customers, C, consists of 10 customers. Five
customers,  are serving 40 households each and five customers,

 are serving 60 households each. Moreover, we assume that:
- the demand of the customers, , is composed by two parts: hot

tap water demand and heating demand. The tap water demand
is simulated using a model [12] based on empirical data where
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flow size and tapping durability is determined by the simulation
of a random number, Y, from a certain distribution with
cumulative distribution function FY, which can be performed
using uniformly distributed numbers, and where the time
between tapping is a non-homogenous Poisson process;

, where  is the time-varying opening

intensity and T the time to derive. The opening intensities are

derived from , where p is given from measurement

data [13] and  is calculated from the distribution function for
open valve time. The resistance/capacitance model described
above is used also for simulation of the energy needed for
household heating (radiators). The variance over time of the
outdoor temperature is simulated by the following model [14];

, where Tm is the lowest
temperature to expect, Tv is the maximum temperature to expect,
and S is the time interval expressed in hours.

Distribution. The distribution network, D, is assumed to be a tree
structure with the production plant as the root and the distribution
pipes corresponding to the edges. A relaxing constraint in district
heating systems is that the distribution time and cost between
customers physically close to each other (situated in the same branch
of the distribution tree) is negligible. We model this by internal cluster
nodes, I, one for each cluster of neighboring customers, see Figure 5. 

Figure 5: Customers close to each other form clusters where redistribution is
instantaneous
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Moreover we assume that:
- the distribution time, , is 1 h for edges, e, between the producer,

p1, and internal nodes, , and negligible, i.e., 0 for edges
between internal nodes, , and customers, ,

- the distribution cost, , is 0 for all edges.
- the distribution capacity, , is greater than the total demand for

the cluster to which e is pointing,
- the buffer capacity, , is 0 for (the customer has no potential to

keep inventories of hot water) and for p1. If,  the capacity is
greater than the total demand for the cluster to which n belongs,

- the buffer cost, , is negligible, i.e., 0, and
- the deterioration rate, , is computed from the common resist-

ance/capacitance model; 

where Txi is the temperature of a object, x, at the time i which had
temperature Tx(i-1) one time unit ago with thermal resistance TRx
and thermal capacity TCx in an surrounding environment with
temperature Touti.

4.2 Multi-Agent System Approaches to JIT Production and 
Distribution in district Heating Systems

There are a number of different approaches to solve the JIT production
and distribution problem outlined above. The most basic approach
(and probably the most used) is strictly centralized, where the
producer based on experience makes predictions of how much
resource to produce in order to satisfy the total demand. These
resources are then distributed directly on request from the customers.
A bit more sophisticated is the approach where each customer makes
predictions of future consumption and informs the producer about
these predictions. Since local predictions typically are more informed
than global predictions, this approach should give better results. The
Multi-Agent System (MAS) architecture we suggest below partly
builds upon this insight but also introduces a means for automatic
redistribution of resources. In order to solve the problem of producing
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the right amount of resources at the right time, each customer is
equipped with an agent that makes predictions of future needs that it
sends to a production agent. The other problem, to distribute the
produced resources to the right customer, is approached by forming
clusters of customers within which it is possible to redistribute
resources fast and at a low cost. This usually means that the customers
within a cluster are closely located to each other. In this way it is
possible to cope with discrepancies between predicted demand and
the actual consumption. For instance, this happens if the demand of a
customer changes while the resources are delivered. The customer
would then be faced with either a lack or an excessive amount of
resources, thus leaving the system in an undesired state.

Based on the above insights, we used the GAIA methodology [15] to
design the MAS. This led us to the architecture outlined in Figure 6,
that has the following three types of agents: 

Figure 6: Each redistribution agent manages a cluster of consumer agents

- Consumer agents: (one for each customer) which continuously (i)
make predictions of future consumption by the corresponding
customer and (ii) monitor the actual consumption, and send
information about this to their redistribution agent.

- Redistribution agents: (one for each cluster of customers) which
continuously (i) make predictions for the cluster and send these
to the producer agent, and (ii) monitor the consumption of
resources of the customers in the cluster. If some customer(s) use
more resources than predicted, it redistributes resources within
the cluster. If this is not possible, i.e., the total consumption in the
cluster is larger than predicted, it will redistribute the resources
available within the cluster according to some criteria, such as,
fairness or priority, or it may take some other action, depending
on the application.

Producer agent 

Redistribution agents 

Consumer agents 
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- Producer agents: (one for each producer, however, we will here
only regard systems with one producer) receives predictions of
consumption and monitors the actual consumption of customers
through the information it receives from the redistribution
agents. If necessary, e.g., if the producer cannot produce the
amount of resources demanded by the customers, the producer
agent may notify the customers about this (via the redistribution
agents).

The suggested approach makes use of two types of time intervals:
(i) prediction intervals and (ii) redistribution intervals. A prediction
interval is larger than a redistribution interval, i.e., during each
prediction interval there is a number of redistribution intervals. Each
consumer agent produces one prediction during a prediction interval
and sends this to its redistribution agent, who sums the predictions of
all consumer agents belonging to the cluster and informs the producer
agent about this. The predictions made by the consumer agent must
reach the producer at least before the resources are actually consumed.
Typically, there is also a production planning time that also should be
taken into account (i.e., added to the sum).

The coordination technique that we use is organizational structure,
i.e., the responsibilities, capabilities, connectivity and control flow are
defined a priori [16]. Organizational structure can be seen as a long
term, strategic load balancing technique [17]. Malone and Crowstone
define coordination as "managing the dependencies between activities" [18].
The basic coordination process to manage in district heating systems is
the producer/consumer relationship, i.e., the main dependencies are
prerequisite constraints (some activity must be finished before another
can begin), transfer (something needs to be transported), usability (one
part of the system needs information produced by another part), and
simultaneity constraints (some activities need to occur at the same
time).

4.3 Simulation Results

The focus during the initial simulation experiments [19] was to see
how the quality of service (QoS), measured in terms of the number of
restrictions issued, varied with the amount of excessive production (in
relation to the predicted consumption).

We found that the MAS performed well, coping with faulty
predictions (even though the discrepancy between the predicted and
the actual consumption sometimes was quite large). We also
discovered that in order to achieve the same QoS between the two sets
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of experiments, the centralized approach required an additional 3%
excessive production.

Figure 7 shows the total number of restrictions to tap water and the
number of restrictions to water for household heating (radiator)
during one day for different degrees of surplus production in a cluster
of ten consumer agents. We see that there is a clear trade-off between
the quality of service (number of restrictions) and the amount of
surplus production and that there are almost no restrictions of any
kind when 4% more hot water than the predicted consumption is
produced. Moreover, this approach allows large fluctuations in
customer demand, which is something that has been argued not to suit
JIT approaches [20].

We have compared this approach to a more centralized approach
without redistribution agents and where all computation is carried out
at the producer side. The only task of the agents on the customer side
was to read sensor data and send those to the producer agent.
Simulation results showed that more than 7% overproduction was
needed in order to avoid any restrictions/shortages. For more
information about this approach and simulation results, see [19].

Figure 7: Trade-off between quality of service and surplus production for the
semi-distributed approach. The dashed line corresponds to the number of
restrictions for the radiator water and the other line to the number of
restrictions for the tap water
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5. Conclusions and Future Work

We have presented an outline of a general simulator based on a formal
model of production and logistics networks. The goal is to implement
such a simulator and use it for systematical evaluation of both new and
existing agent-based approaches to supply chain management. We also
described the first step towards this goal in the form of a case study.
In the near future we plan to generalize the current version of the
simulator to cover more types of production and distribution domains.
We would also like to be able to consider environmental aspects of
agent-based systems in supply chains, e.g., dynamic support for
alternative transportation routes. Also, we plan to implement other
agent-based approaches as well as improving the one presented here.
Furthermore, an important item on the research agenda is to identify
and analyze alternative coordination processes, e.g., mechanisms that
support JIT strategies.
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This thesis describes an investigation into the use 
of multi-agent systems for automatic distributed 
control of district heating systems. A district hea-
ting system is basically composed of production 
units, a distribution network, and a large number 
of consumer substations. Operators of district 
heating systems have several, often confl icting, 
goals, e.g., to satisfy customers and to minimize 
production costs. Current substations are purely 
reactive devices, making local decisions without 
taking into account the global state. Moreover, as 
the substations determine the fl ows in all parts 
of the district heating system, the optimal ope-
ration is limited just to provide suffi ciently high 
temperature and pressure to all customers. The 
approach studied in this thesis is to equip substa-
tions with software agents to form a multi-agent 
system. The purpose is to dynamically control the 
district heating system using demand-side-mana-
gement strategies. Demand-side-management are 
claimed to have a number of positive effects, e.g., 
lower production costs, reduced usage of fossil 
fuel, dimensioning production capacity for a lo-
wer effect/reserve alternatively with maintained 
dimensioning increase the number of consumers. 
To our knowledge this is the fi rst work that im-
plements automated demand-side-management 
strategies in district heating systems. The funda-
mental idea behind the approach is that a large 
number of local decisions with apparently small 
impact, together have large impact on the overall 
system performance without reducing the quality 
of service delivered. 
In order to evaluate the approach, a fi ne-grained 

simulation tool that simulates a complete district 
heating system was built. This work included the 
development of novel simulation models, often 
by integrating existing ones. The simulation tool 
simulates a district heating system second by se-
cond and dynamically supports interaction at each 
time step with the multi-agent system. The tool 
enables detailed performance analysis of both di-
strict heating systems as well as of different stra-
tegies of the control system. Results from simu-
lation studies indicate that the approach makes it 
possible to reduce production while maintaining 
the quality of service. The study also shows that it 
is possible to control the trade-off between qua-
lity of service and degree of surplus production 
as well as the possibility of extending the system 
with new consumers without increasing produc-
tion capacity. In another study, a experiment in a 
controlled physical environment, two agent-based 
approaches are evaluated and compared to exis-
ting technologies. The experiment shows that it 
is possible to automatically load balance a small 
district heating network using agent technology.
This thesis also comprises an initial study where 
the strengths and weaknesses of agent-based ap-
proaches and mathematical optimization techni-
ques are analyzed and compared. Finally, a gene-
ralized formal characterization of the problem 
space under investigation is provided, i.e., produc-
tion and logistics network management, together 
with a preliminary evaluation of the applicability 
of the suggested multi-agent system approach for 
this general problem area.
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