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Preface

The articles presented in this research report are the results of student efforts in the Agent Programming course,
held each year at Blekinge Institute of Technology (Department of Software Engineering and Computer Sci-
ence). The course aims at giving the students an insight into the vast research and industrial application area of
autonomous agents and multiagent systems. Consequently, during the course the students have been intro-
duced to the major areas of the agent domain, including: autonomous agents, multiagent systems, engineering
of multiagent systems, and areas of applicability. Of course, these areas of research are quite complex and each
unique lecture was therefore held by a specific researcher. Among this staff of expertise were researchers from
the Societies of Computation programme (IPD/BIT), Imperial College of London, Royal Institute of Technol-
ogy (DSV), and Massive Entertainment (a swedish game-development company). 

A new, and important, aspect of the course this year was that each student was required to participate in
the writing of a research paper, on a subject within the domain of autonomous agents and/or multiagent sys-
tems. The overall goal with these research papers was to, in a natural manner, introduce the students to the pro-
cess of gaining scientific knowledge, prior to courses involving thesis material. The articles presented in this
report are therefore focused on the identification of a certain problem and a subsequent solution to the problem.
The results of this part of the course have now been gathered in this research report, and are to be presented
during the Blekinge Institute of Technology Student Workshop on Agent Programming (BITSWAP) 2001.

The articles presented during the workshop, but also those that did not make it until the workshop sub-
mission deadline, have all focused on very diverse areas of research, still positioning themselves in the para-
digm of autonomous agents and multiagent systems. Therefore, it was extremely difficult, if not impossible, to
gather any larger number of the students’ efforts under certain categories such as; architectures, communica-
tion, engineering, mediation, or simulations. Instead, this research report (workshop proceedings) have been
divided into two general categories, reflecting the two types of articles produced by the students: theoretical
and practical reports. Among the specific topics introduced by the authors are: cooperation, methodologies,
societal and security aspects, agents on the web, and agents in the entertainment industry. I am very happy to
conclude that the articles produced this year by the students are of exceptional quality and that they have cho-
sen to pursue topics of interest not only to themselves, but to their fellow students as well as the workshop
review board.

Finally, without mentioning too many specific names, I would just like to give a few acknowledgements
to all of you that have contributed to the course, especially to the students and all of the researchers involved in
the Societies of Computation programme (Rune Gustavsson, Paul Davidsson, Stefan Johansson, Christer Rin-
debäck, Anders Johansson, and Johan Lindblom), Keith Clark, Harko Verhagen, and Dan Andersson.

Martin Fredriksson, Ronneby - Sweden.
December 31, 2000.



iv



vContents

Preface iii

Theoretical Results
Cooperating Agents . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9

Henrik Widenfors

Comparison of Agent-Oriented Methodologies. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

Peter Bayer, Marcus Svantesson

On creating trust for multi agent systems . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33

Per Mellstrand, Tham Wickenberg

Multi agent systems in online gaming  . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43

Elöd Dobos, Fredrik M. Olofsson, Johan H. Zackrisson

An overview of the Semantic Web . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55

David Eriksson, Fredrik Henrysson

Trust in Multi-Agent Systems . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65

Per Jönsson

Agents in Computer Games  . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73

Daniel Lehtovirta, Tobias Jönsson

Practical Results
Autonomous Agents in Multi-User Domains. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 87

Daniel Karlsson, Karl Knutsson, Daniel Nielsen, Andreas Spångberg

AI: Simplicity in practice. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 95

Johan Persson, Niklas Larsson

Bot programming . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 101

Christian Seger



viContents



Theoretical Results

Blekinge Institute of Technology Student
Workshop on Agent Programming

BITSWAP 2001





9

Abstract. A single agent solves a problem by itself and
does not interact or exchange information with other
agents. Problems are often solved in a manner that best
conforms to that agent’s own utility-function, a value of
how good a particular solution for a problem is for the
solving agent. By introducing the concept of multi-agents
we are faced with a problem, that does not need any
attention in a single agent system The problem is how to
coordinating and exchanging information among agents.
The greatest issue therefore is how the agents
communicate with each other and what every agent need
to being able to communicate. A language has to be
defined and agents have to cooperate with each other by
exchange valuable information, which lead to a group
solving instead of the normal individual solving of
problems. 

Our main purpose will be to give a brief overview of
fundamental requirements for cooperating agents, as well
as presenting a few known methods within this area. We
will also answer the question of how competitive agents
affects the cooperation within a multiagent system.

Keywords. Agent communication, Distributed AI, ACL,
Cooperation, contract net

1 Introduction

Communication is something we humans take for granted
and that we use more than we are aware of.
Communication is not only about the spoken word but also
about guests and face expressions. The communication
helps us humans to cooperate and to exchange information
and ideas with each other. We think it is quite obvious that
all people realize that communication is a part of our every
day life and that we would not be where we are to day if
we would not have had the possibility to communicate
with each other. 

In the world of agents there exist single agents that
do not rely on information from other agents and they are

therefor specialized in solving certain problem by
themselves. Exactly as in the case with human beings there
is a great need to solve problems as efficiency as possible
and it is an well-understood solution to introduce the
communicating agent to make the agent cooperate with
each other. If there was not any communication we would
face a group of individual agents, all trying to maximize
there one goodness, while not taking any consideration
about how this would affect other agents that were trying
to solve the same problem. The non-communicative group
of agents would most certainly not be more efficient than
an individual agent, more likely the other way around
because of conflicting needs among the agents.

But why do we have to bother to examine the
communicative process that takes place between agents?
The answer is that all agents have to have some united way
of exchanging their information to other agents. Without a
firm specification of how to communicate, the agents
would not be able to communicate with each other and
they would certainly not understand each other. To solve
these problems we have to specify a united way of how
agents should exchange information and what
requirements that each single agent must follow. 

We will look at the communication process on
different layers; first we describe the basic building blocks
of communication, i.e. languages. By describing languages
we will introduce some definitions that are used when
talking about communication. For example, when talking
about languages we will have to know the need for syntax
and semantic and what a communicating agent must be
equipped with. All this will be covered in the first chapter.
Chapter 1 will also give a more detailed description of
what communication really is and what aspects of it that
we focus on. Because it is not enough to cooperate in pairs
of two agents we will have to describe concepts of how to
communicate with many other agents. This will be our
focus of the second layer and will be presented in chapter
two. On the second level we extend and wrap the
communication into packets of communication. The
extension includes for example information about the
sender and how the internal message should be interpreted.

Cooperating Agents
Fundamental Requirements and Methods

Henrik Widenfors

Blekinge Institute of Technology,
Folkparksv. 11:44, S-37238 Ronneby, Sweden.

email: pt98hwi@student.hk-r.se
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We call these types of wrappers a protocol or agent
communication language. The protocols and agent
communication languages will be our focus in chapter
two, as mentioned earlier. Chapter two will give a detailed
description of two different agent communication
languages and a brief comparison between the two. Terms
related to the communication will be introduced, explained
and be put in a content of agent communication. In the
following chapters we assume that the involved agents
already got the capabilities to communicate with each
other and look at how they can use it to cooperate with
each other. Different methods will be discussed, e.g. the
contract net protocol and an cooperative economic based
approach. The last chapter will introduce a brief discussion
of how the market approach of cooperating agents will be
affected by introducing the concept of competitive agents.
Both positive and negative aspects will be investigated.

2 Communication

According to the Swedish Academic dictionary
communication is defined as the transferring of
information. Communication is somewhat of a very wide
area and we are going to assume that communication is
about computer based message passing and not about
observed actions from other agents. To explain how we
interpret the definition we will have to take a look at a
simple, but very presentable, communication process [6]. 
In the communication process there are two actors, the
sender and the receiver. The sender initiates the
communication by sending a message to the receiver. One
of the main concern in the field of communication is how
the receiver interprets the message, i.e. are the semantic of
the message the same as the intention by the sender? Here
lies one of the difficulties in the communication process,
which will not be included in our discussions. We assume
that the sender’s intention, i.e. the semantic of the message
is the same at all time and can not be changed from any
external source. If we are going to map this to the world of
agents it is quite obvious that the sender, as well as the
receiver is an actor, in this case an agent. 

To be able to communicate we need to have some
form of language [1], which defines a united way of how
the message should look like. With a united language we
will not need to translate messages all the time. We also
need a grammar, a set of rules, telling us how a sentence in
the united language is to be constructed. This would make
the understanding much more clear and we will not have to
guess what the other party of the communication wants to
tell us, as well as the chance of misinterpretation will be
dramatically lower. In this paper we assumes that the
messages sent is computer-based. 

2.1 Different Types of Communicating Agents

We make a distinction between two different types of

communicating agents [6], i.e. the telepathic agent and the
agent that communicate with a natural language. A
telepathic agent has direct access to the other agent’s
knowledge base and only need two different
communication-actions, TELL and ASK. TELL(X) means
that agent A add information Xinto agent B:s knowledge-
base without asking B for permission. ASK(X) is used
when a agent want to know some knowledge X. The ASK-
command is used exactly as if the asking agent would ask
its own knowledge base. The other type of agent-
communication is the agent that communicates with a
formal language of some sort.

This type of communication is harder but does not
have the disadvantages of the telepathic approach
described below. The basic idea behind agents that
communicate with a formal language is that the sender is
constructing a message in a specific defined language that
then is sent to the receiver. The receiver interprets the
message, runs a syntax/semantic analysis on the message
to check the validity and the meaning of the received
message. When the receiving agent knows the meaning of
the message he can choose to add the message to his
knowledge base or not.

If a telepathic approach is chosen then the agents has
to have the same internal representation of information. If
they do not, they can not benefit from each other’s adding
of information in the knowledge base. The risk of sabotage
is very high because an agent can add incorrect
information in an another agent’s knowledge base without
that agent’s permission. As mentioned above, an agent
does not approve the information being added to its
knowledge base. In the case of competitive agents, the risk
of sabotage will be very high and an agent can not fully
rely on the information in the knowledge base. In the case
with natural language we does not have any of these
problems because a agent can filter information from
another agent that he does not find necessary, i.e. disregard
of unimportant information. Because it is not very likely
that agents has the same internal presentation of
information and the risk of sabotage, the telepathic
approach is less suited for communication. Instead we
should use the approach with natural languages. 

2.2 Actions in Communication

What are the different actions that can be taken in a
communication between two entities? It is obvious that we
can not take all actions into consideration, it would result
in a gigantic choice of actions. We will have to define the
most common and the ones that are best. What should an
agent be able to communicate? One communication-action
would be to inform other agent about the world or things
that the agents have learned sometime in the past. Because
we want efficient agent we can not wait until another
agents inform us about something, so we need to be able to
ask other agents about things, or put in another word,
question or request information. That is the two most basic
things we want our agents to be able to perform. Another
thing we would like our agents to do is to promise things
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to other agents, maybe in return for something, i.e. make
an offer with payment. Now when we defined a few united
communication-actions available to agents we clearly see
that the agent can get help from another agent as well as
sharing information. 

By defining a set of actions that an agent can
communicate with, we simplify the constructing of
communicating agents. All defined actions have a certain
semantic coupled to them and there will be a much easier
task to understand the purpose of a certain message if it is
expressed in the form of a action. The concept we just
described is called speech acts [10] and is very common in
the area of communicating agents. Both communications
protocols, which we are going to look at in chapter 3, is
based on speech acts.

2.3 Languages

Before getting into how a language is constructed we
would like to mention two different types of agent-
languages: the internal language and the external. The
internal language is the language that the agent is using
internally and normally differs from its external language,
the language the agents uses to communicate with other
agents. Examples of internal languages can be first-order
predicate calculus or anything like it. Another distinction
about languages that is worth mentioning is the differences
between formal languages and natural ones. A formal
language is a language like first-order predicate logic and a
natural language is the type of language we humans use to
communicate, e.g. Swedish, English, German. 

To construct a language we first have to make up the
parts that a sentence can consist of. Without this we will
not be able to make sentences that each agent understands.
A simple and well-used method to do this is to use a
formal language with rewrite-rules [6]. Each rule consists
of non-terminal symbols and terminal symbols. Each rule
consists of one or more terminal symbol and/or non-
terminal symbol and results in a non-terminal symbol.
This kind of list is called a lexicon. The lexicon can be
called the syntax of the communication-language because
in the lexicon we state all possible and allowed parts of the
language, i.e. digits, letters, words and more. Let us look at
an example lexicon:

S  --> N AND V 
N  --> a | b | c
V --> p | l 

Now we got the syntax of the language but we can not do
very much else than trying to create sentences that
compromises to the lexicon. What we need is a grammar
that helps us to get a united way of constructing sentences
of the language. For the purpose of describing the
grammar we often us some formal language. The
following example gives a small example of a grammar for
the earlier mentioned lexicon:

S --> N AND V 

N --> a | b | c
V --> p | l

With the lexicon and the grammar an agent is able to
construct valid sentences for a language, meaning that the
agent now have enough knowledge about how to
communicate with other agents. Half the communication-
process has now been handled and in the two following
sections we will look at how information is being handled
by the receiving agent, i.e. how does that agent interprets
the information sent.

2.4 Agent Requirements

When compared to a single non-communicating agent,
there are mainly two actions that an communicating agent
must be able to perform. These two actions are described
below [10].

Syntax Analysis. When the receiving agent receives a
message from the sending agent, it has to translate the
message from the external language to its internal
language. If the external language for the message is in the
same language as the internal language, no translation is
necessary. When the message is translated the receiving
agent must validate the syntax of the message and get it in
a form that it can be used, i.e. parse the message. There are
some algorithms that handle this part of the
communication, e.g. parsing-algorithms. These parsing-
algorithms are based on the grammar for a certain
language. When the parsing is done the agent know if the
message is following the expected language or not. The
agent does not know anything about its actual meaning
yet. 

Semantic Analysis. What good will a message with
correct syntax makes to an agent if he does not know the
actual meaning of the message? Actually no meaning at
all. The agent will have to interpret the semantic of the
message and can then choose whether he is going to add
the information to his knowledge base or not.

2.5 Summary

We have now mentioned the fundamental requirements for
communications as well as we have introduced some
activities concerned in the communication. We have
shown that a lexicon is a basic building block and that the
grammar of a language defines how a certain message in a
certain language is defined. In short we can say that the
previous chapter introduced concepts focusing on
communication between two agents. In the following
chapter we are going to use this presented work and relates
them to higher-level of agent communication, i.e.
communication among many agents. Next we will take a
look at communication languages and protocols for agents.
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3 Protocols

We have looked at fundamental definitions of
communication in the past chapter and now it is time to
introduce concepts of how a group of agents can
communicate with each other. Let us assume we got a
lexicon and a grammar forming a language. What more do
we need? Well, we will have to know from whom a
message is sent and to whom its for, i.e. sender and
receiver of a particular message. Because of this we are
introducing the concept of protocols. A protocol contains
information about the message that being sent and the
communicating parties. A protocol can be seen as a
package in which the individual message is enclosed, i.e.
the message is wrapped with information about how to
interpret the wrapped message and receiver/sender of the
message. To summaries what a protocol is we can say that
a protocol contains the following information [10]:

• sender
• receiver(s)
• language in the protocol
• encoding and decoding functions
• actions(s) to be taken by the receiver

A communication protocol can be binary or n-ary. The
binary protocol is used when communicating between
exactly two agents whereas the n-ary is used to
communicate between many. An ACL shall also in some
sense include facilitation primitives, i.e. primitives for
updating registers within the agent and/or finding other
agents within reach. We are now going to look at two well-
known agent communication protocols: KQML and FIPA
ACL. We will finish this section by a comparison of the
two protocols and point out weak/strong points and the
greatest differences between these two. 

3.1 Knowledge Query and Manipulation Lan-
guage (KQML)

KQML is a high-level, message-oriented communication
language and protocol for information exchange,
independent of content syntax and applicable ontology
[1][2]. KQML was designed by ARPA-supported sharing
effort back in 1993. The protocol specifies primitive
message types, called performatives. Each KQML-
message contains a performative, which can be said to be
exactly the same thing as a speech act, as described in
section 2.2. If the agent-creator wants its agent to do things
beyond the performatives in the specification he can
implement new ones. Implemented performatives can be a
subset of all known performatives or the entire set. If a
performative is to be implemented it has to follow the
standard, as defined in the specification of KQML. KQML
defines a domain-independent semantic for each
performative. The second major part of the message is the
agent identification-part, that is fields for the sender and
receiver. The third and last part of the message is the actual
message and information about in which language the

message is encoded and information about the used
ontology. 

The syntax of a KQML-message is as in the example
below:

(KQML-performative
:sender <word>
:receiver <word>
:language <word>
:ontology <word>
:content <expression>

)

This is the formal syntax for a KQML-message. All
reserved words are preceded by a colon and then listed
under each other, in a LISP-like manner. The syntax of
KQML-messages is very straightforward and easy to
understand and use. We have looked at the performative
and its arguments in the form keyword/value. Because the
syntax is easy to understand and to implement the effort of
changing the syntax in the future will be low. There is no
special content-language defined in the KQML but most
often used is the KIF, which will be described in the next
section. Languages as SQL, MIME, HTTP, LISP,
PROLOG can also be used. KQML is not about the actual
language of the content. 

Now imagine two agents that would like to send a
KQML-message to each other, let us call them Agent A
and Agent B. Agent A makes a request to Agent B for the
winning country of Davis cup in tennis, year 1994. The
dialog can the be divided into one request/question (who
won the Davis cup in 1994?) and a answer (the winning
country). Below we will show the two necessary messages
that has to be sent between the two agents:

First, Agent A sends the question to Agent B

(ASK
:sender Agent A
:receiver Agent B
:language KIF
:ontology tennis
:content (Davis-Cup-winner(1994))

)

Agent B will look up the answer locally and then send a
message looking something like this to Agent B in
response of his question:

(TELL
:sender Agent B
:receiver Agent A
:language KIF
:ontology ---
:content (AND (Country FRANCE) (Davis-

Cup-winner 1994 FRANCE))
)

Agent A and Agent B have successfully communicated
with each other and Agent A now knows who won the
Davis Cup back in 1994. 
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A KQML-message can be nested with other KQML-
messages, meaning that we for example can send a request
from Agent A to Agent B that contains information that
Agent B shall send the including KQML-message to
Agent C and then back to Agent A. Agents using KQML
as a language can use it in a synchronous or asynchronous
manner. Synchronous means that the agent stops and waits
for a answer to his question and asynchronous means that
the agent continues working normally until an answer is
sent back. KQML with KIF is called ACL. KQML
contains primitives calls first-class objects, for registration
and facilitation. The discussion about middle agents and
mediators will be based on performatives in the KQML, se
section 4.1.

KQML Semantic. The KQML-specification itself does
not say much about the semantic for each of the
performatives, i.e. the semantic is not specified yet. This is
a major problem and a number of approaches toward
specify the semantic for each primitive has been done. The
most well know method is the one presented by Labrou in
which he construct a semantic framework for KQML and
uses that framework to create semantic for a few
primitives [4]. The framework is intended to describe each
performative with precondition, post-condition and
completion condition. There are two assumed agents,
Agent A and Agent B. Agent A has to have fulfilled (be in
a correct state) the precondition for wished performative
before he can carry out (send) the first performative. We
say that Agent A fulfills the necessary states by writing
Pre(A). The receiving agent, Agent B, has to be in some
form of state as described in the post-condition to be able
to receive and process a special performative. We say that
Agent B fulfills these states by writing Post(B). The post-
conditions holds if the receiving agent dose not send a
sorry or an error in return. The completion condition is
reached when Agent A and Agent B successfully have
communicated with each other and describes what
changed within the two agents, that is, what new
knowledge they received. Lets look at an example. We
assume agent A want to tell Agent B the message X with
the TELL-performative.

TELL(A, B, X)
PRE(A): 
BEL(A, X) AND KNOW(A, WANT(B, KNOW(B,

S)))

PRE(B):INT(B, KNOW(B, S))

Where S may be any of BEL(B, X), or NOT(BEL(B, X))

POST(A):KNOW(A, KNOW(B, BEL(A, X)))
POST(B):KNOW(B, BEL(A, X))

COMPLETITION:KNOW(B, BEL(A, X))
As we see in the example we start by saying that Agent A
believes in knowledge-message X and want Agent B to get
this information, in positive or negative form. This is what

it takes for Agent A to send a TELL-message to Agent B.
For Agent B to receive and process the message we see
that Agent B have to be interested in receiving the
information that Agent A is going to send. Because each of
the agents fulfills their preconditions the message is sent
and processed. After this we can see (in the post
conditions) that Agent A know that agent B know what
Agent A sent. Agent B also know that agent A (the sender)
know the same thing, because it was Agent A that sent him
the information.

KIF. KIF is short for Knowledge Interchange Format. KIF
is approximately an extension of the first order predicate
calculus and are used as an agent content-language [3]. As
we saw in the previous section, KQML often uses KIF as
the content-language for a message. KIF is a mathematical
way of describing things in the real world and is very good
in this particular type of use because a message in KIF
always means the same thing. The good things with KIF
are that it is readable for computers and humans. With
readable we do not just mean that a computer can read a
string in KIF, but actually being able to know the
semantics of the message. Another positive thing is that it
is based on first order predicate calculus, a well known and
easily understood logic. In the specification for KIF we
find both a specification for its syntax and another one for
its semantic. Below is an example of a message in KIF-
format:

(> (* (Width chip1) (length chip1))
 (* (Width chip2) (length chip2))

The KIF-message above states that one chip is larger than
the other one. In KIF it is also possible to include a form of
meta-data (information about the information, or in this
case knowledge about the knowledge). One disadvantage
of KIF is that the resulting systems tend to be
"heavyweight" (i.e. they are larger and in some cases less
efficient than systems that employ more restricted
languages).

ONTOLOGY. We can say that ontology is a formal
specification about relationships among objects and
concepts in a particular domain [10]. We say that an agent
commits to an ontology if its observable actions are
consistent with the definitions in the ontology. In short, a
commitment to a common ontology is a guarantee of
consistency, but not completeness, with respect to queries
and assertions using the vocabulary defined in the
ontology. Rules and restrictions in the communication are
introduced in the communication with an ontology.
Example of an ontology is the one used in a previous
example, see section 3.1.

3.2 FIPA ACL

FIPA ACL is developed by The Foundation for Intelligent
Physical Agents. The latest specification is FIPA97. FIPA
ACL is, like KQML, a message-oriented, high-level
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communication language and a protocol for information
exchange [5]. The syntax of FIPA ACL is identical to the
one used in KQML except that the names of the
performatives, which has different names. Instead of using
the name performative for its primitive message-type,
FIPA ACL uses the corresponding term communicative
acts (CA), but the concept is the same in both KQML and
FIPA. In the specification there is a narrative description
for each AC as well as a formal description for the AC: s
semantic. One reason that the syntax is very much alike
KQML lies in the difficulties of translating messages and
of course that KQML is so well used over the world.
Content language is independent but a receiving agent has
to have some knowledge about semantic languages (SL) to
understand the semantic of a few AC:s. One example is the
request-AC. The semantic part of FIPA is all based in
semantic languages. SL is a quantified, multimodal logic
with modal operators for beliefs, desires, uncertain beliefs
and intention. SL can represent propositions objects and
actions. Each CA: s semantic is described with a set of SL
forumlae that describes the acts feasibility precondition
and its rational effect. FIPA ACL does not provide any
facilitation primitives in the specification and treats
registration as actions instead of, as in the KQML-
approach, as primitives. With this follows that the
registration actions do not have any semantic couple to
them.

FIPA ACL Semantic. The semantic of FIPA ACL is a bit
shorter than the one with KQML ACL and in this case we
talk about feasibility precondition (FP) and rational effect
[5]. The FP is the preconditions that most hold before an
agent can initialize the sending of an especially CA. It is
under no circumstances an agent’s obligation to send a CA
when its preconditions holds, it is up to the agent to make
that choice.  The rational effect of a sent AC is the state in
which both the sender and receiver is within after
processing the message. Short RE can be described, not
only as the result of processing the message, but also
conditions that should be true for the recipient. The
following example specifies the actual meaning of the AC
INFORM. We assume that the sending agent is I and the
receiving agent is j. The message is denoted with a o.

<I, inform(j, o)>
FP: Bi(o) AND NOT B(Bifj(o) OR Ujfj(o))
RE: Bj(o)

3.3 Comparison of KQML ACL and FIPA ACL

The similarities are many in the two cases [10], for
example, the syntax is very alike, they are both based on
speech acts (performatives or communicative acts), they
are both message-oriented and they presents almost the
same concepts and syntax.
As we have seen there are many similarities between the
mentioned ACL: s but the differences that are there are
worth describing and explain further. We divide the
differences into the two major parts, as follow:

• Semantic differences
• Facilitators differences

As we have seen in the sections about the two ACL: s
semantic there is a big difference in the way they describe
it. KQML talks about pre-, post- and completion
conditions while FIPA only have the FP and RE. This does
not mean so much but we think that KQML gives a better
description about a performatives semantic than FIPA
does, because it uses more describing primitives and
therefor contains more information about the two involved
agents. Facilitators are the other major part that differs
between them. KQML have, as earlier pointed out, special
performatives for registration and facilitators while FIPA
treats these things as actions and not performatives. 

3.4 Summary

Agent communication languages have been introduced as
a wrapper around messages in the agent communication.
The ACL helps and abstract certain parts of a
communication and has a well-defined specification that
helps developers around the world to agree on a
standardized specification. We can use these agent
communication languages to exchange information with a
meaning to other agents and we will now introduce the
concept of cooperative agent. We also present how the use
of communication to solve problems together and why we
would like to use this approach instead of the case in
which single agents solve problems by themselves. 

If a communication will take place we must have two
parties, i.e. two agents (see chapter 2). This is not such a
easy task as it seams to be. Agents must have a unified
way of finding other agents to exchange information with.
We will address this problem in the first section of the next
chapter. When two or more agents have found each other,
a communication act can take place and agents can start
exchanging information, i.e. cooperate with each other. We
will describe a well used method for agent cooperation, i.e.
the contract net (CN) in which a unified and detailed
description is given of how to organize the information
exchange among involved agents.

4 Cooperation

In the previous chapters and sections we have looked at
some basic concepts about communication, i.e. what a
language and a protocol are. We have also looked at some
examples of agent communication languages and showed
how their syntax and semantic were functioning. With
these concepts an agent is now able to communicate with
other agents. But there is an important aspect left to be
discussed, which is how to find other agent to
communicate and exchange valuable information with. We
have looked at registration and facilitator-performatives in
the previous sections but here we are going to discuss the
different approaches toward finding a suitable solution to
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exchange information between agents. As mentioned
when talking about KQML there are facilitator- and
register-performatives already built in into the
specification while there were no such support in the FIPA
ACL.

4.1 Middle Agent

The process of finding other agents usually is carried out
by a certain agent, as in the proposed case in the KQML
specification, these kind of agents are called middle agents
or mediators. Basically we can identify three different
approaches/strategies to the facilitator and registration
problem, which are the following [2]:

• Yellow pages
• Broker

We will divide the community of agents into managers and
contractors. The manager is an agent wanting something to
be carried out while the contractor is the one actually
doing the work. An ACL is presumed to exist between the
agents. 

In the case of the yellow pages-approach the
contractors advertise themselves to a single agent, the
yellow pages agent. This is called the yellow pages
because that agent will know about all registered agents
and what they can perform. When an manager wants a task
to be carried out he send a query to the yellow agent and
ask him about a suitable contractor for this particular task.
The yellow agent chooses between all registered agents
and post a reply with the most suited back to the manager.
The manager can then choose to initiate a direct contact
with the contractor by sending a message with a task-
description about the work that he wants to be done. 

The broker-approach can be seen as an agent that has
a interface to which a request can be sent. The broker
agent knows about all the registered agents in the
community and can therefor, in case of a request for a
particular agent, forward a task-request for a manager to a
suitable contractor. All replies are sent back to the broker
agent and then forwarded back to the initial sending
manager.

In the case where no facilitation-performatives are
included in the ACL-specification one choice is to use
some standard in the facilitation-area.

4.2 Contract nets

Contract nets [8][7] is a protocol, mainly for coordinating
actions within an agent community. The basic principles
are discussed here as well as some possible improvements
for efficient, that is methods for generating fewer
messages but with preserved functionality.  In a contract
net we make a distinction about different types of agents.
The two different types in the community of agents are
managers and contractors. The manager is an agent
wanting something to be carried out while the contractor is
the one actually doing the work. 

The basic idea behind the contract net is to distribute
tasks among other agents. It can be for performance-
reason or that a certain agent lacks the ability to perform
some sort of task, for example translating between two
different languages. The first step in the process is to
divide a task into sub-tasks that later on can be distributed
to other agents in the community. The second step is to
determine whether a sub-task is to be distributed or not. If
the task is to be distributed, the task is broadcasted to all
agents nearby. Each agent then has a certain amount of
time to place a bid on the proposal. When the bidding
stops the manager selects a one of the bids and sends an
award-message to this best bidding agent (contractor). If
no bid has come in within the specified time, the manager
can choose to re-send the message or make the contractors
to send an immediate response. When the manager sends a
normal messages the contractor can choose not to answer
the proposal due to heavy workload or maybe they do not
are interested in bidding at all. 

Optimization of the contract net. Because the contract
net protocol specification was developed during mid 80’s
there was a good reason to try and minimize the
communication in the net, because of less powerful
computers. A few efficiency propositions has been
introduced and the most communication minimizing ones
was the following [7]:

• Immediate response. For the manager to be able to
know whether he should change his proposal he will
need to know why there are not any agents bidding
on the proposal. This problem is solved by sending a
performative and has the contractor answer immedi-
ately. When this type of message is sent out the con-
tractor has to answer and also give a reason why they
can not accept the offer, i.e. busy but interested, not
interested, can implement that kind of task etc.

• Direct contract. A manager can make a contract by
direct communication with a contractor. No mediator
bid or job-description is necessary. This will mini-
mize the communication among agents when a man-
ager already knows a good contractor for the work.
The difficulties and drawbacks for this approach are
that a manager can miss the opportunity to make a
better contract because there are new agents register-
ing in the net all the time. This solution can be used,
for example when a direct contact is establish
between a manager and an agent and the manager is
in some sort of hurry and therefor does not got the
time to allow bidding on a certain proposal.

• Subset addressing. An agent in the contract net envi-
ronment can choose to send a particular proposal to a
subset of the entire net community instead of all
agents within reach. This will dramatically lower the
communication needed because agents that are not
interested in a certain proposal never got to see it.
Different criteria’s can be used to send messages to a
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subset of the population, for example specific knowl-
edge, language or ontology. Things like translating-
proposals do not need to be broadcasted to all agents
in reach, but only to the translator agent. 

• Advertise. As in the case with the yellow agent
approach in the section about middle agents, a similar
approach can be taken in a contract net. Instead of
waiting for a manager’s proposal the contractor can
advertise his ability and instead wait for a manager to
contact him, i.e. a inverse behavior.

Message syntax. Each message sent within a contract net
has to have some well-defined syntax and what we are
going to look at in the sections below [8][7]. A single
message has the following content:

To, From, Type, Contract, Eligibility Specification, Task
abstraction, Bid specification, Expiration time

The to and from field are of course used to identify the
sender and the receiver of a certain message. The contract-
field describes a contract number, which is used to keep
track of which bids that are related to a certain
announcement. Eligibility specification-field is the
minimum requirements that the manager puts on a future
contractor, i.e. the requirements needed to fulfill the task.
Task abstraction describes what the actual task for the
contract is. Bid specification specify how the manager
want the contractor to answer, i.e. what information the
manager wants the contractor to send to him in reply of the
announcement. Expiration time-field contains the time for
which the bid has to have been received by the manager,
i.e. the time when the manager will look at the bid coming
in. An agent (contractor) interested in receiving the
contract must make sure that his bid reaches the manager
within time to be sure that he will participate in the
managers selection of contractor. Let us look at an
example to explain any misunderstandings about the
concepts. Assume a manger that would like to contract a
task dealing with who won the French open in tennis in the
year 1999. The announcement-message would look like
this:

To: *
From: M9
Type: TASK ANNOUNCEMENT
Contract: 3421-21-12
Eligibility specification: 
MUST-HAVE ontology tennis

Task abstraction: winner (French Open (1999))
Bid specification: POSITION X Y
EXPIRATION TIME: 23 321 FEB 2000

In this example we are sending the message to all known
agents in the community (* in the to-field).  The only thing
that is requested is that the receiving agent has the
ontology tennis, i.e. has the ability to understand tennis-
terms, like for example aces, unforced errors and double

fault. The actual purpose of this message is to know which
person won the French open in 1999, as described by the
task abstraction field. All agents replying to this message
will do so by sending their actual position to the
announcer, this is the case above and can be so if the
agents intention is to have a fast information exchange
when he in advance know that he would like to ask more
question right after the first one. The expiration time is the
millisecond 23 321 Feb 2000, i.e. all replies must be
received before this time, as earlier described.

4.3 Summary

The middle agent is the link between all agents who wants
to communicate with each other. We have showed
different known approaches for how the middle agent can
be structured and their related pros and cons. In the case
where we do not want much communication, i.e.
minimizing the message passing the broker approach
would be the one to choose. The contract net has been
showed to be an easy and a sort of standard in the field of
how to distribute task among agents. Efficiency
mechanism like direct response, subset addressing,
advertises and directs contracting has been a large
contribution to the efficiency of this method. In the next
chapter the introduction of monetary units into a
multiagent context will be discussed. The purpose of the
introduction is to investigate how and when this sort of
commercialization of multiagent system is to be
introduced and how it affects the cooperation. The
introduction of monetary units will lead to a discussion
about competitive agents and their affect on the
cooperation and when they are suitable to use.

5 Market approach

Another approach to cooperation is to introduce
economics thoughts into the cooperation protocol and base
the community of agents with respect to economy terms
[9]. In such a market cooperation an agent belongs to one
or both groups of consumers or producers. The producing
agent is the agent which produce services to other
consuming agents. Parallel to the contract net the producer
is the agent sending out proposals to other agents. The
consumer then offers their services by bidding on the
contract with means of monetary units and some
qualifications. The consumer that lays the best offer,
maybe offering the best quality of service, best price or a
mix of them, receive the contract. This approach is
efficient in larger networks of agents and reduces the need
of communication dramatically.

5.1 Money in the market approach

The contract network only takes into consideration
cooperation and distribution of tasks among agents. In this
chapter we will introduce the monetary units in the
community of agents and try to describe how this would
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affect the cooperation positively and negatively. In the
second section a discussion of competitive agents will be
described and how these type of agent community can
affect the cooperation among agents. We will summarize
this chapter with an overview of application areas where
competitive agents can be used with better results than
without them.

Money is something that we all want a lot of but we
do not want to work a lot. We are introducing money in the
community of agents. A producing agent sells services to
other agents for a certain amount of money. This sum of
money can then be used to buy other services for the
producer or maybe put it into some form of a bank. An
economic agent would then benefit if it can get as many
per cent of the market in its field by offering cheap and
good solutions to customers needs. The main question in
this case is how the transfer of money is handled. Maybe
an approach of some specialized bank agent has to be
introduced and authentication and communication has to
take place between the bank and the bank customer. All
this is basic economic and we think that this approach will
promote the method about competitive agents presented in
the next section. Without any money or equivalent there is
no way of introducing the concept of competition among
agents. It does not have to be money that are exchanged
but the real issue is that an agent that perform an action on
behalf of another agent must be awarded in some way, e.g.
by money, education or to get a favor in return.

Identified problems in the cooperative approach
today are that we do not seem to see the structure in the
approaches (Contract net) for example. All agents can bid
and send proposals as they want and therefor hurting other
agents within the community because they loose money.
An agent seems to only be interested in getting tasks done
and doing tasks for other agents. Agents that got
specialized experience and skill will be heavy loaded with
work and a possible solution can be to clone this agent and
put him into the net. Agent creators around the world want
their particular agent to perform something special and
therefor design their agent to do just that task as efficient
as possible. In the contract net this agent will get heavy
loaded because he got knowledge that is very attractive.
When this special-agent is not doing anything, it will most
certainly bid on certain proposals in the contract net
because it is a cooperating approach. Instead we are
proposing a way that will make special agents better
awarded than agents that are not so specialized. In many
circumstances a special agent is built with knowledge and
expertise that are confidential and maybe a business
concept belonging to a certain company. These companies
will not let their agent solve problems with its special and
new technology without getting something for the matter
and effort. 
We will introduce the concept of competitive agents and
see how this approach can improve the quality of services
in a community of agents and also look at the negative
aspects. The reason for investigating the introduction of
these kind of agents is that we think they in some sense can
contribute to achieve a more realistic exchange of

information between the agents. The world of agents will
not always be able to cooperate and therefore we think it is
necessary to investigate how competitive agent affects the
cooperation among agents.

Assumptions and Conditions. Down below certain
positive and negative aspect of the introduction of
competitive agents will be described in more detail. We
would like to make a few assumptions to being able to
present this aspect. The first thing is that agents in a
cooperating and competitive community must be able to
get a more broader and general insight into deals between
other agents. This will prove to be a very important
assumption because a market system will not work if the
agent in it do not know what is demanded and how large
the demand is. It is therefor an assumption that makes it
possible for agents to see what is wanted on the market and
what is not. This is the ground of the dynamic and
symbiotic behavior between the agents, that is the
information agents need to know because it would be able
to educate them with correct knowledge.

5.2 Competitive Agents or Agent commercializa-
tion 

A fundamental requirement is that the author of the created
agent created the agent for a commercial purpose, i.e. the
author makes more money if his agents perform well. The
commercialization of agents will dramatically put pressure
on the developers to find new ways and new solutions to
problems. All because the more work being done for a
large amount of money will result in more money for the
developers.

One of the purposes is to create a balance in the
community of agents by educating each other at a cost and
to sell and buy services. The dynamically adjustment
requires that all agents got some form of comprehensive
information about different demands on different markets.
Down below we will look at the identified positive sides of
this approach.

• Higher quality of services. A specialized agent must
maintain services with low prize and high quality to
not attract other competitors on its market.

• Stimulate growth in certain areas, most common
and well used. Competition will increase in the most
used areas, i.e. where the demand is high. 

• Dynamically adjustment. Make certain (not so
wanted specialized) agents disappear and they have
to learn things that are wanted on the market. Trends
in the community may swift and therefor the agents
can educated themselves in certain new areas. Educa-
tion cost money so they must have saved some. More
education means more money. The reader may won-
der why we can not educate all agents with all the
newest technology. 1. The competition is not func-
tioning well if all agents know the same thing and
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therefor can perform all services, a balance has to be
reached. 2. All agents can not have all knowledge,
the best and most efficient algorithms in different
respects. Some methods are patented and agents
equipped with these functions can make a living on
these features. 

The advantages is dominated by the dynamic demand for
certain competence and that the quality of the services will
increase. There is not only a positive side by introducing
the concept of competitive agents and therefor we will
describe the negative aspect of them as well.

• Complexity becomes higher because agents have to
try and maximize their goodness (result) in the com-
munity while not risking competition from other
agents.

• Define rules about how competition shall be handled
(rules)

• Message passing increases because agents must keep
themselves up to date, e.g. by checking demands on
markets and what has happened.

5.3 Application areas

As soon as the domain of an application involves
commercial competition between agent creators we will
have to look at the concept of competitive agents.
Application areas can for example be:

• Search engines and other services on the Internet will
be more or less commercialized, i.e. it will cost to use
the search engines and/or to download certain infor-
mation.

• Telephone networks, can with different special agents
from different companies, be used to solve underly-
ing problems. The cost of a call will be set in runt-
ime, according to the price of getting the underlying
services done by other agents.

Monetary units are a good way of laying the competitive
ground on. Agents can with offers include what they are
able to pay for a certain service as well as the qualification
and desirability of a certain service. The units will help
agents that got high quality on their services as well as the
ones that do not got it. In the later case the agent have to
specialize themselves at, for example producing services
very fast but with some negative aspects on other sides of
the service, for example the quality of the work done. 

5.4 Summary

To summaries the competitive approach in the agent
community we can say that the idea has a lot of good ideas
and it would affect the quality of services in the net.
Dynamic adaptation is another great improvement because
it make less wanted agents know about this and if the
demand is low they will most certain go away and educate
them selves to be able to offer services that is wanted in

the community. Agents that offer services that are wanted
will make a living of it and constantly being able to
educate and try to establish their services in new markets.
Nevertheless there is also a great penalty for the
introduction of competitive thought, i.e. the complexity
will raise and the some general way of feeling the market
will have to be introduced. All agents must have the ability
to know what services is wanted and what particular
requirements that lays on that service. Questions
unanswered are how the circulation of monetary units
should be design and how the transfer of them will take
place. Another issue is whether the total monetary units
should be stable or not. We suggest that the units can not
be stable because then the agents must wait on each other
to complete certain services, stopping a certain group of
agents to become to powerful and getting all the units.

6 Conclusion

We have showed that there are a lot of things that have to
be present if a communication will be able to take place
between agents. The lexicon is the first thing we will need
to construct and define; this artifact is the one containing
all the words, signs and letters that a message can be
constructed of. When we have defined the building blocks,
a set of rules will be defined about how to use the units in
the lexicon to create unified and understandable messages
or sentences. We call this set of rules a grammar. When
these two artifacts is specified in detail we have a
language, which can be used to exchange information
between entities. An agent in a multiagent system can not
know all domains and therefor we would like a higher
level of communication, which includes information about
the actual message sent to each other. 

The protocol serves as this meta-wrapper and can be
seen as if they wrap the actual information into packages.
The meta-data contains valuable information about how
the actual message should be interpreted, i.e. which
ontology that should be used to encode the message. These
wrapper packages is defined in specification for different
agent communication languages (ACL) and can even
include a semantic meaning, i.e. each performative in such
a package can have a certain meaning. Cooperation within
a multiagent community is done with the help of structured
way of sending messages to each other, e.g. like in the
example of the contract net. Cooperation in the multiagent
world is done by dividing a task into sub-tasks and then
distributes these tasks to other agents. The contract net is
mostly about distributing sub-task to other agents within
the community and does not include methods for task
splitting etc. 

To get some structure and realism in the world of
agents and cooperation the market approach can be used.
In this approach a number of economic variables is put
into the agent world. In this sort of community we think of
agents as belonging to two different groups; consumer and
producer. It is exactly as in the human world by companies
and consumers. In this world there is also some sort of
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price for each service produced and consumers have to pay
to get the service. In this type of community there is
competition among agents and it have a lot of great
advantages over the normal cooperation, e.g. contract nets.
The dynamic adjustment and steadily increasing quality of
services has been defined as the most dominating
advantages in this approach. More complex agents, higher
density in the communication and the need of general
news services are a few of the drawbacks in the approach.
By all means maybe we would not think at the higher
communication because of the capacity in today’s
computers. The conclusion is that the introduction of
competitive agents will improve the quality of services in
the community and all the time stretch to dynamically
growing.
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Abstract. The analysis and design phase in agent system
modelling is not as simple as it might seem to be. First of
all you have to choose a methodology to help you with the
procedure. The question is then; which methodology shall
we choose?

It is a jungle of methodologies on the market and we
do not think we are the only ones who think this is a bit
confusing. We thought that a comparison of two
methodologies would be interesting to look closer at, and
it resulted in this report. Here we analyse the two
methodologies MAS-CommonKADS and Gaia.

Keywords. Agent, MAS-CommonKADS, Gaia, MAS,
Software Engineering.

1 Introduction

There is not very much that has been done in the area of
analysis and design of multi-agent systems [10]. The
current modelling techniques are too complex and often
modifications of object-oriented (OO) techniques without
taking into considerations the first class attributes of multi-
agent systems (MAS). 

The lack of complete and general agent-oriented
methodologies is attributed to the fact that developers
often forget that they are actually developing software for
agent systems. Developers have the tendency to work on
issues such as agent architectures and agent coordinations,
and completely neglect software engineering issues [11].

Many developers try to extend the object-oriented
design techniques instead of creating new ones. When they
designed OO techniques they had objects in mind, when
we design agents we have to have agents in mind.

Object-oriented development of agents is not often
the best solution, because the representation is too fine-
grained. An object model does not capture some of the
important knowledge associated with the agent, nor do we
have any use of the semantics (e.g., inheritance in agent
development etc.) [10]. Especially, when we are

developing multi-agent systems, the traditional analysis
and design methodologies are poorly suited. This mainly
depends on the fundamental mismatch between the
abstractions they provide [9].

However, there are some things that look pretty the
same in OO and in an agent-oriented (AO) approach.
Object-oriented development consists of an iterative
refinement cycle of identifying classes, their relations, etc.
The equivalence in AO would be to iterative identify roles
and their responsibilities and goals, developing an
organizational structure and elaborating the knowledge
and behaviours associated with a role or agent.

Today we see a trend towards industrial-strength
software getting more and more complex. As the
difficulties to develop software have increased, new
software engineering paradigms has evolved. To mention a
few of these we could give as examples, procedural
programming, object-oriented programming and
component-ware [4]. Although the engineering process
have been improved, neither of these paradigms are a
silver-bullet. Researchers are yet looking for a paradigm
powerful enough to tame the complex software of
tomorrow. The latest effort in this field has been agent-
oriented software engineering. It is by no means the silver-
bullet, but can be a pointer in the right direction. It has
though been claimed to be “the new revolution in
software” [1]. To more easily understand what we are
discussing a definition of an agent would be appropriate:

“An agent is a computer system that is situated
in some environment, and that is capable of
autonomous action in this environment in order
to meet its design objectives.” [3]. 

Implementing an agent-oriented engineering approach
means “decomposing the problem into multiple,
interacting, autonomous components (agents) that have
particular objectives to achieve.” [4]. Agent-oriented
software engineering has a few aspects, which gives it a
genuine advance over current state of the art [4].

Many industrial applications have been built using
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agent-oriented techniques [2]. And there exists papers on
different techniques but we are missing a paper that
compares MAS-CommonKADS and the recently
developed Gaia method. These two methods are
considered more interesting than other agent-oriented
techniques, according to the authors. This comes from
several reasons; one of these reasons is that the MAS-
CommonKADS method is an extension of
CommonKADS. CommonKADS can already be seen as a
European standard for knowledge modelling [5]. A reason
for including Gaia in this comparison is that it is a new and
very promising method-proposal for agent-oriented
development.

Our intention with this paper is to give the reader a
good knowledge of the two methods mentioned earlier,
and present a comparison between these two. We will try
to explain the methods in a step-by-step manner that could
be very useful if the reader wants an overview of the
methods. We will also discuss the background, process and
models of each method. Advantages and drawbacks will
be discussed and also our personal reflections of the
method will be presented. Finally, an evaluation will
compare the methods from several points of view,
including our own. As a closing section to this paper we
will give our own thoughts on how to improve the
methods.

1.1 Problem Description

Before developing a new agent system, it is important to
know which methodology is best suited for agents. We
have seen several papers about methodologies saying that
their method is best for the purpose. We really have not
seen a paper discussing benefits and drawbacks on a
comparison between two or more of them. Every paper of
a methodology just brings out the best of it and in some
cases the author(s) cannot see any drawback at all with
their own developed method. We think this is sad and will
try to do our best to discuss and analyse two close
methodologies... or are they really? Several authors just
compare their own methodology to OO, but we do not find
that it is the main competitor when we are talking about
analysis and design of agent systems. It is time to ring the
bell for a comparison between MAS-CommonKADS and
Gaia.

1.2 Approach to Problem Solution

Firstly, we are going to present the two methodologies we
have chosen, i.e., MAS-CommonKADS and Gaia. Second,
we shall give our personal opinions about the
methodologies and some positive and negative criticism
that we think must act as basis for which one of them we
finally consider a “winner” (if we can make that kind of
statement). 

In consecutive order in this paper, we will point out
some differences and some similarities between agent-
oriented development and object-oriented development.
We think this makes it easier to understand why an agent-

oriented approach is necessary at all.

1.3 Outline

The outline of the paper is as follows, section 2 and 3 will
discuss the MAS-CommonKADS respectively Gaia. In
section 4 the comparison is presented and finally
conclusions in section 5. If you already are familiar with
the methods you can simple skip these sections and
proceed to the comparison part.

2 MAS-CommonKADS

2.1 Introduction

As we outlined in the introduction we shall discuss the
agent-oriented method called MAS-CommonKADS. As
stated earlier it is an extension to the CommonKADS
method, which is to be seen as the European standard for
knowledge modelling. A definition of a software
engineering principle almost never starts from scratch, but
is often a refinement of an already existing one [6]. MAS-
CommonKADS is no exception. This methodology has
taken the successful ingredients from CommonKADS and
added the necessities for agent development [6]. 

To understand MAS-CommonKADS it is a
advantage to be fully understood with CommonKADS.
Although a detailed description of CommonKADS is
outside the scope of this paper, we will present an
introduction to the CommonKADS method.

2.2 CommonKADS

CommonKADS is a methodology for developing
knowledge-based systems. The founder of the
development of CommonKADS is the European
Community's ESPRIT. The method is the product of series
of research and application project on knowledge
engineering since 1983. It has been successfully used in
many companies for years [7]. The method offers a
structured approach, which can be seen as a matter of
course but has not always been. CommonKADS offer a set
of models that is a convenient instrument to break down
and structure the knowledge engineering process [7]. The
method also defines a process for the development. In this
process the models has a key role. Our intention is to
describe the models and the process briefly in the
following sections.

The Models. CommonKADS offers a set of models
(textual templates) to facilitate the development; this is
also one of the core components in the method. The
models in conjunction with the process, which will be
described in the next section, constitute the method.

The models are six in number; Organization model,
Task model, Agent model, Knowledge model,
Communication model and Design model [7]. The models
help the development by capturing salient features of the
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system and its environment [5]. We will now describe the
models briefly [7]:

• Organizational model
Describes the organization within the software shall
resemble. Also which impacts the system will have
on the organization are covered.

• Task model
The task model describes the global task layout,
which pre-conditions and post-conditions that shall
be true for the task. Input and output is also
described.

• Agent model
Agents are executors of a task, human or a system.
The model describes the characteristics of agents
such as competencies, authority and constraints. 

• Knowledge model
Its purpose is to describe the knowledge used in per-
forming a task. It is implementation-independent,
which makes it a valuable tool when communicating
with the users.

• Communication model
Several agents can be involved in a task. This model
helps with modelling the communicative transactions
between systems (often human-system) involved.

• Design model
The proceeding models can be seen as a type of
requirement specification of the system broken down
in different aspects. Based on the models mentioned,
the design model gives the technical specification.
This specification is, in terms of architecture, soft-
ware modules and computational mechanisms to
mention a few. 

We will now summarize the models and usage. As the
figure above shows are the models divided into three
groups. This is no coincidence; they are grouped because
the groups represent different aspects of the system
development. Top-down these aspects are: 

Why, What and How. 

Figure 1. The CommonKADS model suite. 

The models in the “why”-group address questions like;
Why is a system a solution? For which problems?
The “What”-models answers questions about nature and
structure on the communication.

The last model represents the “How”-model. This
model deals with architectural and computational
mechanisms. In the next section the models will be
discussed, but in a more obvious manner.

The organization- and agent-model analyse the
organizational environment and possible critical success
factors. The knowledge- and communication-model gives
the conceptual description of problem-solving functions.
The data handled by the system is also described. The
design model converts this into a technical specification,
which is used as input to the implementation phase. 

The models are one of two things that constitute the
CommonKADS method. The second thing is the process,
which will be described in the next section.

The Process. One important aspect of a methodology is
the process used. CommonKADSs process is a risk-driven
approach to system development, as will be seen further
on. The approach of the process is based on the following
principles:

• Planning concentrates on products to be delivered,
rather than on activities or phases.

• Planning is done in terms of spiral-like cycles, which
are driven by risk assessment.

• Quality assurance is an integrated part of the cycle.

The process consists mainly of four phases. This is
illustrated in the picture below. The phases are called
review, risk, plan and monitor, which you step through in
every cycle of the process. An explanation of every phase
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follows [7]:

Figure 2. The spiral model. 

• Review. It is the first stage in each cycle and it is here
the status of the project is reviewed. The main objec-
tives of the upcoming cycle are set. 

• Risk. The risks for failure of the project are identified
and significance is assigned to the risks. If it is neces-
sary, counteractions are specified.

• Plan. Plans the next phase and when doing that tak-
ing the risks into consideration. This phase also
includes work breakdown and allocating resources.

• Monitor. Monitoring of the development and evalu-
ate cycle results.

The results of the previous phase act as input to the next
phase. The CommonKADS has now been briefly
described, for further information see [7].

2.3 Limitations concerning MAS

As stated earlier in this paper, the CommonKADS method
is designed especially for knowledge-based systems. It is
no surprise that there exist several limitations that have to
be overcome to use this method for multi-agent
methodology. The main restriction comes from the
CommonKADS communication model, which mostly
deals with human-computer interaction. We will later on
see how the creators of MAS-CommonKADS have
addressed this problem.

2.4 The MAS extension

The CommonKADS method is not sufficient for MAS
development and we shall, in this section, describe the
extension to the method that has been done to make it suit
MAS development. The extension has added techniques
from object-oriented and protocol engineering methods.
Protocol engineering has been added to describe the
communication between software agents [8].

Changes that have to be done, to the methodology,
come from the suite of models. Due to the differences in
agent-oriented and knowledge-based systems certain
models have to be change, to better suit the agent-oriented

paradigm. The models that are affected by changes are the
communication model and agent model. 

The communication model's purpose is to describe
the human-computer interaction. Experience shows that
using this model for computer-computer interaction is not
successful. With the observed limitations in mind the
creators of MAS-CommonKADS added a new model to
the suite. This new model, the Communication model, is
used for agent-agent interaction. Below we will describe
the model in more detail.

One of the properties of tasks, as defined in
CommonKADS, is that they should be performed in a
fixed way. However, this is not always appropriate for
agent system where tasks can be performed in a less
restricted way. The changes to the model will be subject
for further investigation below. 

Important for a methodology is that it supports the
developer throughout the whole software development life
cycle. In this section we will also describe how the MAS-
CommonKADS assists in this cycle.

Modifications to the agent model. The agent model has
been changed to better suit MAS. The central part of this
model is the agent, for which there exist the following
attributes: name, type, subclass-of, role, position and
groups. Other parts of this model are [6]: 

• Service. Specifies which services are offered to the
other agents.

• Goal. Specifies what the agent shall do.
• Reasoning capabilities. Defines how the agent rea-

sons.
• General capabilities. Skills and language under-

standing.
• Constraints. Norms, preferences and permissions.

The coordination model. The communication model's
intended use is to specify the communication between
agents. However, it is not meant to be between software
agents. With that starting point there was a need for a new
model that could be used to specify communication
between software agents based on speech acts. The model
is basically based on four constituents: Conversation,
Interaction, Capabilities and Protocol [6]. When
developing this model graphical notation is also used to
more easily understand the communication. Examples of
such notation are message sequence charts and event flow
diagrams.

The coordination model can be used, as here, in
conjunction with the CommonKADS method or on its own
for describing coordination protocols in MAS. 

The software development life cycle. It is important for a
methodology to assists development in all phases. The
software development life cycle model of designing MAS
with MAS-CommonKADS follows these phases [6]:

• Conceptualization. In this phase, elicitation work is
done to obtain a first description of the problem. Use-
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cases are used for this phase [6].
• Analysis. The Organization-, Task-, Agent-, Commu-

nication-, Coordination- and Expertise-models are
developed during this phase. Input to the phase is the
problem statement, output is a requirements specifi-
cation. 

The analysis is divided into three main steps [6]:

• Delimitation. Define the limits of the MAS system
in contrast to external systems. This task is tightly
coupled to the development of the agent model.
Speech acts and interchanged data is specified in the
coordination model and if needed the communication
model will also be developed.

•
• Decomposition. The following techniques can be

used to decompose the system into more agents,
using these guidelines: 

• Geographical distribution - An agent has a unique
physical address that implies that each different phys-
ical position corresponds to a different agent.

• Logical distribution - When developing the Task
model new agents can be found through assigning
different goals to different agents. This is called the
goal strategy.

• Knowledge distribution - If the knowledge to be rep-
resented consists of several expert domains, an agent
can be assigned for handling each domain.

• Validation. When finding new agents it is important
to validate these using certain techniques.

• Design - The initial set of agents defined in the analy-
sis phase serves as input to this step. The design
model is developed here and the architecture of the
agents is also specified. This step has been extended
with:

• Application design - The system is divided into sub-
modules and architecture is chosen for each agent.

• Architecture design - A multi-agent architecture is
selected.

• Platform design - This step specifies the software and
hardware needed for the system.

• Coding and testing each agent
• Integration - The whole system is tested.
• Operation and maintenance.

2.5 Summary

To summarize this section, we will review what we have
written in this section. As we promised in the introduction,

we have in this section described the CommonKADS and
MAS-CommonKADS methodologies. A brief description
has been given concerning CommonKADS; this is due to
the fact that MAS-CommonKADS is an extension of the
same. The process has been discussed and also the textual
templates, e.g., the models. The CommonKADS is a
methodology to develop knowledge-based systems. The
method has its limitation for MAS development, and
therefore the MAS-CommonKADS consists of a little
different set of models and some of the models in
CommonKADS have been modified to better suit MAS
development. The process of CommonKADS has a risk-
driven approach. We have discussed the support to the
software development life cycle MAS-CommonKADS has
to offer. The models are the central constituents of the
MAS-CommonKADS methodology. The models make it
easier to develop systems, because they provide some sort
of step-by-step development. Not only that the models are
easy to use, but also that CommonKADS is to been seen as
an European standard for development of knowledge-
based system vouch for that this method will be widely
accepted and used.

3 The Gaia Methodology

3.1 Introduction

Gaia is one of few complete and general methodologies,
specifically tailored to the analysis and design of MASs.
Gaia views the process of analysing and designing multi-
agent systems as one of constructing computational
organizations. Thus, multi-agent systems are viewed as
being composed of a multitude of autonomous interacting
entities in which each agent plays one or more specific
roles [10]. 

The Gaia methodology is a quite new methodology
that is not yet that much documented. In this brief
description of it, we have chosen to leave out some of the
graphical explanations for some models, mainly because
of lack of space.

3.2 Background

Many of today’s analysis and design technologies do not
capture the flexibility, interaction between agents and
complexity of an agent system’s organizational structures.
This has been in mind when Gaia was constructed. The
documentation of knowledge (i.e., how the system is
supposed to work) is one of the most important ingredients
in today’s software engineering. Gaia has been specialized
for this and like many other methodologies Gaia uses
models, but here with a focus on the role model. The
adoption of a role model as the main organizational
abstraction makes it mostly targeted at MASs in which the
agents are cooperative and in which the system is closed.
Gaia deals with both the societal (macro) level and the
agent (micro) level aspects of the design [10]. It does not
care about the delivery platform, i.e., you can use it on
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either one you choose. 
It shall be easy for the analyst to create the design

directly from the requirements and for the programmer to
understand and use the documented knowledge from the
models.

3.3 The Process

To understand the process of using Gaia, we will go
through the models one by one. Each model will be
discussed and an example of the model will be shown at
the end of each model section in those cases we find it
appropriate. 

Figure 3. The main models and relationships between
them in Gaia. 

Some of the Gaia models have borrowed some
terminology and notation directly from object-oriented
analysis and design.
Gaia encourages the developer to think of building agent-
based systems as a process of organizational design.

Gaia divides its main concepts into two categories,
abstract and concrete. The abstract entities are those used
during analysis to conceptualize the system, but which do
not necessarily have any direct realization within the
system (i.e., roles, permissions). Concrete entities are
those within the design process, and will typically have
direct counterparts in the run-time system (i.e., agent
types, services) [10].

3.4 Analysis models

The first phase is the analysis. You have to know what it is
you are going to develop and to understand the structure of
it. In this case we capture this understanding in the
system’s organization. This organization is built upon
different roles and the relationships between them.

A role is defined by the four attributes: responsibility,
permission, activities and protocols.

The responsibility (the function) is usually the key
attribute we associate with a role. The responsibilities are
divided into two types: liveness properties and safety

properties. The first one states that “something good
happens” and the last one that “nothing bad happens”.
To realize the responsibilities, every role has a set of
permissions (i.e., rights). The private actions (the ones
which do not include communication with other agents)
are simply called just actions. Finally, a role is also
identified with a couple of protocols, which define the way
that it can interact with other roles.

The organization model in Gaia includes two models,
the roles model and the interaction model.

The Roles Model. This model identifies the key roles in
the system. A role has at least one duty (responsibility)
that it has to do (e.g., control a heating system). When the
duty is to control a heating system, we won’t the role to
play chess..., i.e., it has to be something that regulate its
responsibility. For this we equip the role with some
permissions. In these permissions we define the role’s
rights, e.g., “reads temperature”.

The role is, in other words, what the agent is
expected to do in the organization, both in cooperation
with the other agents and in respect of the organization
itself. Often, the role is a specific task that the agent has to
accomplish in the context of the overall organization, but
sometimes a more precise notion is that it gives an agent a
well-defined position in the organization, with a set of
associated expected behaviours.

In Gaia we think of resources as relating only to the
knowledge the agent actually has. A formal way of
expressing permissions is like this notation:

reads temperature //is it too hot, perfect or too cold

This means that the role only has the right to read the
temperature, not change the thermometer’s value directly.
However, we can define another permission that says:

changes radiator

Now we can change the thermometer indirectly by
controlling the radiator’s value.

The responsibilities can be divided into two
categories, liveness and safety, as we mentioned earlier. In
Gaia we specify this with expressions, which defines the
life-style of the role, (e.g., ROLENAME = expression). To
distinguish between activities and protocols in the
expression, we show an activity underlined. Look at this
example:

HEATCONTROLLER = (CheckHeat. AwaitChange)w

w means it will occur infinitely often and the semantics
looks quite easy to understand.

Safety requirements in Gaia are specified by means
in a list of predicates. The safety expressions are listed as a
bulleted list, in which each item represents an individual
safety responsibility.

We can now define all the parts in a role scheme. A
role scheme includes the name of the role, a short
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description, protocols and activities in which the role plays
a part, permissions associated with the role and finally the
liveness- and safety responsibilities. (It is difficult to give
you a graphical overview in this paper.)

The Interaction Model. In this analysis phase we
concentrate in finding relations and dependencies between
the various roles in a multi-agent organization. The model
consists of a set of protocol definitions, one for each type
of inter-role interaction. You can say that protocols are
patterns of interaction that occur in the system between the
various roles. Gaia does not show which particular
messages are sent between the roles, but focus on the
purpose of the interaction. A protocol consists of six
attributes:

• purpose - brief textual description of the nature of the
interaction (e.g., scheduled activity, assign task,
information request, etc.).

• initiator - the role(s) responsible for starting the
interaction.

• responder - the role(s) which interacts with the initia-
tor.

• inputs - information used by the initiator while enact-
ing the protocol.

• outputs - information supplied by/to the responder.
• processing - brief textual description of any process-

ing the protocol initiator performs during the course
of the interaction.

Figure 4. Graphical view of a Protocol Definition,
which when connected with others constitutes the
Interaction Model. 

3.5 Summary Analysis

Now we have gone through the analysis phase of Gaia and
we think that a summary will be suitable. A recommended
way to produce these two models is described below.

1. Firstly, identify how the organization is expected to
work. Which requirements do we have to take care of
in the system? (In reality, Gaia does not see the cap-
ture of the requirements as a part in the analysis
phase. This should have been done earlier.)

2. Identify the roles in the system.

3. Identify the protocols associated with each of the
roles.

4. Elaborate the roles model, with the protocol model as
basis.

5. Iterate stages 2 to 4.

The objective of Gaia’s analysis phase is to define a fully
elaborated role model, derived from the system
specification, together with an accurate description of the
protocols in which the roles will be involved [9].

3.6 Design models

Now the analysis is finished and we want to go on with the
design. Gaia now wants to transform the analysis models
into a sufficiently low level of abstraction that traditional
design techniques may be applied in order to implement
the agents. Gaia is concerned with how a society of agents
cooperate to realize the system-level goals and what is
required of each individual agent in order to do this. Note
that Gaia does not mind how this is done.

In the design process we have three models to play
with; the agent model, the services model and the
acquaintance model.

The Agent Model. 
This model will show the various agent types (a set of
agent roles) in the system and the agent instances that will
realize these agent types at run-time. It is up to the
designer to decide which roles that will be packed with
others.

The agent model is defined using a simple agent type
tree, in which leaf nodes correspond to roles and other
nodes correspond to agent types.

The agent instances is documented in a common way,
i.e. with n, m..n, * and +. With a ‘+’ we mean that there
will be one or more instances, with a ‘* ’ there will be zero
or more instances.

Inheritance is not documented in Gaias’ agent
models. The reason for this seems to be that an agent
system only contains a small number of roles and types,
with often a one-to-one mapping between them.
Just to easily understand how it can looks like, we have a
graphical abstract example (see figure).

Figure 5. An example of an Agent Model. 

The Services Model. This model shows which services
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each role has, but also the main properties of these services
is specified. Observe that a service (a method) is not
available for other agents, which is the case in object-
oriented design. A service is a single coherent block of
activity in which an agent will engage. Every activity (in
the analysis) shall correspond to a service, but a service
does not need to correspond to an activity. For each service
we must identify inputs, outputs, pre- and post-conditions.
Each role will be associated with at least one service.

The Gaia services model does not prescribe an
implementation for the services it documents. This means
that the developer is free to realize the services in any
implementation framework wanted.

The Acquaintance Model. The last model in Gaia is the
one that defines the communication links that exists
between agent types. They do not show what and when a
message is sent, just that it is possible to communicate in a
specific direction. The model is a good helping hand when
it comes to finding bottlenecks in the system. The notation
for the model is simply a directed graph with nodes and
arcs.

Figure 6. An example of the Acquaintance Model. 

3.7 Summary Design

This phase will be summarized in the same way as the
analysis was, just to repeat and point out the important
steps in the design phase.

1. Firstly, define which kind of organization best fits the
requirements identified in the analysis phase. Find an
answer to the question: Is there any possibility to re-
use components in the organization?

2. Then, create an agent model and aggregate the roles
into agent types. Document the instances of each
agent type. 

3. Finish a service model.
4. Create an acquaintance model from the interaction

model and the agent model.

In Gaia the output of the design phase can be picked up
using a traditional method (such as OO or component-
ware) or implemented using an appropriate agent-
programming framework.

3.8 Organizational Abstractions

So far, we have mentioned a lot about organizations in this

paper and we feel that a deeper look at this might be
interesting before we summarize this methodology.

We can ask ourselves if the organization described in
the role model covers everything of value in the
organization. Are the information enough to go on with?

Maybe not. We think it is necessary to introduce
three organizational abstractions as a complement. The
abstractions are: organizational rules, organizational
structures and organizational patterns.

Organizational Rules. After the analysis phase we have
the basis skills (i.e., functionalities and competence)
required by the organization, as well as the basic
interactions that are required for the exploitation of these
skills. Not until the design phase has decided which
organization is the most appropriate for the system, the
definition of the organization feels finished.

The implementation and/or a computational
organization will have to respect a number of constrains.
These can for example be found between roles and
protocols. A global constraint cannot easily be expressed
in terms of individual roles or individual interaction
protocols. To capture this type of constraints we use the
concept of organizational rules.

Especially, in open systems it is important to have
organizational rules [9]. The identification of global
organizational rules allows the system designer to
explicitly define which behaviours that is accepted and
which ones must be prevented by the organization. Also if
new agents shall be accepted and in that case when.
In other words, there are constraints that cannot easily be
expressed in terms of properties/responsibilities associated
to single roles and protocols. Instead, they represent global
organizational rules.

Organizational Structures. The definition of the
organizational structure is a design choice that should not
be anticipated during the analysis phase. The role model
defines the overall organizational structure, including the
topology of the interaction patterns and the control regime
of the organization’s activities. Even though, the role
model should be derive from the organizational structure
that is explicitly chosen.

The organization, once defined, has to respect the
organizational rules. Therefore, it is recommended that
this abstraction is preceded by the identification of the
organizational rules.

If the analysis phase commits the system to a specific
organizational structure, the designer of the associated
MAS will find it difficult to adapt the system. But, if the
analysis phase only describes the system’s requirements,
abstracting away from any specific organizational
structure, the designer can reuse it to produce a new design
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AgentType C AgentType D
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accordingly to a new organizational structure.

Figure 7. An example of a hierarchical organization
structure. 

In an organization there are, often, inter-agent
relationships. Examples of types of relationships are:

• control - the authority structures within a system.
• peer - agents of equal status.
• benevolence - shared interests.
• dependency - which an agent relies on.
• ownership - delimit organizational boundaries.

These relationships exist between roles within the system.

Organizational Patterns. There exist a lot of organization
structures on the market, both in terms of topology of the
interactions and control regimes [9]. However, there must
be many of them that have much in common and those
common parts can be re-used in other systems or in
another part of the specific system. Any methodology that
encourages re-use of pre-defined components and
architectures will ease and speed-up the work for both
designers and developers. This is something the object-
oriented technique focus on a lot. 

If the developer easily can recognise the common
parts in the architecture and, with some guidance, use the
most appropriate organizational pattern to solve a problem,
it will save a lot of time.

But, it shall be pointed out that it is not easy to
analyse and catalogue organizational patterns. Several
attempts have been made, but this work abstracts away
from any specific methodology for MAS analysis and
design, which should encourage and facilitate the re-use of
these patterns [9].

3.9 Summary of Gaia as a whole

As a rounding off and summary of this section, Gaia is a
methodology for the analysis and design of agent-based
systems, especially suitable for multi-agent systems. The
key concept is roles, that have a couple of attributes tied to

them.
Firstly, when you look at this model, everything

seems clear as crystal. But of course, you might say, an
agent system must be modelled like this!

Every step in the analysis and design process in Gaia
feels natural. Even though the methodology in itself does
not tell you how to implement the system, it really makes
it easier for you to do so. Sometimes it feels like the
models hide too much of important information, but this
can be explained with that the developer gives a bigger
opportunity to solve the problems in his own way. Exactly
how and when, e.g., an agent should send a request to
another agent, should be the developer’s choice to specify.
Since the Gaia methodology is designed explicitly for
agent systems, and especially for multi-agent systems, we
consider it as an interesting way of analysis and design for
these kinds of systems. If you extend this methodology
with the organizational abstractions, we think you will
have a very good basis to start developing your agent-
system from.

Gaia is one of the first complete methodologies for
analysis and design of agent-systems. Therefore, it
sometimes feels like there are some “bugs” that have not
yet been discovered. Time will show if this assumption is
true or not, but we think that the methodology will be
extended and/or corrected in some way in the future.

4 Evaluation and Comparison

4.1 Introduction

Today it can be difficult to choose a methodology when
starting developing agent-systems. It can be devastating to
start with one method and then after a while discover that
the methodology does not address the problem of multi-
agent system development.

We felt that facing the new type of software
engineering principles in agent development demands an
overview of the area. This includes researching a couple of
methodologies and drawing a parallel between these.
We have been investigating the area of agent-oriented
software engineering for a couple of weeks. This led to
that we chose the two methodologies MAS-
CommonKADS and Gaia.

These methodologies were especially interesting
because of many similarities and we also asked ourselves;
how can a new methodology, like Gaia, compete with an
older one, like MAS-CommonKADS.

Another reason for choosing the Gaia methodology
was that it is developed by computer scientists like
Michael Wooldridge and Nicholas R. Jennings, who have
written a lot of papers in the area.

CommonKADS is concerned as an European
standard for developing knowledge-based systems. Hence,
we believe that the MAS-CommonKADS methodology
has good chances to be widely adopted in the software
engineering area.

Gaia, on the other hand, is the result of many years
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research. It has learnt from lack of functionalities in other
methodologies which developers around the world have
found. 

4.2 MAS-CommonKADS or Gaia?

As we just mentioned, it is very important that right
methodology is chosen at the right moment. Especially
when it is about developing multi-agent system, because
many methodologies do not cover, e.g., some interaction
relationships in the structure. This is a very central concept
in multi-agent systems.

Each of the methodologies has a model suite in
which every model has a special place in the software
development life cycle.

The Process. The Gaia methodology uses an iterative
process in each development phase, i.e., one in the analysis
phase and another one in the design phase. This may look
like some kind of waterfall development, but it shall not be
followed servile. It is possible to go from the design
phases to correct something in the analysis phase, but the
method does not say anything about it. 

In contrast to the Gaia development process the
MAS-CommonKADS uses a cyclic risk-driven approach.
As seen in Figure 2 the process consists of four phases
(review, risk, plan and monitor). The risk-driven approach
in the method comes from CommonKADS. 

The two techniques put different meanings in the
word “process”. MAS-CommonKADS includes the
concepts analysis and design in its spiral model and this
means that both the analysis and design phases are iterated
in an evolutionary way. This leads to a pitfall for Gaia
which do not have the same follow up for risks, etc. 

To conclude this part, we consider MAS-
CommonKADS as the better alternative, because of the
more explicit evolutionary and risk-driven approach. 

The models. Both methodologies offer a set of models to
be used during development. They can be considered to
represent different aspects of the system. The models
describe the agents’ computational environments, their
inter-relationships and dependencies, etc. 

There are some differences between MAS-
CommonKADS and the Gaia models. Especially when it
applies to notation and which contents are included in the
models.

MAS-CommonKADS has, for example, a separate
design model and knowledge model. These things are
included in other models in Gaia. For example, the
knowledge model is found in most of Gaia’s models. The
design model is divided into the agent-, services- and
acquaintance model in Gaia.

We have been trying to make a graphical overview of
which models responds to each other in the two

methodologies.

Figure 8. Counterparts in MAS-CommonKADS and Gaia. 

We have numbered some of the models in the MAS-
CommonKADS that we would like to explain.

1. The knowledge model describes, among other things,
the knowledge that is needed by the agents. In Gaia,
we cannot point out a separate model that describes
this, but it is found in all the models together, i.e.,
you see different properties in different models, they
are not all gathered in the same model.

2. The communication model describes the human-
agent interaction, and this has no correspondence in
the Gaia models. We consider this to be remains from
the CommonKADS era.

3. The design model is scattered over Gaia’s three
design models, i.e., agent, services and acquaintance.
The agent model in Gaia describes, among other
things, how agent types are built up of agent roles.

Sometimes a model has not a direct counterpart in the
other methodology. This often depends on MAS-
CommonKADS and its background. As we said before,
CommonKADS is to be considered as the European
standard for knowledge based systems. The MAS-
CommonKADS model suite bear traces of
CommonKADSs knowledge engineering area of
development of pure knowledge systems. This can be
compared to Gaia, that is a pure methodology for agent-
based systems.

Simplicity. MAS-CommonKADS is a very well and easy
understandable methodology. It is based on many years
experience of knowledge-based projects. This vouch for a
high quality development method.

Gaia also feels easy to understand. This depends on
that it has been specially designed for agent systems and
mainly multi-agent systems. The developer gives bigger

MAS-CommonKADS Gaia

Organization

Task

Agent

Knowledge1

Communication2

Design3

Coordination

Roles

Interaction

Agent

Services

Acquaintance



31

opportunities to make his own decisions, i.e., some things
are unnecessary to document.

Another point of view, is that MAS-CommonKADS
is more mature as a methodology. Gaia is yet not that
experienced as a methodology. The papers we have read is
not older than a year. However, we consider Gaia to be
more used for agent systems in the future, and again, we
motivate this with that Gaia is specially developed for
agent systems.

Details. We have already, when discussing the simplicity,
mentioned that we do not think that everything is needed
to be documented. It is more stimulating for the developer
if he has more opportunities to solve the problem in his
own way. This prevents a lock-in effect that can be the
effect of too detailed models. Gaia is in this aspect a lot
more formal than MAS-CommonKADS is. 

Future prospects. To have an engineering approach for
agent-oriented systems is a key factor for its introduction
to the industry. As the number of agents in industrial
systems increases there is a growing need for a
methodology.

The agent-oriented software engineering principles
are still premature and the models in MAS-
CommonKADS are subject of further development [8].
Although the CommonKADS is a relatively old
methodology the MAS extension is newly developed. As
stated above, the future work focus on improving and
adjusting the models to better suit agent-oriented
development.

In Gaia there are a couple of things that will be added
or reconfigured in the near future [10].

For example, the notion of the organizational
structure. At the moment, such structures are only
implicitly defined within Gaia - within the role and
interaction models. This will be important for a lot of
applications. Explicitly defined organizational structures
increases the overview for the system and that is valuable
for the knowledge. It will also lead to more general design
patterns for the organization, and that is also welcomed.

Gaia aims to be an new international standard for
agent development in the future. This will be helped by a
wide-scale industrial takeup. For being accepted as a new
standard, it is important to have a well-defined and
unambiguous formal semantics. We think Gaia has come a
great way on its journey towards this goal.

Also, the protocol specification in Gaia will be
extended in the future.

5 Conclusions

5.1 Introduction

The purpose with this conclusion is to reflect over what we
have described in this paper and what we have come up
with. Have this investigation led to something that can
complement today’s development of agents and the

developers choice to pick up the correct method to start
with?

This section is built up with some issues that try to
give answers to our conclusions. Finally, we give
examples of future work and how we would like to go on
with the knowledge this investigation has brought us.

5.2 What have we described?

We began this paper by giving the reader a introduction
and problem description with a proposed way of finding
the answer for some questions. We also would like to
know which differences there were between the
methodologies. A lot of questions popped up in our minds
and we just had to find the answers for them.

Section 2 gives the reader an introduction to MAS-
CommonKADS and its background, models, process, etc.

Section 3 describes the new methodology Gaia and
how you use its models to develop agent-oriented
software. It also discusses the deeper look at
organizational abstractions, which is a good complement
to Gaia.

In section 4, we have put up some areas which we
think is interesting to compare and evaluate. We also
looked at some ideas about which things will be included
or changed in future versions of the methodologies
(especially Gaia).

This section shall be seen as an overall summary with
finally conclusions.

5.3 Which conclusions have we drawn?

It has been more difficult for us to tell which one of the
methodologies we prefer than we thought it would be.
Since both of the methodologies have big advantages in
the development process of agent-based systems, we have
concluded both methods as very interesting. There is of
course considerably differences between the
methodologies but also some similarities which we have
tried to point out. 

It has been very difficult to judge which one of the
methodologies we recommend because of lack of
practicing in using the methodologies. In spite of this, we
will try to give the developer a good basis for choosing one
of the methodologies. We base our recommendation on
theoretical investigation and some own made examples. 

In section 4 we have mentioned and evaluated the
differences between the two competitors. We also
motivated some of the properties we found of value. 

MAS-CommonKADS has the advantages that it is
thoroughly gone through, because it is based on the well-
known standard of CommonKADS. The drawbacks comes
from the same statement, i.e., it has some enclosed
properties that are not appropriate for agent development.
Some properties of the method feel unnatural for agent
development. Sometimes it feels like the properties are
“forced” to fit agent-system development. An example of
this could be the Communication model, which originally
specifies the communication between knowledge systems



32

and humans. But, for MAS-CommonKADS the model’s
purpose is to specify the interaction between human and
agents.

Gaia, on the other hand, is very interesting because of
the fact that it is not based upon an already existing
methodology. The developers of Gaia have to get credit for
that they dared to develop a complete new methodology,
especially designed for agent-based systems.

In contrast to MAS-CommonKADS, Gaia only has
properties that is interesting for the agent developer. But,
this can also be seen as a drawback, because there are
some things in Gaia that maybe should be included in the
future, e.g., cooperation protocols.

We recommend that the use of Gaia is the most
interesting, but be aware of that you have to work harder in
finding examples and design patterns for solving specific
problems. MAS-CommonKADS has, however, a bigger
collection of that, which can be specially helpful for the
novice agent developer.

5.4 Future work

Firstly, we will practise both the methodologies and see if
our assumptions are correct. We have both earlier
experiences of CommonKADS, but not in the area of
agent development.

Gaia is completely new for both of us, and maybe
that is why we are extra curious about it.

Of course, we will try to follow the development of
Gaia as much as we can. Since the methodology is new,
and we think that this will be one of the leading
methodologies in the future, it will be a pleasure to watch
out for new properties.

Another interesting aspect would be to do a research
about the chances Gaia has to be adopted as a standard for
agent-based systems by the industry.
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Abstract. Trust is an important factor in achieving public
acceptance for Multi Agent Systems. We need to create
trust both for the individual products, and for the systems
in general. Another aspect of trust in multi agent systems
is the need for agents to be able to trust each other.

We present a mechanism for identifying users and
creators of agents, and suggest using these mechanisms
for solving the trust issues creating a link to the real world.

Using our mechanisms agents could negotiate
contracts knowing that, should the other part fail to honor
the contract, the persons responsible for that agents’
actions could be held responsible in the real world.

1 Introduction

1.1 Motivation

The Internet has grown rapidly in the last few years,
people and organizations are sharing vast amounts of
information over the WWW.

With cheaper, and less energy demanding processors
more and more embedded systems are now hitting the
market. Even today, less than two percent of the processors
on the planet are in traditional desktop computers.[19]
With wireless technologies such as Bluetooth different
devices can share information with each other without
even having to be physically connected.

This new infrastructure opens up for new
possibilities when creating tools to help us in our work,
and in our daily lives. We envision a future where tools
from different manufacturers communicate with each
other with little or no human supervision, and where
distributed software entities cooperate to achieve common
and individual goals.

We also expect software entities to work as proxies
for humans, performing tasks with significant effect in the
real world. These proxies could for example buy food,
plane tickets or electricity on our behalves.

However, there are still many obstacles to overcome
before this vision can become reality. 

1.2 Problem

Before the vision we have previously explained can
become reality there are a few key issues that need to be
addressed. One of these issues is trust, how can we
convince our intended users to trust these types of systems.
In order to get public acceptance, these systems need to be
as safe as or safer than todays systems. 

This means that before people will let software
agents act as proxies, and say, buy their plane tickets, they
would have to know that giving the agent the authority to
do so is at least as safe as having your local travel agency
booking the flight for you.

Another aspect of trust is that, since agents from
different manufacturers cooperate to achieve their goals
the agents need to trust each other as well. When agents
agree on performing a certain transaction they need to be
fairly sure that the other part sticks to the contract.

It is our belief that sometimes, (perhaps even most of
the time), these contracts cannot be enforced using only
software mechanisms.

1.3 Describing the context

We can’t prevent software from breaking contracts in the
virtual domain. However, if we could be sure who was
using, and who created the program that violated an
agreement, we could enforce agreements in the real world.

This problem could be solved if agents, before
agreeing on contracts with other agents, always asked for
certificates with details about the creator of the program,
and its user.

To support this we would need a trusted third party,
that created these certificates. Note that the third party
would not make any promise about the quality of any
product, or the honesty of any user or manufacturer, only
that the information in the certificate is correct.

On creating trust for multi agent systems
Mechanisms for enforcing contracts between agents
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2 Contribution

David Tennenhouse has summarized the context in which
we believe future Multi Agent Systems will operate, he
calls the systems Proactive. Tennenhouse Writes:

[...Getting Physical. Proactive systems will be
intimately connected to the world around them,
usingsensors and acutators to both monitor and
shape their physical surroundings. Research
into “getting physical” explores the pervasive
coupling of networked systems to their environ-
ments.
Getting real. Proactive computers will rou-
tinely respond to external stimuli at faster-than-
human speeds. Research in this area must
bridge the gap between control theory and com-
puter science.
Getting out. Interactive computing deliberately
places humans being in the loop. However,
shrinking time constants and sheer numbers
demand research into proactive modes of opera-
tion in which humans are above the loop...] [1]

This kind of system creates the need for new mechanisms
for control. 

If humans will be out of the loop, that is have less
direct control of how the system performs tasks for us, and
the system actually alters our physical environments, bad
things could happen even if no one had bad intentions.

We suggest bridging the gap between trust in the
software domain and trust in our real world domain, using
existing social and legal systems to force developers, and
users of Agents to act in a way that creates trustworthy
proactive systems. This has also been suggested by
Tennenhouse[1].

Further, we suggest using a third party for issuing
certificates on the authenticity of persons and
organisations. A certificate for the manufacturer is created
and every product they release is signed using the
checksum for the software. Since the agents run on
different machines they can’t see each others code.
Therefore we will need platforms that ensure that all
programs running on them are signed.

2.1 Liability and accountability

Tennenhouse and other researchers predict that in the
future we will see systems that are intimately connected to
the real world[1]. We will also see that these systems
consist of distributed software entities that collaborate to
achieve their common and individual goals.

As the systems will affect the real world more, these
systems will have to behave safely, and predictably.

When agents communicate with each other they will
offer each other different services. Say agent A offers a
certain service, if agent B would like that service, B will
have to trust that A will keep his promise. 

Techniques existing today,[18] will require that

agents follow a certain protocol for communication, but
there are no mechanism that can guarantee that the
services that an agent actually does what it tells it's
surrounding.

We suggest bridging the gap between the software
domain and the real world. By connecting users and
manufacturers to the agents, we can progagate the
contracts agreed in software into contracts in the real
world.

This way, we can propagate trust from the real world
to the software domain. This means that instead of
software trusting software, we will have people trusting
people.

We make a distinction between users and
manufacturers of agents.

Manufacturers. By associating a manufacturer with the
software they produce, they can be held accountable for
how their software performs. This would mean that
manufacturers of software can be held accountable, should
the software behave in unacceptable ways.

Unacceptable behaviour could be different things,
and it is out of the scope of this paper to define what is
acceptable, but some apparent behaviours that would be
unacceptable are; viruses and trojan horses, or programs
that claim to sell something but only transfers the money
to an account without performing the services it claimed
that it would.

Users. In some cases agents will act as proxys for users or
organisations. In some of these cases we will need a user
associated with that action. The principle is the same as for
manufacturers. The difference is that in these cases a
person or organisation obligates him self to some action in
the real world.

If an agent gets a request from another agent to sell
something and accept payment with an invoice, the selling
agent needs to be sure there is a person or organisation that
is liable to pay the invoice.

To be able to say what has been agreed upon between
to agents it is importan that you have established an
ontology between them. A language that could be used to
establish the ontology is KQML[18].

2.2 Describing the context

Since we have identified the need for tracing liability in
the real world, our goal has been to find tools for
establishing the identity of manufacturers of agents, and
users of agents.

Exactly what information, and how much
information we need to know about the identity of
organizations and users is not discussed in this paper. The
important thing to know is that the user/ organization has
been approved by a trusted third party, and that we can
find enough information from the third party, to hold
users/organizations liable in the real world.

Trusted third party. The trusted third party is an
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organization that issues certificates to organizations and
users. They always verify that the users / organizations
actually exist before issuing any certificates.

There can be transitive trust between the third parties,
meaning there can be a few ‘mother organizations’ that
trusts other parties to issue certificates. These
organizations could then trust yet more organizations to
issue certificates. 

What this means is that if company A issues
certificates, and they trust company B to issue certificates
for them. Agents that trust company A can/must also trust
company B.

Unsafe network. Communication between agents will be
performed over an untrusted network. This means that
malevolent software can be listening to the or changing the
traffic[16].It is also possible for software to pretend to be
someone else. The implications of unsafe networks is
thoroughly researched.

Untrusted peers. An agent can never be sure how another
agent to which it is sending messages will respond or
react. Please refer to the terms and definitions section for
more information regarding untrusted peers.

Proving identity. In the real-world a proof of identity is
usually tied to a physical token. Your have a picture of
yourself on your drivers licence and it would be difficult
for some-one who looked different than you to use your
identity if he stole or borrowed your drivers license. Also
most proofs of identity are difficult to copy. You cannot
just xerox your drivers licence and use the copy since it
would be easy for a police officer or a clerk to see that you
used a copy. 

In the virtual domain identities are not tied to
physical tokens. If one agent managed to steal another
agents' identity there would be no way for a third agent to
tell which of the agents we were actually receiving
messages from. Also, in the software domain, it is very
easy to make identical copies of information. You cannot
see a difference between an original certificate and a copy.

These two facts make verifying identities in the
virtual world harder than in the real world. For this reason
we suggest the use of cryptographic methods to prove
identity. The concept of using cryptography to prove
identity is further discussed in Appendix A.

When using a cryptographic identity you have three
important pieces of information;

• The certificate, tells the world who you are
• The associated public key, used by peers to validate

that you own the certificate
• The private key, used to prove ownership.

The first conclusion we draw is that private keys must be
protected. We will discuss how they can be protected
below.

Identity theft. Encryption techniques are important

because without them steeling another agents identity
would be easy. All you would need to do to steal the
identity of an agent would be to steal its certificate. This
could be done either by listening to the traffic between two
agents, or by disassembling the code of an agent.

Since the communication between agents will occur
over untrusted networks stealing certificates this way
would be easy. Also, since the agents will be distributed in
machines globally, disassembling an agent would be an
easy task.

If identity theft could be done, we would loose the
opportunity for liability and accountability that we need to
create trust for the system, and we would loose the trust
between agents, thereby making cooperative societies of
agents unlikely.

Signing the code. One solution to this problem would be
to create a cryptographic hash-value of the binary code
which an agents consists of and include this hash in the
certificate. By doing so the platform on which an agent
executes could validate that the agent presenting a
certificate has the same hash as the hash in the certificate.
The problem for someone trying to steal an identity would
be that the certificate could only be used for a program
with the same hash. If you replaced the code of the agent,
or part of the code, the hash would be different.

It has been proven to be very hard to find two
programs with the same hash [9].

This would make it impossible for this type of
identity theft as long as all agents run on the same machine
since that machine did the validation. If, however, two
agents were executing on different machines they could
not be sure that the other agents’ code actually
corresponded to the hash presented in that agents
certificate and hence not be sure if the other agents identity
was stolen or not.

Remote execution. All agents being forced to run on one
single large computer in order to validate identity would
be an unacceptable restriction for concept of agents.
However to be sure an agent is presenting an autentic
certificate we need to validates its binary code and make
sure its the only code it will be permitted to execute. We
suggest the use of special, protected, hardware to solve this
problem.

Need for new hardware. To be able to trust agents
executing on another physical or virtual machine we need
to trust the machine on which the agent is executing. We
need to be sure that machine is only executing valid,
signed code and that the agents’ code corresponds to the
hash presented in its certificate. 

We suggest that a new type of hardware is developed
in order to run agents where trust is essential. This
hardware must only allow valid signed agents to run. An
agent is considered valid if and only if the agent has a
certificate issued and signed by a third-party which the
hardware trusted and if the cryptographic hash of binary
code of which the agent consists of matched the hash
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stored in the signed certificate. The protected hardware
must also be able to store private keys in physically
secured memories such that it is unfeasible to extract or
modify the keys stored there. There are probably several
ways to fulfill these requirements, we have seen one in an
existing products today which we think could be useful for
these trusted hardware applications.

If a processor contains memory located on the actual
cpu-card it’s possible to physically make the memory
accessible to that processor only. If the processor also
contains protected implementations of various
cryptographic algorithms such as RSA the processor can
automatically sign and encrypt data using the stored key
without exposing the actual key to the unsecured outside
world. This kind of processors containing both protected
data and code (the implementation of the cryptographic
algorithm) are available today for use in, for example,
smart-cards. Leading manufacturers such as Atmel inc. are
developing faster and faster processors with these
properties and we believe this could be a way of providing
physical security to the keys stored. The security of these
processors are considered very high and they are already
used for storing sensitive information such as medical
journals and records of money transfers.

In this type of machine a minimal operating system
resident in protected memory (the same type of memory
containing the implementation of the cryptographic
algorithm) is needed. This minimal operating system
contains code used to verify that the code of the agent
executing matches the cryptographic hash stored in the
certificate for that agent and that only that part of the agent
containing the signed code is executed. When the agent
needs to prove its identity it simply instructs the processor
to do the actual part involving the private key in the same
way it would instruct the processor to do any other tasks.

It must be possible for an agent executing on another
machine to verify the security properties of a machine

executing another agent. We suggest that protected
hardware should be certified and signed in the same way
agents are signed. A machine-certifying authority would
carefully examine each piece of hardware which the
manufacturer claimed to be secure and make sure so was
the case and then issue a certificate stating the machine to
be secure for a certain period of time.

By certifying the protected hardware an agent could
verify the certificate of a machine and from that
information choose to trust or not to trust the information
agents running on that machine submit.

An agent manufacturer would distribute its agents
with corresponding private keys encrypted with the public
keys of various hardware implementations. This gives the
manufacturer the opportunity to choose on which
hardware platforms the agent is allowed to run. It also
makes it possible to distribute the agent and the encrypted
key over untrusted networks such as the Internet since it is
practically impossible to decrypt an RSA encryption with
sufficient length of keys.

A package containing the parts for distributing an
agent

If the agent manufacturer later wishes to support more
platforms they can release the agents private key encrypted
with that platforms’ public key at any time. We don’t think
this will be a problem even if there existed several hundred
types of certified hardware since an encrypted key would
typically only require a few kilobytes to store and more
and more people are connected to the Internet or have
computers with CD-ROM drives.

2.3 Description of entities and relations in our
model for accountability, and liability in
multi-agent systems

We have now identified who needs to be identified, and the
software and hardware entities needed to trace ownership.
Following is a description of the entities found so far, and
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the relationships between them.

Relationships between real world and software entities

Agent Manufacturer. Creates and distributes agents.
They have one certificate for each agent they create and all
certificates are signed by a trusted third party.

Corporate Certificate. This certificate identifies the
corporation which have manufactured the agent.

Agent. The main-player in our view. Consists of code and
data and does useful things for its owner.

Virtual Machine Certificate. The certificate for the
virtual machine, or trusted hardware.

RSA Public Key. Each certificate has one and only one
associated public key. This key is being used by agents to
identify and encrypt data to the agent owning the
certificate containing the public key.

RSA Private Key. Each public key has one and only one
private key. The private key is used by the agent owning
the public key to prove its identity. Private keys must be
stored in a physically secured place.

Virtual Machine. The machine executing agents. The
virtual machine verifies that only valid agents are given

the possibility to run.

Personal Certificate. Contains information about the
person for which the agent is working.

End user. The user for which the agent is working. Each
user has one and only one personal certificate

2.4 The authentication process

Six-way handshake. We will look at the communication
between two agents operating in a large multi-agent
system. The agent Alice wants to verify the identity of
agent Bob and send a message to him if he is representing
a specific flight booking company.

We describe the six-way handshake by explaining
what actions the two peers perform. The term six-way
handshake refers to the number of times a message is
transmitted over the network.

1. The first thing Alice does is initializing the commu-
nication by sending her machine-certificate, agent-
certificate and user-certificate to Bob. Bob will verify
the validity of the three certificates before doing
business with Alice.

2. Now Bob needs to validate the agent-certificate Alice
just sent him. The first step in this process is to look
at who signed the certificate. The certificate claims to
be signed by a third party Bob knows and trusts. He
validates the integrity of the certificate using the
signing companies public key which he knows. Now
Bob knows that the information contained in the cer-
tificate is authentic to the information which the
company he trusts signed and hence he trusts the
information in the certificate. The certificate contains
a public key. By definition the owner of the corre-
sponding private key is the owner of the certificate,
so Bob must make sure Alice (or whoever is pretend-
ing to be Alice) actually owns the private key.
Bob generates some random bytes which he encrypts
with the public-key he just obtained. He then trans-
mits these encrypted bytes back to Alice. It is impor-
tant that Bob can generate random bytes that are hard
to guess. There are several algorithms for generating
pseudo-random numbers and a combination of such
an algorithm with a good random seed would be
enough to make it infeasible to guess the random
data.

3. Alice receives some encrypted bytes from Bob which
she expects since she knows that he must make cer-
tain that she is whoever she claims to be. She uses her
private key to decrypt the bytes and sends them back
to Bob.

4. Bob notices that Alice has sent him back some infor-
mation and he validates so that the data he received
from her is identical to the random bytes he previ-

Agent Manufacturer

Agent Corporate Certificate

Trusted Hardware Certificate RSA Public Key

RSA Private Key

RSA Public KeyPersonal Certificate

End User

Trusted Hardware
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ously generated. If the data does not match he stops
since this is a proof that Alice does not have the
matching private key to the public key he has, and
hence Alice is not the owner of the certificate.
Theoretically Bob can never be absolutely certain so
is the case but the probability of Alice guessing the
right reply  times is so if he repeats this 16
times there is only one chance in about 65 thousand
and after 32 times only one in 4 billions. For practical
reasons Bob may choose to transmit one large packet
of information to Alice instead if several few; this
has the same effect but generates less network traffic.
Bob has now accepted that Alice is the true owner of
her agent-certificate but he must make sure she
works for the person she claims to be. Bob repeats
the two main steps of certificate validation for
Alice’s user-certificate and finds it to be correct and
that Alice is in fact the true owner of it. It may not
always be necessary to validate the user-certificate of
the other part since not all agents and applications
have users associated with them.

Bob is now sure Alice is who she claims to be and that she
is working for the user she claims to be working for, but
Alice does not know anything about Bob's identity. If it
would turn out that Bob is not who he claims to be or if he
turns out to be another agent than Alice had expected she
has still not reviled any secret information to him.

5. Alice receives the agent-certificate and user-certifi-
cate from Bob.

6. Alice generates random data and transmits it to Bob.

7. Bob proves his identity by encrypting the bytes and
sending them back to Alice. Since Bob is who he
claims to be and also is the true owner of that identity
Alice chooses to send Bob a message ordering two
flight-tickets to Miami.

Alice cannot just send Bob a plain-text message over the
untrusted network since she has no guarantee that the
message will arrive intact to Bob. Someone could change
the information she sent, since they are talking over an
untrusted network[16]. Instead Alice uses the public key
Bob has sent her previously to encrypt the message.
Encrypting the message with Bob’s key is not enough
since it might be a possibility for someone on the network
to make the message arrive twice to Bob which is not her
intent.

To make sure the message is only accepted once she
adds a message-number (1) first to the message knowing
that Bob only will accept message once (This form of

attack is known as the replay attack [17]).

A six way handshake

2.5 An example

To explain how the certificates can help bridging the gap
between the virtual, and real world domain we will give
you an example scenario of how things could work:

1. Bob is planning on traveling from A to B, and writes
the task in his calendar. The calendar delegates the
task of buying a plane ticket to an agent called Trave-
lAgent.

2. TravelAgent contacts an agent called SASAgent,
owned by SAS, that offers to sell plane tickets from
A to B at the time specified by Bob.

3. Travel agent suggests a flight for Bob, and asks for
confirmation about booking it. Bob thinks booking
this flight seems like a good idea, so he tells Trave-
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lAgent to go ahead and book the flight.

4. The TravelAgent contacts SASAgent again to buy
tickets for the flight.

5. SAS sends the tickets to Bob via mail together with
an invoice. They send it together with information
about what agent served as a proxy, and who has cre-
ated it.

Why can Bob and SAS trust the system to act as their
proxies in this case? Because, should anything go wrong
they would know who to blame.

Let’s say the TravelAgent booked different tickets
than it said it would, then it would be a legal matter
between Bob and the company behind TravelAgent. This
would be the same procedure that would occur had Bob
had contact with the TravelAgent company over the
phone.

Let’s say SAS claims never to have agreed on selling
the tickets, then they have a conflict with Icon Medialab,
since Bob’s TravelAgent can prove the agents had agreed
on a contract.[internal reference]

We can see that our mechanisms never prevent any of
the involved parties from dishonoring their agreements,
but we can always hold the party breaking the agreement
liable.

Contracts. Below is a representation of the contracts in
the real world, and the software domain.

The contracts in the real world, and the software
domain.

A contract between Picosoft and Bob, has been created
when Bob agreed to install the Agent that Picosoft has
produced. 

The contract is an agreement between Picosoft and
Bob, where Picosoft has promised Bob that their agent will
behave a certain way.

The contract between Icon and SAS says that the
agent created by Icon, to acts according to a certain
specification.

The contract between Bob and SAS is created at the
software domain level when TravelAgent buys tickets

from SASAgent. This contract is then propagated into the
real world.

3 Conclusion

We have proposed principles for creating trust in multi
agent systems by propagating accountability and liability
from the software domain to the real world. We have
discussed how associating the manufacturers with the
agents they produce, and by associating users with agents
that act as proxies for them, we can create trust for the
system, from a user point of view, and create trust within
the system from an agent point of view.

Trust between agents is essential for multi-agent
systems, since agents need to be able to trust other agents
when delegating tasks. To associate manufacturers and
users with agents, we suggest using certificates issued by a
trusted third party. The certificates would not tell anything
about the nature of the agents, but guarantee that the
creator and user of the agents can be identified.

We also described the technical context in which we
believe the principles could be used. The agents will be
communicating in an unsafe network where someone
could be listening to the traffic, or pretend to be someone
else. 

Because of the unsafe network, we found that we
needed signatures to prove that the certificate was issued
for the agent using it. Since the agents will be
communicating in a distributed environment, and a
signature is only useful when one can view the code it is
written for, the agents need to be run on protected
hardware that guarantees that the signature is correct.
Using protected hardware that stores the private part of the
agents certificates the keys can safely be distributed
encoded with the public part of the hardware’s key.

We have also suggested an authentication process
consisting of six steps to share certificates proving
identity, and verifying the authenticity of the certificates.

4 Terms and definitions

Agent. A piece of autonomous software capable of
making some decisions on its own, normally aiming to
reach some goal. If a flight-booking agent were instructed
to buy flight tickets to Miami (the goal) it could take the
decision of asking different companies how much such a
ticket would cost, compare the results, and finally order
the tickets from some company.

Code. The binary representation of instructions which can
be executed by a processor or a virtual machine
(interpreter). The code is the only part of a software which
can be executed and it contains all the logic of the
software.

Contract. An agreement between two or more parties, not
necessarily physical artifact.

SASAgent

contract

TravelAgent

PicoSoft IconSASBob

contract

contract

contract
Real World

Software domain
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Entity. An abstract, arbitrary, piece of software. 

Instructions. Instructions which, when properly encoded,
instructs a processor or virtual machine to perform a
specific, typically low-level, operation such adding or
comparing two numbers.

Untrusted Network. A communication channel
connecting two or more machines. Data transmitted over
an untrusted network may be altered either accidently, by a
transmission error, or intensionally by someone
controlling the network resources. There is no way of
telling who sent a data packet on the network, if the data in
the packet has been altered by the network and there is no
guarantee that the data package only reaches the recipient
but may reach others as well. When sending data over an
untrusted network you can never be sure the data packet
reaches its final recipient at all.

Untrusted Peer. In this paper a piece of software which
you can send messages (over an untrusted network) to but
you do not know or control how that piece of software will
respond to your messages or what it will do with the
information you transmit to it.

Manufacturer. The manufacturer or creator of a product
such as an agent.

User. A person using something such as an agent.

5 Appendix A: Introduction to cryp-
tographic algorithms and terms

This appendix aims to give the reader a short introduction
to the cryptographic methods and algorithms needed to
securely verify the identity of an agent.

5.1 One-way hash functions

A hash algorithm is an algorithm  that operates on an
arbitrary-length message M. It returns a hash of fixed
length.

Many functions have this property but for the function to
be a one-way hash function it must also:

• Given M, be infeasible to find a message  such
that  and  [9]

• Given , be infeasible to compute  such that
 [9]

There are several algorithms which have these properties
the most widely known are SHA [8], MD4 ([5] and [6])
and its successor MD5 [7].

5.2 Public-Key Algorithms

The concept of public-key algorithms is that a key is
divided into two parts, a public part and a private part and
it is infeasible to generate one of the parts from the other
[13]. Many different algorithms have been suggested for
public-key usage but few are used because most
algorithms are either considered insecure, too slow or
unpractical for other reasons. Today mainly three
algorithms are used; RSA, ElGamal and Rabin. [13]

All three algorithms are slow, RSA is about 1000
times slower than DES [10]. Due to this fact most crypto
systems only use the public-key algorithms for
handshaking, that is verifying the identities of the parties
and transferring a key for some other crypto-system,
before they switch to a one-key-only algorithm.

The most widely used algorithm for public-key
cryptography is RSA and we will not discuss the other
algorithms in detail in paper.

5.3 RSA

The security in RSA can be conjectured to the difficulty of
factoring large numbers. For a complete mathematical
proof of this please see [12] and the references there. It is
also possible to do a bute-force attack against the RSA
algorithm but this has been proven more difficult than
factoring the large numbers [14]. The difficulty of
factoring large numbers is discussed in [15].

A RSA key is generated by computing two large
prime numbers, and , preferably of equal length.

 (Large) Prime numbers

Now choose the encryption key  randomly but such that
 and  are relatively prime, that is have no

common factors except 1. Finally use the extended
Euclidean algorithm to compute the decryption key d:

From these definitions follows that d and n are relatively
prime. Now safely discard p and q such that they can never
be revealed. The public part of the key, e and n, can now
be published and the private part, d, must be kept secret.
The RSA algorithm is further discussed in [2], [3] and
[10].
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5.4 Using RSA to encrypt data such that only the
owner of the private key can decrypt it

 = message in plaintext
 = message in chifertext (encrypted)

To decrypt the message compute:

The sender of the message needs just to know e but not d
and can hence not decrypt messages, just encrypt them.

5.5 Digital signatures:

A digital signature can be seen as a seal of authenticity.
The concept of digital signatures is that only the owner of
a specific key can sign a piece of information but any-one
with the corresponding public key can verify the 
authenticity of the signature [11].

To sign some arbitrary data . using a one-way hash
function and a RSA private key1

1. Using the one-way hash function compute 
for the data.

2. Encrypt with the private key: 
3. Distribute  with the data

To verify a signature for arbitrary data  using a one-way
hash function  and a RSA public key:

1. Using the one-way hash function compute
for the data.

2. Decrypt the hash: 
3. If  then the document has been signed using

the private key corresponding to (e and n ’

5.6 Certificates:

A certificate is saliently an arbitrary piece of data D and a
digital signature E signing the data. The format of D can
be any as long as the sender and receiver both understands
it but for simplicity a format defined in the international
standard X.509 [4] is used. We assume that the certificate
data D at least contains a public key and some information
to indicate the owner of the certificate. Since there are
international standards which define the exact content we
find it beyond the scope of this paper to further discuss that
aspect.

5.7 Future work

We would like to see more research and information on
trusted platforms. Are there other techniques for creating
such platforms than the one we have found, and if so what
are the advantages and disadvantages of those? It would be
interesting to see how fast and how physically small such
protected hardware could be and if the costs for making
the hardware secure could be so small that essentially all
agent implementations could use them.

We would also like to see further investigations on
the organizations needed to support the certification
process of agents, users and hardware. Perhaps there
already exists a useful organizational infrastructure for
building these certification chains and, if so, would they be
willing to issue certificates for this purpose?

Another important issue regarding certificates would
be the format of the same. Are the X.509 format the most
useful for agent-certifying purposes or would it be
beneficial for the agent community if a new, custom-made,
format were developed.

Another important aspect on trust for multi-agent
systems is if the existing laws and regulations governs the
effective use of digitally signed agreements. Are digitally
signed contracts as usable as traditionally signed contracts
in the real world?

Standards and standardized protocols for agents and
agent communication is another area which we believe is
important and where work is need. Since the use of
certificates and signatures requires a common format for
interpreting the data stored in them it is of most
importance that standards emerge to make sure proprietary
pseudo-standards are not the only effective alternative for
secure, trusted multi-agent systems.
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Abstract. This paper´s purpose is to do a description and
a contribution in the area of multiagent systems in online
gaming. As the market of computer games today don’t use
the advantages of multiagent systems we felt that there
might be a need for a description of how to introduce
multiagent systems into computer games. This might have
some consequences on the computer games in the future.
The games will surely get more complex, smarter and
probably larger. The question is in what way.

Keywords. Multiagent systems, online gaming,
architectural model, genetic agents.

1 Introduction

1.1 Background

There are a lot of games today that use the usual Artificial
Intelligence (AI) thinking, and perhaps some use real
autonomous agents (AA) but none of these games are
actually use a multi-agent system/society (MAS). AI
thinking could simply be defined as smart functions, such
as the shortest path finder function in 2D and 3D
environments or when move is asked by the computer in a
chess game. An AA is a program that gathers information
from an universal outer world, calculates these inputs and
processes some outputs to this outer world. The advantage
with an AA is that it can survive by itself independently.
Agents in a MAS work together. They gather output from
other agents and draw their own conclusions as answers to
other agents. These kind of agents are rarely found in
games developed today.

The games of today haven’t really reached the border
of MAS yet. The games that are seen on the market do
only advance to simple AA. These agents are visualized as
roll playing characters (RPC) in real time strategy games
(RTS), such as Starcraft and Red Alert and in first person
shooter games (FPS) like Quake2 and Quake3. In Red

Alert could this AA appear as a tank or a foot soldier. This
agent could then be set into different behaviors, such as
guard and attack. When danger threats our soldier, the
agent will then move our soldier starting to shoot, doing its
job. It could though frequently happen that a soldier is
fighting for his life, while a bit further away an other
soldier is standing, not noticing the situation his friend is
having. In this kind of situation, you would want the
second soldier to help the first one. The same kind of
scenario is easily found in the latest Quake team games,
when you are firing at a member of the opponent team and
you two are left all alone. 

In other games like roll playing games (RPG) there
exist a universal world like in the RPG games Ultima
Online and Asheron’s Call. In this awfully large piece of
multi player environment, the player is supposed to run
around fighting monsters and other players increasing their
fighting skills etc. This world consists of several cities
which are inhabited by non playing characters (NPC),
acting as assistants in drugstores etc. None of these NPCs
are really walking around acting as real players, fighting
along helping you out in needs etc. This kind of RPG
games make it quite boring and you could soon feel lonely
incase no more than a few players are playing it.

In many games today does an RPC/NPC work solely
without any interaction with other RPCs/NPCs.
Sometimes is this very disturbing and creates a feeling at
the player that the game isn’t really complete. MAS from
our point of view is a lot more interesting thing to look at
when thinking about making games of the game types
listed above (RTS, FPS and RPG).

1.2 Problem description

The problem we are trying to solve is to make a
architecture of a system that involves MAS in online
gaming and the problems modelling it. The architecture
should more or less fulfill the requirements for all the
bottlenecks such as bandwidth, computation of 1000s of
agents and more (see section Bottlenecks) that it could
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have. 
This major problem involves questions like “How do

we distribute the computation of these 1000s of agents and
still manage the playability with them?”, “How do we
lower our bandwidth needs to our clients and still being
able to play fast?”, “Which protocol is the best for this
kind of network systems?” etc. These questions are pretty
hard to answer and they depend on our architectural
solution, which we will introduce to you in a while.

Later we will introduce something we won’t involve
in our architectural model, which is something we chose to
talk about because it sounded so cool and interesting in
this area, which is about genetic programming on MAS
agents. We will talk about possibilities of making our
MAS agents; born, reproduce and mutate genetically. This
would allow our agents to live as we consider humans do.
They would walk around acting more or less like a normal
player, doing their in programmed activities depending on
their own unique personalities. We believe that this feature
would lift a games’ popularity from the ground up sky
high.

1.3 Problem approach

We all have been gamers at least once in our lifetime.
Some of us went on studying software developing, getting
a larger view on how computer games get implemented
and what kind of ideas that are possible for being fulfilled
working on a computer game. Now we are aiming on
working as computer game developers on our free time
looking for ideas that are new and could be popular for
players around the world. For that we chose to look at
games that are quite popular today, but still having gaps
for further implementation. We are also quite familiar with
the newest games on the market and know what they are
capable of. The games that we were looking at earlier,
such as Red Alert, Quake2, Quake3, Ultima Online and
Asheron’s Call don’t use MAS, but they instead use either
AAs as RPCs (Red Alert, Quake2 and Quake3) or
knowledge-based AIs as NPCs (Ultima Online and
Asheron’s Call). Although they don’t use MAS, we would
surely encourage their developers to update.

In the future we assume that the AI part of computer
games will turn more intelligent than it is today. We think
that MAS is worth looking into right now as it is an
inevitable step in this evolution.

1.4 Outline

The fact computer games get more complicated by time,
and take a lot of time developing shouldn’t change in the
future. This way developers realize smarter solutions add
these into their games. The games of today won’t be
enough in the future. Their AI is going to differ far in the
future from what they got now.

As we introduced the possibility of letting an agent to
act as a usual player cooperating with other agents
intelligently is probably an idea in online gaming that we
think should be really popular some day.

2 Multiagent systems

To understand what a multiagent system is you must first
understand the principles of what an agent is. The word
agent can have many meanings but in this paper we will
use it to describe what is known as a software agent.

What is an agent then? Well, there exists almost as
many definitions as there exists agent scientists. We think
of an agent as a software entity/object/module that takes
input from it́ s environment and produces output to change
the environment. In our case the agent itself is a part of the
environment. The difference between an agent and a pure
object is that the agent may act by itself and doesn’t need
to wait for the user to trig it.

In many cases the agents work as single units that
doesn’t talk or interact with other agents. These type of
autonomous agents aren’t the target for this paper. Instead
we are concentrating on the case when you have multiple
agents that are going to interact with each other. These
systems are called multiagent systems (MAS).

At the same time as the introduction of MAS makes
it possible to build very flexible systems it often increase
the complexity of the system. These factors must be
weighted against each other and a trade-off is necessary.

One thing that is certain though is that MAS is a very
interesting way to address software engineering.

2.1 What is MAS?

MAS is a software system that uses agents to achieve
different behaviors and abilities. MAS consists of some
basic parts. The construction of these parts may differ
greatly but the concept of them exists in the picture of
MAS that we are trying to show here.

First of all the agent itself. The agent must be able to
move around in the MAS. This because MAS is a
distributed system that can be spread over a great number
of systems or machines. The agent must also have the
ability to interact and communicate with other agents.
Which is one of the meanings with MAS. Another purpose
with the agent is to try to act rationally. Which means that
it should try to do best thing in any given situation. This
isn’t all true because in the case off making computer
games the human player must have a reasonable chance to
win and to conquer the agents. This might be difficult if
one develop an agent to always do the best thing.

Second comes the environment. The environment has
some basic characteristics [1].

• The environment contains communication protocols
for the agents to use when they interact.

• The environment is a open system and has no
restricted design that limits the MAS.

• The environment is build to contain agents which
interact and cooperate with each other.

Third and last the MAS includes the concept of agent
communication. The purpose of agent communication is
that you might divide a task in smaller tasks and then solve
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them. This makes it possible to address more complex
problems by dividing them into a greater number of less
complex problems. Also the distributed approach makes it
possible to distribute the environment on a great number of
machines which will be shown to be useful in the case off
on-line gaming. 

2.2 What is MAS good for?

The two most obvious arguments for using MAS is as
mentioned before the ability to divide and conquer
problems and the ability to distribute a complex system.

What do we need this for then? Well, as we can se the
concept network has grown rapidly the past years. The
best example is Internet with it´s enormous amount of
users. We are quite convinced that this isn’t just a trend
that will disappear in a couple of years. This means that
more and more electronic equipments will be connected to
Internet as well as there will be a need for more complex
services on the net. Parallel to this the gaming industry
most move along and make their games more complex and
more suited for the net.

A possible solution to this is the use of MAS when
developing computer games. The MAS concept makes it
possible to build computer games that reaches a new level
of gaming experience.

The increasing bandwidth on Internet and the
increasing interest makes it possible to build very complex
and large gaming systems that uses MAS. For example
picture a world existing on the net that consists of agents
that cooperate and interact with each other. By distribute
the world and the agents you can simulate a very large
world that the player can interact with and change in
different ways. The games today uses in many cases the
concept of agents. But in a very primitive manner. Often
the agents doesn’t cooperate that much and often their
ability to act on their own according to the environment
are very limited.

The conclusion is that MAS might indeed have a
great future in on-line gaming.

2.3 Why MAS and not something else?

Why don’t just use an ordinary distributed system then.
We know that they work and we have a much better
understanding how to build them.

Those things are obvious arguments for not using
MAS. What are the arguments for using MAS then?

With MAS you are able to build avery flexible
system. Because the agents act by them selves and are in a
sense independent you can easily add or subtract agents
without any changes to the system. The new agent will
directly be fully integrated with the system and add it´s
functionality to the system without any problems.

The possibility too build very general agents makes
the agents reusable. This is maybe not an argument for
agents. This possibility exists with objects too.

Both these arguments contributes to the economic
value of agents. If you are able to build systems with high

flexibility and high maintainability it will affect the money
needed to maintain and upgrade the system. This is not the
least important characteristics of an system.

As we will see later in this paper the ability to make
genetic agents can be a very interesting ability. With
genetic multiagent systems we might be able to achieve
behavior otherwise almost impossible to simulate. This is
tight connected to the fact that complex agent systems can
be very hard to predict. This can be an advantage as well
as an disadvantage. Once again we will be able to develop
behavior that could have been nearly impossible
otherwise.

So when developing an on-line game MAS is an
option but maybe not necessary.

3 Model

In this chapter we are addressing the main purpose of this
paper, the MAS model for computer games. The goal is to
show a model that can be used for developing future
computer games. The ground breaking about this model is
the way that it uses multiple agents to create super games.
By using the academic view on agents we hope to be able
to create a new generation of computer games.

The model can be used to achieve flexibility and
transparency between agents and humans in the game.
This is achieved by the architecture solutions between
servers and clients. Also, the architecture solution to
divide the world on many servers makes it possible to
build very large worlds. 

The background to this report is a belief in the
computer industry and the importance of computer games.
The people behind it have played computer games for
several years and have a clear view on how they want
some of the future games to look like. At the same time we
want the model to be flexible and not to limit the
creativeness of the developer.

3.1 Gameplay entity

A gameplay entity is a "thing" in the environment that
describes how its looks like, what impulses it takes and
how it reacts on them.

3.2 Environment

Whichever game you are creating the main common factor
is that it takes place in some kind of "world". In our modell
we descibe this as the environment of the game. This is the
place where everything happens and all gameplay entities
are contained. Its very important to set strict rules for how
the environment is supposed to work and how gameplay
entities may act and react. If these rules are not set from
the beginning, there will be agent exploiting these rules.
The rules may be anything from physical fuctions and
bounderies, ie how strong the gravity are or how fast an
entity should move. It can also be rules on how the entities
may be used, ie what kind of impulses an entity can take
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and how it react to it.

Figure 1: Environment transparency and agent properties.

3.3 Server/client

Everyone who likes to take part of the game must in some
way connect to a server. To get a view over the
environment of the game the environment of the server
must, in some way, be mirrored on the client, but the
somebody must have the ultimate responsibility of the
environment. In out model we solved this problem throu
looking at every participant, client and servers, as equal.
So you could realy say that everyone is a server but some
of them has resposibility for gameplay entities. The
responibility lies in, for example collition detection and
other physical functions.

3.4 Agents - logic and representation

It’s important to make a strict difference between the
agents representational properties and it’s logic. The
properties may be changed by the server resposible for it,
for example when the agent get shot and takes damage, but
the logic is allways the same and is based on the it’s

properties and the environment surrounding the agent.

Figure 2:The agent

3.5 Agent communication broker

In a agent populated game its important that agents
communicate with each other, making a joint decisions
and take advantage of being many. We have solved this
problem by introducing a Agent communication broker
service. This service use the environment to look up which
other agents are nearby and pass on the original request to
them. It could also handle advertisments, where an agent
an advertise a skill och a need in a sort of messageboard.
The communication between agents can use som form om
script language such as KQML. Because of that agent
must have the ability to communicate with players too, the
script language have to be able to be translated to ordinary
english (or swedish).

Figure 3: The broker and agent relationship. An agent
creates a communication link to other agents through a
communication broker.

3.6 Overlapping environments

When creating huge gaming worlds one server may not be
enough to handle all participants. One way to solve this is
to splitt the world in smaller parts (one on each server) and
then make servers neighbours to each other, holding the
closest entities on the neighbouring servers mirrored. This
is needed to make the moving between servers as seemless
as possible. When a player is to move from one server to
another the players entity is mirrored on the neighbouring
server and when leaving the server responsibility "zone"
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the resposibility for the entity is just moved to the other
server. One problem with this is that the clients connection
to the server have to be moved from one server to another,
this is solved by introducing a gamerouter. The client
connect to the gamerouter and it decides which server to
connect to. When the client then passes from one "zone" to
another all the server has to do is to notify the gamerouter
of the clients movement and the gamerouter can make a
new connection to the new server and the client seemlessly
"floats" over the boarder.

Figure 4: The overlapped servers and a player´s line of
sight.

3.7 Implementing this model

When first reading about this model it may seem that a
gigantic task to implement, but the common thoughts
when developing this model was that is should be as
flexible and expandable as possible. You could start at a
low scale, just using the basic components and implement
each of the special features only when it's needed. If the
thoughts about making games of this model follows throu
the hole project new features should be very easy to add.
Finally, if more of the games today used our model, they
should have no difficulty adding a multiagent philosophy.

3.8 Agent specific

Ethics. Agents used in this gaming world should follow
some important ethical rules. They shouldn’t be created for
any cheating, such as adding attributes separating the
agent from the rest of his kind. The agents should also be
doing something useful in the game, they supposed to
behave having goals and purposes the time they are living.
There shouldn’t exist agents that are only idling and
gathering hardware resources. Unethical gameplaying can
be annoying for playing and hard to administrate in the
long run, and should be prevented for the game’s sake.

Communication. The communication between the servers
and their own agents should go fast, since they run on the
same computer. The communication protocol involves
reduced data transfer of unimported information. This way

we will reduce our bandwidth needs and will be able to
have a communication between two agents living on
separate servers go relatively fast. 

Logics. Every agent may share or have its own kind of
logics. The logics includes a database which store the
information that an agent know from its creation. This
database may extend later on while an agent is
experiencing new people and new personalities. An agent
should also be able to learn from other agents when they
are meeting. A translator should be possible for creating a
communication link between agent of different databases.
This way agents that derive from different places in the
world could help each other attacking other stronger
agents. Each agent may have different missions, such as
acting as a leader gathering their tribes attacking another
or just walking from one place to another.

Instances, same logics. Agent instances get created while
the game gets started. Two agents may have the same
logics while being created as two different instances. This
way you only need to change the logics when you want to
change a behavior of a whole agent-kind.

Flexibility. An agent-kind may be composed of different
representations and logics, which allow many kinds of
agent-kinds. This way you may have different kinds of
civilizations in your world.

3.9 Conclusions

As conclusion to this chapter we wants to present some of
the good things and some of the bad things about this
model. By knowing it’s qualities it should be an easy task
to understand if the model suits ones specific game.

As mentioned before one of the good things about the
model is that it makes it possible to simulate large worlds
that are flexible. The world will be divided on many
servers but the player won’t see the gap between the
different parts of the world. The world will be shown as
one big world. This quality has it’s limitations though. The
servers will be arranged in clusters but at some point there
must be some areas with gap between them in the world.
This problem is solved by letting the shift between these
areas go through some artifact like an elevator or
something. Which means that the player won’t see or feel
the effect of the gap.

The complexity of the game will rise. Which means
that the player won’t be able to learn how the agents think
and react. So as a contrary to the games today the games
will last longer and be full of surprises and situations that
no one could predict. 

As usual the cost for fancy features is performance. If
you are going to build a large world you will also need a
great number of resources to put in this world. This can be
a problem. To run a great number of agents you need much
computational power. Also you will be needing software
resources as pictures and logics for different agents. A
solution is of course reuse of components. This can make
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it a bit easier but at the same time make the environment
more static. The computational problem is solved by
dividing the world into smaller parts. This will make the
pressure on the server less.

As the model is supposed to be used in real-time
gaming the communication between server and client and
between server and server are critical for the outcome of
the game. By dividing the agents into two parts, one logic
part and one representation part, we can minimize the
amount of data needed to be transported between the
servers and the clients.

The other communication way is between the
servers. Communication between the servers will take
place when updating the transparency layer or when an
agent is moving between two servers. The most critical
part here will be the transparency update which will take
place constantly. However, because the minimal need of
any other communication this problem will be
manageable.

Even though the model can be used to build most
computer games it is surely concentrating on complex
online games. Many games haven’t got the need for a great
number of agents, not even a single agent. This can be seen
as something negative for the model. We aren’t concerned
about this though. We knew which games we wanted to
concentrate on and therefore we didn’t try to make a model
that would suit every kind of game.

This model should be handled as a guidance when
developing games using the concept of MAS. Even though
it is a full model containing all the necessary parts it could
be changed and transformed to suit a more specific case.
With this in mind we are positive that the future computer
games built on MAS technology will be breathtaking.

4 Genetic multiagent systems

To take the introduction of MAS in computer games to the
next level we now want to introduce genetic multiagent
systems. With this we hope to make the computer games in
the future become even better. We will present a detailed
description off what we mean with genetic MAS and how
to use it in a real application. This description includes a
brief introduction to the concept off genetic algorithms.
The study off genetic algorithms has a central place in the
concept of genetic MAS. 

In this case “agent” means an object in the virtually
modeled world. This agent can be of any kind. It interacts
with the world in some manner and has some functionality
that is a part of the game.

4.1 Genetic algorithms

In the same manner as the genetic algorithm develop
themselves while searching the graph for the maximum
value or at least for the local maximum the agents in the
genetic MAS develop themselves to search for a better
skill combination or a better way to behave.

A genetic algorithm works with a population of

algorithms which have different genes. The genes is often
used to decide how the algorithm output will look like.
The algorithms output are not equally good. This is the
initial state. Then one lets the algorithms go thought a
number of generations. For each generation there is a
number of actions that can happen to the algorithms. 

• Some of the best algorithm are selected to the next
generations directly.

• Some algorithms are mated with some other algo-
rithm. A crossover takes place. The genes of the par-
ents will be inherited down to the child.

• Some algorithms are mutated and will hopefully
become some kind of wolverine. Well, maybe not.
The genes will be changed which will change the
output of the algorithm.

This was a short description of genetic algorithms. It is not
essential to be an expert on genetic algorithms to
understand the genetic MAS but it can be helpful to know
the basics.

4.2 Genetic agents

One of the criteria for the genetic MAS to work is that the
agents are very flexible. In a ordinary MAS the agents
might be programmed once and during execution the
agents wońt change their behavior. This won´t work with
genetic MAS. Instead the agents must have the capability
to change during execution. The agents must be able to
“die”, be removed and new agents will join the system
continuously.

The cycle of the genetic system includes a number of
steps. In this paper this cycle can be thought at as some
kind of human generation cycle. Of course it´s not
necessary to think of the cycle as a human generation but
we think it can make the understanding of our thoughts a
bit easier. We will from here on call the cycle for a
generation. For each generation there will occur a number
of actions amongst the agents. The actions that can take
place during a generation shift is following:

• An agent can be removed because of age. The agents
in our system have an age and will die when they get
to old. This is of course optional. Who knows what
creatures that will join the game. Maybe some agents
woń t have the ability to die because of age.

• Agents may be born. The agents is a offspring from
two other agents and will therefore inherit their abili-
ties in some manner.

• A mutation may occur. The abilities of a new born
agent will be changed in a random way. This is a very
important part in making the game unpredictable.

During the period of a generation there will be other cycles
that will update the agents. This cycle can be compared
with a game-loop. This cycle will be the same to all agents,
not as the generation-loop that differs depending on the
creation of new agents. The changes that will be made to
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the agent in this loop will be based on the events that the
agents has taken a roll in. For example if an agent has been
in a fight or made a long jump in the last iteration of the
game-loop the agent might have become a more skilled
fighter or maybe gain some increased strength. This is the
loop where to check if the agent is killed. A killed agent
will be removed just like an agent that has become to old.

Figure 5: The loops of the genetic MAS

4.3 Testing the agents

The balance in the increase of abilities in the game-loop is
very critical of making a good game. It can be very
difficult to test the enveloping of agents for many
generations. This because there is a random factor
involved. The problem is that if the game isn’t balanced
the agents might be very good and advanced or very bad
and primitive in just a short period. The goal is that the
generation shift makes the game flexible and unpredictable
and the game world a stabile place to play in.

This is not an easy task to achieve. Our method of
testing this will concentrate on testing that the agents
woń t become to good or to bad rather than testing that the
world behaves exactly as you want it to.

Start by taking an agent that is representative for the
system. Lets call this agent A. Now you simulate the worst
case for A. In this case it might be that A is killed instantly
after being born. Now analyses the situation and it´s effect
on the game. You realize quite soon that the death of A
woń t affect the game at all. Maybe this wasn’t the worst
case then. Try this scenario. A stays alive until he is able to
reproduce himself. While living, A hasn’t improved any of
his skills. What about his offspring? Well, according to the
offspring rule that the new born will inherit some of the
parents skills the worst case is if the new agent doesn’t
inherit enough skills to function at all. Now we have
encountered a problem. There is a chance of creating an
agent that doesn’t function in the world. This specific
problem is easily solved by adding some basic skills that
every agent must have no matter what happens. This also
eliminates the problem of mutating an agent into an agent
that doesn’t function.

The worst case after this modification is an agent
with just the basic skills. His parents had only the basic
skills and so forth. This won´t be a problem because the

agent will function. Adding to this might be to calculate
the chance of this to happen. Then it´s easy to see if it is a
problem. Say that you’ve got the probability P that an
agent A (where A being the worst agent) is created. Then P
shouldn’t be to big. If P is 1/2 at the start then your world
will soon be populated with agents with no ordinary skills.
The mutation will of course take care of some agents but
the meaning is that during the agents lifetime it will
develop some skills that isn’t just the basic skills. So we
doesn’t want the mutating to have to much power.

Now we have taking care of the worst situation and
have come to the best situation. In this case we won´t
focus on the developing of skills. Instead we are forced to
focus on the death of agents and the degradation of skills.
All we need to know concerning the development of skills
is that it́ s possible to develop skills and to become more
skillful.

The problem we are addressing is that some agents
might be to skillful and then the balance of the game might
be destroyed. To find the best case we once again picture
us a representative agent A. We now try to calculate the
longest time A can be alive. If A is a model of a human
being it might have a max lifetime of 110 years. Now we
can calculate the absolute best way for A to live his 110
years to achieve the best values in the best skills in the
game. A shouldn’t with these values be to good for the
game. If that is the case the different values in for example
skill-learning must be changed. When this is done we
might want to calculate the possibilities for this best case
to happen. If the possibility is to high the values must be
changed. As in the scenario with the worst case.

The purpose for this method is to see that the agents
is inside the boundaries of the game and not abnormally
good or bad. Therefore this method only addresses the
worst and the best case and not all the cases in between.
For further game play testing and balancing the cases in-
between must be addressed.

4.4 How does it work?

We will here present an example of a minor genetic MAS
in the form of a RPG or a similar game.

The game world consists of a great number of towns.
We will concentrate on the two towns, T1and T2. Both T1
and T2 has two citizens each, C11, C12, C21 and C22. C11

the generation loop,
starts when the 
agent is born and
end when it dies

the game-loop,
in this loop the
agent́s skills is
updates according
to it´s actions
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and C12 lives in T1 while C21 and C22 lives in T2. 

Figure 6: The cities T1 and T2 with the citizens
C11, C12 and C21, C22.

The citizens has a number of abilities. At the initial state
all the citizens has the same abilities. The citizens just live
and tries to fulfill their needs. C11, C12, C21 and C22 has
at the moment just the need of waling around in the town,
so that is what they are doing. One day T1 is being
attacked by some enemies from a nearby town. Suddenly
the needs for C11 and C12 is changed. They now has the
need of defending the town. C11 and C12 are lucky and
wins the war. C11 became better at fighting, C11´s skill-
level in fight was increased and C12 became better at
jumping because C12 made some great jumps at the war.
While this is happening in T1 nothing is happening in T2
so C21 and C22 is just walking around without anything
special to do.

As time goes by the agents are getting older and C12
and C22 creates an offspring, C13. C13 now inherits the
ability to fight from C11 and the ability to jump good from
C12. C13 becomes good at both fighting and jumping. C21
and C22 also creates an offspring, C23. C23 inherits just
the basic skills that an valid agent should have.

Figure 7: The offsprings of C11/C12 and C21/C22

Picture this scenario take place in a world with thousands
of agents and with much more skills and needs. The result
is a very dynamic and exciting game world.

5 Bottlenecks

Introducing agents in games is not just a walk in the park.
There's many bottlenecks you must watch out for or you
get into serious problems. Some of these are general for
on-line/multiplayer games, but introducing thousands of
agents isn't going to make things easier.

5.1 Communication

Real-time communication is one of the general problems
in on-line/multiplayer games. A lot of data have to be sent
from the server to the clients. The internet today is full of
clients using both broadband and old modems, and both of
them must be able to play the game. There's different
factors to have in mind when thinking about
communication, such as throughput, packetloss and lag.
But it all ends up in sending as little data as possible.
When introducing agents you can minimize data sent using
our agent mirroring technique (see Agent mirroring). But
with the increasing number of entities in the game
environments, you have to weigh environment complexity
and the number of players against each other to fit both
modem and broadband players.

5.2 Distribution

When creating a huge online world it sets huge
requirements on the system. Big worlds is nearly always
impossible to run on one machine (there is exceptions) and
thousands of agents makes things even harder. This is why
we have chosen to look at distributes solutions. These aim
to spread CPU work and network load on many machines
and letting agents roam between them, but just occupy one
at the time. The problem with distributed systems is that
it's hard to make transparent to the user. It should be as
simple as possible to play the game and the player should
not have to bother about witch server he is on. It should
also be simple to introduce new clients to the system, that
is new client software using the same game framework. In
our model (see Model) we solved this problem making the
distribution transparent using gamerouters that connects
the client to the right server. This makes the distribution
completly transparent to the player (or agent) in the game,
making it unnecessary to think about what server to play
on.

Distribution can make the system more vulnerable to
"bad" agents. These can be made to destroy, cheat or just
bring the server down. Making strict rules of which agent
that are allowed in the system is necessary to avoid agents
like this. Using digitally signed agent could be a solution
to such problem. When using our Overlapping
environment technique (see Model, Overlapping
environments) the system is hidden behind the
gamerouters making it harder to attack the core of the
system. The built-in security of the operating system can
have significant value when deciding what platform to use.

T1 T2

C11 C12 C21 C22

T1 T2

C11 C12 C13 C21 C22 C23

C13 will inherit the
skills of C11 and C12,
fighting and jumping

C23 will just
inherit the 
basic skills
from its
parents
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5.3 Designing a agent based game

Games that allow ongoing gamedesign over it’s lifetime
are extremely difficult to maintain. That is why it’s very
important that there’s a design plan already at the start of
the development. It’s even harder when designing a huge
online world with thousands of agents that has to fit in.

5.4 Agent interaction

How the agents are supposed to act and react to the world
is of outermost importance when designing the game [4].
Rules for interaction should be written as early as possible
in the design phase. Using the agent communication
broker (see Model, Agent communication broker) will
enable agent to communicate both with other agents and
with the game’s environment.

5.5 Agent/player interaction

It’s important to think about how the agents and the player
are supposed to communicate with each other. Its possible
to use ordinary language but controlling agents from some
sort of GUI is also possible (as used in starcraft etc.).
Using some kind of script language can ease things up.
The script can both be used for agent-agent
communication and agent-human, using some sort of
script<->english translation.

5.6 Agent needs and behavior

What needs the agent should have and what the agents
should do is a important factor of the game. How an agent
works with its surroundings and interact with it could be
the factor that makes the game fun to play. Making agents
humanlike is another big challenge. The agents should be
as humanlike as possible or else the player may find out
it’s an agent and take advantage of that. In most of the
games today, the computer controlled players are very
easy to predict, is this the case in a huge online game the
game may feel monotonous and that´s a factor for not
continuing to play the game.

6 Realtime vs. turnbased

There are mainly two types of games today, the games
with realtime requirements and the ones that are played
turn by turn like in chess. The requirements for these two
kinds of games differs hugely and now we're going to take
a look at how agents perform in both environments.

6.1 Turnbased

Games where players make one "move" at the time are
common in the game market today (call to power, ufo -
enemy unknown etc.), but you may think they don't fit for
online games. You don't want to sit and wait for 1000
players to make their move before its your turn again. But

there are variants that could make great online games.
Look at the way the fight are performed in for example
final fantasy. Each player has an energy meter, slowly
increasing until it reaches it's maximum. When the meter
hits max the player may perform a "move". With a game
like this you could have many players playing the game at
the same time without problems. The decisive role for
agents in such games is that they always have time to make
their next decision. The average number of changes in the
environment can easily calculated using the following
formula:

x = the number of players in the environment.
y = average number of "moves" per second.
x*y = average number of expected changes in the
environment per second.

This leads to that the agent can make more complex
decisions, maybe in a strategic way in a online strategy
game.

6.2 Realtime

Most of todays online/multiplayer games is realtime
based. The players act and you can directly see how their
move has affected the environment. The most popular
realtime genre today is FPS (first person shooter) games,
like quake, unreal, ultima online etc. These type of games
sets very different requirements on the agents than in the
turnbased case. The agents doesn't have that long time to
"think" out his next move and the actions becomes more or
less impulsive. So, without any kind of overlaying
intelligence the agent may feel very spartan. Problems like
these can be solved either by making the calculations in a
different thread/process or making decisions over a longer
time period in the game (often controlled by some sort of
Ticks from the game engine, triggered in a almost constant
rate).

Realtime games also set high network
communication requirements, because of all updates and
actions that have to be distributed to all interested parts,
such as clients or other servers. Network communication
can suffer from different kind of other problems like
packetloss, bad ping and these may affect the client view
of the world. We earlier mentioned the Agent mirroring
technique that can help in situations like this. In the agents
case the idea is that they should live in some sort of a
server-landscape where there factors are minimized.

Realtime games can also have psychological effect
on gaming, i.e. the agents must have the ability to respond
to an impulse in a certain time. If it can't, the player will
soon notice that it's an agent and the illusion is destroyed.

7 Player/agent transparency

Getting a player the ultimate gaming experience, the game
must be waterproof. You shouldn't notice talking to an
agent, playing in your party. This is one of the most
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difficult parts to achieve, because it’s nearly impossible to
imitate human behavior [3]. Depending on what kind of
game you want to create, there are different factors playing
in and we have tried to gather the most common ones;

7.1 Speech

The agent should be able to communicate with other
players in the game in some other intelligent way. This
needs some kind of speech understanding and translation
[1].

In our architectural model (see above) we told you
some about the agent communication broker. This is used
as a tool for facilitating the communication between the
agents themselves and the agents and human players. Here
we use some kind of a scripting language allowing the
agents to communicate, but this can also be translated to
English so that the human players also understand it. This
will lead to a transparency between the agents and other
human players.

7.2 Action

To experience an agent as human, it should more or less
act like one. It should do whatever a human player would
do.

Many games of today have possibilities to play with
computer controlled players, so called bots. They aren’t
supposed to play as good as they can, but instead they
should play as other human players do. If you made these
bots for playing as skillfully as possible, then they would
always aim their best shots and use the most effective
weapons. These bots aren’t always desirable for players
who aren’t playing as skillfully as they do. Players less
skillful would only get furious and wouldn’t use these bots
again.

7.3 Needs

What really controls an agent is its needs. To get as
humanlike agent as possible, you should in some way
imitate a human players needs. Since there are a lot of
different kinds of human players, some like to just running
around shooting, while other like to solve difficult
problems. Agents should be created using these kinds of
personalities. For every agent personality you could
change their needs, showing the human variety.

8 Agent mirroring

Network communication is a one of the biggest problems
when dealing with realtime games. Each update of a
gameplay entity have to be distributed to each interested
participant. Then there could be clients viewing the entity
or others servers (by overlapping environments). It can
seem unnecesary to distribute all data knowing that only
half of it may be important for the receiver. With our
Agent Mirroring you can solve this problem. The agent

should know best what is going on and how it’s going to
act and in this way it may filter out just the important parts
of the update, knowing the receiver will have use for it.
This leads to a lower freqency of updates than when not
using agent mirroring because the receiver can emulate the
agent between updates. The mirrored agent knows the
same things about its environments as the real agent, but it
not updated as often. As an example you can imagine a
pendulum (the game entity) hanging in the ceiling of a
room dangling back and forth in a periodical way. The
only data sent to the mirror could be information about the
speed in the starting point (as a vector) and the mirror
could emulate the pendulum exactly (given that the
physical environment is properly implemented). There
also is problems when the network connection to the
receiver is very lagged (huge roundtriptime) and has a big
number of packetlosses. But because of the mirrored
agents knowing what the agents next move is going to be
is this less of a problem with agent mirroring. The games
of today try to predict the gameplay entity’s movement in a
linear way, based on the entity’s last movement, but with
agents you could do this prediction in a more logical way,
knowing how the entity should move. This can even be
that the agent mirror acts as if it’s the real one, just that it
corrects itself after each update.

In agent mirroring its important to know who is
responsible for the agent. Because of the data is
(hopefully) the same on both sides, you could at any time
leave the responsibility to the other part. So it could carry
on with the agent’s calculations (used in overlapping
environments).

An interesting note is that you could have a parallel
machine to your primary server just running mirrored
agents, and when your primary server goes down, your
mirrored agents gets the responsibility for the execution
and carry on the work.

9 How does MAS affect the gameplay 
and the player?

Obviously all this will affect the gameplay and also the
player. The gameplay of a game is very important. It
should be easy to understand the meaning of the game and
still should it be possible to make complex games.

It´s the player who in the end plays the game. So it´s
the player that should find the game fun and challenging to
play. If this isn’t achieved then it´s no use to make
computer games or any other games.

9.1 The gameplay

One of the features with introducing MAS into computer
games is that it becomes much more difficult for the player
to learn how the computer “thinks”. In many computer
games today you can quite easily find a strategy that will
defeat the computer in any case. For example in Red Alert,
a popular strategy game, you soon realize that the
computer always acts in one of a couple different ways.
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This means that you can find a strategy that works quite
well against any computer. Also you will never be
surprised when playing.

Another important aspect is, as mentioned before,
that it́ s possible to make games where the player won´t
see the different between an agent and another human
player. This makes a multiplayer game less dependent of
many human players. When you say multiplayer game
today you mean a game with many human players. Maybe
this restriction wońt be used in the future.

The size of the worlds that the game takes place in
can differ much from game to game. It´s often used as an
argument for being a good game though. The ability to
divide the world into many smaller worlds that interact
with each other in a way that makes them look like one
world will make it possible to simulate much bigger
worlds. Bigger worlds both concerning area and the
worlds ability to interact with the player.

The question is then if a bigger world makes the
game better. We are quite sure that many games will be
better if they have bigger worlds. For example everybody
that have ever played a RPG understand that some of the
fascination lies in the exploration of a big world which
contains many adventures and surprises. At the same time
as the world grows bigger the number of players grows.
This can also be good for the gameplay. This will probably
be most true concerning RTS and RPG, which certainly are
the best kind of games (this might not be the opinion of
everyone though, strangely). This kind of games will
become better if you are able to simulate bigger wars and
larger battles between a greater number of players.

New possibilities opens up when introducing the
MAS into computer games. The ability to cooperate with
agents to solve different task can be added. You might
want to search the world for agents that is suits your
mission. You might need one agent that can talk Swedish
for instance. Schools for learning different skills and
forges to develop new weapons is just some examples of
gameplay entities that could be added.

9.2 The player

At the same time as the game grows more complex it
becomes harder for the player to understand it and learn
it´s behavior. This can by all means be a good quality for
the game (see model/conclusion) but at the same time one
must not make the game to hard to understand. It must be
quite easy to start play. Then the complexity can rise
during the game. Another view at the matter is that the
interface between the player and the agents or the
environment might be more logic and on a higher level.
This can affect the player in a positive way. If the player
can easily talk to the citizens of a city he can also easily
and without any complex commands get the information
that he wants.

The flexibility of the agents opens up a new
interaction between the player and the agents. One can
easily imagine a script language that makes it possible for
the player to defining and developing some part of the

logics of his agent/agents. A game like that can really test
a players ability to play the game. The term strategy-game
can be used in a more realistic manner when it truly is the
players minds that depends the behavior and strategy of
the agents.

10 Conclusions

10.1 Goals addressed

We have been talking about several things in this essay;
described how MAS is basically working and we have also
described having a genetic solution for MAS. Using MAS
in online gaming has also been described, explaining the
advantages in gaming with boots who are far more
intelligent than what they are today. Playing a game using
MAS in it, makes the game player think that he is more a
part of a world than being a part of an obvious game.

Telling about all the bottleneck what may exist in
these kind of systems made it clear that developing such
systems are quite difficult and need good understanding
[2]. The size of these systems may get really big, which
means that more work should be on creating, gathering
and later on updating all the resources so the world
wouldn’t look too dull after a while of playing. Usually it’s
more fun being able to walk around in a world that’s
changing in colors and appearance than seeming like to be
i.e. climbing exactly the same mountain over and over
again.

Trying to make a suitable architectural model of what
we have been talking about in this essay, we focused on all
the bottlenecks. This model of ours should support these,
but it can still have some gaps. We had some troubles of
deciding how we could split our large piece of world on
several servers, and still being safe from any delays and
mirroring problems between these. They could come up
when a player is walking from one server to another.
Although this model mustn’t be absolutely perfect it’s just
supposed to give a hint of what we are trying to say.

10.2 Problems solved

There are a few problems that we managed to solve during
this essay. First of all we created a model which divides a
world into several sub worlds and we came up with some
possible solutions for this. Still no guarantee for this to
work flawlessly. MAS is also something we have gone
deeper into explaining, hopefully deep enough to make
some sense in all these technical definitions, but also deep
enough to show that there exist possible solutions for this
very interesting problem.

10.3 Discussion and future work

The games of the future are looking quite good in our eyes.
They will be more intelligent and more thought-through
than what they are today. The developers today think more
about how their 3D engines are working, the more features
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the more money they make. Hopefully in the future they
will think a bit further than these shallow ideas of games,
but also if they are playable or not. In case they want to
make something playable and enjoyable, then we will
surely recommend them to use MAS. MAS could be
further implemented with i.e. genetic programming. This
way the agents get a little more interesting, because of
their unique logics. If this kind of future in game
developing is possible, then we will make our gamers
happier than what they are today.
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Abstract. This paper provides introductions to several
elements that provide the first steps towards the Semantic
Web, as envisoned by the World Wide Web founding father
Tim Berners-Lee. We present overviews over important
standards and research projects in this area. Our special
touch is the angle towards Multi-agent systems and their
usefullness as spiders in the Semantic Web. An
introduction to XML and XML namespaces is included
because of their function as a foundation for the metadata
in the Semantic Web. RDF and RDF Schemas are the
basics of describing resources on the Web and OIL
introduces more advanced features that agents are able to
take advantage of. We also mention some existing
applications created to explore the future of the Web.

1 Introduction

What is the Semantic Web, how is it constructed, and how
can we use it? What is the relation to multiagent systems?
These aresome of the questions that we hope to give a
better picture of with this paper. 

So what is the Semantic Web? The Semantic Web
can be seen as a layered structure where we on the lowest
layer have the data and some syntax about the metadata.
This layer shall readable for a machine. In this layer we
can have RDF. On top of this layer we have the schema
layer where the definition of the vocabulary is done. This
can be accomplished by the use of RDF schema. The third
layer we have in this example of a layered structure of the
semantic web we will have OIL that is a ontology
inference language this is used for semantics and
reasoning support.

Can we associate any of these technologies that the
Semantic Web uses to multiagents? The use of a
knowledge markup language to share information between
agent that might travel around in our webspace. The things
that we are going to look at in this paper is multiagent
systems what is it that is needed for agents to be part of a
multiagent system. In that area we also start looking at
how agents communicate. As we take up the

communication we also will see that one of the key issues
when agents communicate is the ontology they use so we
are going to take a look at this also. After that we have
looked at multiagents we start looking on different
technologies that has evolved from the evolution of the
semantic web. The first thing is XML, that is a markup
language which is more powerful than HTML. And XML
is also the ground that RDF stands on. RDF stands for
Resource Description Framework and this will also be
described. As described in the beginning we also have
RDF Schemas; these will also be covered. 

Then we have the third layer where we had OIL that
also will be covered in this paper. OIL is a language for
describing ontologies. 

2 Multiagent Systems

In this section we will give some background info about
multiagent systems an what defines a multiagent system.

2.1 Introduction to Multiagents

An agent can operate in some environment where it will
gather the information and solve the problem it was
designed to solve. But if we want to extend the use of
agents and add more agents to the environment how could
we make it possible to exchange information between
different agents. We are going to describe some of the
techniques that is commonly used. We will describe the
ways agents can share information, and also how to
distribute tasks. But we start with the characteristics of the
Multiagent Environments.

2.2 Multiagent Environment Characterististics.

A multiagent environment provides an infrastructure that
is specifying what protocol for interaction between agents
in the environment and also communication. Another
characteristic is that the environment is open and there is
no centralized designer. The agents in this environments
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are autonomous and distributed. They can either be
cooperative or just do their own tasks.[1] 

2.3 Communication between Agents

When we now have the characteristics for Multiagent
Environments we also need to know some of basics about
them. So we are going to start with the communications
between agents. An agent is an active object that can
perceive, reason, and act. And there is also some
assumptions about that it has the ability to operate on it’s
own knowledge. If an agent is to be part of a multiagent
system it also has to have the ability to communicate.
There must be some sort of a co-ordination in a multiagent
system for the agents to be able to coordinate their effort to
solve problem that they are faced with. There exist
different way of doing this and the two main approaches is
cooperation and competition. We will return to the
different co-ordination schemes later. But next we shall
describe the protocols that makes it possible to get some
co-ordination.[1]

2.4 Speech acts

When we as humans speak to each other the thing we say
can have different meanings. The analyzing of human
communication is speech act. Speech act views the human
language as actions. A speech act has three components.
First there is the locution which is actual utterance,
illocution is the meaning, that was intended by the speaker,
and perlocution the resulting action from the locution. So
if we take an example. Mary who want a shirt says to Bob.
“I’m cold”. Bob goes and turns the heat up a bit. In this
example we see that there is room for misunderstandings.
But when it comes to agents there shall not be any
confusion about the illocution of a locution. So to be more
precisely the speech act theory uses a term performative to
describe what the goal of the locution is. Request, tell, and
ask are performatives to indicate the intention. These
performatives are used in different protocols to specify
what a agent mean by its message. KQML is a protocol
that uses performatives. 

2.5 KQML

KQML stands for Knowledge Query and Manipulation
Language. This is a protocol for the agents to share

information between each other. 

The KQML-performative is one of the speech act
performatives we have. Where :language is the language
which the message is sent in and :ontology is the
vocabulary that is used in the message. :content is the
message we want to send. These are the main parts of a
KQML message. KQML assumes that the message
passing is asynchronous. So to know to what message the
agent answered to. KQML uses :reply-with and :in-reply-
to. If we take an example message it might look like this. 

In this example we use the language KIF which is a formal
syntax for representing knowledge. KIF will be described
in the next section. We also have an ontology that
describes attributes and relationships in our world of
agents. In our example we use the Block-world where a
block of some size is represented by the predicate Block.
Then the content of the message makes some sense.
Stating that block A is on top of block B. We are not
restricted to only use KIF as language, we can also other
languages such as SQL or LISP. KQML support both
asynchronous and synchronous communication. It also has
the ability to use KQML as a language to send “nested”
messages. To allow KQML to work the agents that sends
and receives messages must understand the ontology and
language used to communicate. [1]

2.6 KIF ( Knowledge Interchange Format )

No we have a protocol for agents to communicate through.

(KQML-per-
formative

:sender <word>

:receiver <word>

:language <word>

:ontology <word>

:content <word>

...)

(tell

:sender myAgent

:receiver yourAgent

:language KIF

:ontology Block-world

:content (AND (Block 
A) (Block B) 

(On A B))

)
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But how are we going to represent the world where the
agents live in? We could have used any natural language
but that might have led to that different agents interpret
this different. The use of logic has proven to be another
approach to this problem. As a effect of this KIF has been
created as a logic language. It has also been proposed to be
used as a standard. KIF is a prefix version of first order
calculus, but it also supports nonmonotonic reasoning and
definitions. KIF provides for the expression of simple data.
To take an example:

(links 123 Semantic Web http://
www.ontoknowledge.com) (Equation 1)

What happens here is that we assign some values to a
database. The database name is links, and the following is
the id, name, and location. If we want to describe more
complicated information, we can do this like this. In the
example we state that one chip is larger than the other:

(> (*width chip1) (length chip1))(* ( width chip2) ( 
length chip2))) (Equation 2)

KIF also includes the logic operators to help us encode
logic information, such as negation, disjunction, rules, and
quantified formulas. KIF also provides ability to encode
knowledge about knowledge, this can be done by using
quote and comma. Example:

( interested joe ‘(links , ?x, ?y, ?z)) (Equation 3)

This example tells that agent joe is interested in receiving
the instances of these triplets about links. The core of KIF
can be seen as similar to first-order logic. So now we have
a language for the agents to speak with each other. Next up
we describe what a ontology is.

2.7 Ontology

An ontology is the way we represent the real world to an
agent, in form of objects, concepts, and relationships. The
concepts in an ontology can be represented in first-order
logic. In the example on KQML we used a Block-world. If
we use this world again. And make a statement like this:

∀ x (Block x) ⇒ (PhysicalObject x) (Equation 4)

A ontology is not just the taxonomy of classes it is also the
relation between the classes. A ontology is the way an
agent has some knowledge about it’s world. We will now
move on to different approaches of describing ontologies. 

3 Extensible Markup Language
(XML)

3.1 Introduction

The Extensible Markup Language (XML) [10] is a format

for storing data in an easy way. “Easy” in this context
means easy to create XML documents, easy to write an
XML parser and easy to use on the Internet.

XML is syntactically a subset of SGML, the Standard
Generalized Markup Language. Compared to SGML,
XML was designed to be minimalistic.

Those who are used to HTML code will undoubtedly
recognize several similarities between XML and HTML.
The current XML standard is version 1.0.

3.2 Structure of XML documents

An XML document that follows the constraints of the
XML specification is called well-formed.

Each XML document optionally starts with an XML
declaration. The version number is always included if the
XML declaration is present. Other possible information in
the XML declaration is information about character
encoding and whether the document is stand-alone or not.
A typical XML declaration is as simple as this:

<?xml version=”1.0”?>

A comment may be placed almost anywhere in an XML
document after the XML declaration:

<!-- My first XML document -->

The next part of the well-formed XML document is a
document type declaration. This contains either a
reference to a separate document containing external
markup declarations, a list of local markup declarations,
or both. A collection of markup declarations is called a
document type definition (DTD) and is discussed in the
next section of this document. A simple document type
declaration can look like this:

<!DOCTYPE greeting SYSTEM “hello.dtd”>

The last part of the XML document is a root element. An
element is either empty, or contains start-tag, content and
end-tag. The following is an element of the “greeting”
type with the content “Hello, world!”.

<greeting>Hello, world!</greeting>

Start-tags may contain attributes describing properties of
the element, for example:

<paragraph align=”justify” indent=”0.75cm”>

End-tags simply repeat the element type name with an
initial slash character:

</paragraph>

An empty element can be written in two different, but
equally valid, ways:

<img src=”hippo.jpg” />

<img src=”hippo.jpg”></img>

The possible content of an element include character data,
other elements and comments.

3.3 Document Type Definitions (DTDs)

A document type definition (DTD) contains markup
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declarations for element types, attribute lists, entities and
notations. The latter two declarations are not described
here.

An element type declaration specifies the element
name and possible contents. It has always the following
form:

<!ELEMENT name contents>

Examples of element type declarations:

<!ELEMENT br EMPTY>

<!ELEMENT p (#PCDATA|emph)* >

<!ELEMENT container ANY>

Attribute list declarations specify the possible attributes in
the start-tag for an element. An attribute list declaration
looks like this:

<!ATTLIST element
name1 type1 default_value1
name2 type2 default_value2
...
>

Examples of attribute list declarations:

<!ATTLIST termdef
id      ID      #REQUIRED
name    CDATA   #IMPLIED>

<!ATTLIST list
type    (bullets|ordered|glossary) “ordered”>

<!ATTLIST form
method CDATA   #FIXED “POST”>

4 Namespaces in XML

4.1 Introduction

One of the basic requirements for the Resource
Description Framework (RDF) described later is the
support for XML namespaces [11].

Compound XML documents contain XML elements
and attributes (called “markup vocabulary” below) used
by different software modules. When mixing XML data
from different sources there is always the possibility of
name collisions. Parts of a markup could have a different
meaning in different parts of a compound document. 

The solution is to create universal names out of the
names used in different parts of the document. The XML
namespaces specification describe a mechanism to handle
this.

4.2 Using XML namespaces

An XML namespace is identified by a URI reference [12].
Namespaces have to be declared before they are used. A
namespace declaration uses a special group of attribute
names with either “xmlns” or “xmlns:” as a prefix. The
name used for namespace is not important, it is simply a
reference to the URI.

The example below declares a namespace that is

called “edi” for the element of type “x” and its contents:

<edi:product xmlns:edi=”http://ecommerce.org/
schema”>
<edi:price units=”Euro”>42</edi:price>
</product>

We can also select and use a default namespace,
representing exactly the same information:

<product xmlns=”http://ecommerce.org/schema”>
<price units=”Euro”>42</price>
</product>

Namespaces can not only be applied to element types, but
also to attribute names. In the example below the
“lineItem” element type as an attribute “taxClass” defined
in the “edi” namespace:

<x xmlns:edi=”http://ecommerce.org/schema”>
<lineItem edi:taxClass="exempt”>Baby food
</lineItem>
</x>

Two namespaces with exactly the same URIs are
considered equal. Two namespaces can have equal markup
vocabularies but different URIs. 

5 Resource Description Framework
(RDF)

5.1 Introduction

The purpose of Resource Description Framework (RDF)
[13] is to provide a standard for information about
resources. The information is any kind of metadata and the
resources may, for example, be Web pages.

One important aspect of the metadata in RDF is that
it must be machine-understandable. This allows for the
automatic processing of Web resources and can act as the
foundation for the Semantic Web.

The current RDF specification uses the Extensible
Markup Language (XML) as data format for interchange
of information. We refer to this combination as RDF/XML
and use it throughout this text. It would be possible store
data in another format but no such format is defined.

An important property of RDF is that RDF itself is
independent of any particular domain it is used to describe
resources for.

RDF is extended by a class system similar to what is
found in object-oriented programming. This is described
later in the section RDF Schemas.

5.2 Basic RDF

The basic RDF model is independent of syntax and
consists of three object types:

• Resources
• Properties
• Statements

These can be modeled graphically with entity-relationship
diagrams, or described formally with RDF/XML. Data in
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RDF/XML uses an XML namespace identified with the
URI “http://www.w3.org/1999/02/22-rdf-syntax-ns#”. The
element type “RDF” is used as a container of other data in
RDF/XML format:

<rdf:RDF xmlns:rdf=”http://www.w3.org/1999/02/22-
rdf-syntax-ns#”>
...
</rdf:RDF>

5.3 Resources

The identifier for a resource is a Uniform Resource
Identifier (URI) [12]. A URI can identify anything. Web
addresses are familiar URIs:

http://www.2good.nu/test.html

To specify a part of a resource an anchor id is appended to
the URI with a hash sign, ‘#’, as separator. The anchor id is
a document-specific identifier:

http://www.2good.nu/test.html#section2

In RDF/XML a resource is typically referenced from the
“about” attribute for the “Description” element type:

<rdf:Description about=”http://www.w3.org/Home/
Lassila”>
...
</rdf:Description>

5.4 Properties

A property is some information about a resource.
Properties are defined by RDF schemas and use a
namespace related to the schema. Property elements reside
inside “Description” elements:

<rdf:Description about=”http://www.w3.org/Home/
Lassila”>
<Creator xmlns="http://description.org/schema/”>
Ora Lassila</Creator>
</rdf:Description>

5.5 Statements

A statement is a combination of the following three parts
with their functions:

• A specific resource as the subject
• A named property as the predicate
• The value of the named property as the object

The object can be another resource identified by a URI, or
some other data.

5.6 Containers

RDF defines three types of containers for resources or
literals:

• Bag, an unordered list
• Sequence, an ordered list
• Alternative, a list that represents alternatives for a

property value

The bag and sequence containers are allowed to contain
duplicates.

The element type “li” is used for list items in the
RDF containers.

A simple list with some Web sites as resources could
look like this:

<rdf:Bag>
<rdf:li resource=”http://www.ipd.hk-r.se” />
<rdf:li resource=”http://www.2good.nu” />
<rdf:li resource=”http://fredda.2good.nu” />
</rdf:Bag>

5.7 Statements about statements

It is also possible to make statements about statements.
These are refered to as higher-order statements.
This is accomplished by representing a statement as a
resource but is not further discussed here.

6 RDF Schemas

6.1 Introduction

The RDF Schema Specification [14] is work in progress
and not an established standard.

The purpose of the RDF Schema is a mechanism to
declare properties and define relationships between
properties and other resources.

The namespace for RDF Schemas is identified by the
URI reference “http://www.w3.org/2000/01/rdf-schema#”
and uses the prefix “rdfs” here.

6.2 Classes and Properties

RDF Schemas are very much like classes and attributes in
an object-oriented programming language. One important
difference is that instead of defining a class with a list of
properties, each property is defined in term of what classes
it applies to. The benefit of this approach is that anyone
can say anything they want about existing resources.

Inheritance is specified with the property
“rdfs:subClassOf”. It is also possible to create sub-
properties with the property “rdfs:subPropertyOf”.

There are a few core classes that are part of the RDF
Schema vocabulary:

• rdfs:Resource, anything described by RDF is a
resource

• rdf:Property, everything that is an RDF property
• rdfs:Class is a type or category

There are also a number of core properties for resources,
the most important are:

• rdf:type indicates that the resource is an instance of a
certain class.

• rdf:subClassOf specifies a parent class when the
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resource. This only applies to resources that are class
declarations, not instances.

• rdf:subPropertyOf is used to specify that a property is
a specialization of another property 

6.3 Constraints

It is possible to create information about constraints for
resources. An RDF Schema can for example specify that
only certain values are valid for some property.

This is done by setting the properties rdf:range or
rdf:domain for the constrained resource.

7 OIL

In this section we will give an overview of OIL. OIL
stands for Ontology Interference Language. The language
has been designed so that it:

1. provides the modeling primitives commonly used in
frame-based and Description Logic oriented Ontolo-
gies.

2. has a simple, clean and well defined first-order
semantics.

3. includes automated reasoning support, (e.g., class
consistency and subsumption checking ) can be pro-
vided. The FaCt system[2], a Description Logic rea-
soner developed at the University of Manchester, can
be used to this.[3][4]

And how has this been made, that is what we are going to
take up next.

7.1 The OIL language

When we shall describe a Ontology in OIL we must split
our ontology into three different layers:

• First we have the object level where concrete
instances of an ontology are described. But at the
moment this part is not in the scope of OIL.

• The first meta level, here the actual ontological defi-
nitions are provided. Here we define the terminology
that may be instantiated at the object level. This is the
main concern of OIL. It is a means for describing
structured vocabulary with well-defined semantics.

• The second meta level is concerned of describing the
futures of such an ontology. These futures comes
from the Dublin Core Meta data Element Set stan-
dard. This is a standard for representing meta-data,
about resources. It consists of 15 meta-data elements
( Title, Creator, Subject, Description, Publisher, Con-
tributor, Data, Type, Format, Identifier, Source, Lan-
guage, Relation, Coverage, and Rights).

OIL is only concerned with the first and the second meta
level. The first meta level is also known as ontology
definition and the second as ontology container.[5] We will

start by looking at the ontology container and later on we
will look at the backbone of OIL which is the ontology
definition.

7.2 Ontology Container

As said before the ontology container is based on the
Dublin Core standards. The components that make up
these features are optional and repeatable in Dublin Core,
in OIL some elements are required or have a predefined
value. We can also have specialized elements, these are
redefined with a qualifier. An OIL ontology consists of the
following elements: 

• title This is the name of the ontology and must be
described at least one time.

• creator One or more identifiers that tell us who cre-
ate this ontology.

• subject Keywords or classification code describing
the subject of the ontology. This element can be left
blank.

• description Natural language text describing the
content of the ontology. On this element there is a
special description element required, which has the
release qualifier, that gives a version number to the
ontology.

• publisher The entity that is responsible for making
the resource available. Can also be left blank.

• date The date the ontology was created.
• type The nature of the resource. The required word

here is “ontology”.
• format In what format the resource is in, recom-

mended as a value of MIME type of the resource.
• identifier Where the ontology is located with the use

of an URI.
• source An optional value from where the ontology

was derived. Often references to plain text descrip-
tions of the domain that the ontology is based on.

• language The language of the ontology. One field is
already required and predefined and that is OIL.
Other elements can contain the language of the
resource.

• relation A list of other OIL ontologies that this ontol-
ogy is dependent of. Ontologies that are imported in
the definition section has to be listed with a hasPart
qualifier.

• rights Information about rights in and over the ontol-
ogy.

This is the elements of an ontology container next we will
go into the definitions of the ontology.[6]

7.3 Ontology Definitions

Here we look at the other part of the ontology, the
definitions that also can be seen as the core of an ontology.
We will now describe these fields:

• import A optional element that references to other
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OIL modules that are to be included in this ontology. 
• class and slot definitions The classes and slots we

use in our ontology. We will start by describing a
class-def.

A class-def associates a class name with a description of
the class. A class-def like all other OIL element also has
different part that has to be described. These are:

• type Which type the definition is, it can be either
primitive or defined, we don’t give any value here it
will default to primitive.

• name The name of the class.
• documentation A string that describes the class.
• subclass-of A list of zero or more class-expressions.

We will describe the structure of this later. Defines of
which classes this is a subclass of.

• slot-constraints The slot-constraints that has an
effect on this class. The structure of the slot-con-
straints will also be covered later on.

A class-expression can be the name of a class, s slot-
constraint, or a boolean expression of classes with AND,
OR, or NOT.

A slot-constraint is a list of restrictions that is
applied to a slot. A slot is a binary relation that means that
its instances are pairs of individuals, when a slot-constraint
is the class definition, and it’s instances is the individuals
that comply to these constraints. The slot-constraint
consist of these elements ( components ):

• name The name of the slot as a string. The slot don’t
have to be defined in the ontology. If it is not defined
it is assumed to be a relation without any relations so
any individuals can be an instance of the slot.

• has-value A list of class-expressions. Every instance
of the class defined by the slot-constraints must be
related, via the slot relation, to an instance of each
class expression in the list. 

• value-type A list of class-expressions. If an instance
of the class defined by the slot-constraint is via the
slot relation to some individual x, then x must be an
instance of each class-expression in the list.

• max-cardinality A non-negative integer followed by
a class-expression. An instance of the class defined
by the slot constraint can be related to at most the
specified number of distinct instances of the class-
expression via the slot relation.

• min-cardinality Follows the same scheme that max-
cardinality with the exception that it must at lest
have the specified number of instances.

A slot definition associates a slot name with a slot
definition. A slot definition specifies global constraints
that apply to the slot relation. A slot definition can consist
of these elements:

• name The name of the specified slot.
• documentation Some word describing the slot-def.

• subslot-of A list of one or more slots. The slot that is
been defined here must be a sub-slot of each of the
lots in the list.

• domain A list of one or more class-expressions. If a
pair ( x , y) is an instance of the slot relation, then x
must be an instance of each class-expression in the
list.

• range A list of one or more class-expressions. If a
pair ( x , y) is an instance of the slot relation, then y
must be an instance of each class-expression in the
list.

• inverse The name of a slot SLOT that is the inverse
of the slot that we are about to define. If a pair ( x , y)
is an instance of the slot SLOT, then ( y, x ) must be a
instance of the slot being defined.

• properties A list of one or more properties of the
slot. Valid properties are: transitive and symmetric.

Next we will show a example ontology that is written in
OIL.[6] 

7.4 OIL Example

In this section we just show a example of an ontology that
is in OIL. It is describing animals in Africa.[6]

ontology-container
title “African animals”
creator “Ian Horrocks”
subject “animal, food, vegetarians”
description “A didactic example ontology
describing
African animals”
description.release “1.01”
publisher “I. Horrocks ”
type “ontology”
format “pseudo-xml”
format “pdf”
identifier “http://www.cs.vu.nl/~dieter/oil/TR/
oil.pdf”
source “http://www.africa.com/nature/ani-
mals.html”
language “OIL”
language “en-uk”
relation.hasPart “http://www.ontosRus.com/
animals
/jungle.onto”

ontology-definitions
slot-def eats
inverse is-eaten-by
slot-def has-part
inverse is-part-of
properties transitive
class-def animal
class-def plant
subclass-of NOT animal
class-def tree
subclass-of plant
class-def branch



62

slot-constraint is-part-of
has-value treeclass-def leaf
slot-constraint is-part-of
has-value branch
class-def defined carnivore
subclass-of animal
slot-constraint eats
value-type animal
class-def defined herbivore
subclass-of animal
slot-constraint eats
value-type
plant OR
(slot-constraint is-part-of has-value plant)
class-def giraffe
subclass-of animal
slot-constraint eats
value-type leaf
class-def lion
subclass-of animal
slot-constraint eats
value-type herbivore
class-def tasty-plant
subclass-of plant
slot-constraint eaten-by
has-value herbivore, carnivore

7.5 Limitations of OIL

The limitations that exist in OIL are Default reasoning,
Rules/Axioms, Modules, Using instances in class
definitions, Concrete domains, and Limited second-order
expressivity. Some these features are present in other
ontology modeling languages. As it is stated in the paper
on OIL. Some of these features possible will make it later
on. So what is it that OIL really is, and are there any tools
for it.

7.6 OIL Summary

OIL ( Ontology Interference Language ) can be used to

describe an ontology. It has the support so that it can be
defined in an XML format. With the use of a DTD for
XML. 

8 Applications

In this section we will take a look at some of the projects
that is using some agent technology to make the semantic
web happen. We will start with OnToBroker. Fill out with
more text.

8.1 OnToBroker

OnToBroker is a project at University of Karlsruhe, where
they used ontologies and the ontology was specified
amongst them. The solution they have looks like the figure
on top of this page. The central point in the approach they
have published is ontologies, and this case the are based on
a representation language based on Frame-Logic.[8] The
Ontocrawler extracts formal knowledge from HTML
pages. This is done in two ways, one way is to use a
wrapper when we have a lot of webpages that have the
same structure. It might be a lot of extra work to create a
specialized wrapper for a group of pages then annonation
language is used for enabling providers to enrich
webpages with ontological formation in an intergrated
manner. The inference engine exploits the formal
semantics of the representation language and then enabled
well defined automatic reasoning. The RDF Maker
generates a RDF representation of the information, that is
inferable from the ontology and the facts with respect to a
given resource. And the last component that is the query
interface that gives us the ability to formulation questions
as we browse the ontology.[7] The ontology language that
is used in this project is a modified version of Frame-
Logic. As this project has stood as an example for some
new projects we will now look at the On2Broker, which is
a newer version of the Ontobroker.
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8.2 On2Broker

This is the successor of Ontobroker, the main things that
has changed is that some of the design has been
remodelled. The system consist of a query engine, info
agent, inference engine, and database manager. And the
use of ontologies is one of the main thing here also. So that
hasn’t changed so much. These parts have different task to
do:

• query engine Answers questions that are received,
by checking in the content of the database that is
filled with information from the info and inference
agents.

• info agent is responsible for collecting the actual
knowledge from the web, using different types of
meta annotations.

• inference engine uses facts and ontologies to derive
additional factual knowledge that is only provided
implicitly. It frees knowledge providers from the bur-
den of specifying each fact explicitly.

• database manager is the backbone of the entire sys-
tem. It receives facts from the Info agent, exchanges
facts as input and output with the inference agent,
and provides facts to the query engine.

The main things that has changed from the Ontobroker is
that the query engine and the inference engine has been
separated. And that now also can read other types of web
resources.[9]

8.3 Other tools

There also exist a lot of tools for editing ontologies and
knowledge bases. These will help us making the semantic
web an actual thing. We have now described some of the
key concepts of the semantic web and a description of
multiagent systems. So what are our conclusions?

9 Conclusions

We have now presented the technologies that might make
the semantic web a reality. But there has to be some more
work done i different areas before we might see any
consumer product that will use semantic web. At the
moment there is some project to tag the web in formats
that agent should be able to intrepet. The two large project
here is OIL and DAML. Both of these builds on top of
XML and RDF. Both uses RDF Schemas to describe their
different elements. 

XML is a heavy foundation for all of these projects
and we believe that many more projects in this area will
take advantage of this existing standard.

At the moment we are writing this there is only a
draft of DAML-ONT available. This means that currently
it looks like OIL have come the closest to being a standard.
DAML is supported by DARPA, which means it might
become the standard later anyway. We expect that there

would be possible cooperation advantages if these two
projects were integrated. That might lead us to the goal
faster. 

When it comes to applications that use the Semantic
web, there exists today a couple projects, like the one we
have mentioned in this paper. But at the moment these is
very restricted when it comes to things that we can search. 

If the use of OIL or DAML-ONT could be used
better we think that it might help the development of
agents that can understand the information it has. If this
will be the case we can have better services on the web.
One of the services we think that might be a good idea to
have is an agent that looks for the cheapest place where we
can buy our books.

References

[1] Huhns, M. N.,Stephens, L. M., “Multiagents Systems
and Societies of Agents” in Multiagent Systems: A
Modern Approach to Distibuted Artificial Intelli-
gence, edited by Weiss, G., (The MIT Press: 1999), (
pages 79 - 83)

[2] Bechhofer, S., Horrocks, I., Patel-Scneider, P. F., Tes-
saris S. “A proposal for a description logic interface”
in Proc. of DL´99, (1999) pages 33-36

[3] Stuckenschmidt, H. Using OIL for Intellegent Infor-
mation Integration. In Proceedings of the Workshop
on Applications of Ontologies and Problem-solving
Methods, 14th Eouropean Conference on Artificial
Intelligence ( ECAI, 2000)

[4] Broekstra, J., Klein, M., Decker, S., Fensel, D., Hor-
rocks, I., Adding formal semantics to the
Web: building on top of RDF Schema. In
Proceedings of the Workshop "ECDL 2000
Workshop on the Semantic Web", 2000.

[5] Fensel, D.,Horrocks I.,Van Harmelen F., Decker
S.,Erdmann M., and Klein M., OIL in a nutshell In:
Knowledge Acquisition, Modeling, and Management,
Proceedings of the European Knowledge Acquisition
Conference (EKAW-2000), R. Dieng et al. (eds.),
Lecture Notes in Artificial Intelligence, LNAI,
Springer-Verlag, October 2000. 

[6] Horrocks, I., Fensel, D., Brockstra, J., Decker, S.,
Erdmann, M., Goble, C., van Harmelen, F., Klein,
M., Staab, S., Studer, R., and Motta, E., The Ontol-
ogy Interface Layer OIL., 2000



64

[7] Decker, S., Erdmann, M., Fensel, D., and Studer, S.,
Ontobroker: Ontology Based Access to Distrubuted
and Semi-Structured Information, edited by Mers-
mann, R., et al, Semantic Issues in Multimedia Sys-
tems. Proceedings of DS-8 ( Kluwer Academic
Publisher Boston: 1999) ( 351- 369 )

[8] Kifer, M., Lausen, G., and Wu, J., Logical Founda-
tions of Object-Oriented and Frame-Based Lan-
guages, In Journal of ACM, 42(1995)

[9] Fensel, D., Angele, J., Decker, S., Erdmann, M.,
Schnurr, H-P., Staab, S., Studer, R., and Witt, A.,
On2Broker: Semantic-Based Access to Information
Sources at the WWW. In Proceedings of the World
Conference on the WWW and Internet ( WebNet 99)

[10] Extensible Markup Language (XML) 1.0 (Second
Edition); World Wide Web Consortium Recommen-
dation, 6 October 2000

[11] Namespaces in XML; W3C Recommendation, 14
January 1999

[12] Uniform Resource Identifiers (URI): Generic Syntax;
Berners-Lee, Fielding, Masinter, Internet Draft Stan-
dard August, 1998; RFC2396

[13] Resource Description Framework (RDF) Model and
Syntax; W3C Recommendation, 22 February 1999 

[14] Resource Description Framework (RDF) Schema
Specification 1.0; W3C Candidate Recommendation,
27 March 2000



65

Abstract. Trust has been a key issue ever since
transactions on the Internet first took place. To preserve
privacy and integrity in an open environment as the
Internet, cryptography is not sufficient. It is imperative
that other parties with whom communication takes place
handles information discretely, especially with the advent
of agents and Multi-Agent Systems, where it is not real
people, but intelligent software that communicates. That
can only be guaranteed in the presence of trust. But can
trust be achieved by using cryptography? We will try to
answer that question, and will investigate the need of
public key cryptography, certificates and digital signatures
in trust-based relationships between Multi-Agent Systems
and mobile agents. Digital signatures provide a way to
identify parties, which makes it possible to hold someone
liable for actions taken by such agents, while we will find
that there are many loopholes to fall through.

Keywords. trust, public key cryptography, identification,
digital signatures, integrity, privacy

1 Introduction

In these days, the Internet is growing rapidly as more and
more people get connected. Naturally, electronic services
are developed to meet the needs of people on the Internet,
since such services lack the disadvantages of their real-
world counterparts, e.g. the need for physical movement
etc. However, real-world services have one advantage over
electronic services, and that is trust. This paper
investigates the possibilities, if any, to embody trust in an
electronic entity.

During the last decade, we have seen an evolution of
agents, software entities whose main characteristic is
agreed to be autonomy [1][2]. Having autonomy basically
suggests having enough intelligence to carry out tasks
without human intervention [2]. Agents exist and execute
in multi-agent systems, which may provide, e.g.
computational power or information necessary for an

agent to fulfil its task(s). Agents may have properties such
as proactiveness and/or reactiveness which all are of
importance to communication and execution in MASs. We
will not focus on such executional properties, though, but
instead look at an important class of agents; those that are
mobile, i.e., that are capable of migrating1 to another
system.

It is not at all obvious why there is a need for mobile
agents. It could be argued that all actions carried out by
such agents can be accomplished by using standard
techniques such as remote invocation (e.g., RPC, Remote
Procedure Call) and remote network requests (e.g.,
HTTP). Chess, Harrison and Kershenbaum do this, while
also supplying a scenario where the use of a mobile agent
is clear [3]: 

Consider a mobile terminal (e.g., a laptop), that is
connected to the Internet through a circuit-switched2

network such as GSM. The network connection has
probably rather low bandwidth, and the user most likely
has to pay for the time spent online. Using a standard,
message-based, approach, the user will have to connect to
the Internet, formulate a request, send the request, wait for
an answer, possibly reformulate the request if the answer
wasn’t sufficient, and eventually disconnect. A better
solution would be to create a mobile agent that contains
the request and launch it during a short connection session.
The mobile agent will migrate to remote systems on the
Internet and return when it has found an answer, or
multiple answers, to the request.

We immediately identify a couple of security/trust
issues with the agent approach [2][4]:

1The term mobile will be used to describe a property of an agent,
while the term migrating will be used when focusing on the actual
movement of an agent between environments.
2With the introduction of packet-switched networks the situation
becomes different, since such a network offers constant connec-
tion. However, there may be times when the network isn’t reach-
able.
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• Can a MAS trust an agent when it claims to be a del-
egate for a certain delegee3? I.e., is it safe to reveal
information that may be sensitive?

• Can a MAS trust an agent not to be harmful? I.e.,
how can it be assured that an agent won’t try to
destroy or steal data?

• Can a user trust a MAS to handle its request dis-
cretely, i.e. not to reveal the information to anybody
else?

• Can a user trust a MAS not to use the request for its
own gains, e.g., to put itself in a superior relation
compared to the agent/user (what this means is dis-
cussed later)?

The first two issues are discussed by Wong and Sycara,
although their solution proposal puts some restrictions on
both the MAS and the agent itself. We will look further
into that later.

Of course there are additional security issues, e.g.,
concerning the actual transport of agents during the
migration process. However we assume that the
communication lines between MASs are encrypted so that
it’s not possible to eavesdrop on the process of transferring
an agent.

Our goal is to describe and discuss the various
security/trust problems mentioned in this introduction. We
will look into the work of other authors in order to find
solutions. We will also try to fill in the holes of these
solutions if there are any. Finally, we will try to give an
answer to the question whether cryptography is a way to
achieve trust or not.

As we see the problem as two-faced, there are two
main sections dealing with it. Section 3 covers one face of
the problem, i.e., how agents can be trusted by MASs.
Section 4 covers how MASs can be trusted by agents (and
thereby agent deployers). These sections are preceded by a
section that introduces public key cryptography and how it
can be used. Last is a section that discusses disadvantages
of cryptography as it has been used here, followed by
conclusions.

2 Public Key Cryptography: Solu-
tions and Applications

This section will give an introduction to public key
cryptography, a technique widely adopted as a minimal
security “standard” on the Internet.

PKC is an asymmetric way of encrypting data, that
depends on two different keys (unlike symmetric
cryptography, which uses the same key for both encryption
and decryption), one public and one private. The public
key is published in a trusted archive, and the private is kept
by the user. Note that the key pair is unique, and can
therefore be uniquely assigned to one user. To encrypt a
message to a recipient, the message is encrypted by his or

her public key, and can only be decrypted by the
corresponding private key. In theory, one key can be
derived from the other, since they are mathematically
related, but the keys are chosen so that in practise it is
virtually impossible. A common way of doing this is to
construct the keys so any derivation would require the
factorisation of an extremely large number, a task that
today is so time-consuming that it’s not worth trying.

What’s important is that the converse proceeding is
also valid, i.e., it is possible to encrypt a message using the
private key and decrypt it using the public key. This
effectively leads to the ability to create digital signatures.
The benefit of using digital signatures when sending
messages is threefold:

• The receiver can, using the signature, verify that the
content of the message has not been tampered with,

• The message can only have been sent by a sender
having access to the private key, which indirectly
provides a means to trace the sender,

• The sender cannot deny knowledge of the message or
the fact that they have sent it.

The process of creating a digital signature is shown in
figure 1 [5]. The message to sign is processed using a
irreversible hash-function to create a message digest. This
hash function must be known to the verifier of the
signature, as it plays a key role in the verification process
as well. The message digest is encrypted using the private
key, and is attached to the original message when sent.
Observe that the signature does not require the message
itself to be encrypted; its mere purpose is to prove the truth
of the statements mentioned above.

The verification process is as simple as the signing
process, and is illustrated in figure 2 [5]. Assuming a
message with an attached signature must be verified, the
verifier conducts the following steps: Using the same hash
function as in the signing process, a message digest is
created from the message. The signature is decrypted
using the sender’s public key, which is fetched from some
public key archive. The newly created message digest is
compared to the decrypted signature, which in fact is the
original message digest. If they are equal, then the verifier

3Faking somebody’s identity is known as spoofing.

Figure 1: Creating a digital signature
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can establish the truth of the facts above.

Note that, if the comparison failed, then the message may
have been altered, or the sender has given a false identity,
which effectively means that the public key didn’t match
the private key used when signing the message. Typically,
the hash function (which indeed is important), should have
some mathematical properties to be of any practical use
[6]:

• Every bit of the message digest function is influenced
by every bit of the function's input, 

• If any given bit of the function's input is changed,
every output bit has a 50 per cent chance of changing,

• Given an input message and its corresponding mes-
sage digest, it should be computationally infeasible to
find another message with the same message digest
value. 

The message digest created by the hash function is
normally a single large number, between 128 and 256 bits
in length.

Closely tied with PKC is certificates [8]. A certificate
is used to associate a public key with a person or
organisation, and can only be issued by a Certificate
Authority (CA). A certificate will only be issued to
persons/organisations that can identify themselves, and
will have certain characteristics, some of which are
mandatory and some of which are not. E.g., a certificate
has to be signed by the CA, since that is what validates the
certificate. It also states the period of time during which it
is valid. Because a certificate signed by a CA is to be
trusted when seen in a communication dialogue. That
requires having trust in the CA itself, and that can only be
achieved if the CA is certified by another CA. This chain
of certification requirements go on, until some CA
certificates itself. The weaknesses of this relationship will
be discussed in section 5.

We have seen that PKC can be used to encrypt and
decrypt data, as well as to provide a means of unique
identification. The latter is what we will focus on in the
following sections.

3 The Trustworthiness of an Agent

In this section we will discuss problems concerning a
MAS’s trust to an agent as a delegate4. We will look into
work done by Wong and Sycara [2] and find advantages
and disadvantages with their proposals. But first, let us

give a few scenarios where obviously trust is a central part
of the communication between a MAS and an agent.

In a near future, the stock market may be represented
by a MAS, where broker agents and trader agents co-exist.
The trader agents can buy and sell stock, and carry for this
matter some amount of electronic currency. The broker
agents handle bids and can be considered parts of the
entire MAS. Now, imagine that a trader agent requests to
sell some stock because its delegee needs money. Khare
and Rifkin state that the request by itself5 [7]:

• Does not tell whether or not the agent really belongs
to the delegee to which it claims to belong,

• Does not contain any proof that the transaction is
“real”, and not the result of buggy software,

• Does not clarify if the amount of stock the user wants
to sell is the correct amount.

Clearly, these provide enough evidence that the request of
the agent cannot be trusted as it is.

In another scenario, a MAS may be part of the
journallning system of a hospital. In the MAS patient
agents are gathered to receive information about
medication, diseases, treatment, etc. Such information is
private to each patient, and therefore highly confidential. It
follows that it may not be revealed to anyone else than the
patient itself. Not only would the personal privacy and
integrity of the patient have been damaged in such a case,
but someone could actually use the medical information to
hurt the patient. As in the previous scenario, what lacks
here is a proper identification of the agent.

The main part of both the scenarios is the problem of
performing an action based on a request from an agent
about which nothing is known. However, there is another
case where the MAS has to trust an agent, and that is when
the agent is permitted to alter information in the MAS.
Then the MAS must trust that the agent will not
misbehave, or in general destroy any information.
Actually, such mobile agents have existed since the early
days of the computer, in the form of viruses. Even with the
programming efforts of today, anti-virus software has a
hard time finding potential viruses, even if using heuristic
search methods. The only way to be completely sure about
if a piece of software contains a virus, is to recognise some
sort of fingerprint of the virus, which only can be done if
the virus has been encountered and classified before.
Analogous to this, a MAS cannot determine whether or not
an agent is harmful unless it has been classified as harmful
before by any MAS, including the current MAS itself.

Various solutions for preventing harmful agents exist.
Ches, Harrison and Kershenbaum suggest that, by
controlling the language in which the agent is written, one

Figure 2: Verifying a digital signature
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4The terms delgate and delegee were used already in the introduc-
tion. Basically, a agent deployer is a delegee for an agent, which
is a delegate for the agent deployer.
5Their statement concerns a web request to a secure web site, but
applies well to the concept of MASs and mobile agents also.
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can avoid having viruses [3]. They give an example of a
limited script language in which there is no way to write a
virus. The language permits the agent to conduct the
following operations:

• Alter own internal state variables,
• Make database queries in the current server,
• Move to another server,
• Send text messages back to the owner (of the agent).

They also state that an agent may even be allowed to make
updates to a database without risk for any virus problems.
We claim, however, that despite that, an agent may still
enter erroneous data into a database, which makes it virus-
like although it doesn’t infect other agents.

Wong and Sycara instead propose that the owner/
deployer of the agent is personally responsible for any
action taken by it [2]. This way, two things are avoided,
namely:

• Buggy and improperly working agents. Being liable
for its agents implies that a deployer is more con-
cerned about writing error-free code.

• Virus-like/harmful agents. Again, the liability associ-
ated with deploying code would prevent deployers
from intentionally writing anything that might result
in penalty.

This seems as a reasonable solution that is easy to adopt,
but has an apparent relation to the scenarios described
before; the problem how to identify the deployer of an
agent. It is of course unacceptable that any deployer is held
liable for damage done by an agent that actually is
deployed by someone else. The deployer identification is
not an easy problem to solve. One simple solution is to
require the agent to know answers to secrets only known to
its deployer [2]. Such a secret may be PIN code,
membership number, social security number, etc.
However, there is nothing that stops an agent with bad
intentions to pretend to be, e.g., a middle-agent6 for the
MAS and by doing that tricking another agent to reveal its
secrets. Having done that, it can itself “prove” that it has
some stolen identity. This leads us to seek for a security
scheme that allows a MAS to identify an agent, as well as
the contrary. A good solution is to use public-key
cryptography (PKC).

Wong and Sycara have developed a design of a
security infrastructure for MASs, by using PKC [2]. In
order to facilitate the process of describing message
passing between parties, we will use a slightly modified
version of the components of their security infrastructure
created in:

• X denotes any actor (an agent, a MAS, a certification

authority, etc.).
• A → B : m denotes A sending message m to B.
• Given any actor Y, y denotes Y’s private key, and

pub(y) denotes the public key that corresponds to y.
• mi denote the i:th message in a sequence of messages.
• Given a message m, and a private key y, (m)y denotes

m signed with y.

They involve two external parties that are necessary to
accomplish fool-proof agent identification. (Already in the
verification process of a digital signature the presence of
an external party was required, the “public key archive”.)
The first party is a Deployer Key Certificate, DCA7, and
the second is an Agent Certification Authority, ACA. The
purpose of the DCA is to issue certificates to agent
deployers, i.e., it is a regular CA mentioned in section 2.
The ACA, on the other hand, provides a binding between a
public key certificate and an agent id. It does not follow
directly by the reasoning in [2] why there is a need for both
a DCA and an ACA, but keep in mind that any agent
deployer may deploy multiple agents, each of which needs
unique identification. Wong and Sycara suggest that an
agent deployer, when deploying an agent, should assign
the agent an id, register that id and the public key in an
ACA, and create a digital signature using its private key.
By using the information provided by a DCA and an ACA,
anyone may trace an agent id back to the deployer of the
agent and confirm that the id is indeed correct.

Even though the solution above seems to provide a
secure protection for the agent and its deployer, it suffers
from the same problem as the identification-by-knowing-
secrets solution mentioned before. Since the agent id and
the digital signature have to be public, a harmful agent can
copy both the id and the signature and pretend to be the
original agent. Nor is it sufficient to sign the agent id
together with the request, because a harmful agent may
want to pose the same request to access confidential
information. We claim that it is necessary to sign the entire
agent, including data, code, planning parameters, etc., to
obtain perfect security. Then only an identical copy of the
agent (with the same goals) would pass the verification
process.

What we have found so far, is that an agent deployer
should be held personally responsible for any harm caused
by any of its agents, and that an agent must be able to
identify itself using a digital signature. As we mentioned
before, the problem is two-faced, i.e., it is not sufficient
that a MAS can trust the agents that visit it. Agents have to
trust the MASs they visit. This will be discussed in the

6Here we use the term middle-agent to denote an agent that really
is part of the architecture of the MAS. The broker agents in the
first scenario are middle-agents.

7Clearly, this abbreviation does not correspond to the initial letters
of the name of the party. Whether this is a mistake or not is how-
ever unclear.
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following section.

4 The Trustworthiness of a MAS

Now that we have looked at problems related to how a
MAS can trust an agent, we will investigate the reverse,
i.e., how an agent can trust a MAS. We will see how this
relates to the reasoning in the previous section.

Assume that a MAS represents some service
provider, e.g., a travel agency, a bank, a hospital, etc.
Clearly, it is important that such a MAS can be trusted to
the highest extent by all its present and potential
customers. E.g., a person would certainly not carry out
transactions at a bank he or she cannot trust. Neither would
anyone remain customer at an establishment that isn’t
trustworthy. Though straightforward this seems, it is not an
easy problem. Roughly, a MAS must fulfil the following
requirements:

• It must do what it’s supposed to do,
• It must handle all information discretely, to preserve

the integrity and privacy of the users,
• It must make perfectly clear what information is

stored about the user, and give the user a possibility
to disagree to that,

• It must not use a user’s request to put itself in a supe-
rior relation to the user.

The first requirement basically means that a MAS cannot
lie to a user/agent about what it’s doing; if the user
deposits money to its bank account, it expects the balance
of the account to increase by the amount of money
increased. The second requirement stops the MAS from
publishing information that potentially can damage a user,
e.g., travel plans, hospital journals, etc. The third
requirement has also to do with privacy; if a user searches
for information, a MAS may examine the contents of the
search, and create a profile of the user to be used, e.g., in
future advertisements. Even worse would be if the search
information was associated with the user so that an interest
profile could be created for the user. Such a profile could
be used by a government to find “dangerous” individuals,
a usage area that is clearly dangerous by itself (e.g., being
interested in Hitler’s participation in WW2, doesn’t imply
agreeing with the ideas of nazism). The user/agent must be
informed about which information is gathered and stored
by the MAS and, if it doesn’t approve of that, be given the
possibility to deny all further contact with the MAS. To
illustrate the fourth requirement, we will give a scenario:

Consider a travel agency MAS, where agent
(delegates) can get general information about travels, book
travels, etc. Suppose a user has sent an agent to book a
travel at a specific date. The agent arrives at the travel
agency’s MAS, and requests general information about the
travel, such as pricing etc. Now the agent may want to visit
more travel agencies to see if it can get a lower price
somewhere else. However, the current MAS may
immediately (based on the request) contact other travel

agencies and in fact book the travel there. This means that
the current MAS is the only one where the travel is
available, and the agent suddenly finds itself in a
completely different, clearly worse, position for
negotiation.

Although there is nothing fundamentally illegal about
the situation described above, it illustrates a severe abuse
of trust that cannot be accepted. It is not an easy task to
find a solution to the problems stated above, however one
may suspect that the solution for agent identification can
be applied here also. That would imply the following for
the MAS:

• It has a public and a private key pair,
• The key pair is certified by a CA,
• It has a unique id that is associated with the owner of

the MAS.
• The id is digitally signed using the private key.

As mentioned before, if only the MAS id is signed, then it,
and the signature, can be stolen and misused by another
MAS. In this case it is not reasonable to sign the entire
MAS (as we suggested signing entire agents is the most
secure solution), since a MAS most likely contains a large
amount of information. Instead, an identity that cannot be
stolen by another MAS is needed. Such an identity can,
e.g., be the physical address of the MAS (IP number, etc.).
The planning mechanism of the agent should know its
current physical location, and can easily compare it to the
physical location the MAS claims it is at. Security
certificates at web servers normally contains a regular
expression that should match the location of the web
server, e.g., *.microsoft.com. This way, a web browser can
choose not to trust a certificate that is not used at the
location it was issued to. We propose that a MAS should
adopt the same scheme.

When the id of the MAS has been verified by the
agent, it is possible for the agent to find out whether or not
the MAS is certified. The process of verifying the
certification of a MAS is as follows. The actors are the
agent, A, and the MAS, S:

A → S : m1, where m1 is a request for the location
of S.

S : generates m2, which contains the
unencrypted location of S, and a digital
signature created with s.

S → A : (m2)s
A : compares the location as reported by S, to

the contained in its planning parameters.
If this fails, the MAS cannot be trusted.

A → S : m3, where m3 is a request for the
certificate of S.

S : generates m4, which contains its
certificate (which in turn contains its
public key).

S → A : m4
A : examines the certificate received from S

and uses the public key to verify the
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location of S. If this fails, the MAS
cannot be trusted, otherwise it can.

Assuming the worst case, the previous solution still has a
severe security glitch. Most of the computing done by an
agent is probably not done by the agent itself, but rather by
functions in the MAS that the agent binds to [3]. Since
encryption and decryption is a task that is rather complex,
it would be absurd if every agent should carry code for
encryption and decryption. Instead, these functions should
be available in the MAS. However, considering the
security scheme developed above, an ill-disposed MAS
could have modified encryption/decryption routines that
would make the agent believe that the MAS is certified,
even though it’s not. The solution for this is to use a
scheme similar to that used by web servers and web
browsers (mentioned earlier): 

The agent could perform a request for a certificate
via the network. Using the encryption/decryption
capabilities of the current MAS, the agent could verify the
prospective MAS’s id (location), and determine whether or
not it is safe to go there. This of course requires that the
agent can trust the current MAS, but that is no problem. It
suffices that the first MAS is verified using the deployer’s
own computer, i.e., the deploy site, which should be
reliable (i.e., if an agent deployer cannot trust the deploy
site, then he or she should choose another site).

To conclude, a MAS must use the same identification
process as an agent, but should respond to remote requests
for its certificate, so that an agent can follow a secure trail
through the Web. We have now completed the discussion
of the trust problem. There are, however, disadvantages of
using PKC, and these will be covered next.

5 Disadvantages of PKC

Here we will find disadvantages of using a security
infrastructure based on PKC. As seen before, PKC is based
on asymmetric cryptation using one private, secret, key
and one public key. We have also mentioned that
authentication and verification processes depend on some
external, trusted, party. Both those assumptions will prove
to have security issues.

Let us review what is accomplished by using digital
signatures. If a digital signature can be verified (by some
verification process), three things follow [5]:

• Message content integrity - the content of the mes-
sage must be unaltered,

• Authentication - the message must have been sent by
someone having access to the private key,

• Non-repudiation of messages - the sender cannot
deny that they sent the message.

We have discussed only the second of these, and it’s also
the second that will be subject for finding deficiencies.

Digital signatures and PKC depends, according to
Clarke [5], on a couple of factors, each of which can be

compromised so that the entire concept itself is
compromised. These factors are:

• A third party must have checked that the private key
is in the possession of the appropriate party - i.e., the
private key must be uniquely associated with some
identified person/organisation,

• That third party must be trustworthy,
• The private key must be subject to strong security

measures, such that no other party can ever gain
access to it or invoke it,

• The public key used must be the appropriate one, and
not one provided by an imposter,

• A significant number of infrastructural elements must
all be in place and functioning effectively, and their
security not compromised, 

• Means must be established of discovering when a
private key has been compromised, of issuing notices
revoking keys and associated certificates, and ensur-
ing that revocation is rapidly and reliably transmitted
to all who need to know about it, without generating
vast network traffic, access contention or slow ser-
vice.

We disregard the last factor here, since it lies outside the
scope of our work. As mentioned in the introduction to this
section, the private key in a key pair should be secret. If it
falls into the hands of anyone else than the owner, they
could decrypt messages not intended for them, and create
digital signatures of messages that trace back to the
original owner. As the third factor above suggests, the
private key must therefore be stored in a way that makes it
inaccessible to anyone else than the owner. To accomplish
that, the key could, e.g., be stored on a floppy disc (not
accessible from the network), or be stored encrypted, so
that a passphrase is needed to access it [5]. This is not
perfect either, since a floppy disc can be stolen, and the
cryptation used to encrypt the key can probably be broken,
especially if the passphrase is weak.

According to the first and second factors of the
above, there must exist a third party, identifying and
accepting keys, that is trustworthy. We have earlier spoken
of Certification Authorities, which in fact are such third
parties. It is easy to make a reasoning that brings out the
deficiency in this relation. When an agent deployer
requests a certificate, that certificate is signed by a
certification authority. This signature is assumed to certify
that the deployer’s certificate is valid. However, for this to
be true, the certification authority itself must have been
certified by another trusted party, which in turn must have
been certified by yet another trusted party. Clarke [5] calls
this an “unholy spiral”, since there can never exist any
party which can be entirely and ultimately trusted.
However, to actually end this “unholy spiral” somewhere,
there are CAs that in fact certificates themselves. Such
CAs should of course only be trusted taking into
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consideration the greatest possible care.

6 Conclusions

The goals addressed were primarily whether trust can be
achieved using cryptography, and how trust can be
established between a MAS and the agents that visit it. To
sum up the discussions, we draw the conclusion that trust
ultimately is something that must be earned. However,
using cryptography for securing the communication
between and assessing the identities of parties must be
considered a minimum requirement.

To establish a trust relationship between a MAS and
an agent, we agree with [2], but propose that, for a digital
signature to be secure, the entire agent must be signed.
This effectively leads to a way to trace the deployer of an
agent, which makes it possible to hold that person or
organisation liable for any harm caused by the agent. We
propose that MASs also are required to identify
themselves, and that they adopt the same scheme as for
web servers. This implies that they have certificates that
state their location, and that they respond to remote
identification requests.

Further work would preferrably be concentrated on
alternatives to PKC, that in the end don’t rely on self-
signed certification authorities, and also how security and
trust can be embedded in the language of agents.
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Abstract. The problem with agents and bots today are that
their way of communicate with other agents/human
players are very poor, the way they solve problems that
they encounter in a trustworthy way (more similar to
humans) and the way the cooperate with each other and
humans. Agents and bots will be identified and described
in the games today, like: 3D-shooter games, Real Time
Strategy games (RTS), Multi User Dungeon (MUD),
Strategy and Sport. We will discuss the problems that we
encountered in the games and propose different solutions
to them, like, how to improve communications in 3D-
shooters, use learning agents in RTS games, use human
restrictions for agents and bots in Strategy games, how to
take benefit of the resources of robotic techniques in team
sport games and so on. The conclusion that we come up
with are that communication and cooperation between
agent and agent, and agent and human cause the most
problems and it’s the most important to improve.

Keywords. Agents, Computer Games, RTS, Strategy
Games, 3D-Shooters, Sport, Agent Communication.

1 Introduction

We came up with the idea that agents should be able to
communicate between each other while playing a game
where a big part of the game is to have a team
communication and that was something the computer
controlled opponents lack a lot of. When people play the
game and they see a opponent they tell the other players
that information so they can help the player, also if (from
now on he is interpreted as he/she) he can tell ask for help
and so on. This is something that computer controlled or
bots can’t do at the moment but with agents this could
become a reality.

A problem we have encountered with games is the
lack of communication between the computer controlled
opponents, they often lack a big part of the human

communication.
The computer controlled players are often very good

in solving problems that they encounter but they lack that
little extra that makes them believable, like talking with
friends, discussing strategies, and with a good
communication between the computer players, a games
value could rise a huge step. Games would be harder to
solve and more fun to play.

We approached the problem with trying to see how it
would be if opponents could talk to each other and plot
plans on how to solve the game and win over the player.
We also thought on how to play a game with humans and
bots in the same team and how they could communicate
with each other in a simple way and it should be possible
to not know that one of the players are bots. What we
mean is that commands that you could say to a human
should be responded by the bot in a human like way. 
We will first look into a small piece of the world of games,
specifically we will look into 3D-shooters, RTS games and
Mud Games (MUD = Multi-User Dungeon). We will then
show how we can make these games better by adding
agents that can communicate. Then we will look at how
the agents can communicate with each other and how that
can be solved.

We will also look at what kind of bots or AI’s there is
today in computer games, but we will also look if there is
some Agents in games today. 

We will discuss different approaches with agents for
different kind of games. There are a multitude of games on
the market and we will focus on 3D-Shooters and in
particular Counter-Strike a variation of Half-Life, we will
also look at some RTS games that would become better
with the help of agents, and agent communication and also
Mud Games.

2 Agents and Bots today:

2.1 3D-shooters (Counter-Strike, Quake 3)

The some of the bots are good at hit opponents, they are
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fast and they know what to do inside the game. There is
even a bot that has a small Neural Network to learn how to
play the game. They are mostly built around an ordinary
AI program that controls the bot. The AI then usually
follows a waypoint map so it doesn’t get stuck in odd
places. The bot follows its map and kills any enemies it
encounters and tries to solve the object of the map. The
things bots lacks in these kinds of games is to get together
and attack in force, this is a strategy used by human
players a lot. Bots also has problems with sneaking and
biding there time like many human players do to lure the
enemies out from their home base. 

2.2 RTS (Starcraft)

The AI in these games is very good at the moment at
solving the objectives of the maps, but they can sometimes
get stuck at doing one particular thing over and over again.
The AI is often based on triggered events. In other words
when a human player move a unit near an AI player
structure it triggers a defensive response.

They also have a big problem when it comes to
working together since they don’t have any communication
between them selves. But also they don’t use backstabbing
enough in there games, and what we mean with
backstabbing is to make friends with other players, move
their armies into the friends land and then attack them, this
is a strategy often used by players. Other strategies that AI
players don’t use is to gathers a lot of troops and then
attack, they usually just gather a small troop and then
attack, and they do this repeatedly again and again, this is
something a human can easily read and counter. 

Except for the triggered events the AI seems
essentially passive. It will defend itself, but it does not
seem interested in building structures or even in planning
significant attacks. Rather, it defends and builds new units
to repel the attacks from other players.

2.3 Multi-User Dungeon (MUD)

The most famous MUD agent or MUD bot is called Julia
[1] and is a client side bot opposed to server side bot,
which runs on the server, a client side bot runs like an
ordinary telnet client then connects to a MUD with telnet.
Julia is a very advance bot that can telnet to different
MUDS around the world and connect with it and walk
around inside the MUD and talk to people and as [1]
describes how it has been confused with a real person and
people has asked it on dates. Julia is a TinyMUD bot and
can use any TinyMUD (TinyMUD is a specific type of
MUD from many). There is other bots that can talk and
live there is one well known bot in DiscworldMUD that
walks around the MUD and talks, it’s name is lag, it’s a
joke within the mud because when ever a lag happens
someone usually screams lag and the lag answers back
with something (Lag is a well know fact in MUDs and
Games in general, it’s when the send time to and from the
MUD is so slow that commands and reply takes a very
long time). For more on Julia read [1].

2.4 Strategy (Civilization)

Strategy games have lost a lot of popularity in recent years
for the more action strategy games that is called RTS or
Real-Time Strategy. But agents should be able to be used
with success in the old Strategy game also. One of the last
and most famous strategy games is the Civilization genre,
where the object of the game is to spread a civilization
across a planet and to fight enemies that you encounter.
These games usually have a very high order AI
incorporated, that can solve the game in a good way even
now, but the biggest problem is that the lack
communication for working together with other AI and
humans to win the game. They also often lack a part of
backstabbing strategy that humans often use to win the
game, like we wrote about RTS games.

2.5 Sport (NHL 2000, Colin McRae Rally)

Sport games use several different sorts of agents, we will
only discuss the two most common types, team games and
racing games.

Agents in team games as football and ice hockey are
not so intelligent. The only thing they do is to play in the
place that they been allotted (goalkeeper, defender,
forward), and then they follow the puck/ football and take
it if it closes enough. 

The communications between the agents are not so
important as the overview of the game board is. It’s up to
the agents that have the puck/football to decide who of the
other agents are free for a pass.

Another thing that is different for team games is that
in this type of game the player (human player) can switch
and take over an agent in the own team.

In racing games the agents are represent by the rival
cars (if its a car race game). In this type of game there isn’t
any sense of the use of communication between agents/
agent and agent/human because there are no teammates to
communicate with.

2.6 Problems in games

The problems we have taken up in the paragraph above are
some of the problems with bots today. If we look at where
the problems are today we can see that they are usually in
the communication part between bots and humans but also
between bots and bots. They don’t work together in a
sufficient enough way. These problems makes them easy
to counter, and calculable, you learn there strategies just
after a couple of turns of playing and then the only way the
bots can win is by being more or having luck, but also
humans can’t concentrate on the game for a long period of
time.
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3 Agents in the future

3.1 Agents in 3D-Shooters (Counter-Strike)

If we want to have a agent that can communicate with both
other agents and human player we have to make them able
to speak with the game using the include voice commands
in a proper way. The agent communication form can be
seen in Figure 1.

The Counter-Strike server has clients connected to it
that plays the game, these clients can be human controlled
or computer controlled. What we are after is a client side
bot and not a server side bot. The difference is that a server
side bot can only be started on the server computer but the
client side bot can connect from outside to the server and
the play the game. What we are after is also a way for the
agents to communicate with each other and with humans
with the communication available from the server, that
means they can use a built in communication radio or they
can type something that either are seen by all other players
or a team say that is seen only by the team the bots are in.
The problem with ordinary communication is that the
agent can’t expect that help for instance arrive at all, but
they may have to solve the problem by them self
sometimes when other people are near and isn’t fighting
anyone they can come and help the agent.

Agent 1: Taking Fire, need assistance!
Agent 2: Roger that!

Is an example how a communication can look like, agent 1
needs help and calls out on the intercom radio. Agent 2
that isn’t in a fight and is near to agent 1 also uses the
intercom radio to tell agent 1 that it is on its way.

Agent 1: Follow Me!
Agent 2: Roger that!
Human: Roger that!

Here we have another example on how communication
with the intercom can look like, we have here agent 1
saying that people should follow it, and the response from
a human player and another agent. This is a classic thing
that happens in the start of a game, we don’t think this

would actually happen since agents will probably never be
that advance that they come up with strategies themselves,
but it will probably be that the Human will call out that the
agents should follow him, then with some random decision
they should either follow or go alone depending on what
they feel like.

We think that using the intercom is the best way to go
when a agent should communicate with the rest of the
world in Counter-Strike because if the agent was to use
ordinary speech say or team says it would be hard to make
a agent that could read and interpretation the information
that is received, but if the intercom is used messages is
standardised and are easily understood and the agent don’t
need spend CPU time understanding messages.

We find the different messages that the agents can
send with the intercom are enough to give information to
the other players. Here are some examples of the different
intercom messages.

The different intercom messages that are the most
important in Counter-Strike is:

Enemy Spotted
She’s gonna blow
Taking Fire, Need Assistance
Follow me
Cover me
Go, Go, Go
Roger that

Enemy Spotted should be used as soon as Enemies is seen
so that the rest of the team members know where the
enemies is.

She’s gonna blow is a warning that the bomb that is
placed are about to explode, and should be used after about
25-30 seconds after the bomb been placed.

Taking Fire, Need Assistance is a good command
informing and asking friends for help.

Follow me is a simple command when the agent tries
to get team members to follow it.

Cover me is also a simple command telling team
members to cover the agent, for instance while he places
the bomb or rescuing hostages.

Go, Go, Go tries to tell people to attack and not

Figure 1. Agent communication in Counter-Strike



76

standing around wasting time.
Roger that is a command to inform team members

that the command is understood and that the agent will do
as the command says.

3.2 Agents in 3D-Shooters (Quake 3)

Quake 3 has some very sophisticated AI bots that can play
very good, but they have also given the programmers of
Quake 2 some hard time. They where hard to make and
they are very advance AIs. The are 5 different difficult
levels of a Quake 3 bot they are

"I can win" - This is the lowest level and they are very easy
to win over.
"Bring it on" - Getting better, but still to easy to beat bots
on this setting.
"Hurt me plenty" - The difficult level is equivalent to an
average human player. It’s still easy to win over because
you can learn how it plays.
"Hardcore" - A very good bot that are very hard to beat.
"Nightmare" - With this setting it is almost impossible to
win over the bot

The quake3 bots make there own maps over a map, in
other words it learns how a map looks, making waypoint

navigation obsolete, waypoint navigating was used by
most Counter-Strike bots. This is a very good way to make
the bots move around the map. A bad part with learning
maps is that if the maps are very advance with windows
with breakable glass and doors and other advance objects
this way can be hard to implement. The advance objects
are an integrated part of a Counter-Strike map but not in a
Quake 3 map. Quake 3 maps are often very easy to
navigate.

There is also a team mode for these bots where they
talk to each other and human player and where the leader
of the team can give commands to the bots. The bots can in
other words be controlled by one human player, this is
very good for instance in Quake 3 when playing CTF or
Capture The Flag where the human leader can tell the bots
what to do, for instance guard the flag, get the enemies flag
and so forth. The commands that can be given to the bots
are many and a player can almost control all the things a
bot can do inside the game (see Appendix A).

3.3 Agents in RTS (Starcraft)

One of the most important parts in RTS games is the tactic/
strategy. As we mention above, the agents in RTS games

Figure 2. Distributed Problem Solving.
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today, they can easily get stuck at doing one particular
thing over and over again. To solve this problem we think
that some type of learning agents should be preferable,
e.g., if one strategy doesn’t leading anywhere, the agent
should consider to change the strategy to a better, or not
really better, but a strategy that could led to a win of the
game within a reasonable time. Accordingly, the strategy
maybe isn’t as good as the first strategy was, but the new
strategy will create a change in the game so it is possible
for some one to win.

The communication between agents in RTS game is
very poor today. That is something that we think will
change in the future. When a human player plays RTS
games they often communicate with each other in various
ways, e.g. speaking to each other if the players are in the
same room or they could use a chat system that often are
provided by the game. In this way, human players can
easily cooperate with each other to play against a stronger
enemy. This is some thing that we want the agents in the
game to do to. If they could do so, the game should be
more natural.

The result of that agents could change theirs tactic/
strategy are that the game will bee more unpredictable
(something that the agents are today). This will do the
games more fun to play even though the game could bee
harder to win because before the player easily knew what
the agents next move was.

We will also that the agents shall be able to trick their
enemy, such as an ambush, that is something today’s agent
can’t do. The agents must also be able to run away from a
stronger enemy and think more of its survival, and not like
today, fight to the last man.

We also consider the use of Distributed Problem
Solving (DPS) see figure 2, because RTS games can easily
get a very complex game board see figure 3. But this is not
to be considered here because computer games’ agents

should normally act fully autonomously: Each agent has
individual goals [T1].

Another variant to use agents in RTS games could be
that a human player gets help from an agent to play the
game. The agent could play some parts while the human
player play the part the he enjoy. This is something the
RTS games already have today but in a very limit way.
Today the player can specify a work for the objects in the
game, then the objects do this work until its done or until
the player tell them to stop, if the get attacked by an enemy
they can fight back but not very intelligent. What we want
is that an agent is allotted with a task, the agent shall be
able to make its own decision within the task to make the
best solution of the task. To make this work, the agents and
the human player must know how to communicate so the
both understand. If not, the player can’t specify the task
properly and the player can’t specify within what
restrictions the agent shall be able to take own decisions.
The agent must also be able to communicate with the
player, e.g. ask questions like, "Can I expand north?" or it
must be able to warn the player if it is going to be attacked
by an enemy.

As a conclusion of RTS agents in the future we think
that learning agent will become more ordinary, agents that
can change strategy. The agent will also be able to
communicate in more efficient way than today, both with
human players and with other agents. And the agents will
be more concerned about their own survival.

3.4 Agents in MUD

With MUD bots we think there is actually nothing much to
do, [1] states that MUD bots are very good at
communication both with themselves and other agents and
there isn’t much you can do there that isn’t already done.
The only thing we see that MUD bots should be improved

Figure 3. A complex game board in Starcraft. Team one represents by
circles, team two by squares and team three by triangles. The B’s are working agents, W’s are warrior agents and D’s are
doctors.
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is the understanding of Humans witch is a big work ground
for AI researcher across the world. We also don’t see any
point in making MUD agents instead of MUD AIs and we
don’t think that will improve the MUD AI.

3.5 Agents in Strategy (Civilization)

The communication is, as mention before, one of the big
parts that have to be improved in general for agents for
games, and strategy games is no exception. What we want
to see are agents that can cooperate with each other, as it
often is in the real world. If we see to the game
Civilization, different civilizations should be able to
cooperate to work together to a common goal, e.g. fight a
stronger enemy. In such case it could be good if the allied
civilization agents could coordinate their troops of soldiers
in the warfare against the enemy.

Another example is if one agent’s civilization have it
difficult with the money, than the agent could contact
another civilization to, e.g. borrow money or exchange
money for technology, so the civilization could survive.

All of this is already possible for human players
through common talk, or through the chat system that
almost all strategy games have today.

How the communication is solved is in general hard
to say, this is dependent on if the agents shall communicate
with only other agents or if the communication shall be
done between both other agents and human players. Today
the communication is done by common phrases and only
agent to human player (not human to agent).

The best way to communicate is with a language that
both agents and human players understand, e.g. the human
player can talk into a microphone and the agents
understand and vice versa. But this is nowhere in the near
future, because the human language is far too complex to
today’s computers.

It is not only the communication that we want to
improve to be in a more human way, it would be
preferably if the agents in strategy games could behave
liked human. Because of the turn-based game type, the
players have only a specific number of possible moves.
That will do that the agent can easily search for the best
move (just like chess). This will sometimes make the
agents act like a god that is unbeatable, which is something
that we don’t want.

To achieve a more human like agent, apart from the
communication, the agents must introduce some
restrictions. Humans are very good at planning long-range
strategies, but they can’t do it simultaneously fighting an
other civilization [4], the agents on the other hand can do
this, depending on how intelligent the agents are and what
type of hardware they are running on. This has to change
so the agents have the same restriction as humans. 

Other restrictions is to restrict the agents reactions
time to be more like human, the agent possibility to have a
good overview of the game board have to be restricted as
well. Humans short-term memory is extremely limited
compared to agents [4].

As conclusion for strategy agents in the future we

thinks that the restrictions to make the agents more like
human are preferable, this is already implemented in some
of the games today, and it should probably not be to hard
to implement in the future agents. The more human like
communication however is probably not in the near future
because this demand very fast computers and the human
language are very complex so it will be extremely hard to
implement it. One advantage of strategy games are that
they are turn-based, in other words, the only one player
can move at the time, so there would not be any problems
with lack of time for the communication as it could be in
other games.

3.6 Agents in Sport (NHL 2000, Collin McRae
Rally)

We think that agents in team sport games should be
significant more advanced than they are today. Firstly we
think that every character in a team should be controlled
by it’s own agent, today the character are just controlled by
a simple AI. The character agents must start to
communicate more effectively to tell the other teammates
the possession of the character and if it is available for a
pass. When a character agent shall tell something to the
others in the team the other team will be able to "hear"
what he say, in other words, all character agents will be
able to hear everything the other say (see figure 4), just
like real sport.

Figure 4. Communication between agents in team games.
A4 broadcast a message that he is free, the message is
directed to A1 that has the puck but all the other agents,
both the teammates and the opponent team agents.

In this way the other team can take advantage of the
communication and, e.g. change tactic and block the
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character that send the message. A character should also
be able to make a teammate be attention to receive a pass
and do it more safely than otherwise.

The character agents today, are often based on real
player, so all character has different condition. Taking this
into consideration, it should be useful to us learning agents
(genetic learning [8]) that get better and better to cooperate
when they play together [9].

This will do that if the player, who play the game,
wants to change/buy new character to his team, the new
character will not be able to play at his full strange at start
because he isn’t used to play together with his team-mates. 

Another thing that we think shall be improved is the
character movement, today the character agents have a
fixed movement (see figure 5), and they have a fixed place
on the game board and only follow the puck/football.

Figure 5. Player A is a defender, when a ball is inside the
inner circle the player move to get the ball. If the ball is
inside the outer boarder, the player just moves so it is at
the same height as the football (games today).

Instead it should be better if the character could move
where ever it want to. The character should have a priority
to stay on a special dedicated place on the game board, e.g.
the goalkeeper shall have a high priority to stay in the goal
and only if necessary leave it and then fast get back again.

Something that can be helpful to agents in team sport
games is the research on robotics and their movements
because it is very similar to the character agents. In
RoboCup, a football tournament for robots, they have built
robots that take the environment into consideration when
they play [6]. Just like the robots in RoboCup, the
character agents in a team sport game have to take the
environment into consideration when they play.

To achieve the above, it can be worth to take a look at
a multiagent architecture (multiagent collaboration [7]),
because games like football and ice hockey has some sort
of global goal for the team, to win the game. The opponent

team can be seen as a dynamic and obstructive
environment that can disturb the team common goal. To
achieve the goal the team have to score, this can be seen as
a sub goal. To achieve the sub goal each member of the
team have to be dynamic, flexible and cooperatively. The
team can have a global strategy to achieve the common
goal, and both a global and local (character) strategy to
achieve the sub goal (score).

One problem that can come up is that the
environment that the team play in is very dynamic and
often changes. This demand that the agents must be very
dynamic and flexible to change strategy quickly if the
environment make it impossible to solve the achieved goal
with the used strategy. Another problem can be that the
players in a team doesn’t have the same view of the
environment, this can cause the players doesn’t have the
same strategy to achieve the common goal. To solve this,
the players have to communicate with each other to decide
the best strategy. But the benefit of this is that the game act
more realistic.

Agents in race games, e.g. Colin MacRae Rally, are
today pretty good, they very realistic (the agents in the
games are represented by the rival cars in the game). They
drive the track in almost exactly the same time every time,
this can seem unrealistic but it’s not, a real rally driver does
the same in the real world. The problem is often that the
human player don’t have the right feeling when he drive
the car, he often drive with full power and don’t use the
brakes, this will case mistakes on the track that the agents
manage very well.

Communication between the agents and the human
player isn’t necessary because every one compete with
every one.

As a conclusion of agents in sport games we want to
take advantage of the work that is done on robotic
multiagent system for team sport. We want to change the
communication so that everyone in the game take part of
it.

For racing games we haven’t came up with any
propose to improvement because we think that they
already is realistic.

4 Conclusions

We have identified most important problems with agents
today as the communication between agents and humans,
and agents and agents. And because of that the cooperation
between agents/ humans and agents/agents has become
suffering. We have also come up with that agents
sometimes have difficult to solve problems in a "human
way" which is very important to make the game realistic to
play. We have also discovered (or not we, but we have
confirmed it) that agents often are too smart and too stupid
at the same time. What we mean with that is that agents
have a very limited way to reasoning to a solution to a
problem, but the problems that they can solve, they are
extremely good.

We have no concrete proposals to the problem with
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the communication, but we consider that the agent and
human players must have a language that both understand.
The proposal that we have for 3D-shooters are to use a
client-server system to solve the communication between
the different parts in the game. We also propose to have a
bots that use the built in communication system to
communicate with both computer controlled players and
human controlled players.

The advantage of this solution is that all parts can
contact all the other parts and it’s very easy to address the
communication to a specific part. The same technical can
be used with both Strategy games and RTS games.

For Sport games of the type team sport, we have
another solution, instead of address the communication we
communicate with broadcast, i.e. all parts in the game can
receive and use all of the messages that are sent in the
game. The inspiration of this solution cam from RoboCup
where the communication is done in a similar way.

In MUD games there is no need to improve or change
the way the communication is done. Maybe because the
game it self is built on communication based game and not
visual game.

When the communication between agents/humans
and agents/agents is solved the problem with the lack of
cooperation between them are solved as well.

In 3D-shooters the agents will be able to share the
information that they get from the environment that they
play in with the rest of the player among other things the
agents will be able to tell its team mates if he is being
attacked or where the enemy are. The other players then
process the information.

The cooperation can be solved in a similar way for
RTS games. Even if this type of game rarely are played as
teams like 3D-shooters can. But the players can get
together to an alliance against another player (human as
agent).

The cooperation in sport games, of the type team
sport, can be solved so that every team have a global
strategy to achieve the goal of the game, win. The players
in the team have common and it’s own strategy to achieve
the sub goals in the game (score). The reason to have both
common and own strategy to achieve the sub goal is that
this type of game is very dynamic and all players in the
team doesn’t have the same vision of the environment at
the same time, that will cause that all players doesn’t have
de same strategy. Than the player have to take it’s own
decision (this solution like the communication has also
been inspired by research on RoboCup).

5 Future Work

This work has raised several interesting subjects for
communication and cooperation for agents and bots. Work
is required to develop a clear understanding of the
questions and thoughts that we have. Implementing a bot
probably does this, for some of the game types that we
have described, to control if they are possible and correct.
We are also planning to make a bot for the Counter-Strike

game using the things we have taken up in this paper, a bot
or agent that can communicate with other agents but also
with humans.
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Appendix A

Table 1: This is a short list of commands for Quake 3 bots.

Command Expected Action

i am the leader i am the leader

<botname> report
Bot should tell you what they’re doing.

<botname> what are you doing?

<botname> follow <othername>

All these commands mean the same thing: 

The bot should follow/accompany/cover/go with the des-
ignated team member for the specified time. 

If no time is specified, the bot will carry out command 
indefinitely. (However, bots, like humans, get sick of 

doing the same thing over and over again.  They might get 
fed up with you and go do their own thing.) 

<botname> follow <othername> for xx <time>

<botname> follow <othername> forever

<botname> accompany <othername>

<botname> accompany <othername> for xx <time>

<botname> accompany <othername> forever

<botname> cover <othername>

<botname> cover <othername> for xx <time>

<botname> cover <othername> forever

<botname> go with <othername>

<botname> go with <othername> for xx <time>

<botname> go with <othername> forever

<botname> go to <loc/obj> Bot should go either go to the specified location or pick 
up the specified object.<botname> get <loc/obj>

<botname> patrol from <loc/obj> to <loc/obj>

Bot will run back and forth between specified locations 
and/or objects for the specified time.

<botname> patrol from <loc/obj> to <loc/obj> for xx 
<time>

<botname> patrol from <loc/obj> to <loc/obj> forever

<botname> camp near <loc/obj>

Bot will camp (and defend) near the specified location or 
object for specified time.<botname> camp near <loc/obj> for xx <time>

<botname> camp near <loc/obj> forever

<botname> camp here
The bot will guard YOUR present location for a specified 
period of time.  Bots told to Camp will NOT move around 

to collect items close to their targets.
<botname> camp here for xx <time>

<botname> camp here forever

<botname> camp there The bot will guard its own location for a specified periond 
of time.  Bots told to Camp will NOT move around to col-

lect items close to their targets.
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CTF Commands:
All the above commands work in a CTF game.  The
commands below refer only to CTF and won’t work in
Team Deathmatch for the obvious reason that they relate

specifically to the FLAG.

New variable:
<enemy> -  refers to whatever color the enemy flag

is.  If the bot is red, put blue or enemy.  If the bot is
blue…you get the idea. 

<botname> camp <loc/obj>

Bot will camp at specified object or location for specified 
time. Bots told to Camp will NOT move around to collect 

items close to their targets.

<botname> camp <loc/obj> for xx <time>

<botname> camp <loc/obj> forever

<botname> defend <loc/obj>

<botname> defend <loc/obj> for <time>

<botname> defend <loc/obj> forever

<botname> guard <loc/obj>

<botname> guard <loc/obj> for xx <time>

<botname> guard <loc/obj> forever

<botname> help <othername>
Bot should find and assist other team member.

<botname> meet <othername>

<botname> lead the way (then give action - bot will wait 
for you to follow) Bot will go on ahead, then perform specified action.

<botname> kill <enemyname>
Bot will hunt down and kill specified player.

<botname> hunt down <enemyname>

<botname> dismissed

Bot will stop performing the last task you commanded it 
to do and commence roaming.<botname> dismiss

<botname> stop action

I quit being the leader

Allows a bot to become the team leader and give com-
mands.

I quit being team leader

I stop being the leader

I stop being team leader

Table 1: This is a short list of commands for Quake 3 bots.

Command Expected Action

Table 2: 

Command Expected Action

<botname> get <enemy> flag

Bot will go out and get the flag.  It will also bring it back.
<botname> capture the <enemy> flag

<botname> get <enemy> flag

<botname> capture <enemy> flag
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<botname> defend the base

Bot should defend the base (friendly flag).<botname> guard the base

<botname> camp the base

what is my command

These commands are for when a BOT is team leader.  You 
need not address the bot by its name.

what should I do

what am I supposed to do

what is my job

Table 2: 

Command Expected Action
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Abstract. This is a short report describing an
implementation of an autonomous agent situated in a
Multi-User Domain environment. The focus has been on
exploring the world with the intention of creating world
representations, handling and co-operate with other
autonomous agents and/or players in battle situations and
finally the exchange of gathered information with actors.

The conclusion drawn is that our idea about having
Non-Player Characters as autonomous agents is
beneficial and that there is reason for continued work on
our initial implementation.

Keywords. Autonomous Agents, Multi-User Domain,
Non-Player Characters, Role-Playing Games.

1 Introduction

This work started because our collective experience with
role-playing games, showed us that computer controlled
characters often showed a dull and static behavioral
pattern. This phenomena doesn’t seem to exist in ordinary
pen and paper role-playing games, and one naturally asks
why that is. The answer is obvious, in a computer based
role-playing game you lack the supervising dungeon
master.

The dungeon master’s role in the game is to describe
the world the human players are situated in and act as all
non-players characters. In computer based games the task
of describing the world is easily accomplished by some
form of visual or textual representation, but the task of
non-player character acting is usually not as easily
accomplished. Traditional techniques used, has been to
script the behavior of non-player characters, this is a factor
that contributes to our notion about static behavior
patterns.

A solution to this negative factor has been to
implement role-playing games as multi-user
environments. This counteracts the dullness experienced
from the numerous non-player characters by adding the

possibility of social interaction with human controlled
players, with a system like this we can regain the first
factor that have made ordinary pen and paper role-playing
games successful.

What about the other factor, the dungeon master? The
dungeon master has been the person evolving the story
line, making the game exciting and changing for the
players, so a natural step has been to re-introduce the
dungeon masters into the system. This is how Multi-User
Domains have solved the transition from pen and paper
role-playing games to computerized ones.

1.1 Multi-User Domains

A Multi-User Domain is a computer program that provides
a virtual world for human beings and other entities to
interact with. This world is a room-based environment that
allows entities to manipulate and interact with objects
located in the same room as itself. Objects can be other
entities, such as human-controlled players, thus allowing
interaction between possibly several hundreds players.
Each of these players can act independently from each
other, which is the fundamental basis of role-playing. In
fact the first Multi-User Domain from 1979 was a role-
playing game [1], but there are many different ones
designed for a very diverse audience. From now on we
will focus on the role-playing type of Multi-User
Domains.

An important factor that has contributed to the
success of this type of systems is that the interface between
the players and the world is purely text based, as Bellman
and Landauer wrote in [2]:

“One of the most important qualities of MUDs
as systems is that text-based MUDs allow peo-
ple the freedom and richness of word pictures,
something that we can’t imitate with any graph-
ical environments. Text-based MUDs have a
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much richer and more dynamic visual imagery
than, say, movies or games, because it is cus-
tomized to each player’s imagination.”

As an example of this, we will show a small transcript of a
room in the game Aalynor’s Nexus, available at telnet://
aalynorsnexus.org:2000 at the time of writing, which is a
popular Multi-User Domain system:

> look

You are now standing within the gold-trimmed,
marble foyer of the Bank of Nexus. An air of
grandeur does little to put you at ease, and
you’re grateful when the pretty, young Elven
teller smiles at you and inquires how best she
may assist you. Her fine silken robes would
seem to be beyond her means, and you find
yourself idly wondering if she has a secondary
occupation, or a rich husband.

Obvious exits are out.

First of all this makes the concept of these virtual worlds
timeless in the same way ordinary books usually are
considered, and since the users are interactively evolving
the story line together, it is in a sense even more fulfilling
than reading a book [3]. In fact Multi-User Domains have
proven to be highly addictive and even banned at many
universities in the past, because they have showed to be
too much of a distraction for promising students [4].

As stated in the previous section, Multi-User Domain
based role-playing games has addressed the two
requirements necessary for recreating the enjoyment and
richness of ordinary pen and paper games. First it captures
the interaction on the player level by being a multi-user
environment, this allows the forming of game parties
much in the same way your ordinary game group would
function, but it also allows the interaction between
different groups. In this way players can in a limited way
create own stories around their character and their
relationships. Secondly, the Multi-User Domains we have
looked at have incorporated dungeon masters to various
degrees. Mostly they use them to control and guide the
story line, usually in the form of creating new areas and
different quests, assignments for different players of
varying skill level, that players can participate in. What the
dungeon masters often do is to construct one of these
quests for a specific and limited skill level, usually for the
high level and more experienced players. This means that
the mediocre players often are left in the old hack and
slash type of role-playing with little or no interaction from
the dungeon masters, that was dominating the first
generations of computerized role-playing games. The
conclusion we draw from this is that often the number of
players surpasses the capacity of the dungeon masters. 
One way to address this problem is to try to hand over
control of some non-player characters to autonomous
agents. This could possibly enable the dungeon masters to

create a number of predefined quests suitable and/or
adaptable for all type of skill levels. We believe that this
would relieve the dungeon masters from explicitly
controlling non-player characters involved in the story and
instead focusing on developing the story full-time.

1.2 Autonomous Agents

We will not attempt to create our own definition of
autonomous agents, since the concepts of agents is still a
hot debate issue. The meaning of autonomy is commonly
accepted in most fields:

“Generally, autonomy means “under self-con-
trol.” More specifically, the assumption that,
although we generally intend agents to act on
our behalf, they nevertheless act without direct
human or other intervention, and have control
over their internal state and actions.” - Michael
N. Huhns, Larry N. Stephens and Mike Woold-
ridge [5]

As we see from the definition of autonomy, it is a required
property that non-player characters must possess. This
follows from the fact that we want them to act on the
behalf of the dungeon masters, but without direct
intervention in the majority of a non-player characters life
span in the game, i.e., dungeon masters would initiate
characters with a set of goals or intentions and leave the
means to accomplish this to the non-player character itself.
In order to achieve this, they would clearly need control
over their internal state and be able to reason about their
own actions.

The definition of agents is as stated not as accepted,
we chose to use Mike Wooldridge’s definition [5]:

“An autonomous, reactive, pro-active computer
system, typically with a central locus of control,
that is at least able to communicate with other
agents via some kind of communication lan-
guage. Another common view of an agent is that
of an active object or a bounded process with
the ability to perceive, reason, and act.” - Mike
Wooldridge

From this definition we see that an autonomous agent [6]
could be what we are looking for. With non-player
characters as agents, they will achieve the ability to
perceive the environment, reason about their percepts and
finally make an informed decision to act in the
environment in order to fulfill their goals. As an agent they
will also be able to communicate with other players, which
could be humans or other agents. Since the properties of
autonomous agents seem to address most problems that we
have identified with computerized role-playing games, it
would be a sensible approach to try to incorporate it in a
game, in our case a Multi-User Domain based one.
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1.3 Properties of a Multi-User Domain world

The environment that an autonomous agent will face in the
Multi-User Domain world is one of the most complex
environments possible from an agent developer’s
viewpoint. According to Russel and Norvig’s definition of
agent environments [7], the world in our case, displays the
following qualities:

• Inaccessible. An environment is termed inaccessible
if an agent’s, situated in this environment, sensors
doesn’t give it access to the complete state of the
environment. In our case, the sensory data that an
agent can perceive about other objects, such as play-
ers, items, rooms, etc., can’t provide a complete state
of named objects. Hence, an autonomous agent will
have to provide enough self reasoning to function
with access to limited knowledge about the environ-
ment.

• Non-deterministic. If the next state isn’t entirely
dependent on the performed action of an agent, but is
also dependent on external factors, the environment
is non-deterministic. The element of chance highly
influences the next state of the environment in our
world, this comes from the traditional pen and paper
role-playing games where dice where the primary
tool to decide the outcome from an action.

• Non-episodic. In an environment with the non-epi-
sodic attribute past actions contribute to the current
state, i.e., the quality of an agent’s action is indirectly
dependent on the past actions. What this means in our
world, is that an agent that can construct a long term
plan that benefit itself will be much more successful
than a purely reactive agent.

• Dynamic. If the state of the environment can change
between the time the agent perceive something and
acts upon the percept, the environment is termed
dynamic. Since our world is a multi-user environ-
ment populated with players that can make individual
actions in real-time, it comes naturally that it is a
dynamic environment.

• Continuous. An environment is classified as contin-
uous if there aren’t a limited number of distinct,
clearly defined percepts and actions that agent can
perceive and perform. In Multi-User Domain role-
playing games, one can define own actions to per-
form in order to achieve a reasonable level of role-
playing, from this follows that the percepts are
dependent on the defined actions at a given situation.

With the given properties of our environment that the
agents will have to deal with, we see numerous
complications that might be out of scope for this project.
Such as natural language processing as found in the agent
Julia [8]. Because of this, a reasonable approach would be

to use an agent architecture that is very adaptable to
program code changes, in order to later extend the work
that we will do during our investigation about autonomous
agents in Multi-User Domains.

1.4 Paper Organization

The remainder of this paper is organized as follows:
section 2 describes our chosen agent architecture, the
software design of the agent, what we need to deal with in
order to interpret the world, how to deal with world
representation and building up one by exploring the world.
We will also cover how the agent handles battle scenarios
and finally how the agent can co-operate with others to
meet its goals. In section 3 we summarize the work with a
conclusion and suggests further work.

2 The Implementation

To investigate our theory of autonomous agents as non-
character players in a Multi-User Domain based role-
playing game, we decided to make an initial test
implementation that will give us preliminary results on the
suitability of this concept.

2.1 The Architecture and Design

The first step was to examine already existing agent
architectures. This was done in an attempt to find a
suitable foundation to use in the iterative architecture
development method, QASAR [9]. The result is an
architecture that is a mix between BDI [10] and a Layered
architecture [10] mostly because we wanted to keep it as
simple as possible for our evaluation. See figure 1.

Figure 1: Agent Architecture.

Percept Component. The Percept Components task in the
system is to receive raw text from the Multi-User Domain
server over a network media. The nature of this data is
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asynchronous [11], thus this component is modeled as
such. No processing of data is done here, instead the
processing is left to the more high level components.

As you can see in Figure 2 the full design of this
component, the I/O is handled through a signal handler.
This leads to the ability of handling asynchronous I/O
without the added overhead of a threaded solution.

Figure 2. The Design of the Parser and The Perceptor

Parse Component. This component is a Push Down
Automaton [12] influenced stack machine, that resembles
a virtual stack machine with its own set of machine
instructions [13]. We have designed this component to be
able to dynamically update its program if the agent would
discover new structures that it want to be able to parse.

Our design of this component can be seen in Figure
2. All the server specific details are encapsulated inside the
VM-Stack and the Rule Set modules which means that
they are the only modules affected by a server change,
except for some parts in the Affector. The rules are stored
in a hash table, from which a rule is retrieved depending
on the percept and the machine state. To drive the machine
from a state to another we use a set of instructions:

• MOV, Simply moves to a new machine state.
• PSH, Push the next token on the stack.
• POP, Pops the first token from the stack.
• END, Sends the content of the stack to the event con-

structor.
• MRK, Marks a position in the token stream.
• CPY, Copies everything form the last marked posi-

tion and puts it on the stack.
• RES, Restores the token stream to the last marked

position.
• CPE, Copies everything form the last marked posi-

tion and puts it on the stack and then sends the con-

tent of the stack to the event constructor.

The Virtual Machine sends a stack to the Event
Constructor when it hits an end state. The Event
Constructor interprets the contents of the stack in order to
create a corresponding event. An event is an internal
representation of a perceived messages from the server.
After construction the event is placed on the global Event
Queue. This is the only shared data structure between the
low level message handling and the agents internal logic.

Knowledge Base Component. The Knowledge Base is
basically what it sounds like, it is a passive data
component that act as the agents memory.

Figure 3: The Knowledge Base.

As seen above in Figure 3, the knowledge base contains a
number of different structures. The conversations structure
store ongoing conversations in order for the agent to
reason about what to say next.

A necessity for our autonomous agent is being able to
navigate in the world, to satisfy this we have an
environment model [14] in our knowledge base, named
World in Figure 3. This structure contains among other
things, a map that contain and interconnect all the rooms in
the Multi-User Domain world (see Section 1.1), each room
represented by a map_entry keeps track of objects located
there in. An important set of objects it keep track of are the
exits, these are what creates the links between the rooms in
the world.

The autonomous agent’s status are kept in the health
structure. Information stored are things like current health,
life expectancy, experience level, etc.

In the desires structure, information about the agents
current goals. Since the agent can have numerous goals
concurrently, they must be prioritized in relation to current
set of believes about the state of the environment. This
process isn’t performed in the Knowledge Base
component, since it is a passive data structure. Instead this
is delayed until later steps in the agents reasoning process.
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Belief Component. The Belief Component is responsible
for interpreting the events from the Parser and update the
Knowledge Base accordingly. This component is also
responsible for transforming the events into our internal
knowledge representation based upon the current state of
the Knowledge Base.

Desire Component. The Desire Component’s main task is
to update the agent desires depending on the knowledge in
the Knowledge Base, also considering past and current
desires. It is also responsible for prioritizing the desires
according to the agent ultimate goals.

Action Component. The purpose of the Action
Component is to directly map the desires into Actions that
will bring the Agent closer to its desires. This component
is divided into three sub-components, each responsible for
handling different type of actions i.e. exploring, fighting,
etc.

Figure 4: The Action Component.

In the action module the agent reasons about the priority of
each desire that it currently have. After it has selected the
highest prioritized desire, the module delegates the task of
performing the necessary steps involved with the desire to
a module suited for it. Modules implemented in this initial
project are Map, Fight, and Speech.

The Map module handles navigation and
environment model related logic. Fight takes care of the
steps involved in mortal combat, and finally, Speech
handles interaction with other entities, such as human
players or autonomous agents. When a specialized module
has constructed an action to perform, it will return control
to the Action module, that will pass it down to the Affector
Component.

Affector Component. The Affector Component’s role in
the architecture is to handle the transformation from the
internal representation found in the Agent to commands

that is directly understood by the Multi-User Domain
server. This is accomplished by the Generator module, as
seen in Figure 4.

We feel that this agent architecture will allow us to
design and implement an autonomous agent based non-
player character that can perform adequate in the Multi-
User Domain World, see section 1.3. The first step to
function properly is to make a model of environment it
will be situated in.

2.2 World Exploration

We have found numerous difficulties with exploring the
world, mostly they are related to the fact that humans like
to build world representations with regard to some sort of
three dimensional spatial orientation. Since every percept
about the environment is purely text based, this becomes a
problem of natural language parsing and in a sense, true
interpretation of the words, and there is no distance
associated with travel. This requires even more advanced
techniques to detect, even human beings are hard pressed
to make this distinction. To further complicate matters,
there may exist exits that creates infinite paths and other
similar inconsistencies. We have found that this technique
is used in some Multi-User Domain server in order to
create an illusion of vast areas, and sometimes just to
confuse players in mazes.

In order to address those problems, we were forced to
make a number of assumptions, one being that each room
is uniquely identifiable by its name, another is that there
are no teleport fields or other phenomena that leads to an
inconsistent map representation. We also assume that the
world adheres to the rules of geographical directions.
Now that we established the difficulties with the world and
reduced them to a manageable level, we can accomplish
our stated goals in world exploration. Our requirements in
this area is that the agent shall be able to explore the world
in order to build an environment model of it. The reason
for doing this, is for a non-player character to be able to
locate and assess different location in order to maximize
its goals, without the intervention of a dungeon master.

When exploring new areas in a hostile environment,
the agent needs to able to defend itself or flee, in order to
avoid a possibly lethal situation.

2.3 Battle Situations

A battle in a Multi-User Domain general consists of a
number of players fighting a set of monsters of various
difficulty. The players usually takes on different roles,
such as, healer, magician or tank (The tank’s responsibility
is to distract the monsters so that they do not attack the
more vulnerable players). Our autonomous agent has to be
able to take on any of these roles, to function as a non-
player character in the game. Here follows a short
transcript of a fight in a Multi-User Domain:

>kill monster
You attack the monster.

Generator
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Action

I/O Module

Action Component

Affector
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You hit for 4 damage.
The monster hit you for 2 damage.
The monster hit you for 2 damage.
>kill monster
Please wait 1 more second.
The monster hit you for 1 damage.
>kill monster
You missed.
The monster hit you for 4 damage.
The monster hit you for 3 damage.
>kill monster
You hit for 4 damage.
The monster hit you for 2 damage.
>flee
You run like a chicken.

As you can see from the transcript and as we said in
section 1.3 the world is non-deterministic and the agent
might fail to complete its actions for various reasons. This
means that our agent has to be able to redo or choose a
better action to perform instead. Naturally this leads to
very high demands on the autonomous agent, but we
believe that our current architecture can cope with it.

2.4 Agent cooperation

All the Multi-User Domain are designed to promote co-
operation between players, therefor it is natural that our
agent also is able to do this. It is also a fundamental
attribute of an agent, see Section 1.2

Our speech module is not a complete natural
language processor, it has in fact a rather limited
functionality. This is mainly because natural language
processing is beyond the scope of this project. The agent
still has to be able to cooperate with other agents and
players. The supported cooperation will be either battle
command, map transfers or road descriptions. 

2.5 Implementation Summary

The agent architecture lived up to our expectations and
shows promise for a continued development, the
requirement of adaptability on the architecture has been
met. Our design is flexible enough to allow a complete
implementation of a non-player character, this is realized
through a well defined set of interfaces between the logical
parts in the system.

3 Conclusions

As stated in the Section 1.2, we set out to try to incorporate
autonomous agents as non-character players in Multi-User
Domain based role-playing games. This idea evolved from
the fact that dungeon masters currently have a too high
work load in the current games, and to make all players
experience the same level of presence and importance as
they used to do in traditional pen and paper role-playing

games.
The first step was to identify the attributes of the

world, the required properties a non-character player has
to possess. When we had established those facts, we could
start to make an initial test implementation that wasn’ t
incorporated in the server code. The reasons for selecting
this approach was:

• Flexibility, i.e., the agent is easily adaptable to many
different servers.

• Break out new source code introduced in order to iso-
late the source of errors.

• Scalability, since we can utilize the processing capa-
bility of a number of machines instead of burden the
Multi-User Domain server, we can reach a much
higher level of scalability.

• Demonstration purposes, since the agent are an exter-
nal entity of the game, it is intuitive that it is really an
agent and not just an internal artificial intelligence
enhanced version of one of the inhabitants of the
world.

The foremost property of our agent is the ability to move
between rooms, in order to create an environment model
of the world, which later can be used as means to reach
various locations. It is also needed in order to guide other
entities throughout their surroundings. For an example, we
found that if our agent happened to have nothing to do, it
remembered beneficial areas that it had visited in the past
and choose to make its way there, in hope to maximize the
utility of its current state.

Another property that we identified that the agent
have to be able to cope with is that of battle situations. We
have solved the basic ability of commencing in a battle,
and the agent is also able to participate in coordinated
attacks against monsters without intervention of a dungeon
master, thus maximizing each participants specialities.
Although our test implementation shows promise, it
doesn’ t really reach the stated goals, yet after our
investigations with autonomous agents in Multi-User
Domain worlds, we still believe that agents really can take
on the role as non-player characters to enhance the gaming
experience for human players.

Further work on this project that could lead to
fulfillment of the stated goals would involve mostly
artificial intelligent related enhancements. First of all, we
will need to implement support for a number of different
levels of planning. The agent would need to be able to
formulate a fundamental long term plan to reach its
primary goals, which would have been stated by a
dungeon master at the introduction of the agent into the
world. We would also need to be able to adapt short term
plans to any given situation, in order to move towards the
long term goals. Currently we have some childish forms of
memorization in the agent, but what would be needed is to
detect patterns and draw conclusions from them that will
be utilized in the future. It would be beneficial if this
knowledge could be taught to other entities, however the
trust issue has to be addressed in order to avoid malevolent
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beings taking advantage of a naive agent. This goes for all
type of co-operations that is currently possible with our
implementation.

As a final step that is pre-dominant in all future
enhancement is the ability to comprehend natural language
[15] and prescribe real meaning to expressions, this
enhancement is dependent on the incorporation of
advanced forms of unsupervised pattern recognition.
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Abstract. Our objective has been to get a better
understanding how complex AI is when it comes to
implementing the theoretic ideas which at first seems quite
easy. The following report will describe our solutions, how
our learning combined with the pathfinding together form
an artificial Quake2 bot with somewhat limited
intelligence. The solution we aimed for should be able to
interact and react with other intelligent agents according
to predefined patterns. This could be done in a numerous
ways but our effort was focused in just using simple
algorihtms which we knew could cause trouble if they were
faced against large search spaces.

Keywords. Multi Agent System, AI, Pathfinding, Quake2,
Bot, QASE-API

1 Introduction

1.1 Background

The reason for us to look deeper into multiagent and the
use of AI, is primarily because we has attended to the
course DPT304 at BTH. Our choice to narrow this vast
subject into a more specific pathfinding algorithm and
eventually a quake2 bot has been our close relation with
the gaming industry. Both of the authors has worked at a
game company, producing games for the PC. We therefore
felt obliged to get more experience on pathfinding and
other situations that occurs when you try to have multiple
agents interacting with each other.

As for a practical example we chose to implement a
Quake 2 bot, using the QASE API developed by Martin
Fredriksson.[1] Even though the API has it limitations,
you get to realize how much effort that lays behind a good
AI solution. The following report will cover our gained
experience in this matter. We will also include solutions
that could be improved with more blood, tears and Coca
Cola[tm].

1.2 Problem Description

The first thing that struck us was how to implement a
working Quake2-bot. We searched the web and found out
that QuakeC might do the trick, but it would require the
use of C and some alien script language that none of us
were familiar with. Since Martin Fredriksson provided us
with a working API in Java, which be both felt
comfortable with, this was the way to go. The API came
with an extensive documentation and even a brief
JavaDoc, so getting started with the development
environment was not a problem. The problems came,
however, when we sat down and discussed the design of
the agent. Even the most basic thing when playing Quake2
had to be implemented. For example, the agent has to be
aware of the world it was operating in, what the world
looked like and where the weapons were located. Later
issues, like finding an opponent and shooting seemed far
away. Intense discussions were to take place in the
following days, concerning the design of the agent. How
should the agent be aware of it surroundings? How should
it be able to go from one point to another when told to do
so? Should the agent update it awareness of the world, like
walls and weapon locations while it was fighting an
opponent? This could lead to problems, since weapons
might be dropped anywhere on the map and the agent
would then update its weapon location list and try to
search for weapons there in the future, even though it was
a one-time occasion. Another problem faced was the
boundaries and entities of the world. In this case, should
the agents knowledge of the map be complete when it start
fighting or should the updating of walls and weapon
locations proceed when fighting another agent?

One thing that we agreed on though, was the fact that
the agent would be very complex if it should cover all
aspects of our scenarios. This lead us to an interesting
view. What if we should implement an agent with minimal
algorithms, making the agent very fast in decisions taking
place. From another point of view this could also be quite
interesting. How powerful can a small simple algorithm
be? Another thing that crossed our minds was how

AI: Simplicity in practice
What is a simple algorithm able to perform?
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efficient those algorihtms would be. Would the agent be
able to make it from one point in the room to another,
without having worst case scenarios all the time. In other
words, would simplicity and quick decision beat complex
and prudent ones?

1.3 Approach To Problem Solution

Although, the main problem was to come up with a design
that let us use small and fast algorithms. Both of the two
minor problems above could be addressed, but it would
require complex algorithms with a lot of overhead data,
checking statement after statement and hence make a
decision what to do or not.

After some more discussions we came up with a
solution that might be the what we were looking for. 

1.4 Outline

The solution we both agreed to be fair enough took the
best out of our two main design proposals. By combing the
two proposals, we managed to get a design of the agent
that solved most of the problems we were faced against.
Most important, the solution permitted us to use the small
and fast algoritm we were heading for in the first place.
The brilliant idea to split the design into one Learning
Mode and one Fighting Mode was evolved. The learning
mode would allow us to use one simple algorithm to train
the agent, knowing the weapon locations and the rough
details about the map it was about to fight later on in. The
fighting mode would let us use algorithms that were more
or less optimized for fighting. Since the agent now knew
about were entities like weapons and health were located,
the actions and behaviour was much easier to decide. 

2 Learning Mode

2.1 Introduction

According to our design, the first thing the agent should do
when entering a new map, should be to get a quick
overview of the scenery. Small, simple algorithms tend to
have quite low performance when facing a big search
space. In order to limit the search space, our first
instruction to the agent will be to get the outer walls of the
map. Since the API in theory can handle very large maps,
we have to scale down to internal map used by the agent.
This is addressed by following the wall, since maps in
practical use are not near the huge maps the API supports.
When the agent is running around in the world, it also
saves the coordinates of weapons, health and so on. This
can be seen as contradiction to our design that proposed
small and fast algorithms, but this only generates an extra
method call to the API and can be overseen. The learning
mode provides vital data to the agent, making it faster and
more enlightened.

2.2 The map format

A Quake2 map spans from coordinates from -32000 to
32000 on both the x and y-axis. To have this map in
memory would require about 4 Gb of internal memory on
the PC. Since this is kind of rare on the computer today, we
came up with another solution. If we would scale down the
map, the memory consumed would be more appropriate to
today standard PC. We ended up with a map 1024x1024 in
size, taking about 1Mb memory. If we would have made
the map smaller we had lost precision for the agent, as
with the downscaling comes the fact that a spot in the
“agent world”  will be represented by 32 spots in the “ real
world” . Loosing to much precision made it hard for the
agent to walk correctly, and further on, get to the correct
coordinate for a certain goal. To avoid that the bot will
have to learn the map every time it enters a map it already
have visited we also save the 1024x1024 matrix to the
local disc. This proved to be very time-saving.

2.3 Finding the outer walls

The first problem encountered when the agent should
acquire data about the map, was how to get the bot to
realize when it hit a wall and not keep running into it. The
API provided us with the speed of the agent. It felt natural
to use this and when the speed of the agent reached zero it
had most probably hit a wall. Although, we found this
method not working correctly so we had to come up with
an alternative idea. The API also provided the current
coordinates of the agent. Therefor, when the agents
coordinates remained the same for a certain time period,
we assumed that the agent had hit a wall, and marked this
on the internal agent map. But, the wall could also be a
little box or a small platform that the agent could jump
onto and continue its pace forward. To decide whether or
not the obstacle in front of the agent was a wall or a small
box, the agent would jump and then try to walk forward
again. If the coordinates still were the same as before, it
had definitely hit a wall. The agent would then turn and
follow the wall. When a new obstacle was encountered,
the same procedure was repeated and the agent would head
out in a new direction. 

Walls are not always straight, and does not always
end up in a new wall. For example, when the agent was
following a wall to the right, the wall could turn right and
the agent would lose track of the wall. To overcome this,
we had the agent running forward and then heading into
the wall to check if it could run into the wall it was
following. By doing this, twist and turns in the walls
would be followed at any time.

2.4 The speed problem

Another problem rise as the speed of the agent was way to
fast to always find the turns in the wall at the exact
moment, leading to a crippled internal map were each
turning would have an extra wall object, obviously wrong.
To correct the extra wall object and still have the small,
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simple algorithm in mind be came up with a new idea.
When the agent had followed every outer wall of the map
and ended up at the coordinates it started, it should run the
entire map again, but at the opposite direction. 

2.5 Discover entities

The solution worked and the extra walls disappeared. In
the meantime, running around the entire map, attention is
payed to entities spread across rooms and passages the
agent is passing through and by ordering the agent to run at
both directions, entities that may have been hidden and not
spotted in one direction would most probably be visible in
the other direction. Most entities was in this way located
and internally remembered by the agent. When entering
fighting mode, the agent would know of the locations and
try to get those items in a predefined order.

When all walls had been followed in both directions
and all visible entities saved to the agent and ending up in
the same place where it started to follow the first wall, the
agent was ready to enter fighting mode.

2.6 Conclusions

Now the outer walls was known by the agent, but little or
nothing was known about obstacle inside rooms. This
could have been solved by using a floodfill algorithm.
Remember that our objective with the agent was only to
use small and simple algorithms, to see how good a agent
could be and what problems it would encounter, not
calculating the entire search space. Also, by using a
floodfill algorithm that not only would have been more
complex, the agent had to visit each spot on the map,
spending considerable much longer time in learning mode.
This made us stick with our original idea and no floodfill
was used what so ever.

3 Behaviour

3.1 Introduction

The agent would at this point be ready to fight against
another agent, or human if preferred. The map is known as
specified and the one thing stopping the agent from
entering the map and engage the enemy is the problem that
it do not know how to behave once entered in a real fight.
We had to come up with a simple solution to describe in
what way the agent should behave in different situations. 

3.2 The ranking system

To keep the method as simple as possible, we decided to
rank the agents need with a simple table. The most vital
thing the agent should look after is health, due to the fact
that if the health drops below zero he will die. The next
most vital thing the agent should do is to find a weapon.
Without a weapon to defend itself, it will most certainly
face a severe death. At last, the least important thing for

the agent is to find ammo for the weapons. By giving the
agents priority list different values, depending on the state
of the agent, he will have a simple and yet, quite effective
way of change behaviour. The way the agent rank
behaviours may prove wrong in many situations, but in
general, we felt that this was the right in most cases.

3.3 Conclusions

The simple algorithm to keep track of what behaviour the
agent should enter is right on track on our main objective,
simplicity. A more complex algorithm could be done,
where the agent, if close enough to a health pack, makes a
deviation of the current behaviour order and picks up the
health pack even though the agent is in no great need of
health because the health meter is almost full.
Optimizations like this could go on forever and we once
again sticked to the simple way.

4 Pathfinding

4.1 Introduction

Almost all premises are now fulfilled to have the agent
engaged in a real-time fight. One of the remaining
problems, and probably the most interesting in a algorithm
point of view, is how the to get from point A to point B.
There are a numerous ways to accomplish this. One thing
to have in mind is that the agent does not know of the
complete map arena. The task was to find a simple,
pathfinding algorithm that also had room for some trial
and error since the agent probably would hit impassable
objects in the unknown search space.

4.2 Entity recovery

The first thing to do was to rediscover all entities that the
agent discovered while in learning mode. The next thing to
look further into, was a way to decide which instance of an
entity we were going pick up. In learning mode, we saved
all coordinates were we found valid entities. This list
would be looped through and once again we used the
distance algorithm to find out which instance of a specific
entity that was the closes one to our current position.
Before we were absolutely sure that this was the entity that
we should head out for, we also added a time-saving
check, that checked if the entity really was on the
predefined location according to what the learning mode
told us. If this was the case, then we had the goal to use for
our pathfinding algorithm using our current position as a
start position. However, we noticed a strange phenomena
with the API, that made the only available weapon entities
to be the rocket launcher and the railgun. Our agent is due
to this limited to only use the rocket launcher and the
railgun.
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4.3 Best-First

Our search for a simple and fast pathfinding algorithm
went through several books. Algorihtms like Dikjstras and
other efficient algorihtm seemed ok, but from our point of
view, those algorihtms were way to complicated as they
almost went through the entire search space. Instead, our
focus was faced towards a algorithm called Best First.[2] 

The algorihtm use a recursive tree-based way to find
the nearest way to the goal. When started, it search all
surrounding neighbours. If a neighbour is found to be a
wall, the tree stops from winding further down in this tree-
branch. From all other valid neighbours, the shortest
distance to the specified goal is calculated, using the
following distance algorithm.[3]

The algorithm then chooses the neighbour with the
smallest distance value and recursively proceed with the
neighbour as a new tree root. Although this algorithm is
one of the fastest we could find, it have some disturbing
downsides. A problem that most likely will be encountered
is that all leaves form the current tree-node are invalid,
they may be walls or some other obstacle. In this case, the
recursion ends and is passed one step back in the tree
structure. The real problem would be in a worst case
scenario. If no leaves is valid in the current tree node the
recursion will be passed up, and if no other leaf is valid
from the parent, the recursion will be passed up another
stage, and so on. In the worst case, when the entire search
space has to be calculated, the tree would calculate large
amount of unnecessary data, making it very inefficient.
This, we found to be a general problem with all small
algorithm we used, not only regarding pathfinding. 
A bit simplified the algorithm look something like this:

RecursiveSearch(startCoord, goalCoord)
{

if (getNeighboursCoords() != goalCoord)
RecursiveSearch(BestNeighbourCoord,

goalCoord);
else
goalFound = true;
}

4.4 Conclusions

We now have a working agent how can interact with the
map, change behaviour as different situations occur and
run from one point to another independent on start-
position and end-position. The only thing lacking is maybe
the most important one, when playing Quake2, to aim and
attack the opponent agents with a suitable weapon. This
was once again accomplished by using small and fast
algorithms but maybe not the most effiencent ones. We
will continue our efforts to keep it simple when we move

on to aiming and attack.

5 Attacking

5.1 Introduction

This is the major thing in Quake2 and all other FPS game,
to attack to opponent in order to win. At first, this method
seemed easy to implement, just shoot at the target
coordinates, but as we learned, there was more to it. A lot
more.

5.2 Weapon selection

To come up with a simple attack algorithm is quite much
harder than it look like. You have to find an opponent,
choose the correct weapon, depending on the distance to
the target and the predict were the opponent is heading. To
make things really simple, we decided to use only the
railgun as weapon for the agent, since we just had the
rocker launcher and the railgun to choose between due the
bug(?) while rediscovering weapons. The railgun is a
instant hit weapon, so we could oversee the motion
prediction that would have been necessary with weapons
like the rocket launcher. 

5.3 Opponent selection

To find a suitable opponent to be killed by the agent, we
just use the same distance-algorihtm as used before. With
this, we calculate the closest opponent in the entity list and
aim for it.

5.4 Aiming

The aiming algorithm of the attack mode is perhaps the
least efficient one in this agent, sad enough, as this is the
most important one. The agent take no notice to the angle
or speed of the opponent, it just receives the current
opponent coordinates from the API and tries to shoot at
these with the selected railgun.

5.5 Conclusions

This has been the hardest part of the agent to keep simple,
there are so many situations that can occur and it is hard to
cover all of those. The algorithm used is far from the most
efficient one, and great improvements can be done in this
area. It is almost as you have to be lucky to get shot by the
agent. We also have a great example in the aiming section
were a simple algorithm clearly shows it limitations.

6 Improvements

6.1 Introduction

The agent is at this point complete in terms of interaction

dis ctan e startx endx–( )2(= starty endy–( )2 )+
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and reacting. What we noticed during the development
was the fact that all aspects of the agent could be improved
in one way or another. Not to speak about the QASE API
that had quite a few bugs that made us have to work
around some parts of our original ideas. This section is
dedicated to those workarounds, improvements and
solution we came up with. 

6.2 Aiming

As the agents aiming algorithm work at this point, it only
checks for the coordinates of the opponent and shoots with
the railgun. You could add a lot more to this, selecting an
appropriate weapon for the distance to the opponent. You
could also have add a more exact shooting coordinate as
the coordinate it shoot at now are quite large in the “ real
map world”  ending up in very few hits.

6.3 Prediction

Another thing to improve and add to the aiming section is
the prediction of the opponents movement, including
speed and angle. We had a brief look at this but it seemed
way to complicated for our small, simple algorithm style.

6.4 Pre-calculation

While the agent is running from one point to another,
another improvement could be to pre-calculate the next
behaviour it would get when the current one is fulfilled.
Further pre-calculations is possible, when the behaviour is
precalculated it could also precalculate the path to the next
entity to interact with. At the moment, after each
behaviour is fulfilled, the agent pauses for a short period of
time while calculating the new one.

6.5 QASE API

This has not so much to do about the agents QASE-API
has some serious bugs. When the agent dies and respawns,
the agent get a very strange behaviour. The API report that
all weapons that is had before dying are still carried by the
agent. Another annoying thing is the fact that the agent
only receives railgun and rocket launcher entities as
weapons from the API. This is the two major things that
makes it real hard to get a correct behaving bot. Do not kill
the bot. But then again, the API was free to use.

6.6 Compensate for lag

Since the agent always will have more or less lag from the
server, strange things may happen during the learning
mode. Developing a agent directly against the server or
making the agent run on the server would lower the lag but
not erase it. The agent suffer from this tiny lag in all
aspects of the interaction process.

6.7 Conclusions

The list could go on and on with improvements that could
increase the efficiency of the agent but you have to stop
somewhere.

One thing that is definitely clear is that the AI on this
bot will never be complete. You can always optimize some
part and in this case, it feel like there are more left to
improve than there has been so far to implement the agent. 

7 Conclusion

7.1 Introduction

The experience from this study was very interesting. We
managed to implement a quake2 bot/agent with just small
and simple algorithms. This was the overall reason when
we at first began looking further into this subject.

7.2 Summary

To sum up all different parts of the agent and their
corresponding algorihtms.

Learning. The agent will follow the wall in both
directions to learn the outer limits of the map and to
memorize entity locations like weapons, health and ammo.

Behaviour. Simple integers to keep track of the behaviour.
Depending on the agents health, weapon and ammo state,
behaviour will chosen from a pre-specified list.

Pathfinding. Using the best-first pathfinding algorihtm.
The only search space that will be searched is the
surroundings of the fastest way to the given end-
coordinates.

Attacking. A simple bad algorithm tries to shoot at the
opponent, simple algorithms will not be good enough in
this part.

All together, the different parts made a fully working
agent. Even if the agent could have been improved in
many ways, as could the API have been done. Some
workarounds to the original ideas had to be done but at the
end of the day it all came out quite pleasing. 

7.3 Conclusions

The entire study was big fun, as you could see the
intelligence of the agent grow as you implemented each
part. The agent became dynamic and fast, just as we
planned, but the simple algorithms caused some trouble in
some areas were they were to inefficient and a replacement
of some algorithm should perhaps been in order. With
some new experience in Quake2 environment, we feel that
more static agents/bots could be sovereign to our dynamic
solution, as they are more platform and Quake2 oriented.
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The logic to our bot is quite general to any FPS game in
the market today nut not efficient enough to beat any
native game bot. If we were to do another agent for
Quake2 were efficiency and speed were the main
objectives this would probably had been our choice.
Another thing to do if implementing a new agent would
have been to choose a programming language that is
specific to the environment, in this case, QuakeC. Even
though the QASE API worked, it had some serious bugs
and lacked some functionality. But as a quick and easy to
learn Quake2 API it worked just great. What we found out
about Quake2 and gaming algorihtms can be defined in a
single sentence. It was easy to learn, but hard to master. 

8 Quake2 bot guide

8.1 Installation

Install Quake2 and be sure to use patch 3.20 and above,
otherwise the agent wont work. At the command line,
write: Java joni <host>, and the agent will connect and join
to the host.

8.2 Commands

You can still command the bot even when it is fighting an
opponent.

<Quit>  -This will disconnect the bot from the server.
<Help>  - Brings up the help text.
<Learn> - Force the bot into Learning Mode
<Fight> - Force the bot into Fighting Mode
<Load> - Load a previously learned map
<Stats> - Brings up the status of the bot.

8.3 Included Files

Function files

Agent.java
Behaviour.java
JoNi.java
Map.java
FileHandler.java
Learner.java
Mood.java
PathFinder.java
Tracker.java
Hunter.java

Datahandler files

BotMood.java
MapFile.java
EntityListElement.java
SearchNode.java

Create a directory called soc in the same directory where

the source code is located. Place the precompiled QASE
library in this new soc directory before compiling.
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Abstract. This report will cover some basic techniques
and approaches for navigation in a 2D and 3D
environment, mission priorities for a computer player
(bot) and aiming (firing at the enemy) in 3D. The emphasis
will be on navigation since that is the most interesting and
extensive problem. The knowledge and conclusions in this
paper was reached when implementing a quake bot using
the QASE API.

Keywords. Bot programming, 2D/3D navigation, Quake,
Qase.

1 Introduction

1.1 Background

First person shooters (FPS) have revolutionized the
computer entertainment scene since id Software’s
Wolfenstein (1992) and more notably Doom (1993) and
Quake (1996). These games had a very direct impact on
the player, who was thrown into an action filled, three
dimensional world. With Doom came network play, which
allowed players to face each other in so-called death
matches. This gained enormous popularity. Since the
opponents were human instead of pre-programmed
monsters, the game became more unpredictable and
interesting. The popularity of death match grew so much
that id Software, in its latest title Quake III Arena (1999),
decided to make the whole game death match only.
Sometimes, though, players had no other humans to play
against and sometimes people wanted to add more players
to a game to make it more interesting, this created the need
to create computer controlled robots (or "bots" as the came
to be called) that acted in a human way.

1.2 Problem description

In the world of FPS games, there are some fundamental
problems to be solved. These include navigation in a two

and three-dimensional environment (the way the bot can
find itself from A to B), mission priorities (the way the bot
carries out its mission, preferably done in a human
imitating way) and engaging the enemy (firing at and
chasing the other players). The first problem is so
fundamental that its scope goes well beyond that of
computer games, as we will talk about later.

1.3 Approach to problem solution

We implemented and tested two different approaches for
bot programming. The first approach was a bot that builds
a map as it explores the environment it is in. We will refer
to this bot as the map bot. We spent about fourteen days
implementing the map bot and put extensive functionality
into it. The other approach was based on waypoints, which
must be given to the bot so that it knows where to go. This
bot has less intelligence and is less flexible and we put less
effort on it, about two days. This bot will be referred to as
the waypoint bot and was mostly done for testing and
comparison purposes.

1.4 Outline

We will start to talk about the map bot, and then only bring
up the waypoint bot in the end for comparison.

2 Navigation in a three dimensional
world

2.1 Creating a navigation system

In this section we will talk about the diffrent steps in
creating a two dimensional navigation system.

2.2 The map system

The first problem to solve when implementing a bot is the
navigation. This also proved to be the most difficult and
time demanding task. We started by just letting the bot
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roam about and change direction whenever it ran into a
wall. This was fun to watch because it gave life to the bot,
it acted somewhat intelligent. This however, proved to be
insufficient very quickly as it couldn’ t do much useful and
certainly not behave in a goal-oriented manner. All it could
do was roam about. For example, if it were to run into a
room with only a small passage out of the room, it could
only navigate out of the room by pure chance. A more
thought-through solution was needed. We began to divide
the world into a two-dimensional map system. The
coordinates one can get from the world entity are x, y, z
and they range from -32727 to 32728. This great accuracy
is not needed and to cover all this space in a two-
dimensional matrix would require more than a billion
elements (1071056529). We decided to use a matrix of
1024*1024 elements, thus one square in the map matrix
would constitute 64*64 coordinate points.

2.3 Putting walls and obstacles in the map

We used a pretty simple way to find walls and obstacles in
the world and then put them in the map. The bot is walking
forward at a set speed, one can then get the current bot
speed from the Qase API [1] by calling a getVelocity()
function. We simply used this information to check if the
speed was zero, then the bot must have run into a wall or
an obstacle. When this occurred we put a "W" in the map.
This approach was very good in some ways but it had its
drawbacks. The good thing about it was:

1. the flexibility it allowed. We could start the bot in
any Quake level and it would build a new map for
that level.

2. this technique can be used for any game, as long as
there is an API that gives the same information about
the world and that the interface is adapted.

The drawbacks with this method are: 

1. the bot has to confirm the zero speed about 10-20
times before it can put a wall (otherwise it puts walls
everywhere, as soon as it gets a zero speed from the
getVelocity() function and this happens quite often).

2. the building of the map is quite slow and can take up
to 10 minutes before the bot has a somewhat good
knowledge of the level in its map.

3. in this map system, there are only two dimensions
and the bot doesn’ t know anything about stairs,
wholes in the ground or elevators and so on.

2.4 Using the information in the map for naviga-
tion

Now we had a simple map system to use for navigation.
But how should we use it to find a path from the position
of the bot to the target? 

Flooding the map. The technique we came to use was a
flooding of the map, starting at the square of the bot and

marking every square around it to indicate the cost of the
path (increasing cost by one for each step) and then
stopping when a path had reached the square of the target.
This, of course, wasn’ t always the optimal path, but it was
a path that would work. The important thing, we thought,
is to get to the target. To get the optimal path, one must
flood the entire matrix and then pick the shortest path.
However, flooding the entire matrix would be more
expensive computationally.

The reverse algorithm. Once a path from the bot to the
target is found, we need to backtrack this path to find out
in which direction the bot should take the next step. The is
done with a stack. The reverse algorithm chooses the
neighbouring square that has the lowest number (and
thereby decreasing the distance to the bot and therefore
heading in the right direction) and puts that coordinate on
the stack. The backtrack is complete when the reverse
algorithm reaches the bot. When this happens, the content
of the stack is the path from the bot to the target. By
popping the element on the stack top, the bot knows which
square is the next step.

Since the map and the path finding algorithm is a
square system, we made the bot move in squares, i.e.
north, west, south or east. The map bot only makes use of
the full angle system when firing on a enemy (as will be
explained later) and when close to a target (explained
under Optimizations).

2.5 Compensations for bugs(?) in the API

We discovered that when the bot started on different
platforms in the level, the angle system meant different
things, i.e. 180 degrees meant north when starting on one
platform and east when starting on a different platform.
Therefore we had to make a compensation for that, which
we called a degreeOffset. This was implemented as
follows: when the bot first spawns we record the x and y
coordinate, we then let the bot move towards the angle
zero, we then record the new x and y coordinates. Having
done this, we can use the delta-x and delta-y to see in what
direction the bot has moved, and then compensating in the
following manner:

if (dx < 0) degreeOffset = 90; // east
else if (dx > 0 degreeOffset = 270;   // west
else if (dy < 0) degreeOffset = 180; // south
else if (dy > 0) degreeOffset = 0;  // north

This worked well for all the three platforms in the qase.bsp
level, and in all the other levels we tested.

2.6 Conclusions on navigation

This is a very generic approach for navigation and would
work in practically any application area. For that reason
we thought that this was the most interesting way to solve
the problem. Other approaches can get very platform
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specific and have no real use outside its particular area.

3 Mission priorities

3.1 Creating a behavioral pattern

The goal of the mission priorities system is to make the bot
act smart and logically as well as act the way a human
player might act.

3.2 Finding and picking up items

From the Qase API’s [1] entities objects, one can get
information about which items lie scattered in the current
level. Then all one has to do is get the coordinates and
head in that direction (using the map navigation system).
Doing this in a prioritized manner is preferable, for
example:

1. get weapon
2. get armor
3. get ammo
4. engage the closest enemy

Then if the bot is injured or fired upon, getting health
should receive the highest priority (when the health drops
down to a certain level).

When the bot has collected weapon, ammo and armor
and it can’ t find any enemies, it sets a target far away (in
most levels outside the map). This has the effect that the
bot builds the map more and more complete.

3.3 Changing to a closer target

When the bot checks in the entities vector for items and
players it also calls a sub routine to determine if a new
item is closer to the current position of the bot than the
item it was currently chasing. For example, if the priority
is to find weapons and it is chasing a weapon twenty
squares away, when a new weapon pops up in the items
vector it performs this control. If the new weapon is closer
to the bot than the previous one, the bot goes after the new
weapon instead.

3.4 Conclusions on mission priorities

Mission priorities are one behavioral pattern that one can
tinker and optimize infinitely. The results of changes in
this pattern are very interesting and enjoyable to watch.
The more work one put into it, the more human like it acts
(if that is what one is aiming for).

4 Engaging an enemy

4.1 The heart of the matter

Engaging the enemy is really the heart of the matter and

the object of the game. Here we will talk about how we
approached this matter

4.2 Positioning the enemy and deciding to fire or
not

Using the same Qase API [1] calls that were used for
finding items, one can get information about where other
players or bots are in the level. We chose to do it the
following way: when a player is found among the entities
we calculated the distance by using Pythagoras’s thesis
(dx² + dy² = hypotenuse²), the hypotenuse is the distance to
the enemy (the delta-x is EnemyX - BotX and the delta-y
is EnemyY - BotY). If the distance is less than 600
coordinate points, we let the bot fire, but only if there is a
clear line between the bot and the enemy (i.e. no walls or
obstacles between them).

4.3 Checking for a “clear line of fire”

Applying Bresenham’s line-drawing-algorithm [2]
between the bot and the enemy performed this check. If
the line-drawing-algorithm didn’ t bump into any walls,
there would be a high probability of a clear line of fire (in
some rare occasions, though, the line-drawing-algorithm
passes through a wall because of the squared nature of the
map, this typically happens if there is a diagonal wall and
the bot and the enemy form an opposite diagonal through
the wall diagonal).

4.4 Aiming at the enemy

When the bot is closer than 600 coordinate points and
there is a clear line of fire, it will fire at the enemy
(however, if the bot’s health is less than 40 points, it will
retreat and search for health packs). First of all we stop the
bot from moving, tests proved that the bot hit the target
more often if it stood still while firing. Before firing at the
enemy, the bot must calculate the correct angle towards the
enemy. This is done in the following way:

1. calculate delta-x (dx) and delta-y (dy) between the
bot and the enemy.

2. calculate the angle to the enemy by using arc tangent
(angle2D = Math.atan( dy/dx))

3. Offset the angle depending on the quadrant the
enemy is in relative to the bot:

if ((dx > 0) && (dy>0)) angle2D += 270; //quadrant1
if ((dx > 0) && (dy<0)) angle2D +=270; //quadrant2

if ((dx < 0) && (dy<0)) angle2D += 90; //quadrant3
if ((dx < 0) && (dy>0)) angle2D += 90; //quadrant4

Steps 1-3 takes care of the two dimensional plane, now let
us proceed with the third dimension (the enemy is standing
on a higher plain, for instance a box):

4. Get the hypotenuse from the triangle (between the
bot and the enemy) on the two dimensional plane
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(hypo² = dx² + dy²), this will be the base-cathetus for
the new triangle.

5. Get the height difference between the bot and the
enemy (this will be the height-cathetus in the new tri-
angle).

6. Calculate the angle to the enemy in the third dimen-
sion (angle3D = Math.atan(height/base)).

7. Use the angle3D to set the pitch angle and the
angle2D to set the yaw angle before firing.

In the third dimension it isn’ t possible to check for a clear
line of fire since the map only has information about two
dimensions.

4.5 Motion prediction

We tried to implement a simple motion prediction system.
This simply used the enemy’s last known coordinate and
the new coordinate to get the angle difference between the
two positions. Then an offset to the angle was added. This
became a slight improvement when aiming and firing at
the enemy.

4.6 Conclusions on engaging the enemy

The greatest difficulty here is hitting a moving target. Due
to the client side nature of this bot, the updates doesn’ t
reach the bot fast enough to make the precision perfect.
When making server side bots, where the updates are
immidiate, one can achieve greater accuracy.

5 Map bot and waypoint bot compar-
ison

5.1 Comparison attributes

The waypoint bot was implemented to see if waypoints
could speed up and simplify the implementation of a quake
bot. The waypoint bot works as follows: waypoints, in the
form of a route of coordinates, are given to the bot, and
that’s the only way it knows how to run.

Here follows some attributes we thought were
interesting to compare.

5.2 Flexibility

The pre-programmed route makes the waypoint bot very
inflexible, because for every new quake level, new
waypoint routes must be given to the bot, while the map
bot is very flexible since it builds a map as it explores its
environment. The inflexibility of the waypoint bot also
makes it less interesting as a computer control player, after
a few minutes of game play, the human players might see a
pattern and know where to ambush the waypoint bot.

5.3 Intelligence

Since the waypoint bot lacks a map, it can’ t calculate a

clear line of fire and might therefore fire into a wall if the
enemy is behind that wall. The waypoint bot is generally
unintelligent because it does little or no active thinking of
its own. It’s merely a robot who is programmed to do
things in a scheduled way. The map bot is more intelligent
because it takes input from the environment, use this
information to think up a plan of how to best accomplish
its goal, and then perform that plan.

5.4 Time to implement and time to learn a level

A waypoint bot is certainly much faster to implement since
it frees the programmer of the problem solving efforts that
map navigation requires. It doesn’ t have to learn the level
before it can efficiently operate, a human who program the
waypoint route spends that time once.

The map bot must use some time to learn the level,
maybe 5-10 minutes before it has a good map to use.

5.5 Robustness

A waypoint bot is rather robust in that it just runs its route
and doesn’ t get lost because of some difficult terrain, as a
map bot might. The map bot sometimes puts walls where
there aren’ t any, and this sometimes made it difficult for
the bot to find its way.

5.6 Other reasons

The map bot is far more interesting to implement because
it brings many problems that one has to solve. These
problems are similar to those of other kinds of robots that
must navigate in a two or three-dimensional environment.
Examples of such robots are:

• Vacuum cleaner robot - the robot must navigate on
the two (perhaps three) dimensional floor of a room.

• Mars explorer - the robot must navigate in the mar-
tian landscape without any remote control (the sig-
nals from earth takes too long to reach the robot).

6 Further topics and discussion

Here we will talk about some things that came up when
implementing the bot. Optimizations, ideas, etc.

6.1 Optimizations

Optimizing the flooding algorithm. The first major
optimization was concerned with the flooding algorithm
that floods the map. The first implementation simple
looped through the matrix of 1024*1024 elements. That is
1048576 iterations. Instead we put each new element in a
vector (starting with the current square of the bot) and only
checked the elements in the vector, this proved to be more
efficient and reduced iterations. This technique closely
resembles the flood-fill-algorithm [2]. The visual
representation of this new flooding would look like a
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circular explosion (if there were no walls) with the bot in
the centre. This is the test data from the comparison
between the two algorithms:

• The simple loop algorithm: average of 1.5 seconds.
• The vector algorithm: average of less than 0.2 sec-

onds.

Only recalculate the path if the target has moved. 
Instead of recalculating the path every frame, the bot only
needs to calculate the path when the target has moved and
when the bot changes target. This proved to save a lot of
computation effort.

Testing whether a stop means a wall or a box. When the
velocity of the bot is zero, it might have run into a wall.
But it might also be just a box that the bot can jump over.
To test this we let the bot jump once when its velocity is
zero, and only put a wall in the map if the velocity is zero
for more than twenty frames. This, however, was removed
from the final version, because it made wall detection
slightly more problematic.

Compensating for flaws in the square map system. 
Since the map system works in squares, it has its flaws.
When using only the square map system, the bot often
misses its target, for example picking up a weapon. It goes
to the square of the weapon and thinks that it has picked it
up, but it might have missed it by a few coordinate points.
Therefore we introduced a precision navigation when the
bot came within 140 coordinate points of the target. This
worked much better and the bot seldom misses its target.

Building a GUI for the bot. During development, testing
and evaluation, we found it very useful to add a graphical
user interface to the bot. In this interface there is a text area
for debug and status output, what the bot is currently doing
and so on. There is also a graphical representation of the
map, so you can see where the bot is and what path it uses
for reaching its target. The walls are also displayed.

Limited bot speed. This was a fine-tuning optimization.
When we let the bot run too fast, it often missed its path.
The reason for this, we think, is the delay of the UDP
packets. You send a command to the bot that it shall run
with a certain velocity and the server lets the bot run like
that until it gets a new command, if your next package to
the server is delayed, it simple misses its turns. We tried to
let the bot run one step then stop the next, to see if this
would increase accuracy, but this only had a stuttering
effect and looked very silly. We tried to find the optimal
velocity for the bot, so it should miss as few turns as
possible, and this optimal value for my bot was a velocity
set to 75.

6.2 Making a generic two dimensional navigation
system

After having finished the implementation of the map bot,

we realized something. This realisation was that it would
infact be very simple to make a generic navigation system
for applications that need two dimensional navigation.
What we are talking about is really reusability. First of all,
the bot was written in Java, which in most cases is a very
portable language. Secondly, the problem domain (2D
navigation) is very similar whether implementing a quake
bot, a self guided vacuum cleaner or a Mars-lander. All
one has to do is to make a "platform abstraction layer"
(referred to as PAL) which prohibits the system from
making direct and platform specific calls. This PAL can
sometimes be a HAL (hardware abstraction layer) or
sometimes a "normal" software layer that just interacts
which the components that has world knowledge.

To explain in more detail, imagine the check for an
obstacle or wall: in the case of the bot, the program checks
the velocity information which it receives from the QASE
API [1] proxy object, if the velocity is zero, the bot thinks
it has run into a wall. In the case of the self-guided vacuum
cleaner, the check would be performed either against a
wall sensor or if the velocity of the wheels is zero. Either
way, this would be done against the HAL.

In short, all one has to do is to leave the PAL
unimplemented. All the functions of the PAL would be
those that interact with the environment, all logic and path
finding can be done by the 2D navigation system.

(In the case of the self-guided vacuum cleaner, the system
would have to be tailored a bit, since the mission differs
from the other in that it isn’t supposed to go from one point
to another, but to cover all area in a room that isn’t walls
or obstacles. But this problem might be overcome by
giving the system a new coordinate whenever it has
reached the old one, until all non wall or obstacle areas of
the room are covered.)

The different application areas we have identified, to
lengthen the list previously presented, are:

• Simple computer game character - for example com-
puter guided monsters or sidekicks.

• Computer guided enemies - for example the bots in
quake.

• Self guided vacuum cleaner
• Mars explorer
• Land mine finding robots - my view on this is a sim-

ple computer running java (for example Personal
Java, with only RAM memory and no moving parts
like hard disks, which would make the system more
shock tolerant), with a very robust shell and lots of
shock reducing isolation. This would fling the robot
away like a football when the mine explodes, and in
theory, the robot could be reused to find more land
mines. (In theory...) The mission of this robot would
be to either clear a path through a mine field or to
find all mines, the latter would make the mission sim-
ilar to that of the self guided vacuum cleaner.
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7 Conclusions

7.1 Goals addressed

We have address the following problems: 2D and 3D
navigation (2D for navigation and 3D for firing), behavior
patterns (mission priorities) and enemy engagement (firing
and chasing the enemy).

7.2 Problems soved

We used generic and basic techniques to solve the
problems (navigation, behaviour and engagement). These
approaches were our choice because of their wide
application range.

7.3 Discussion

The map bot was more interesting than the waypoint bot in
a problem solving aspect. The waypoint bot was faster to
implement and worked like a simple computer controlled
player with only little programming effort. Waypoints
seem to be a common approach when you read about
different quake bots on the net, but in my opinion they are
inflexible and boring since they always act in the same
way. Other and more complicated approaches are for
example BSP-tree analysis, but to me this seemed
complicated and difficult, and it doesn’ t have so much to
do with generic 2D navigation, which we thought was an
interesting problem.

If we would make a bot again from the beginning, we
would probably get into more platform specific techniques
like BSP-tree analysis and server side bot programming,
but that lies in the future.

We thought that the quake environment was an
excellent platform to experiment on. It was also very
enjoyable to program bots on this platform, because you
can immediately see the results in the behaviour of the bot,
and you can also play against it, which is great fun.

8 Appendix A - how to use the bot

8.1 Starting up the map bot

You start up the map bot with the command line:

java Agent2 <botname> <hostname> gui

(if the gui is excluded, the status and error messages and
the map are printed in the console, if the gui is included in
the command line, a nice looking Java GUI appears on the
screen, from which one can get a bigger and nicer view of
the map). It should be noted that sometimes an null pointer
exception occurs when starting up the bot, as far as we
know, this is not a problem with the bot, but with the start
up process and maybe the API. Simply try again and it will
probably work. 

Best bot performance is reached if the bot and the

server are located on the same computer, so that the least
possible network delay is reached.

If you want to start the bot with a (almost) complete
map, you should use the botname final (i.e. the command
line "java Agent2 final localhost gui").

You can also try making two bots face each other,
start this with: "java Agent2 final localhost gui" and "java
Agent2 final2 localhost gui" (i.e. two bots with different
names).

8.2 Sending commands to the bot

You must be logged on the server as a player with the user
name “seger” . Then the bot accepts commands from you.
Give the commands to the bot by using Quakes message
function. Here are the commands:

• “<botname> save”  - this will tell the bot to save its
map to disk.

• “<botname> quit“  - this will tell the bot to save the
map and then exit

• “<botname> target <enemyname>“  - this will tell the
bot to start chasing <enemyname> instead of who it
is currently chasing.

• “<botname> test“  - the bot will reply if it is still alive
(i.e. the program hasn’ t crashed)

• “<botname> position”  - this will tell the bot to report
its position, in coordinates, not in map squares.

9 Appendix B - files included

9.1 Screenshots

There are some screenshots of the gui, they are located in
the screenshots directory. 

(The blue dot in the map is the bot’s position, the red dot is
the bot’s target, the light gray line is the path to the target
that the bot intends to take, and the dark gray dots are the
walls.)

9.2 qase library

The directory soc must be located in the directory that the
bot sources are, when compiling.

9.3 Bot source code

The files are:
Agent2.java - the map bot
Coord.java - a small class for coordinates
botGUI.java - the bot’s gui
Agent4.java - the waypoint bot
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