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Abstract
Recent measurements on LAN, MAN and WAN traffic have demonstrated that Long-Range Dependence (LRD)
is an invariant property irrespective of network technology being employed. As a consequence, the performance
of the network is dominated by the property of LRD in the network traffic.
Latency in information access is one of the most important factors in the user perceived Quality of Service
(QoS) in network applications. Almost all the applications follow the client-server paradigm to transfer information entities which are typically files or typed-in messages. The distribution of the sizes of these information
entities are best described by heavy-tailed distributions and results in LRD. This fundamental property impacts
all the aspects of application layer performance (e.g., response time) and the network layer performance (e.g.,
packet loss and delay). In the traditional traffic models, the network resource management is aimed at capturing
the timescales at which bursts occur and dimensioning the network for the burst sizes occuring at that timescale.
This management paradigm has proven to be ineffective for the traffic having significant level of LRD. Because
of LRD, bursts of all possible sizes occur at timescales spanning over several orders of magnitude. Engineering
of network resources to protect application layer QoS is therefore an important task.
In this paper heavy-tailed distributions are used to model the information contents transferred by some of
the classical network applications such as FTP, SMTP and HTTP. The parameters of these models are based
on high resolution non-intrusive monitoring of busy periods in live networks. The clients and the servers are
modelled as ON-OFF sources producing LRD phenomena at the packet level through aggregation. The user
level quality for these applications is investigated (in terms of end-to-end delay performance) and preliminary
results are reported showing how the quality is affected by the bandwidth and buffer allocation schemes.

1 Introduction
Packet network traffic in LAN and WAN environment has been shown to be Long-Range Dependent [9, 12].
Packets enter the network in clusters. Because of the LRD phenomenon, the bursts do not smooth out by simply
aggregating over longer timescales. Such traffic is an inherent property of the sources which alternate between
ON and OFF states where at least one of the states has heavy-tailed distribution for the time spent in that state.
The LRD emerges as a manifestation of the high variability in the ON and OFF periods.
Almost all applications on the Internet follow the client-server paradigm. The client makes a REQUEST
for a service at the server (client side ON state) and the server responds with a RESPONSE (server side ON
state). In between the requests and responses, both the entities have their OFF periods. The duration of the ON
period depends on the sizes of the application layer messages. Typically, the REQUEST messages are small
with a distribution showing limited variability whereas the RESPONSE messages are large with a distribution
showing high variability. The application RESPONSE messages are fragmented into application layer buffers.
These buffers are in turn broken up into packets (so-called ”cascading effect” [5]) to be carried by the specific
network media being used. The high variability in the RESPONSE sizes directly results in the high variability
in the packet arrival process. The OFF periods are typically due to user inactivities and the variability in the
OFF process may be due to many different types of users accessing network services concurrently. The level
of activity of human users generally varies from user to user. There may even be ”users” which are machines
(HTTP proxy servers sitting behind a firewall or robots downloading web pages to create mirror sites).
Transporting packets across the network between the application end points is subject to delays and errors.
They may even be discarded by a congested router/switch. Because of the presence of LRD phenomenon across
many types of networks, metrics of network performance such as throughput, packet loss, response time, buffer
occupancy levels are affected. Studies in [6, 10] have shown the variation of some parameters (related to LRD)
with link level load. Using a fractional Brownian model (fBm) framework, the robustness of the Hurst effect
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has been shown to be an invariant under changing load conditions. This questions the effectiveness of traffic
rate control mechanisms in altering auto-correlation structures seen in traffic streams. Numerical and analytical
studies of LRD traffic show that the tail of queue length distribution decays at a rate slower than that of the
characteristic exponential decay as seen in traditional traffic studies [4]. This deviation in the queue length
process results in longer waiting times at the network processing elements (switches, routers etc). Accordingly,
some of the most important consequences are [7]:

 Packet delays and consequently application level delays have a heavy-tailed distribution. Transport layer
protocols like TCP estimate the round trip timer values from the peer acknowledgements and hence are
influenced by it.
 Congestion situations are unavoidable and they appear as short-lived impulses. With increase in load,
congestions appear more frequently while maintaining the impulsive behaviour.
 Only increasing buffer sizes does not result in significant improvement in packet loss behavior.
The main interest is in evaluating the consequences of LRD in the application layer quality on an end-to-end
basis. The end-to-end delivery is the responsibility of the transport layer which encapsulates the manifestations
of LRD property at the packet level traffic management. The transport layer characteristics are in turn modulated by the events occuring at the application layer and the way these events are managed at the application
layer. It is important to understand and to quantify the effect of network controls (e.g, TCP flow control) on
application-level parameters since the management of the application traffic has requirements that are different from those for the management of transport-level traffic. Application-level traffic management occurs by
decisions on the admission control and resource management hierarchy whereas transport and network-level
management requires the delivery of implied (e.g., IP) or contracted (e.g., ATM) QoS. Thus, in delivering endto-end guaranteed service it is not just important to understand the traffic parameters at the application layer, but
also to model and to quantify the effects of network control mechanisms on the application-level parameters. For
example, if the application happens to be delivering multimedia service, then a stream of video and audio may be
delivered to the client where the parameters of the video and audio stream are impacted by network congestion
and recovery mechanisms. By the time the stream arrives at the client node, it may have been shaped significantly and the parameters of the stream may have changed drastically from the actual parameters negotiated
during client/server connection setup. The case of interactive multimedia communications is more challenging
as the source itself will shape the stream based upon feedback from the client. For the purpose of this study we
only consider the performance of typical applications such as HTTP, SMTP, and FTP where the feedback loop
is only closed between the transport layer entities (i.e., TCP) and not the application layer entities (e.g., image
retrieval, streaming video, which is typically the case on the Internet today). Using simulation models, the effects
of bandwidth allocation and buffer sizing on the Quality of Service (QoS) obtainable at the application layer are
studied.
The paper is organized as follows. The first part (section 2) is devoted to the description of the performance used in the investigations, i.e., a client-server framework model developed under OPNET simulation
environment. Section 3 is devoted to the description of the client-server interactions that are specific to different
applications. Finally, results are presented in section 4 for the end-to-end delay performance and bandwidth
allocation and port buffer sizing experiments.

2 Performance Model
The goal is to study the contribution of network level engineering decisions on the client-server message exchanges using TCP/IP as the protocol stack. Towards this end, a client-server framework model has been developed in a simulation model that closely mimics the real-life events that occur in an Internet consisting of clients
and servers. The client and the server nodes running applications such as FTP, SMTP, and HTTP are connected
by an Internet cloud.
A network architecture commonly used in typical business and academic organizations is used for the simulation model, as shown in Fig. 1. The clients and the servers are organized into two separate subnets interconnected
by a WAN link. Each of the client nodes are 10BaseT Ethernet hosts. The servers are 100BaseT hosts. The traffic from the client nodes are aggregated via 16 port Ethernet switches. The Ethernet switches connect in turn
to a second level switch via 100BaseT uplinks. The second level Ethernet switches connect to a router. The
routers connect to a Frame Relay WAN via their Frame Relay Access Devices (FRAD). The WAN infrastructure
consists of two Frame Relay switches interconnected via a single T1 link.
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Figure 1: Network Architecture Simulated
The client and the server in this environment interact by exchanging a series of protocol messages. The server
waits for requests from clients and processes them in a FIFO order. The traffic stream generated by the clientserver interaction depends on the content transferred as well as the time instants when the transfers are initiated
(the timings). Furthermore, the nature of the information content transferred depends on the application type,
e.g., a data file, a digitized picture or voice, a web object, a program output, or keyboard input collected from
the user. In addition to these, there are messages exchanged between hosts to control the transfer operation. The
timings are determined by the user actions. Typically the transfers are organized into application sessions where
each session (e.g., browsing a web page in HTTP) consists of a bunch of transactions (e.g., fetching the main
page and consecutively the emdedded documents in HTTP). The timegap between two consecutive transaction
initiations are very small (in the order of milliseconds) so that they can be ignored for modeling purposes. In
other words one user session results in an ON period and an inter-session gap gives rise to an OFF period. The
distributions of ON and OFF durations depend upon the distribution of content sizes and the distribution of
number of transactions within a session. The combination of ON and OFF periods produces in this way the
correlation pattern observed in different traffic streams.
A fractional Brownian model (fBm) is used to model the network traffic (according to the so-called ”Joseph
effect” [13]), whereas the application traffic is usually modeled with Pareto distributions (”Noah effect”) [2] or
even with uniform distribution for specific cases [6]. Using specific data traffic collected during a busy hour
from a production Frame Relay network [3], key statistics are calculated for various applications (e.g., number
of embedded documents in a HTTP session, total number of bytes accessed from various servers on the Internet
during a busy hour, data connections for FTP file transfers, etc) [10]. These statistics are used to model the
application layer events relevant to the specific application under consideration.
The OPNET simulation tool is used as a simulation environment [8]. OPNET is a discrete event simulation
package that provides a layered framework. The lowest layer is the process layer. This layer handles the core
of the system functionalities and is organized in the form of finite-state machines. Each of the protocol layers
in the simulation model (e.g., SMTP, TCP, IP) are process models. The next level of hierarchy is the node
layer. This layer uses process models as building blocks and interconnects them to form nodes. For example,
client and server nodes consist of an application process (HTTP, FTP, or SMTP), TCP and IP process models
interconnected in a hierarchical fashion. Finally, the OPNET network layer is the topmost layer and consists of
nodes interconnected via communication links.
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3 Client-Server Interactions
The simulation model consists of application layer processes residing at the top of the protocol hierarchy. The
standard OPNET TCP/IP stack provide end-to-end transport services to the application layer. The traffic is
carried on a single PVC established between the FRAD modules in the respective subnets. The PVCs are bidirectional with the parameters Committed Information Rate (CIR), Committed Burst Size (CBS) and Excess
Burst Size (EBS) being set to identical values in both directions. Once the PVC is established, all the data traffic
are conveyed using store-and-forward switching. The model implements congestion notification by monitoring
the network resource utilization in terms of the buffer usage for the outgoing link supporting each PVC. Depending on the preset thresholds the congestion control mechanism marks the packets as Discard Eligible (DE).
Under congestion conditions, the DE frames are the ones that are discarded before the normal data frames.
An application layer buffer size of 16384 bytes was used and the TCP window size was fixed to the same
value. The Frame Relay switch modules collect the time spent by each packet inside each of the switches and
also record the packet loss occuring due to output port buffer overflow. A busy hour on the Internet with the users
running various applications was simulated. A given client node can run only one type of application (e.g., FTP,
HTTP, or SMTP) but it can simulate the activities of up to 8 users on the specific client node. Salient features of
the major modules in the simulation model as well as their interactions are as follows [1].

3.1 The Server
The servers are capable of handling all the three types of applications mentioned above. The server processes are
organized as separate application layer processes, one module for each type of application. The server processes
do not retain any state information about the application protocols. This stateless approach was adopted at the
server end so that a single server can handle multiple application protocols in a uniform manner and allows the
flexibility to incorporate new applications as and when the need arises. The server is implemented basically as a
message processor processing messages out of a common queue. Typically, the queue contains the REQUEST
messages received from the clients. In addition, the server itself may enqueue messages as a result of the
processing of the client REQUEST messages. For example, if a client request message results in an event that
needs to transfer 1 MB of file data, the application layer data message is broken down into application layer
buffers and the resulting buffers are then enqueued for transmission to the client nodes.

3.2 HTTP
In the traditional web browsing mode, the human user initiates the transfer of information from a server by
clicking on links in a web document. Specific data collected from production Internet links is used to model the
behavior of the aggregate of hundreds of clients. Each client is modeled as an ON/OFF source i.e., it is either
active or waiting to be activated. Once a client is activated, it forms a HTTP request for a random document and
sends the request to the server using the standard TCP/IP connection establishment and HTTP GET methods.
Once the HTTP requests are received by the server (note that multiple clients can be active simultaneously), they
are first queued and then serviced in a FIFO order. The time when the request is processed and the response is
conveyed back to the client is dependent on the prevalent workload at the server.
Each web document specifically requested by the user (by means of a mouse click or explicitly typing out the
URL) is named “mainpage” and it constitutes a web browsing session. The server replies to mainpage events by
sending a HTTP reply message consisting of a header followed by the content. The client HTTP entity analyzes
the content to “find out” the embedded items contained in the mainpage document. An embedded item is defined
as any HTTP object that is fetched without an explicit request generated by the human user. These are elements
appearing as tagged objects described using HTML and are implicitly fetched along with the base document.
Each of the embedded items in the downloaded mainpage is treated as a transaction within the current session. In
order to arrive at a realistic distribution for the number of transactions within a given web session, a large number
of actual web documets were probed and analyzed for the contents and for the embedded items contained therein.
A very good fit to the observed distribution was found to be the negative binomial distribution [10].
After receiving the mainpage document, the client issues “REQUEST” messages to fetch each of the embedded items. The embedded items can be internal (resident on the same server as the mainpage) or external (located
on a server different from the one hosting the mainpage). The time between receiving an embedded item and
issueing the subsequent request is assumed to be zero. The premise is that embedded items are automatically
fetched by the browser and these OFF times will be negligible compared to the (eventual) end-to-end delays.
The time interval between successive browsing sessions (i.e., client sleep times) is drawn from an exponential
distribution with a mean of 15 seconds. This signifies the OFF periods of the HTTP clients and can be varied to
match the specific observed values for the network being studied.
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The SMTP client and server implementations in the simulation model interact by using application layer messages emulating the RFC822 protocol handshakes. The implementation structure described in [11] was closely
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The SMTP client module is implemented as a finite state machine. The client modules generate application
PDUs depending on their current state and the PDUs are delivered by the underlying TCP/IP stack to the server.
The SMTP server module does not retain any state information about the protocol exchanges. The server simply
performs the action requested by the client and then replies to the client indicating the result of the operation.
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Figure 2: CCDF of the Sizes of the Information Entities Transferred in FTP, SMTP and HTTP
Each SMTP session begins with the client initiating a transport layer connection and the server responding
with the HELO message. The client-to-server mail upload is then transacted using ”MAIL FROM”, ”RCPT
TO” and ”DATA” control messages from the client side and the appropriate responses from the server side. The
control messages from the client and the server responses are short in length and are modeled as fixed length messages. The SMTP body message sizes are derived from a mixture of uniform and Pareto distributions (Figure 2).
The shape of the distribution is similar to the one used for HTTP and FTP services with the complementary
distribution being flat between a minimum value and a crossover point and then decaying as a power law. The
minimum message body length in our simulation is 300 and the Pareto decay is distributed with a parameter
α = 1:1. These parameters match the statistics of SMTP traffic monitored from real production networks. Each
SMTP session can upload multiple mail messages and such uploads are treated as transactions within the given
session. Each mail transaction can be directed to multiple recipients on the selected destination. The number
of recipients per transaction and the number of transactions per session are modeled as random variables derived from uniform distributions with minimum 1 and the maximum fixed as 5. Each SMTP session activity is
followed by a period of inactivity (OFF period). The duration of these inter-session gaps is generated using an
exponentially distributed random variable with a mean of 15 seconds.

3.4 FTP
The FTP application layer activities in the model follows the client-server messaging illustrated in [11]. Each
FTP session starts with the client initiating a transport layer connection from an ephemeral port to the FTP CONTROL
port on the server node. This is the control connection that is used for exchanging control messages and remains
active for the entire FTP session. The control messages are short fixed length messages used to pass state information from the client entity to the server entity. The initial connection establishment from the client results in a
message containing an identification string from the server side. Following this, the two communicating entities
enter into an user authentication phase. Once the authentication process is completed, the client goes into the
transaction processing mode. The number of transactions within a session is generated using a truncated-Pareto
distributed random variable with α = 1:2. The maximum number of transactions per session is fixed at 100. For
this range, the value of β for the Pareto distribution can be easily calculated as being 1.03. These parameter
values have been chosen by monitoring a large number of actual FTP sessions. Once the total number of transactions within the session in progress is determined, the client node can then individually determine whether
a transaction is a GET or PUT operation. This is done using a uniformly distributed random number with the
probability of GET requests being fixed at 0.75. After the transaction type is determined, the client node finds
a free ephemeral port and communicates to the server its willingness to participate in the file transfer operation
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by sending a PORT message. This conveys the port number on which the client is “listening” and this is where
the server ought to connect to complete the transaction. Subsequently, the server opens a transport connection
from the FTP DATA port to the designated ephemeral port on the client side. This is the data connection responsible for one FTP transaction and it is torn down at the end of the transaction. The status information about the
data transfer is communicated on the control connection established at the session level. The minimum filesize
for a transfer is set to 100. The data file sizes are derived from a mixture of uniform and Pareto distribution
(Fig. 2). The Pareto distribution has α = 1:15. The overall mean of the mixture distribution is set to 2048. Using
these parameters, a crossover probability between the two distributions can be computed. Note that these sets of
parameters result in a net data flow skewed towards the server-to-client direction and matches the observations
from real life usage patterns.

4 Controlling Application Performance
Typically the users access network services via dial-up links from their homes or through the desktops in the
office connected to a LAN. In either case, LAN (almost always Ethernet) remains the basic infrastructure providing the user access. The site administrator of the LAN resolves the local performance issues by solving the
problems related to routing, bridging, virtual LANs etc. In other words, the LAN is a controlled environment.
However, once the service access domain crosses the local area, there is not much control a site administrator
can exercise. With respect to the wide area access, the administrator faces questions like: what kind of access
technology one should go for?; how much bandwidth is required?; how does one verify the quality of service the
users are receiving?
On the other hand, the wide area service provider has the problems related to: how the services should be
priced?; how does the resource base scale with the customer base?; is there any resource wastage inside the
network?
While the answers to these problems are not easy, some insight can be obtained for specific types of network
architectures via simulation studies. Such studies can help in solving engineering problems like:

 Locating hot points in the network
 Allocating bandwidths between various points
 Deciding suitable buffer management schemes
The quality experienced by the end-user for Internet applications has to do with the object access delays. The
timegap between the user requesting a file or a web object and the object really arriving at the user’s workstation
is a crucial parameter for measuring user satisfaction. The control loop for the Internet applications is closed at
the transport level. A user may initiate the transfer of an web object by clicking on it. However, because of the
congestion inside the network during a busy hour, the access delays may be high and the user may simply close
the session at the application layer by aborting the web-browser process. But the transport layer, being unaware
of this event, may still complete the transfer which is eventually not used by the application layer.

4.1 End-to-End Delay Performance
One of the important goals of the simulation model is aimed at studying end-to-end application level performance. Furthermore, an important end-user performance of Internet applications is characterized by transaction
or session level delays. For instance, in the case of HTTP, each web page requested by a user represents a HTTP
session and the embedded documents are the transactions within that session. FTP and SMTP applications follow a similar session oriented structure. The Internet cloud in the simulated network consists of a set of Frame
Relay switches interconnected by T1 links. The performance of the Frame Relay switches play a vital role in
the application level delay performance. The queueing delay experienced by the packets inside these switches is
a major contributor to the end-to-end delay seen by application entities. Figure 3 shows the Frame Relay switch
model used in the simulation model.
Each frame is timestamped as it arrives into the switch and is stored in the appropriate port buffer. The
”Inp Proc” module has a certain processing rate specified by a simulation parameter. This is the raw speed at
which the switching fabric processes the packets. At each of the frame processing epochs, the input modules
selects the oldest frame waiting at the input buffer. If the frame is an administrative frame, the frame is directed
to the ”Admin” module. The ”Admin” module maintains the virtual circuit table and participates in the PVC
establishments. Data frames are switched to the appropriate output port by consulting the virtual circuit table.
The ”Out Proc” module receives the switched frames and enqueues them at the output buffer stage. The output
6/10

Out Buffer

Inp Buffer
Out Proc

Inp Proc

Admin

Figure 3: Model of a Frame Relay Switch
port transmits the frames at a rate determined by the rate of the physical link. As a result, the instantaneous
PVC utilization may exceed 100%. As each packet leaves the switch, its exit timestamp is recorded. The switch
maintains threshold values and uses them to mark congestion and discard eligibility status of the frames. The
occurances of frame loss events in the switches are also recorded (Fig. 4).
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Figure 4: Aggregated Lost Byte Counts over 0.5 sec Intervals
By controlling the amount of port buffers at the switches, it is possible to control switch level queueing
delays. However, because of the correlation inherent in the application streams, packet losses and hence retransmissions between the end-stations may result. This in turn increases link level traffic and also indirectly increases
the application level delays seen by the application. Specific simulation experiments and the corresponding results are reported below. Because of its popularity, WWW is used as the service for evaluating application layer
performance in the simulated framework.
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Figure 5: End-to-End Packet Delays of the PVC
Figure 5 shows the typical delay profile experienced by the packets travelling on the two halves of the PVC.
The utilization of the Frame Relay link is about 60%. It is observed that the delay pattern on the client-toserver side of the PVC is fairly smooth whereas the pattern for the server-to-client side of the PVC shows high
variability. This provides a visual confirmation of the self-similar nature of the application.
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4.1.1 Bandwidth Allocation Experiments
It is generally difficult to arrive at an optimum bandwidth allocation strategy for a given application while
meeting specified application level delay constraints. A CIR of 512 kbps is allocated for the PVC. Because
of the LRD, the access delays increase rapidly when the link utilization grows up. An exploratory approach is
followed in the experiments and a user base is obtained that limits the utilization to about 60%. To study the
effects of bandwidth allocation, the bandwidth allocated for the PVC is varied. The committed burst size and the
excess burst size parameters of the PVC are tuned to 256000 and 128000 bits, respectively. This limits the burst
duration to 0.5 seconds. If the burst lasts beyond this duration, the packets are marked as eligible for discard.
The user base is kept fixed and the bandwidth allocated for the PVC is varied. At each of the bandwidth settings,
the port buffers are tuned so as to be able to hold 0.5 seconds worth of data at the peak rate transmission on the
PVC.
1
Nominal
BW 150%
BW 200%

P(Delay) > d

0.1

0.01

0.001

0.0001
0.01

0.1

1
10
Delay d (in seconds)

100

1000

Figure 6: CCDF of Web Page Access Delays at different Allocated Bandwidths
Figure 6 shows end-to-end application level delays for web pages for various levels of bandwidth allocations
on a log-log plot. It is noted the heavy-tailed nature of these delays as well as their dependence on the CIR of the
PVC, i.e., lower delays in the case of higher bandwidth allocation. The ”nominal” case refers to the bandwidth
heuristically assigned for the set of users resulting with a 60% of PVC utilization. The multiple CCDFs shown
are for the cases when 50% and 100% excess bandwidth allocations (with respect to the nominal allocation)
are made. It is noted that the access delay performance changes drastically with bandwidth allocation. In the
nominal allocation, 90% of the accesss delays are less than 5 seconds. If, for example, the QoS criteria is
specified so that in 90% of the cases the access delays have to be 2 seconds or less, a 50% extra bandwidth
has to be provisioned. Because of this extra bandwidth allocation, the utilization of the network resources will
correspondingly be lower. It is concluded that, in order to protect end-to-end guarantees (such as the criteria that
the access delay being below 2 seconds in 90% of the cases), the network has to be operated at low utilizations
(about 40% in this case).
4.1.2 Port Buffer Sizing
The second set of experiments refer to the dimensioning of port buffers in the switches. Application round-trip
delay is dependent on end-to-end packet level delays on the two halves of the PVC. The delay seen by each
packet consists of four components: processing (or switching) delay, queueing delay, transmission delay, and
propagation delay. The propagation delay has been set to zero and the transmission delay is fixed by the link
speed. By specifying a switching speed of 50000 packets per second, the switching delay per packet is fixed at
20 µseconds. That means that the high magnitude of delays and variability in the packet delay process is directly
attributable to the queueing component. The end-to-end packet delays on the client-to-server half of the PVC is
low both in absolute levels and variability thereof. The bulk of the round-trip delay comes from the reverse trip
and it shows high variability. In fact in cases where the switch has large port buffers, the maximum end-to-end
packet delay shoots up by at least an order of magnitude. On the other hand, reduction in buffering results in
packet loss and hence retransmissions (which indirectly contributes to the delays seen at the application layer).
Experiments have been conducted to evaluate the effect of buffer allocations in the simulated network. The
same nominal set of users were used as described in the subsection 4.1.1. This time however, the allocated
bandwidth of the PVC was fixed. A port buffer size was chosen such that the maximum queueing delay inside a
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switch is fixed at 1.0 second was used in the beginning. In each of the subsequent stages of the experiment the
buffer size was halved.
As the buffer size is varied, the end-to-end packet level delay between the two ends of the PVC changes.
Since the bandwidth is unchanged, the link utilization levels are fixed. The CCDF of the application level delay
is shown in Figure 7. The ”nominal” case refers to the buffer dimension of 1.0 second. The 50% and 25% cases
refer to the buffer dimensions set to 0.5 and 0.25 seconds, respectively. The results show the ineffectiveness of
buffer dimensioning on application level access delays. Further analysis of this result will be done to understand
the impact of the size of port buffer on application level delays.
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Figure 7: CCDF of Web Page Access Delay with Various Levels of Buffering

5 Summary
A simulation model has been reported for the study of end-to-end performance in a TCP/IP environment. A
client-server model has been developed that closely mimics real-life events that occur in an Internet consisting
of multiple clients and servers. The client and the server processes reside on hosts connected by an Internet cloud,
which is a purely switched architecture based on Frame-Relay. The hosts run applications like FTP, SMTP and
HTTP. The OPNET simulation tool was used as a simulation environment.
Using specific data traffic collected during a busy hour from a production Frame Relay network, key statistics
have been calculated for diverse applications (e.g., HTTP document sizes, total number of bytes accessed from
various servers on the Internet during a busy hour, data connections for FTP file transfers). The statistics of
the number of embedded references appearing within a web page has been collected by actually probing a
large collection of web sites. These statistics have been used to model the various relevant application traffic
parameters.
Effects of bandwidth and buffer allocation on the application level QoS has been studied using the simulation framework. Further work will be done to study more complicated network architectures and study the
effectiveness of the results obtained for the simple network. Generally, the end-to-end PVC delay depends on
the delay contributions made by individual switches. However, it is expected that the distribution of the queueing
component of the individual switches will not be summable because of the correlations between the switch delays. More work will have to done to build realistic models for inter-switch dependencies to arrive at meaningful
models for end-to-end PVC delays. The end-to-end delay distribution can then be used to model TCP round trip
times that impact the slow-start and congestion windowing mechanisms.
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