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ABSTRACT 

Cloud computing has grown in prevalence from recent years due to its concept of computing 

as a service, thereby, allowing users to offload the infrastructure management costs and tasks 

to a cloud provider. Cloud providers leverage server virtualization technology for efficient 

resource utilization, faster provisioning times, reduced energy consumption, etc. Cloud 

computing inherits a key feature of server virtualization which is the live migration of virtual 

machines (VMs). This technique allows transferring of a VM from one host to another with 

minimal service interruption. However, live migration is a complex process and with a cloud 

management software used by cloud providers for management, there could be a significant 

influence on the migration process. 

This thesis work aims to investigate the complex process of live migration performed by the 

hypervisor as well as the additional steps involved when a cloud management software or 

platform is present and form a timeline of these collection of steps or phases. The work also 

aims to investigate the performance of these phases, in terms of time, when migrating VMs 

with different sizes and workloads. For this thesis, the Kernel-based Virtual Machine (KVM) 

hypervisor and the OpenStack cloud software have been considered. 

The methodology employed is experimental and quantitative. The essence of this work is 

investigation by network passive measurements. To elaborate, this thesis work performs 

migrations on physical test-beds and uses measurements to investigate and evaluate the 

migration process performed by the KVM hypervisor as well as the OpenStack platform 

deployed on KVM hypervisors. Experiments are designed and conducted based on the 

objectives to be met. 

The results of the work primarily include the timeline of the migration phases of both the 

KVM hypervisor and the OpenStack platform. Results also include the time taken by each 

migration phase as well as the total migration time and the VM downtime. The results 

indicate that the total migration time, downtime and few of the phases increase with increase 

in CPU load and VM size. However, some of the phases do not portray any such trend. It has 

also been observed that the transfer stage alone does not contribute and influence the total 

time but every phase of the process has significant influence on the migration process. 

The conclusions from this work is that although a cloud management software aids in 

managing the infrastructure, it has notable impact on the migration process carried out by the 

hypervisor. Moreover, the migration phases and their proportions not only depend on the 

VM but on the physical environment as well. This thesis work focuses solely on the time 

factor of each phase. Further evaluation of each phase with respect to its resource utilization 

can provide better insight into probable optimization opportunities. 
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1 INTRODUCTION 
Cloud computing is the new computing paradigm which realizes the concept of 

computing as a utility where computing resources are offered as services and not as 

products [6]. The rationale behind this concept is to provide computing resources to 

users over a network and allow them to offload the capital investment, management 

and operational costs associated with the computing infrastructure to a third-party, 

called the cloud provider. In this way, users can have adequate resources on-demand 

and overcome having constrained or excessive computing resources [34].  

Cloud computing leverages server virtualization technology to form pools of 

computing resources from the physical infrastructure. Server virtualization is the 

virtualization technology that enables multiple virtual machines (VMs) to run on a 

single physical machine. This is achieved with the help of a hypervisor which abstracts 

the underlying physical resources. Server virtualization offers advantages such as 

server consolidation, dynamic resource management, hardware optimization, 

heterogeneous system operation, faster provisioning time and dynamic load balancing. 

Furthermore, cloud computing inherits one of the key features provided by server 

virtualization that is the migration of virtual machines. 

Virtual machine migration is the process of moving a VM from one physical 

machine to another. VM migration has three different approaches, namely, cold, hot 

and live. In cold migration, the VM is shut down at the source, moved to the 

destination and restarted at the destination host. In hot migration, the VM is suspended 

at the source, moved to and resumed at the destination. In live migration, the VM 

remains in its execution state while moving it from source to the destination host [12]. 

This thesis focuses on live migration of VMs in the cloud. Live migration is a very 

powerful and handy technique for cloud and cluster administrators to keep up the 

Service Level Agreements (SLAs) with the users, such as maintaining average uptime, 

while carrying out tasks like [37]: 

 Load-balancing in order to relieve overloaded physical machines by 

migrating VMs to underutilized physical machines. 

 Evacuating VMs from a server which is in imminent failure, requires 

maintenance, hardware or software upgrades. 

 Optimizing resource utilization by consolidating idle VMs. 

 Optimum VM placement, for example, to place the VM close to the 

storage cluster to reduce network and I/O latency. 

1.1 Motivation 

The growing adoption of cloud computing brought forward a new deployment 

model called a federated cloud. Cloud federation involves cloud providers 

collaborating together in order to share resources and act as a single cloud. [9] One 

such federated cloud is the eXperimental Infrastructures for the Future Internet (XIFI) 

which is primarily deployed using OpenStack on Kernel-based Virtual Machine 

(KVM) hypervisors. It comprises of OpenStack cloud deployments from different 

regions around Europe of which Blekinge Tekniska Hogskola (BTH) represents the 

Karlskrona region. In such a deployment, the infrastructure computing resources from 

the cloud providers and application-level services from different user groups are 

managed securely using a central identity and authentication service, Keystone [27]  

With respect to live migration, a remote Keystone adds latency for authenticating 

and authorizing the migration of VMs in the OpenStack cloud. This additional time 

depends on the relative location of the remote Keystone to the OpenStack deployment. 
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1.2 Problem Statement 

Live migration is an effective technique for optimizing the cloud infrastructure. 

The logical steps of the migration process using the pre-copy approach are shown in 

Figure 1.1. However, it is an inherently complex operation which becomes more 

complicated when there is a cloud management platform operating on the hypervisor 

and interacting with it for various operations including migration. Research works on 

VM live migration (Refer to chapter 3) focus mostly on optimizing live migration by 

either improving the memory transfer stage to reduce resource usage or by reducing 

the VM downtime. Moreover, there are various phases or stages in the migration 

process and each phase or stage will contribute to the total time taken for the migration 

process to complete. Modeling works either consider the total migration time without 

differentiating these phases or consider these phases to be constant or deterministic. By 

identifying and studying the performance of the migration phases, deeper 

understanding of the live migration technique can be obtained as well as better 

optimizations and modeling can be achieved. 

 

Figure 1.1: Logical steps of VM migration [11] 

1.3 Aim of the thesis 

The aim of this thesis work is to investigate the intricacies involved in the live 

migration process performed in a cloud scenario and analyze its performance. To 

accomplish this, firstly, we need to identify the sequence of events in the live 

migration process when performed by a hypervisor and when performed by a cloud 

management platform deployed on the hypervisors. This enables us to identify the 

additional steps executed by the cloud management platform. Secondly, we need to 

differentiate the phases of this process, measure and analyze their performance. 

The cloud environment considered for this thesis comprises of the OpenStack 

cloud platform deployed on KVM hypervisors. The rationale behind this is the 

simplicity and power of OpenStack in administering clouds and most importantly, it is 

free, open source and easy to deploy using tools such as Mirantis Fuel. For the 

hypervisor, KVM has been chosen because it is free and open source as well. 

Moreover, it is the default hypervisor shipped with any Linux distro and OpenStack 

provides great support for KVM [20]. 
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1.4 Research Questions 

Q1. What are the phases and steps involved in the VM migration process performed by 

the KVM hypervisor? 

Q2. What are the additional phases or steps involved in the VM migration process 

when performed by OpenStack? 

Q3. What is influence of OpenStack on VM migration? 

Q4. What is the performance of each phase of the VM migration process? 

Q5. How does this performance vary with changing VM properties or factors? 

The above research questions are answered in this thesis by performing VM live 

migrations as experiments on a physical deployment of an OpenStack cloud as well as a 

server cluster with KVM hypervisors only. In addition to this, network passive 

measurements technique is used while performing the live migrations. This is further 

elucidated in chapter 4.  

1.5 Contribution 

The primary contribution of this thesis is the insight it provides into the intricacies 

involved in the migration of virtual machines across hosts, including the phases, 

sequence of events and the communication between the parties involved in this 

process. Moreover, a timeline model is formed and presented using the observations 

and information gathered from the experiments. 

Secondly, the thesis presents an analysis of the performance of each phase of the 

migration process including variations, share in the total migration time, trends, etc. As 

a result, it gives an insight about the influence of the phases on migration time based 

on changing VM factors and workloads. 

 Lastly, the thesis work demonstrates how the methodology of using network 

passive measurements can be used for evaluating the VM migration process 

irrespective of the topology, hypervisor, cloud platform, type of cloud, etc.  

1.6 Thesis Outline 

Chapter 1, that is, this chapter provides an overview and background of the 

research area. It also provides the motivation for this thesis, the problem at hand, 

research questions and contribution of this work. Chapter 2 elucidates the technologies 

involved in this work. It gives an account of cloud computing, server virtualization, 

live migration, the KVM hypervisor and OpenStack cloud management platform. 

Chapter 3 deals with previous research work related to this thesis. Chapter 4 presents 

the methodology employed for the execution of this thesis work. It describes the 

evaluation technique used, metrics and factors considered for the evaluation. 

Furthermore, it illustrates the design and scenarios of the experiment with a detailed 

account of the experiment setup. Chapter 5 presents the results of the experiment. This 

includes the timeline of the VM migration process illustrating the phases involved as 

well as the measurement results of these phases. Chapter 6 deals with the analysis of 

the obtained results. Chapter 7 includes conclusions derived from the experiments, its 

results and analysis. It also provides directions for future research work.  
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2 TECHNOLOGY OVERVIEW 
This chapter gives a detailed overview about the concepts of cloud computing, 

server virtualization, live migration, the KVM hypervisor and OpenStack. The purpose 

of this chapter is to provide insight about these technologies to the reader. 

2.1 Cloud Computing 

The National Institute of Standards and Technology (NIST) defined cloud 

computing as follows: 

“a model for enabling ubiquitous, convenient, on-demand network access 

to a shared pool of configurable computing resources (e.g., networks, 

servers, storage, applications, and services) that can be rapidly 

provisioned and released with minimal management effort or service 

provider interaction.” [30] 

In simpler words, cloud computing is a model comprising of cloud providers who 

offer their computing resources in the form of services to their users over the network, 

typically the Internet. Cloud administrators create these pools of resources from their 

infrastructure by leveraging server virtualization. The end-users can access and utilize 

these services on-demand without the hassles of administering the underlying cloud 

infrastructure. 

NIST presents the cloud model in the form of a 5-3-4 model. Firstly, it has five 

essential characteristics, namely, on-demand self-service, broad network access, 

resource pooling, rapid elasticity and measured service. The cloud infrastructure 

constitutes the pool of hardware resources (servers, storage, network equipment, etc.) 

and the software that performs the abstraction of these hardware resources to realize 

the above five essential characteristics. 

Secondly, the cloud services are classified into three service models, each denoted 

as “X as a Service” (XaaS). The classification is done based on from which level of the 

cloud stack is given to the user, as shown in Figure 2.1. 

 

Figure 2.1: Cloud service models [1] 
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As shown in Figure 2.1, the core service model is the Infrastructure as a Service 

model (IaaS) which provides the computing resources to the users as well as for the 

Platform as a Service (PaaS) model to run frameworks, web services and development 

tools to enable the user to create and deploy applications. The Software as a Service 

(SaaS) model also relies on IaaS for computing resources for running the tools as well 

as the applications. These applications are provided to the user via an interface such as 

an API, web browser, etc. 

Lastly, the cloud can be deployed in one of the four deployment models: 

 Public clouds: Open to all 

 Private clouds: For exclusive use by a single organization. 

 Community clouds: Provisioned for exclusive use by a group of users 

from different organization with shared or similar goals. 

 Hybrid clouds: Combination of more than one distinct cloud deployments 

connected by proprietary technology for data and application portability. 

2.2 Server Virtualization 

Server virtualization facilitates the creation of multiple virtual machines (VMs) in 

a single physical machine. The physical machine is termed as the host and the virtual 

machines that run on the host are termed as guests. The terms virtual machines (VMs) 

and guests can be used interchangeably. Each VM is assigned its share of the host’s 

physical resources (CPU, memory, disk, I/O, etc.) by a middleware called the 

hypervisor [12] which runs on the host.  

2.2.1 Hypervisors 

 The hypervisor is a software present at the virtualization layer between the host 

and the guests. The primary role of the hypervisor is the scheduling and allocation of 

computing resources to the guests. The hypervisor achieves this by abstraction of the 

underlying host’s physical resources into isolated virtualized environments, thereby, 

enabling concurrent execution of guests on a single host. Hypervisors are classified 

into type-1 and type-2 hypervisors. 

Type-1 hypervisors run directly on the host’s physical hardware, hence are also 

called bare-metal hypervisors. These hypervisors are responsible for hardware and 

software management tasks on the host such as process scheduling and memory 

management. 

On the other hand, type-2 hypervisors operate on top of a host OS as an 

application and hence are also termed as hosted hypervisors. Unlike type-1 

hypervisors, type-2 hypervisors are not required to handle hardware and software 

management tasks on the host as it is carried out by the underlying host OS kernel. 

2.2.2 Virtualization techniques 

As mentioned in the previous section, server virtualization is achieved by 

abstraction of the host’s physical resources. This abstraction is done by the hypervisor 

and can be classified into three types: 

2.2.2.1 Full virtualization 

Full virtualization technique involves virtualization of all the computing units of a 

typical machine including the CPU, memory, I/O and disk for each VM/guest by 

emulation. This allows execution of unmodified operating systems as guests on the 

host. The guest OSes are in the illusion of having dedicated computing resources on 

which they can execute privileged instructions as well. The underlying hypervisor 
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performs a binary translation of these guest instructions into non-privileged 

instructions to be executed on the host hardware. 

2.2.2.2 Paravirtualization 

 Unlike full virtualization, here the guest OS in play is a modified version which is 

designed specifically to be run as a virtual machine on a hypervisor. The guest OS is 

aware of the dynamic partitioning and scheduling of the physical resources. Moreover, 

any privileged instructions from the guest OS is executed by the hypervisor on the host 

hardware in the form of hypercalls. The hypervisor, in this technique of virtualization, 

provides a near-direct interaction with lower virtualization overhead between the 

physical resources and the VM. 

2.2.2.3 Hardware-assisted virtualization 

Hardware-assisted virtualization makes use of the built-in virtualization 

enhancements in the Intel-VT (Intel Virtualization Technology, Intel VT-x) and AMD-

V (AMD Secure Virtual Machine, AMD SVM) generation of processors. These 

enhancements enables running unmodified guest virtual machines without the 

overheads inherent in full virtualization. In this technique, a guest mode of execution is 

added to the kernel which allows direct execution of the guest code on the host. 

2.3 Live Migration 

Live migration is the technique of moving a VM from one physical host to another 

while the VM is still executing. It is a powerful and handy tool for administrators to 

maintain SLAs while performing optimization tasks and maintenance on the cloud 

infrastructure [37]. 

Live migration ideally requires the transfer of the CPU state, memory state, 

network state and disk state. Transfer of the disk state can be circumvented by having a 

shared storage between the hosts participating in the live migration process. Memory 

state transfer can be categorized into three phases [11]: 

 Push phase: The memory pages are transferred or pushed to the destination 

iteratively while the VM is running on the source host. Memory pages modified 

(dirtied) during each iteration are re-sent in the next iteration to ensure consistency in 

the memory state of the VM. 

Stop-and-copy-phase: The VM is stopped at the source, all memory pages are 

copied across to the destination VM and then VM is started at the destination. 

Pull phase: The VM is running at the destination and if it access a page that has 

not yet been transferred from the source to the destination, then a page fault is 

generated and this page is pulled across the network from the source VM to the 

destination. 

Cold and hot VM migration approaches use the pure stop-and-copy migration 

technique. Here the memory contents to the VM are transferred to the destination 

along with CPU and I/O state after shutting down or suspending the VM, respectively. 

The advantage of this approach is simplicity and one-time transfer of memory pages. 

However, the disadvantage is high VM downtime and service unavailability [23]. 
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2.3.1 Techniques 

There are two main migration techniques which are different combinations of the 

memory transfer phases explained previously. These are the pre-copy and the post-

copy techniques. 

2.3.1.1 Pre-copy 

The pre-copy technique comprises of the push phase followed by the stop-and-

copy phase. This technique begins with enabling the dirty page tracker on the source 

host. For the first round of the iteration mechanism, all the memory pages are 

transferred to the destination host. Since the VM is still executing, some of the 

memory pages are dirtied during this transfer. Therefore, in order to ensure the 

consistency of the memory state of the VM between the source and the destination, 

these dirty pages are re-sent to the destination. The iteration mechanism goes on till the 

number of dirty pages falls below a predefined threshold or the number of the 

iterations exceeds a certain threshold. This is called convergence. At this point, the 

VM is suspended and all the remaining memory pages as well as the VM state is 

transferred to the destination. The VM is now resumed at the destination host [18].  

2.3.1.2 Post-copy 

Unlike the pre-copy technique, the post-copy technique uses the stop-and-copy 

phase followed by the pull phase for VM migration. The process starts by suspending 

the VM at the source and transferring a minimal state of the VM to the destination 

host. The VM is resumed at the destination. Now, the VM starts fetching the memory 

pages and these are then transferred from the source to the destination host. There are 

many implementations of the post-copy technique based how this last step of fetching 

the memory pages is handled. Few examples are demand-paging, active push and pre-

paging [17]. 

2.4 KVM Hypervisor 

Kernel-based Virtual Machine (KVM) is an open-source virtualization solution for 

Linux developed by Qumranet, Inc which was later acquired by Red Hat, Inc. It relies 

on the virtualization extensions in the Intel VT and AMD-V generation of processors 

to enable hardware-assisted virtualization capabilities in the host. KVM is 

implemented in the form of kernel modules which transforms the Linux kernel into a 

bare-metal (type-1) hypervisor and allows unmodified OSes to run as VMs. It consists 

of a loadable kernel module (kvm.ko) that provides the core virtualization 

infrastructure and processor-specific modules, kvm_intel.ko and kvm_amd.ko, for the 

Intel and AMD processors respectively [4]. 

The KVM kernel module was merged with the mainline Linux kernel version 

2.6.20 and has been part of the kernel since then making it the default hypervisor in a 

Linux distro. This allows KVM to take into advantage the capability and support from 

the host Linux kernel for dealing with complex hardware and resource management 

tasks such as process scheduling, memory management, etc. Moreover, it also obtains 

full driver support from the kernel for devices like network cards, storage adapters, etc. 

2.4.1 Architecture 

The architecture of KVM consists mainly of two components, a kernel and a user-

space component. The kernel component is the KVM kernel module itself which 

exposes the virtualization extensions to the user-space via a character device 

/dev/kvm[25]. The guest code is executed on the host hardware via this device node. 
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KVM also adds a new guest mode of execution to the kernel and user modes on the 

host kernel for the execution of guest code. In this way, KVM provides the core 

virtualization infrastructure but does not perform any device emulation or VM 

management. 

This is handled by a user-space component which is the qemu-kvm backend, a 

slightly modified QEMU (Quick EMUlator) process. It works similar to normal 

QEMU for device emulation, spawning VMs, migration of VMs, etc. but instead of 

completely emulating vCPUs, it implements it in the form of normal Linux threads on 

the host’s user-space and uses the guest execution mode. 

Each vCPU of the guests is implement as a Linux thread. This makes all guests 

running in this model look like normal Linux processes and the host kernel scheduler 

carries out the scheduling of these vCPU threads. One advantage of such an 

implementation of guests in the form of threads on the host kernel is that they can now 

be managed from the host like scheduling, setting priorities and affinities [39]. 

 
Figure 2.2: Architecture of KVM 

From this architecture, we can say that KVM is more of a virtualization 

infrastructure provider and the hypervisor here is actually a combination of KVM and 

QEMU. 

2.4.2 KVM Management 

Libvirt is the primary management library for KVM management. It provides an 

API which is used by tools such as virt-install, virsh, virt-manager, etc. to interact with 

the KVM/QEMU hypervisor for VM management and monitoring. It also enables 

these tools or application to manipulate guests, automate management tasks and 

configure virtual storage and networks. On the overall, the complete virtualization 

capability is the combination of KVM, QEMU and libvirt.  

2.4.3 VirtIO 

KVM supports paravirtualization as well using the VirtIO API. Virtio is the Linux 

standard for a paravirtualization device and has been part of the kernel modules since 

version 2.6.25. The rationale behind using virtio was to have a common framework for 

hypervisors for paravirtualization of I/O devices. For now, virtio provides network, 

block and memory balloon paravirtualized drives in KVM to improve efficiency of I/O 

and allow adjusting memory availability to guest at runtime. The implementation is in 

userspace (qemu-kvm), so no driver is needed in the host but the guests must have the 

virtio kernel drivers [31]. 

Hardware with virtualization extensions 
(Intel-VT, AMD-V) 



 

  9 

2.4.4 VM migration in KVM/QEMU 

The KVM/QEMU hypervisor allows VM migration of running as well as stopped 

or suspended virtual machines across hosts. The actual process of migration is carried 

out by the qemu-kvm backend of the KVM/QEMU hypervisor.  

Live migration in this model means moving a guest from one QEMU process and 

making it run on top of another at the destination host while the guest is still running 

on the source host. The content that is to be transferred here is the entire memory 

content as well as the state of each device that has been assigned to the guest by 

QEMU. Live migration requires that the QEMU is setup identically on both hosts. This 

is overcome by initiating the migration via the libvirt API which helps performs 

checks to ensure successful migration. 

The pre-copy migration algorithm is used for migration of memory state. Pre-copy 

requires dirty page tracking and this is provided to QEMU by KVM with the help of a 

migration bitmap. The bitmap constitutes one bit per page. At the commencement of 

migration, the memory pages are mapped as read-only and waits for interrupt by the 

first write operation at the destination. QEMU also maintains a bitmap using one byte 

per page. The KVM bitmap is merged with QEMU’s before every memory transfer 

iteration. 

KVM also supports features such as: 

i) Block migration for transferring disk state to the destination 

ii) Encryption of data using TLS or SSH 

iii) Data compression using utilities like gzip  

iv) Tunneling of VM state through an external program 

v) Auto-convergence to force convergence during memory transfer 

vi) XBZRLE (Xor Binary Zero Run-Length-Encoding) compression to 

reduce VM downtime and total live-migration time when migrating VMs 

with write-intensive workloads. 

vii)  RDMA (Remote Direct Memory Access) live migration to make 

migration more deterministic using the RDMA I/O architecture [29]. 

2.5 OpenStack 

OpenStack is a python-based open-source cloud platform which started as a joint 

venture by Rackspace Hosting and NASA in the year 2010 and Kilo is the latest (11th) 

release. It is a “cloud operating system that controls large pools of compute, storage, 

and network resources throughout a datacenter, all managed through a dashboard that 

gives administrators control while empowering their users to provision resources 

through a web interface”[38]. As mentioned, OpenStack consolidates all the resources 

in a datacenter into pools of compute, storage and networking resources. These pools 

of resources can be managed either through a web-based dashboard, command-line 

interface tools or RESTful API. OpenStack is simple to implement, massively scalable 

and meets the needs of the cloud infrastructure regardless of size. The OpenStack 

architecture is a modular architecture meaning that it comprises of multiple separate 

components working together. Moreover, in such an architecture components can be 

replaced, removed or added without affecting the rest of the system. 

2.5.1 OpenStack services 

OpenStack provides an IaaS solution through a set of interrelated services which 

can be integrated with each other using the service’s API. Each service has multiple 

processes. For inter-process communication, an AMQP (Advanced Message Queuing 

Protocol) message broker is used. Also, the state of the services and other information 

corresponding to the cloud deployed is stored in a database. Administrators can 
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choose, while deploying and configuring the OpenStack cloud, among several message 

brokers and databases such as RabbitMQ, Qpid, MySQL, MariaDB and SQLite. 

 

Figure 2.3: OpenStack Conceptual Architecture [10] 

The OpenStack services with their project names are as follows [33]: 

2.5.1.1 Compute service (Nova) 

The OpenStack compute service manages the lifecycle of the instances (VMs) in 

an OpenStack environment. Its responsibilities include spawning, scheduling, 

migrating and decommissioning instances on-demand. This service does not include 

any virtualization software but instead defines set of drivers that interact with the 

underlying hypervisor and its API such as libvirt for KVM/QEMU, XenAPI for 

XenServer, etc. The compute service comprises of an API service (nova-api), core 

compute service (nova-compute), a scheduler to select suitable compute host for an 

instance (nova-scheduler), X509 certificate server (nova-cert) and a mediator between 

the nova-compute and the cloud database (nova-conductor). 

2.5.1.2 Networking (Neutron) 

The networking service enables network-connectivity-as-a-Service for the other 

services such as Compute. Neutron provides layer-2 and layer-3 connectivity to 

instances. It uses either Linux bridging or OpenvSwitch for layer-2 Ethernet 

connectivity and switching purposes. It has a pluggable architecture supporting many 

networking technologies and vendors. It also provides an API for defining network 

connectivity, addressing, configuring network services such as layer-3 forwarding, 

NAT, edge firewalls and IPsec VPN.  
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2.5.1.3 Storage (Cinder and Swift) 

Storage for instances in OpenStack are of two types: ephemeral and persistent 

storage. Ephemeral storage is implemented as a filesystem on the Compute node in an 

OpenStack environment and is associated with the instance. This storage persists as 

long as the instance exists and is removed once the instance is terminated. Persistent 

storage, on the other hand, outlives the life of the instance and is available regardless 

of the instance’s state. OpenStack provides persistent storage in two types: block 

storage (Cinder) and object storage (Swift). 

The block storage service, Cinder, provides persistent block storage to running 

instances. These block devices, also called volumes, are pluggable and can be 

formatted, partitioned and mounted just like conventional disks or partitions. 

Swift is a multi-tenant object storage service. It is highly available, highly scalable 

and can manage large amounts of unstructured data objects via a RESTful, HTTP 

based API. It uses a distributed architecture with no central control point, thereby, 

providing greater scalability, redundancy and permanence. The objects are written to 

multiple hardware devices for ensuring data replication and integrity across the cluster. 

Swift storage can be used by the Glance image service for storing VM images as well 

as by the Cinder service for backing up VM volumes [35]. 

2.5.1.4 Image service (Glance) 

The Glance image service provides discovery, registration, and delivery services 

for disk and server images. The ability to copy or snapshot a server image and store it 

away is the key feature of Glance. These stored images are used as templates while 

provisioning instances. Glance stores the disk and server images in various repositories 

including the Swift object-storage system. It also supports multiple image formats 

including raw, vhd (Hyper-V), vdi (VirtualBox), qcow2 (QEMU/KVM), vmdk 

(VMware), etc. 

2.5.1.5 Identity service (Keystone) 

The Keystone is the default identity management system for OpenStack and is 

primarily responsible for providing authentication and authorization service for the 

users and the OpenStack services. It uses token-based authentication to authenticate 

and authorize an incoming request by checking against a catalog of users, domains, 

projects and roles. It also provides a catalog of API endpoints or URLs for all available 

OpenStack services. 

2.5.1.6 Dashboard (Horizon) 

This service provides a web-based management interface. It allows the cloud 

administrators and users to control their compute, storage and networking resources. 

For the cloud administrators, it gives an overall view of the state of the cloud and 

enables carrying out administrative tasks such as creating users and projects, 

modifying quotas for users, limiting resources for projects and so on. For the users, the 

Horizon is a self-service portal which they can use to provision resources, launch 

instances, configure networks, etc. It also provides an API which can be used by third-

parties for integration. 

2.5.1.7  Telemetry service (Ceilometer) 

This service monitors and meters the OpenStack cloud for purposes like billing, 

benchmarking, scalability and statistical analysis. It operates by aggregating usage and 

performance data from across the services deployed in an OpenStack cloud. By doing 

so, Ceilometer provides an insight into the usage of the cloud across dozens of data 

points. 
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2.5.1.8 Orchestration service (Heat) 

The OpenStack orchestration service, code-named Heat, allows application 

developers to describe and automate the deployment of infrastructure in the form of 

templates. Heat orchestrates multiple composite cloud applications by using either the 

native HOT (Heat Orchestration Template) format or the AWS (Amazon Web 

Services) CloudFormation template format, through both the OpenStack REST API 

and a CloudFormation-compatible Query API. The flexible template language can 

specify the configurations as well as detailed post-deployment activity to automate 

complete provisioning of the infrastructure, services and applications. 

2.5.2 Migration of VMs in OpenStack 

OpenStack provides different types of VM migration [32]:- 

  Non-live migration (also referred simply as ‘migration’). This is 

performed by executing the ‘nova migrate’ command. In this migration 

type, the instance is shut down and moved to another compute node 

chosen by the nova-scheduler. The instance is rebooted at the destination. 

 Live migration (or ‘true live migration’). This the actual true seamless live 

migration which ensures almost no downtime of the instance. There are 

three different types of this live-migration provided by OpenStack based 

on the storage used by the instance: 

 Shared storage-based live migration: Both hypervisors have access 

to shared storage. 

 Block live migration: Disk state is also transferred and hence no 

shared storage is required. However, it is incompatible with read-

only devices such as CD-ROMs and with config_drive enabled. 

Configuration drive (config_drive) is a special drive consisting of 

metadata that is attached to the instance on boot. 

 Volume-backed live migration: The instances are backed by 

volumes rather than ephemeral disk and no shared storage is 

required. Currently supported for libvirt-based hypervisors. 

OpenStack also provides an extension or an add-on called OpenStack Neat which 

is an implementation of dynamic VM consolidation using live migration technique. 

The OpenStack Neat service has three components, namely, Global Manager, Local 

Manager and Data Collector. These components and the service, as a whole, can be 

integrated to existing OpenStack deployments and configured with custom algorithms 

as well for dynamic consolidation and placement of VMs [7]. 
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3 RELATED WORK 
This section presents previous works done in the area of live migration such as 

optimizations, modeling works and migration in cloud environments.. 

Lin et. al [28], in their work, developed a strategy for reducing the VM downtime 

by reconfiguring the memory space. This reconfiguration is done using a strategy 

involving an algorithm AMP-LvMrt that predicts the potential number of inconsistent 

frames to be duplicated at the final stop-and-copy stage of live migration process 

performed on the Xen hypervisor using pre-copy technique. The authors divide the 

total migration time into three parts comprising of the sum of the time taken for every 

iteration of memory transfer, the time taken by the overhead before the memory 

transfer started and the time taken by the overhead after the iterations have completed 

which includes commitment and activation of VM at the destination. The sum of the 

latter and the time taken by the last iteration were considered as the service downtime 

corresponding to the VM migration process. The authors used this calculated service 

downtime as an indication for the service quality of the live migration process they 

performed. 

Alamdari, J.F. and Zamanifar, K. [3] proposed a reuse-distance algorithm for 

tracking the updated memory pages and making decisions for transferring the dirty 

pages during each iteration of the memory transfer phase in the live migration of VMs. 

They defined this concept of reuse distance as the number of distinctive pages between 

two consecutive updates of the same memory page. They performed live migrations of 

the VM using the normal pre-copy approach as well as their reuse distance concept on 

the Xen hypervisor on a LAN and compared the transferred pages, downtime and the 

total migration time. The goal was to reduce the data transferred, thereby, reduce the 

transfer time as well. Similar to the previous mentioned work, the authors have 

considered the sum of time taken for three stages of the migration process as the total 

migration time. These are preparation time which is time since beginning of migration 

to stop-and-copy stage, downtime was the duration of the stop-and-copy phase and the 

time required to complete commitment and activation stages as the resumption time. 

The authors of [15] and [22] aimed at optimizing one of the phases of the pre-copy 

migration process and that is the transfer phase. They proposed techniques which can 

improve the existing pre-copy live migration approach. The former used a memory 

compaction technique using disk cache and snapshots of memory. They used the 

XBZRLE delta encoding for data compression and also determined the overhead 

caused by disk accesses, SHA-1 hash calculation time and hash tree lookups. These 

were implemented on the KVM hypervisor. The latter implemented a time-series 

prediction method in order to identify the dirty pages that were frequently updated 

with higher precision. They identify these pages and transmit them in the last iteration 

Akoush et al. [2], developed models for predicting the performance of the live 

migration process using the pre-copy technique on the Xen hypervisor. Total migration 

time and the migration downtime were the two main factors considered to form the 

model. These two factors were constructed using combinations of different stages of 

the pre-copy migration approach similar to the two previously mentioned works.  They 

successfully implemented two migration simulation models based on the average page 

dirty rate (AWG) and history based page dirty rate (HIST), which produced 90% 

accurate results for predicting migration time and downtime with varying network 

bandwidth and workloads on the VM. 

Haikun Liu et al [16], in their work, focused on estimating the cost of VM 

migration in terms of time by designing a performance model. Moreover, based on this 

model, they designed experimental and theoretical models for predicting or estimating 
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the energy costs or energy consumption of the VM migration process. Firstly, they 

determined, by theoretical and experimental analysis, that VM memory size, network 

link characteristics and memory dirty rate have an impact on the performance of VM 

migration. Performance here implies migration time, downtime and network traffic 

generated during migration. They developed their model by forming equations taking 

into consideration these impacts on performance. Being a modeling approach, they 

generalized these impacts as well as the variations of the different migration stages. 

For instance, they considered VM resume time at the destination as a constant 0.2ms. 

Yangyang Wu and Ming Zhao [43], in their research, addressed the influence of 

resources allocated to the VM, workloads of the VM and the resource availability on 

the VM migration process by creating performance models. Using these, they aimed to 

predict the VM’s migration time. For creating this model, they first performed 

experiments of migration VMs on the Xen hypervisor for profiling the migration time 

of a VM with different resource-intensities as well as when the hypervisor has 

different levels of resources available to use for the migration process. CPU, memory-

read, memory-write, disk I/O, network-send and network-receive intensive VMs were 

migrated in each experiment while ensuring different CPU allocations to the 

underlying source host during the migration process. The model was later validated by 

comparing its results with the migration time profiles formed. They concluded that not 

only the VM but the host’s resources affects the migration time as well and that their 

model captures this relationship and effectively predicts the total migration time. 

With a similar aim of profiling the performance of VM migration, Hu et al. [19] 

developed an automated test framework and used it for studying the live migration’s 

performance by experimentation on various hypervisors, namely, KVM, VMware, 

Hyper-V and XenServer. They also stressed the VM that is being migrated to 

determine the effect of the stress on the migration performance in terms of migration 

time, downtime and data transferred during migration. Here, they measured the VM 

downtime by sending ICMP requests to the VM and checking the number of requests 

that did not receive a reply. Moreover, using this framework, they evaluated and 

compared the performance of memory migration versus storage migration, dirty 

memory size versus storage migration and live versus cold migration on different 

hypervisors. With respect to hypervisors, they found the lowest total migration time 

and downtime by VMware and KVM respectively. Regarding VM stress activity, CPU 

has the least impact while memory writes has the highest impact. 

With respect to a cloud environment, in particular the OpenStack platform, 

Kashyap et al. [24] used the OpenStack Neat service for providing a dynamic VM 

migration and placement framework in their OpenStack private cloud deployment. 

They formed three test cases for their experiment scenario where all hosts are idle, 

only one host machine is hosting VMs and more than one host machines are running 

VMs. They tested their framework by experiments with all three test cases and their 

results indicated reduction of energy costs of the live migration of VMs. An addition to 

this work would be to evaluate the performance costs as well of the migrations 

performed using their framework by measuring all or some of the parameters that they 

have mentioned, that is, preparation time, downtime, resume time, pages transferred, 

total migration time and application degradation. 

Cerroni [8] presents an analytical model for evaluating the performance of an 

inter-datacenter network for federated clouds during multiple live migration of VMs. 

He used the parameters of number of VMs to be migrated, memory size, dirtying rate, 

network pipe bit rate and the ratio between them to model the total migration time and 

downtime for multiple VM migration in sequential and parallel scenarios. It also 

quantifies the size of the cloud federation. Results show that parallel scenario has 

detrimental effects on the network compared to the sequential VM migration. This 

work can be developed with more realistic assumptions and on actual implementation. 
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4 METHOD 
This chapter describes the research methodology followed to accomplish the goals 

set for this thesis work, which are: 

1. Implement live migration of VMs with shared storage on the KVM 

hypervisor and OpenStack deployed on KVM hypervisor scenarios. 

2. Identify the sequence of events in the VM migration process in both the 

scenarios 

3. Construct a timeline of these events, categorizing them into phases, for 

both OpenStack and KVM-alone scenarios. 

4. Determine the performance of the migration phases with varying VM 

factors and workloads and analyze this performance. 

4.1 Evaluation Technique 

There are many ways to study or evaluate a system and try to gain insight into its 

operation, relationship with components, measure and analyze its performance. This is 

shown in Fig. 1. The selection of the technique depends on the goals, configurations 

required, resources available and the desired accuracy level. [26] 

Experimentation on a physical model of the actual system has been considered for 

this thesis. The physical model serves as a representation of a production server cluster 

or OpenStack cloud complete with all its features and capabilities. Since our primary 

goal is the investigation of the migration procedure, a physical model will suffice 

although having a downside of not being in production state. Moreover, by using a 

physical model, it allows us to alter the system to make it operate under desired 

conditions, such as enabling shared storage for storing disk images of the VMs. This is 

risky to be performed on the production system as it requires re-configurations and can 

be disruptive to the system. Lastly, multiple VMs running with varying workloads in 

the production system will significantly influence on the migration time and process 

due to interference effects [36]. This is also why experimentation on the campus’s 

XIFI node has not been considered, although it has been indicated as the motivation 

for this thesis work. 

Furthermore, the physical model has been considered over an analytical or 

simulation mathematical model because the latter are the abstracted versions of the 

system and represent the system in terms of logical relationships. Since the intention of 

this thesis is to investigate the actual implementation and the performance of the live 

migration process using measurements, a physical model is better suited and would 

also provide a better evaluation and insight of behavior of the live migration process. 

System 

Experiment with the 

actual system 

Experiment with a 

model of the system 

Physical model Mathematical model 

Analytical 

solution 

Simulation 

Figure 4.1: Ways to study a system  
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4.2 Experiment Test-beds 

Two experiment test-beds are implemented for this thesis because we aim to 

investigate the live migration process carried out between stand-alone KVM/QEMU 

hypervisors as well as when it is carried out between KVM/QEMU hypervisors 

deployed in an OpenStack environment, hence, one test-bed for each case. There are 

two aspects common to both these test-beds. These are the shared storage implemented 

to support live migration and a measurement setup for migration traffic analysis.  

4.2.1 GlusterFS: shared storage 

GlusterFS is an open-source, scalable and distributed file system suited for data-

intensive tasks such as cloud storage [40]. It is a network-attached storage (NAS) 

solution and aggregates various commodity storage servers over the network into a 

parallel network file system. It has no dedicated metadata storage concept but instead 

relies on an elastic hashing algorithm [42] using which the storage server locates a file 

by applying the pathname and filename. It operates in a server-client model. The 

storage servers are host the directories which are exported as storage bricks. Each 

server runs a glusterfsd daemon which exports a logical collection of bricks called 

volumes. These volumes are mounted at the client-side by the glusterfs-client process. 

Volumes can be configured on the servers as distributed, replicated, distributed 

replicated or distributed striped GlusterFS volumes.  

Here, two GlusterFS servers are implemented, using standard installation and 

configuration procedure [14], with replicated GlusterFS volume type (the default type) 

as the shared storage between the hosts. This provides redundancy of the stored data 

by maintaining exact copies of the data. It also allows us to use the self-heal feature of 

GlusterFS for ensuring data availability. The volume exported is mounted on the same 

path in both the hosts for storing the VM’s disk images. Furthermore, the GlusterFS 

servers are incorporated to the testbed in a network separate from the migration 

network. This relieves the migration network from any congestion or bandwidth 

limitation by the transfer of data between the hosts and the GlusterFS servers. 

4.2.2 DPMI: measurements 

DPMI is the acronym for Distributed Measurement Infrastructure. It is an 

infrastructure comprising of measurement points (MPs), consumers and measurement 

areas (MAr) which performs passive measurement meaning that it measures the 

network traffic without creating or modifying it.  

The DPMI setup present in the university’s Network Performance Lab has been 

used for measurements of the migration traffic. A wiretap is placed on the link-under-

test to duplicate the traffic and pass them to the MP. The MP can be a logical or a 

physical device and responsible for packet capturing, packet filtering and distribute 

measurement data. It also timestamps the received or captured packet. The clock of the 

MP is time synchronized with the help of an NTP server that is synchronized with GPS 

pulses. The consumer is a user-controlled device that accepts packets according to the 

format specified by the system. It filters the content of the measurement frame it 

receives from the MP. Functions of the libcap_utils library are used by the consumers 

to interface with the measurement stream, and the MPs use it to construct the 

measurement frames [5]. 

DPMI is used in the experiments to capture the traffic, that is, migration traffic and 

later parse them for measurements and analysis. The migration traffic is obtained by 

using a wiretap between the source host and the switch that it connects to. The reason 

for using DPMI over conventional packet sniffers like Wireshark, tcpdump, etc. is the 

higher timestamp accuracy and that using the above mentioned tools create additional 

load on the hosts. 
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4.2.3 Test-bed 1: KVM/QEMU hypervisor 

This section describes our first test-bed where we investigate the live migration 

process performed by the KVM/QEMU hypervisor. The physical testbed topology is 

shown in Figure 4.2.  

 
Figure 4.2: Test-bed with KVM hypervisors 

4.2.3.1 Test-bed details 

The configurations of the hardware used are as follows: 

KVM hosts 

Dell PowerEdge T110 II Tower server 

Intel Xeon E3-1230 V2 @3.30GHz 

16GB memory, 1TB disk 

GlusterFS servers 

Dell OptiPlex 740 

AMD Athlon 64 X2 Dual Core Processor 

4GB memory, 250GB disk 

Gigabit Ethernet Switches 
Unmanaged switches for connectivity between the 

devices. 

Wiretap Duplicate packets and pass to DPMI 

Table 4.1: KVM Testbed hardware details 

The software used are as follows: 

 All servers as well as the virtual machine being migrated is running the 

64-bit Ubuntu 14.04.1 LTS operating system  

 The libvirt version is 1.2.2 

 The QEMU version is 2.0.0 

 GlusterFS version 3.6.4. Server package on servers and the client package 

on the KVM hosts. 
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4.2.3.2 Implementation of Live Migration in KVM/QEMU hypervisor 

Elucidating the experiment testbed, we have two hosts with KVM/QEMU 

hypervisors, one source and one destination as indicated. A command-line tool called 

virsh and a graphical application called virt-manager are used on both the hosts for 

managing the guests including configuration and allocation of hardware resources.  

In order to perform live VM migrations, we must configure the environment with 

shared storage, identical network configuration for the guests on both the hosts, ensure 

same CPU flags or better ones on the destination host and identical versions of the 

hypervisor software. As given in the test-bed description, we have the identical host 

hardware and identical hypervisor software versions.  

For the shared storage, as mentioned in section 4.2.1, the GlusterFS solution is 

used and volumes are mounted on the same path on both the hosts. However, this does 

not suffice and these mounted directories must be configured as storage pools in which 

the VM disk images can be stored. We used the virt-manager application to configure 

the mounted directory as a directory-type storage pool on both the hosts. We create 

disk images in this storage pool and allocate them to guests while spawning them. The 

qcow2 (QEMU copy-on-write) format has been used. It is one of the disk formats 

supported by the QEMU process emulator. It supports copy on write, encryption, 

compression and snapshots. 

Identical network configuration is ensured by creating a bridge to the host 

interface connecting to switch2, that is, the 192.168.189.0/24 network as shown in 

Figure 4.2. This network in the test-bed has been created as a network primarily for 

VM migrations. This allows us to have a network separated from the traffic generated 

due to communication of the hosts with the GlusterFS servers, thereby mitigating any 

bandwidth limitations. It also makes it easier to capture and parse the network traffic 

created due to VM migration. 

In addition to this, time synchronization of hosts is ensured by using the Network 

Time Protocol (NTP) and synchronizing the host clock via the Internet against any of 

the public NTP servers provided in www.pool.ntp.org website. Also, all servers’ 

hostnames and IP addresses are mapped in each server’s /etc/hosts file. 

Moreover, the test-bed environment is configured to replicate the virtualization 

implemented by the OpenStack software as close as possible to avoid any influence 

from differences in configuration or implementation of virtualization. Firstly, the disk, 

balloon and networks cards for the guests were configured to use KVM’s virtio 

paravirtualization drivers. Secondly, the guests are allocated resources after 

considering the default allocation ratios of CPU, memory and disk in OpenStack, 

which are 8.0, 1.0 and 1.0 respectively. These are found in the configuration file of the 

nova service. Lastly, OpenStack also communicates with libvirt and uses its 

implementations of live migration of VMs. It performs a peer-to-peer live migration 

with the undefine source and persistent migration flags by default. Peer-to-peer 

denotes a direct connection between the hosts, undefined source causes the guest 

configuration to be removed in the source after successful migration and persistent 

indicates that the guest configuration should be stored at the destination. The same 

flags are used when issuing the migration command to libvirt using the virsh command 

line tool in this testbed. This is done as follows: 

virsh migrate --live --p2p --undefinesource --persistent  <VM name> \ 

qemu+tcp://<Destination IP>/system 

As indicated, live migrations are performed over an unencrypted TCP socket 

established between the source and the destination. One reason for doing so is to 

obtain understandable packet data when captured using DPMI. The secondary reason 

is that OpenStack on KVM performs live migration over TCP as well. 

http://www.pool.ntp.org/
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4.2.4 Test-bed 2: OpenStack on KVM/QEMU 

This section describes our second test-bed where we investigate the live migration 

process performed on OpenStack deployed on KVM/QEMU hypervisors. The physical 

topology is shown in Figure 4.3. 

 

 
Figure 4.3: OpenStack environment topology 

4.2.4.1 Test-bed details 

The details of the hardware used are as follows: 

Mirantis Fuel Server 

HP Compaq dc5700 Microtower 

Intel Pentium Dual CPU E2160 @1.8GHz 

2GB memory, 80GB disk 

Compute nodes 

Dell PowerEdge T110 II Tower server 

Intel Xeon E3-1230 V2 @3.30GHz 

16GB memory, 1TB disk 

Controller node 

Dell OptiPlex 755 

Intel Core2 Quad CPU Q6600 @2.4GHz 

4GB memory, 250GB disk 

GlusterFS servers 

Dell OptiPlex 740 

AMD Athlon 64 X2 Dual Core Processor 

4GB memory, 250GB disk 

Switch 1 

Netgear unmanaged Gigabit Ethernet switch for 

connectivity between Fuel server and nodes for 

OpenStack environment. 

Switch 2 
3Com Managed Gigabit Ethernet switch for connectivity 

among OpenStack nodes. 

Wiretap Duplicate packets and pass to DPMI 

Table 4.2: OpenStack Testbed hardware details 
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The software used are as follows: 

 Mirantis Fuel version 6.1 for deploying OpenStack Juno 

 All nodes as well as the virtual machine being migrated are running the 

64-bit Ubuntu 14.04.1 LTS operating system. 

 The libvirt version is 1.2.2 

 The QEMU version is 2.0.0 

 GlusterFS version 3.6.4. Server package on servers and the client package 

on the compute hosts. 

4.2.4.2 Mirantis Fuel Server 

Fuel is an open source tool provided by Mirantis Inc. It is an OpenStack 

deployment and management tool developed for automating the deployment of an 

OpenStack environment, which typically is a time-consuming, complex and error-

prone process. It provides both a command-line and a graphical user interface (GUI) 

for deploying, managing and monitoring OpenStack environments. Fuel comprises of 

Cobbler, MCollective, Puppet, Nailgun, Astute, UI and OSTF (OpenStack Testing 

Framework) components. They enable hardware discovery, OS provisioning, setting 

up OpenStack services, manage OpenStack clusters, pre- and post-deployment checks 

and other features.[13] Fuel accomplishes these by using hardened packages of the 

core OpenStack projects and it supports wide range of OSes, hypervisors and 

deployment technologies.  

Fuel version 6.1 was used to provision nodes with Ubuntu 14.04.1 OS and deploy 

OpenStack Juno services on them. In OpenStack terminology, a physical server 

provisioned with an operating system and the OpenStack software is called a node. A 

single node can comprise of multiple OpenStack services. Fuel offers deployment of 

OpenStack services in the form of different roles. This consists of one controller node 

and two compute nodes. 

4.2.4.2.1 Controller node 

The controller node is the control node for the OpenStack deployment and is 

responsible for running the management services. It handles the image (glance) 

identity (Keystone), dashboard (Horizon), orchestration (heat) and network server 

(neutron) services. It also runs the message or queuing server (e.g., RabbitMQ), 

database (e.g., MySQL), API and scheduler services such as the nova-api, nova-

conductor, nova-scheduler, cinder-api, cinder-scheduler, glance-api and so on. The 

controller node runs all services of nova except the nova-compute service. 

4.2.4.2.2 Compute node 

The compute nodes are the hosts for running the instances or VMs. Each compute 

node runs a hypervisor. These nodes run the bare minimum services as much as 

possible to facilitate the instances. In nova, they only run the nova-compute service. It 

also runs few neutron services for establish networking for the instances such as the 

Open vSwitch and Linux Bridge agent services.  

4.2.4.3 Implementation of Live Migration in OpenStack 

The foremost step is to implement shared storage between the compute nodes for 

storing the instances’ disk images. As mentioned in section 4.2.1, GlusterFS is the 

shared solution considered. The disk images are stored in the path as specified in the 

nova configuration file. The GlusterFS volume exported from the GlusterFS server is 

mounted on the directory specified by that path which is, by default, 

“/var/lib/nova/instances” and ensuring that all permissions (read, write and execute) 

are set for this directory. By doing so, whenever the nova-scheduler service on the 

controller node launches an instance on any of the compute nodes, the disk image of 



 

  21 

the instance is created in this directory and hence shared between the compute nodes. 

Also, it is ensured that the ownership of the files is consistent by configuring the UID 

and GID of nova and libvirt-qemu on both compute nodes to be the same. 

The next steps are to ensure that the live migration flag is set in the nova 

configuration file (which is set by default) as well as to verify that the GlusterFS 

communication is allowed through the firewalls of the compute nodes. 

With respect to time synchronization between the hosts, the Fuel server provides 

NTP service using which the clocks of all the nodes are synchronized. Finally, once 

these steps are performed, an instance can be live migrated using nova’s live-migration 

command where the instance and the destination must be specified as follows: 

nova live-migration  <VM UUID or name>  <Destination node> 

4.3 Performance metrics 

In this section, we discuss the performance metrics considered for this thesis. The 

performance metrics are related to time. The primary goal is to determine the duration 

of each phase of the migration process once the phases have been identified. In 

addition to this, total migration time and the VM downtime are also considered. 

Total migration time is the time taken from the initialization of the migration 

process at the source host till the successful completion of the migration at the 

destination host. This is typically in the units of seconds. 

Downtime is the time duration when the execution of the VM is interrupted 

making it non-responsive. Measurement of downtime is performed with the help of the 

ping utility. ICMP requests are sent from the external client machine to the VM every 

1 millisecond. The downtime is determined from the number of ICMP requests which 

do not receive a response. 

4.4 Factors 

The parameters of a system can be categorized into two: the ones which are not 

varied during the evaluation and the ones which will be varied. The parameters that are 

varied during the evaluation process are called factors and theirs values are called 

levels [21].  

In order to determine the performance of each phase of migration, we have 

considered two factors keeping the user in mind. One is the size of VM which is 

chosen by the user when spawning a new instance. The other is the CPU load due to 

the application or service that is served by that instance. 

VM Flavor: OpenStack provides templates called as flavors which define the 

memory size, disk size and the number of cores or vCPUS that must be allocated for 

the instance. Table 4.1 shows the flavors considered as the levels for this factor. 

ID Name vCPUs Memory 

(MB) 

Disk (GB) 

1 m1.small 1 2048 20 

2 m1.medium 2 4096 40 

3 m1.large 4 8192 80 

4 m1.xlarge 8 16384 160 

Table 4.3: OpenStack flavors for VMs 

CPU load in VM: In a cloud environment, instances run under different workloads 

depending on the application and service that it provides. CPU loads of 25%, 50%, 

75% and 100% are the levels considered in the experiments. We use the stress-ng 
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utility to stress the VM and apply these load levels. Stress-ng loads the CPU by 

forking the specified number of processes, each computing the square root of a random 

number in a loop. The level of loading is done by breaking the loop into compute time 

(load%) and sleep time (100% - load%) so that stress-ng applies the specified CPU 

load on the instance [41].  

4.5 Experiment Scenarios 

This section explains the different experiment scenarios used for this thesis work 

using the two test-beds illustrated in section 4.2. The experiment scenarios are formed 

based on the goals of the work and assists in answering the research questions. 

4.5.1 Scenario 1 

In this scenario, test-bed 1 is considered which includes KVM hypervisors as hosts 

of VMs. The objective of this scenario is to identify the sequence of events when the 

hypervisor performs live migration of a VM from one host to another. A virtual 

machine allocated with 1 vCPU, 1024MB memory and 10GB disk is migrated from 

the source host to the destination host (Refer Figure 4.2). No factors or workloads are 

considered in this scenario since the objective is investigation of the migration process 

and not performance analysis. Logging is enabled in libvirt to see which functions are 

being executed and when. Once the timeline is established, 15 live migrations are 

performed from the source to the destination and the phases are measured using DPMI. 

4.5.2 Scenario 2 

In this scenario, test-bed 2 is considered which involves the OpenStack cloud 

platform deployed on KVM hypervisors. Similar to the previous scenario, the 

objective of this scenario is identification of the sequence of events since the migration 

of a VM is triggered till its successful completion. A new flavor for the VM was 

created with 1 vCPU, 1024MB memory and 10GB disk. This VM is migrated from the 

source compute node to the destination compute node (Refer Figure 4.3). No 

workloads are considered in this scenario since the objective is the investigation and 

not performance analysis of live migration. DPMI is used to capture the packets during 

the migration process. At the same time, Wireshark packet analyzer tool is used on all 

three nodes to determine and cross-check that all communication taking place during 

the migration process has been captured using DPMI. 

15 live migrations are performed from the source compute to the destination 

compute node after the timeline has been formed and the phases have been identified. 

These migrations are measured using DPMI. The results of this investigation will also 

help determine the additional steps or modified steps in the migration process when 

compared to the results of the previous scenario. 

4.5.3 Scenario 3 

This scenario focuses on the performance of the live migration of VM in 

OpenStack and hence, test-bed 2 is considered here. The objective of this scenario is 

the performance analysis of the live migration of a VM in an OpenStack environment. 

To meet this objective, VMs with varying factors, as discussed in section 4.3, are 

migrated from the source compute node to the destination compute node. In each 

experiment, the total migration time, VM downtime and the time taken for the 

different phases identified in the previous scenarios are measured. DPMI is used to 

capture the migration traffic and Tshark tool is used to examine and analyze these 

captured traces. 
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5 RESULTS 
This chapter presents the results obtained from the experiments conducted. The 

results are divided into sections corresponding to the experiment scenarios discussed in 

section 4.5. The first two scenarios are pertaining to the investigation of the migration 

process and the third scenario is regarding the performance evaluation of live 

migration of a VM in an OpenStack environment. 

5.1 Scenario 1: KVM Timeline 

This section corresponds to the investigation of the migration process carried out 

by the libvirt management framework and the KVM/QEMU hypervisor, as discussed 

in section 4.5.1. The objective was to identify the sequence of events of the migration 

process and categorize them into phases. Figure 5.1 illustrates an abstracted sequence 

of events primarily depicting the interaction between the libvirt processes of the source 

and the destination. These communication messages were identified with the help of 

the captured network traffic. As it can be seen in the said figure, the management 

messages being exchanged are taken as the markers of the phases. The phases, the 

messages and the point of separation of the phases were determined by carefully 

scrutinizing and correlating the log entries, captured migration traffic and the source 

code of libvirt as well as QEMU. The following sub-sections give a brief account of 

each phase. 

 
Figure 5.1: Migration phases in KVM scenario 
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5.1.1 Remote connect 

Before this phase is executed, source libvirt opens a connection to the local 

hypervisor and the devices using the drivers present in its library. On successful 

connection to the local hypervisor, it identifies that the migration command issued has 

the peer-to-peer flag set implying that there is a direct connection to the destination. 

TCP was given as the protocol to be used in the migrate command, hence, it tries to 

connect to the remote libvirt via the doRemoteOpen() function. This marks the start of 

this phase as well as the live migration process. Once connected, the remote libvirt 

process opens a connection to its local hypervisor. An acknowledgement is sent to the 

source and a keep-alive message exchange is initiated between both libvirt processes. 

5.1.2 Preparation 

This phase begins once the connection between the source and the destination 

libvirt process is established. Here, the source starts off by storing the pre-migration 

state of the domain (VM) as a failsafe in case the migration does not succeed. The 

source libvirt also acquires the lockstate of the domain’s disk image in order to pass it 

on to the destination. This lockstate is obtained using libvirt’s resource lock manager. 

Now, the source libvirt sends a message to the destination comprising the domain’s 

configuration information in the XML format and a QEMU migration cookie 

consisting of the domain name, UUID, hostname, host UUID and the lockstate that 

was acquired. The domain configuration in XML format is the same that one can 

obtain by using the ‘virsh dumpxml <domain name>’ command. 

The destination libvirt on receiving this message starts a ‘migration in’ job. It 

defines the domain using the configuration information it received from the source 

libvirt and sets it in transient state. It also prepares the host’s hardware resources to be 

allocated to the domain. Here, it checks for the presence of a disk image at the path 

indicated in the domain configuration. The migration terminates if it is not found. 

Next, it does the same for the network configuration as well. Once these checks are 

done, the destination libvirt sets up Cgroups for the domain, vCPU(s), memory, disk, 

etc. Finally, the destination generates a migrate_uri (if not a tunneled migration and 

not given in the migration command issued). The QEMU migration cookie is modified 

with the destination host’s name and UUID and sent to the source libvirt along with 

the migrate_uri. The migrate_uri notifies the source libvirt about which protocol, IP 

address and port to connect to for the transfer of the VM state. 

5.1.3 Transfer 

Once the source libvirt obtains the migrate_uri and the QEMU migration cookie 

from the destination indicating that the destination is ready to accept the incoming 

data, the source performs the native migration for transferring the state of the domain. 

It establishes a socket with the destination libvirt using the migrate_uri and transfers 

the memory content with the help of the pre-copy technique. Once the VM state 

becomes minimal or if the iterations have been performed for long (convergence), the 

VM is suspended, lock on the disk image is released and transferred to the destination. 

The socket with destination is terminated. 

5.1.4 Finish 

The source, after transferring the state, sends a message containing, once again, the 

domain configuration, migrate_uri, the domain name and the QEMU migration cookie. 

The destination, now, acquires the lock on the disk state and resumes the guest. The 

destination libvirt ensures that the guest has resumed properly and then stops the 

migration job. It returns the QEMU migration cookie after changing the hostname and 

host UUID to its own. Once the domain resumes, it starts broadcasting RARP packets 

with its MAC address to determine its IP address. 
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5.1.5 Cleanup 

The QEMU migration cookie from the destination libvirt indicates that the domain 

has resumed execution. The source libvirt now cleans up the resources that were 

allocated to the domain such as Cgroups (control groups), hotplugged devices and so 

on. Moreover, the stored pre-migration state of the VM is removed in this phase. The 

connection between the libvirt processes is terminated after this marking the end of 

this phase and the live migration process. 

5.2 Scenario 2: OpenStack Timeline 

This section corresponds to the investigation of the migration process carried out 

by the OpenStack framework deployed on KVM/QEMU hypervisors, as discussed in 

section 4.5.2. The objective was to identify the sequence of events of the migration 

process and categorize them into phases. OpenStack uses the live migration 

implementations provided by the libvirt software on KVM/QEMU hypervisors. 

OpenStack performs a series of checks and steps before handing over the migration 

process to the libvirt software. These steps are illustrated in Figure 5.2. The sequence 

of events shows have been identified by examining the network traffic, setting the 

debug flag when issuing the live migration command and checking the nova service 

log files. The tricky part here is that the nova live-migration command exits once these 

initial steps are performed by OpenStack and the migration is handed over to the libvirt 

process. In such a case, using network measurements proves suitable for determining 

and measuring the migration phases as well as the total migration time. 

 
Figure 5.2: Migration timeline in OpenStack 

All communication between the services, except the keystone, is done using an 

advanced message queuing protocol (AMQP) which in this case is implemented using 

RabbitMQ. 
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5.2.1 Authentication phase 

The authentication phase pertains to the initial steps where the user issuing the live 

migration command is checked by the keystone against its table in the keystone 

MySQL database. On a successful check, the keystone service offers a temporary 

token which is used to execute the consequent steps necessary for live migration of an 

instance in OpenStack. 

5.2.2 Initialization 

Firstly, a HTTP GET request is sent to the controller’s nova service by the nova 

shell for obtaining information with respect to the instance to be migrated. This 

information is acquired from the instances table in the nova MySQL database. Once 

this information is received, the nova shell issues a live-migrate command, along with 

the instance information it received, to the nova-api notifying it to migrate an instance 

corresponding to that information. The nova-api performs checks such as whether the 

instance is in the running state, if the destination is any other compute node other than 

the host compute node of that instance and so on. Later, it checks the migration 

capability of the destination and source compute nodes by executing the commands as 

shown in the sequence diagram Figure 5.2. On success of these checks, the task state 

of the instance is changed to migrating in the instances table and a live_migration() 

function is executed on the source compute node. Before handing over the migration 

process to libvirt, the source compute node executes pre_live_migration() function to 

the destination compute node. This is to prepare the destination node for live 

migration. The function is given along with the metadata of the instance such as the 

keypair associated, etc. The destination communicates with the neutron server on the 

controller for information about the network configuration pertaining to the instance 

being migrated and configures its network accordingly by creating the necessary ports 

and bridges for the instance. 

After the authentication and initialization phases, the migration process is handed 

over to libvirt and the same process is carried out as described in section 5.1. 

5.2.3 Libvirt migration 

Once the pre_live_migration() function is completed, the migration process is 

handed over to the libvirt process which performs the migration of the instance in the 

same way as illustrated in section 5.1. 

5.2.4 Post-migration 

On successful completion of libvirt’s migration process, the source nova service 

executes a post_live_migration_at_destination() function on the destination’s nova 

service. This function is meant for post operations after live migration of a VM such as 

updating the MySQL database on the controller with respect to the instance’s new 

location or host, updating the neutron database about the instance’s ports now at the 

destination compute node, etc. 

Here, we can observe that the initial interactions by the nova shell in OpenStack’s 

migration process, that is, during the authentication and initialization phases, are with 

the services of the controller. Since we only have one wiretap connected to a 

measurement infrastructure, the live migration command is issued using the nova shell 

on the source compute node (unlike the conventional way of issuing on the controller) 

so that these interactions are captured by DPMI and can be measured.  
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5.3 Results from scenarios 1 and 2 

This section presents the results of the 15 live migrations that were performed of a 

VM in each scenario, that is, with KVM hypervisors only and OpenStack deployed on 

KVM hypervisors respectively. As described in sections 4.5.1 and 4.5.2, a VM of 1 

vCPU, 1024MB memory and 10GB was considered in scenarios 1 and 2. This VM was 

migrated from the source to the destination in the respective test-beds. The duration of 

the phases as well as the total migration time are measured by analyzing the DPMI-

captured traces using Wireshark and Tshark tools. The time taken for each phase is 

measured by determining the time difference between the markers of the phases are 

illustrated in sections 5.1 and 5.2. The VM downtime is measured by sending ICMP 

requests to the VM using the ping utility, as discussed already in section 4.3. The 

statistics are shown in Table 5.1. 

Phases (seconds) KVM OpenStack 

Authentication - 0.14082 

Initialize - 1.52317 

Remote connect 0.0068 0.0077 

Preparation 0.5919 0.6205 

Transfer 1.9684 2.2561 

Finish 0.0721 0.1216 

Cleanup 0.3549 0.3654 

Post-migration - 0.6719 

Migration Time 

(libvirt) 
3.2126 3.2723 

Total Migration Time 3.2126 5.6140 

Downtime (ms) 17.86 19.76 

Table 5.1: Comparison between KVM and OpenStack 

The migration time (libvirt) is almost the same in both the scenarios. This is the 

total migration time is case of KVM, that is, scenario 1 but only a part of the whole 

process for OpenStack. It can be observed that OpenStack’s authentication, 

initialization and post-migration phases have increased the total migration time by 

70%. 

However, the VM downtime is reasonably close and can be observed that there is 

no significant effect of OpenStack’s migration phases on the VM downtime. Also, 

there is a small increase between the common phases, that is, the ones related to libvirt. 

This small increase can be due to the different OpenStack process and services running 

on the nodes, thereby, resulting in delayed execution or completion times of the 

processes. 
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5.4 Scenario 3: Performance of migration in OpenStack  

This section presents the results pertaining to VM migration in OpenStack with 

varying VM size and CPU load as mentioned in section 4.4. Experiments were 

conducted for migrating a VM of one of the four VM flavors and running on one of 

five levels of CPU loads, giving us a total of 20 experiments. Each experiment was 

conducted for 30 iterations to deal with any stochastic variations caused by kernel 

process delays, I/O interrupts and measurement errors as well as for the 95% 

confidence interval. 

The phases, therefore, identified from the results of the previous scenario are: 

 Authentication 

 Initialization 

 Remote connect 

 Preparation 

 Transfer 

 Finish 

 Cleanup 

 Post-migration 

The above listed phases are measured for their duration from the traces captured 

using DPMI. The time taken by each phase is determined by using the time between 

the interaction messages before and after each phase as illustrated in Figure 5.2. These 

measurements are taken using the captured traces from DPMI and parsing them with 

the help of the Tshark packet analyzer tool.  

In addition to the duration of each phase the total migration time and the VM 

downtime have also been measured and presented. Furthermore, the time taken by the 

libvirt process is also considered and is represented as migration time (libvirt). This 

metric will indicate the performance of migration time based on the characteristics of 

the VM (flavor and CPU load) without the influence of the OpenStack interactions and 

phases. 

The measured values are statistically analyzed for their mean, standard deviation, 

95% confidence interval (CI) and coefficient of variation (CoV). The CI is calculated 

for determining a range above and below the mean value where there is high 

probability of the parameter’s value to be found, in this case 95%. The CoV is the ratio 

of the standard deviation to the mean value and provides a representation of the degree 

by which the values vary from their mean. 

Due to a significantly large number of values and combinations, these statistics are 

presented in tabular forms in Appendix A. The analysis of these measured values are 

presented in the following chapter 6. 
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6 ANALYSIS 
This chapter focuses on the analysis of the obtained values of the time taken by 

each phase of the migration process. The analysis has been carried out in two different 

approaches, firstly, the contribution of each phase to the total time of the migration 

process and secondly, the comparison between each phase time with varying CPU load 

and VM flavor. 

6.1 Phase contribution analysis 

One of our primary goals is to determine the time budget of each phase, that is, 

how much does each phase contribute to the total migration time. This gives a 

powerful insight and helps understand which phases of the migration process could be 

optimized and prioritized for better benefits from the live migration technique. It also 

aids in understanding the influence of each phase to the total migration time. 

This aspect is illustrated by calculating the ratio of each phase to the total 

migration time and plotting those using 100% stacked bar graphs. The calculated ratios 

are stacked on one another and scaled to 100% for better visual interpretation of these 

ratios or time budgets of the phases when a VM of different flavors and CPU loads is 

migrated. Graphs without scaling to 100% are given in Appendix B 

 

Figure 6.1: Flavor 1 phases ratios 

 

 

Figure 6.2: Flavor 2 phases ratios 
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Figure 6.3: Flavor 3 phases ratios 

 

Figure 6.4: Flavor 4 phases ratios 

From the graphs, it can be observed than the transfer phase takes up 35-60% of the 

total time for VM live migration. Also, the time taken by authentication and remote 

connection are relatively negligible. We can also see that the preparation phase takes up 

10% and the finish and cleanup phases take up around 10-15% of the time in every 

case. This implies that these two phases also have significant effect on the migration 

time as well and that transfer time is not the only influencing factor.  

Moreover, consider the case where in an OpenStack environment or in any 

environment with hypervisors capable of live migrating, we have a 10Gbps link rather 

than the 1Gbps link present in these experiments. Theoretically, having a 10Gbps link 

will cut down the transfer phase time and transmission rate by a factor of atleast 10. In 

such a case, the influence of the other phases, namely, preparation, finish and cleanup 

will have a higher effect on the migration time than the transfer time. 

Furthermore, here the authentication phase takes only 1-3% of the total time. But 

in case of a federated cloud which involves a central authentication and authorization 

entity, the ratio of this phase will increase significantly due to additional round trip 

time and possibly due to the computation power of that remote entity as well. 

6.2 Comparison analysis 

In this section, we compare the time taken by each phase when the VM flavor and 

the CPU load is varied. The following subsections are pertaining to each phase in 

sequence as in the migration process as well as the total migration time and the 
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downtime. Two plots are presented in each where one (plot 1) is depicts influence of 

changing VM flavor and the other (plot 2) depicts the influence of changing CPU load. 

The mean values with 4 significant digits are tabulated as well. 

6.2.1 Authentication 

Here, we compare the time taken for the nova live-migration command to be 

authorized and authenticated by the Keystone service on the controller. We have two 

plots, Figure 6.5 and Figure 6.6, illustrating the time duration in seconds for the 

authentication phase as listed in Table 6.1. It can be observed that there is no 

significant trend in the variations of the time taken by this phase. This can be attributed 

to the reason that this phase is primarily based on the communication between 

Keystone and the nova shell, thereby having no relation with the characteristics of the 

VM. The 95% CI levels can be attributed to the computational power of the controller 

as well as the network performance at that time.  

 
Figure 6.5: Authentication time plot 1 

 

 
Figure 6.6: Authentication time plot 2 

 

CPU Load Flavor1 Flavor2 Flavor3 Flavor4 

idle 0.1244 0.1355 0.1596 0.1575 

25% 0.1131 0.1408 0.1403 0.1812 

50% 0.1439 0.1415 0.1637 0.1671 

75% 0.1395 0.1479 0.1412 0.1830 

100% 0.1622 0.1331 0.1720 0.1910 

Table 6.1: Mean authentication time (seconds) 
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6.2.2 Initialization time 

The initialization time refers to the time taken by the OpenStack services to 

perform functions and checks before the actual commencement of live migration. This 

time is measured by taking the time between the HTTP GET request for the instance’s 

information and the confirmation message from the destination compute. These values 

are tabulated in Table 6.1 and are plotted, shown in Figure 6.7 and Figure 6.8. 

 
Figure 6.7: Initialization time plot 1 

 

 
Figure 6.8: Initialization time plot 2 

 

CPU Load Flavor1 Flavor2 Flavor3 Flavor4 

idle 1.680 1.702 1.674 1.906 

25% 1.678 1.671 1.691 1.853 

50% 1.701 1.693 1.712 1.871 

75% 1.682 1.702 1.730 1.837 

100% 1.691 1.684 1.740 1.905 

Table 6.2: Mean initiation time (seconds) 

It can be observed that the initialization time does not have any trend with respect 

to the CPU load of the VM but shows a significant increase for VM flavor 4. One 

reason could be that flavor 4 template assigns 16GB of memory and with a memory 

allocation ratio of 1.0, this hits the limit of the source compute node which has 16GB 

memory causing a delayed execution of the source compute node. Similar to the 

authentication phase, the 95% CI levels could be attributed to the varying 

computational capabilities of the controller and compute nodes. 
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6.2.3 Remote connect 

This is the first phase of libvirt’s migration process and denotes the time taken 

from initiating the connection request from the source libvirt to the acknowledgement 

of connection from the destination libvirt process. The measured phase durations are 

given in Table 6.3 and plotted as shown in Figure 6.9 and Figure 6.10. 

 

 
Figure 6.9: Remote connect time plot 1 

 

 
Figure 6.10: Remote connect time plot 2 

 

CPU Load Flavor1 Flavor2 Flavor3 Flavor4 

idle 0.007729 0.007881 0.007888 0.008146 

25% 0.007812 0.007614 0.007914 0.008010 

50% 0.007664 0.007826 0.007669 0.008106 

75% 0.007757 0.007680 0.007933 0.008245 

100% 0.007800 0.007912 0.007693 0.008167 

Table 6.3: Mean remote connect time (seconds) 

From the plots, we can infer that the remote connect, like the previous two phases, 

is not following a particular trend with changing VM flavor or CPU load. One possible 

reason is that it is not directly related to the VM factors and depends more on the 

network connection between the hosts and the hosts themselves. Moreover, the high 

95% CI could be because of their small range of values and the network performance 

as well. 
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6.2.4 Preparation 

This is the second phase identified in libvirt’s migration process and pertains to the 

creation of the domain and allocation of resources for the VM at the destination. The 

values are tabulated in Table 6.4 and plotted in Figure 6.11 and Figure 6.12. 

 
Figure 6.11: Preparation time plot 1 

 

 
Figure 6.12: Preparation time plot 2 

 

CPU Load Flavor1 Flavor2 Flavor3 Flavor4 

idle 0.5692 0.5943 0.6514 0.7348 

25% 0.5741 0.6040 0.6351 0.7205 

50% 0.5696 0.6045 0.6411 0.7369 

75% 0.5736 0.6206 0.6426 0.7494 

100% 0.5827 0.6032 0.6616 0.7810 

Table 6.4: Mean preparation time (seconds) 

 

It can be observed that the preparation time does not change much with changing 

CPU load but has an increase of about 4-20% with increase VM flavor. The reason for 

this is that this phase is primarily based on allocation of resources and hence the time 

taken varies with changing flavor (which is nothing but the resources for the VM) and 

not with CPU load (where the resources allocated are the same). Moreever, it must be 

noted that although a higher flavor is double than its lower flavor, the change in time 

taken for its preparation or allocation is not of the same factor. Also, there are higher 

95% CI for flavors 3 and 4 because of more resources being allocated to the VM 

resulting in constrained resources for computation in the host.  
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6.2.5 Transfer 

The transfer phase is where the VM state (CPU, I/O, memory) is transferred from 

one host to another. Establishing a socket and its termination mark the beginning and 

end of this phase, respectively. The values are tabulated in Table 6.5 and plotted in 

Figure 6.13 and Figure 6.14. 

 
Figure 6.13: Transfer time plot 1 

 

 
Figure 6.14: Transfer time plot 2 

 
CPU Load Flavor1 Flavor2 Flavor3 Flavor4 

idle 2.065 2.576 3.407 5.392 

25% 2.103 2.739 3.622 5.704 

50% 2.202 2.869 3.775 5.911 

75% 2.273 2.940 3.811 6.348 

100% 2.328 3.054 3.835 7.121 

Table 6.5: Mean transfer time (seconds) 

It can be observed that the transfer time changes with changing VM 

characteristics. This is in tandem with the point that this phase pertains to transfer of 

VM state and hence this behavior. The transfer time increased by 25-30% from flavor 

1 to 2 and 2 to 3. But the change from flavor 3 to 4 is by 55-85%. The reason for this 

could be that the 16GB memory size of flavor 4 requires more time to be transported 

over the network. Moreover, with a memory allocation ratio of 1.0, the host’s memory 

is not freely at its disposal to serve processes. These values for each case have a very 

small 95% CI because it is mainly based on the network capabilities which is almost 

the same or constant during the experiments. 
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6.2.6 Finish  

This is the stage where the destination resumes the guests, ensures that it has 

resumed properly and closes its process of migration. Values of time taken by this 

finish phase are listed in Table 6.6 and plotted in Figure 6.15 and Figure 6.16. 

 
Figure 6.15: Finish time plot 1 

 

 
Figure 6.16: Finish time plot 2 

 
CPU Load Flavor1 Flavor2 Flavor3 Flavor4 

idle 0.1119 0.1261 0.1306 0.1407 

25% 0.1244 0.1296 0.1314 0.1421 

50% 0.1263 0.1317 0.1325 0.1460 

75% 0.1278 0.1330 0.1337 0.1488 

100% 0.1288 0.1332 0.1343 0.1508 

Table 6.6: Mean finish time (seconds) 

It can be observed that there is an increase of finish phase time with increase in 

CPU load and VM flavor but only by a small number. This phase includes resuming 

the VM and these plots are not similar to the downtime plots in section 6.2.10. This 

could mean that the effect of VM factors on this phase is concealed by the higher and 

near constant time taken for communication between the libvirt processes and ensuring 

that the VM resumed successfully. Moreover, it can be seen that the 95% CI is 

significantly high implying that this phase is inconsistent. The same is observed from 

the CoV of the finish phase as given in the tables in Appendix A. 
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6.2.7 Cleanup  

In this stage, the source host cleans up the resources allocated to the VM upon 

receiving a successful resume of the VM at the destination. The time taken by this 

clean up phase are tabulated in Table 6.7 and plotted in Figure 6.17 and Figure 6.18. 

 
Figure 6.17: Cleanup time plot 1 

 

 
Figure 6.18: Cleanup time plot 2 

 
CPU Load Flavor1 Flavor2 Flavor3 Flavor4 

idle 0.3528 0.3617 0.3787 0.3967 

25% 0.3558 0.3707 0.3795 0.4027 

50% 0.3598 0.3716 0.3800 0.4246 

75% 0.3683 0.3718 0.3824 0.4310 

100% 0.3707 0.3721 0.3904 0.4481 

Table 6.7: Mean cleanup time (seconds) 

It can be observed that the cleanup time has a slight increase with increasing VM 

flavor but has little effect of changing CPU load. Moreover, the increase is 

significantly higher for flavor 4 in which it increases measurably for increasing CPU 

load as well Reasons contributing to this could be the relatively higher resources that 

have been allocated to the VM as well as the size of the stored pre-migration state that 

has to be remove in this phase. With respect to the 95% CI, reasons for its high values 

could be its inconsistent nature as well as the small range of these cleanup time values. 
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6.2.8 Post-migration 

The post-migration phase involves the source and destination nodes as well as the 

controller node. As mentioned previously, this phase pertains to updating the 

OpenStack services about the change in the host of the migrated VM. 

 
Figure 6.19: Post-migration plot 1 

 

 
Figure 6.20: Post-migration plot 2 

 

CPU Load Flavor1 Flavor2 Flavor3 Flavor4 

idle 0.6720 0.6721 0.7216 0.7852 

25% 0.6721 0.6806 0.7164 0.7901 

50% 0.6785 0.6761 0.7208 0.7849 

75% 0.6816 0.6792 0.7144 0.7838 

100% 0.6741 0.6742 0.7185 0.7948 

Table 6.8: Mean post-migration time (seconds) 

Preliminary observations from the graphs and the values indicate that there no 

effect of the CPU load of the VM on the post-migration phase duration when the VM 

is of a particular flavor. However, with change in flavor from 2 to 3 there is a 5-7% 

increase and an increase of 8-10% from flavor 3 to 4. Possible reason could be the 

increased resource utilization in the destination due to the VM size. Furthermore, low 

95% CI indicates that this phase is consistent in nature. 
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6.2.9 Migration time (libvirt) 

Here, the time taken by the libvirt migration process. Firstly, this aids in better 

comparison with the total migration time and transfer time. Secondly, it serves as the 

total migration time from the hypervisor perspective (like scenario 1 with KVM only).  

 
Figure 6.21: Migration time plot 1 

 

 
Figure 6.22: Migration time plot 2 

 
CPU Load Flavor1 Flavor2 Flavor3 Flavor4 

idle 3.213 3.795 4.593 6.690 

25% 3.223 3.863 4.783 6.992 

50% 3.350 4.003 4.945 7.256 

75% 3.385 4.088 4.995 7.693 

100% 3.467 4.214 5.038 8.524 

Table 6.9: Mean migration time (seconds) 

It can be observed that the libvirt migration time increases with increasing VM 

flavor as well as has a slight increase with increasing CPU load. The value increases 

by 18-22% from flavor 1 to 2 as well as 2 to 3. For change flavor 3 to 4, it increases by 

45-70% giving a more profound escalation. Resource constrains due to the large flavor 

4 and mainly RAM allocation ratio 1.0 are possible reasons. Furthermore, an effect of 

the transfer time on the migration time can be observed since the trend is quite similar 

in both the cases. There is an effect of the other phases as well but they are concealed 

by the higher values of the transfer time. 
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6.2.10 Downtime 

The VM downtime is the duration of service interruption. In other words, in this 

time period the VM is non-responsive. Measurement of downtime is by sending ICMP 

requests to the VM and checking the number of requests with no responses. 

 
Figure 6.23: Downtime plot 1 

 

 
Figure 6.24: Downtime plot 2 

 
CPU Load Flavor1 Flavor2 Flavor3 Flavor4 

idle 20.93 25.00 29.97 44.87 

25% 23.03 26.37 32.53 50.23 

50% 24.63 28.33 36.47 52.39 

75% 25.75 31.53 37.77 53.63 

100% 26.57 32.13 39.73 54.38 

Table 6.10: Mean downtime (milliseconds) 

The downtime as shown is in the range of milliseconds and shows significant 

variations with changing CPU load as well as VM flavor. For each increment in the 

flavor from 1 to 4, the downtime increases by 14-23%, 19-29% and 35-50% 

respectively. The significant increase in downtime between the flavors can be due to 

the bigger chunk of memory and the CPU state that needs to be transferred to the 

destination after the VM has been suspended at the source node. Furthermore, it can be 

observed that the 95% CI is significant and could be attributed to the inconsistencies of 

the finish phase as well as the varying time taken by the hosts to suspend and resume 

the VM.  
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6.2.11 Total migration time 

In this section, the total migration time is presented which includes the libvirt 

process as well as the OpenStack phases. It is measured by taking the time difference 

between the authentication HTTP GET request and the final confirmation 

acknowledgement. 

 
Figure 6.25: Total migration time plot 1 

 

 
Figure 6.26: Total migration time plot 2 

 
CPU Load Flavor1 Flavor2 Flavor3 Flavor4 

idle 5.826 6.414 7.328 9.641 

25% 5.820 6.633 7.373 10.077 

50% 6.122 6.653 7.666 10.129 

75% 6.047 6.848 7.658 10.727 

100% 6.069 6.719 7.731 11.481 

Table 6.11: Total migration time (seconds) 

Similar to the libvirt migration time and the transfer time, the total migration time 

also increases with the change in the VM flavor attributing to the content and state that 

has to be transferred. This metric follows a trend similar to the libvirt migration time 

and the transfer time but not exactly because of the variations caused due to the other 

phases. With respect to the absolute values, increase in size of flavor from 1 to 2 and 2 

to 3 shows an increase by 10-15% for both. But the increase in total migration time is 

30-40% when the VM flavor changes from 3 to 4. These trends are not only inherited 

from the transfer phase but from the initialization phase as well. 
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7 CONCLUSION AND FUTURE WORK 
The purpose of this research work was to investigate the complex process of live 

virtual machine migration in the cloud, determine the influence of a cloud management 

layer and analyze the performance. KVM hypervisor and the OpenStack cloud 

management software were used in this research work. This investigation was carried 

out by performing live migrations in two scenarios, one with KVM hypervisors only 

and the other with the OpenStack software as well. 

From the successful execution of the thesis work, we can firstly say that the 

methodology of using network passive measurements proved successful for 

investigating the live migration of VMs in an OpenStack cloud as well as in a server 

cluster with KVM hypervisors. This implies that this method can be used in other 

scenarios irrespective of the topology, hypervisor, cloud management platform, etc. 

The migration phases were identified and measured in both scenarios using DPMI and 

the Tshark and Wireshark packet analyzer tools. 

Secondly, based on the measurement results, it was observed that there is an 

increase in time taken by the migration process in the cloud scenario when compared 

to the scenario with similar physical setup but without the cloud platform. This 

increase in time translates to increase in costs because resources are used during the 

live migration of the VMs between the hosts. It was also observed that the state 

transfer phase is not the only significant contributor or the influencing factor to the 

total migration time and that the proportions of the other phases in the total migration 

time have an impact as well. 

Lastly, from the comparative analysis of the migration phases, it can be said that 

the performance of live migration is not only dependent on the characteristics of the 

VM but on the physical environment as well. This is especially in the case of 

OpenStack phases as they are based on the hosts rather than the VM. 

The research questions formed for this thesis work are answered using these 

measurements and their analysis is the subsequent section. 

7.1 Answers to Research Questions 

RQ1. What are the phases and steps involved in the VM migration process 

performed by the KVM hypervisor? 

The answer to this question is provided by the timeline in section 5.1. It was 

formed using the sequence of events identified when VMs were migrated from one 

KVM hypervisor to another with a shared storage implemented using GlusterFS (Refer 

experiment scenario 1, section 4.5.1). The phases involved are remote connection, 

preparation, transfer, finish and cleanup. These phases were distinguished by 

considering specific message exchanges as the markers of the corresponding phases. 

RQ2. What are the additional phases or steps involved in the VM migration 

process when performed by OpenStack? 

The cloud orchestration layer in this thesis is OpenStack which is deployed on 

KVM hypervisors. Experiment scenario 2, refer section 4.5.2, was designed to answer 

this research question. The order of phases in the live migration process are 

authentication, initialization, remote connect, preparation, transfer, finish, cleanup and 

post-migration. The sequence is in line with the point that OpenStack interacts with the 

KVM hypervisor via the libvirt framework. It is the same case for migration as well. 

As seen in the list, OpenStack adds some steps for its own cloud management 

purposes. The sequence diagram of this process is given in section 5.2. 
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RQ3. What is the influence of OpenStack on VM migration? 

This question can be answered using the results given in sections 5.3 and 6.1. The 

former section illustrates a comparison between the migration in KVM and that in 

OpenStack on KVM. It shows that the additional steps increase the total migration time 

by 70% when compared to the KVM scenario. 

Analysis of the results from experiment scenario 3 show that the additional steps 

induced by OpenStack contributes to 20% to 30% of the total migration time. Although 

these steps being necessary in the cloud management perspective, they could have 

higher proportions in a production environment where multiple VMs with large sizes 

and workloads will be required to be migrated. The reason being that the hosts are more 

constrained of resources resulting in lesser computational power. Furthermore, as 

observed in section 6.2, higher VM flavors (flavor 4 in particular) has greater impact on 

OpenStack’s initialization and post-migration phases. 

RQ4. What is the performance of each phase of the VM migration process? 

The performance of the phases identified was determined by performing 

migrations as described in experiment scenario 3. The analysis of the results, in section 

6.1, shows that every phase has a significant share of the total migration time except the 

remote connection. Being a LAN environment, this is relatively insignificant. The 

authentication phase is negligible as well. This is because the authentication and 

authorization service provided by the Keystone of OpenStack is localized. In cases of a 

federated cloud, it is in a remote location and will then have a significant influence on 

the migration time due to addition of a round-trip time. Detailed analysis is provided in 

the section mentioned. 

RQ5. How does this performance vary with changing VM properties or 

factors? 

Experiment scenario 3 was designed to address this research question. The 

comparative analysis of this experiment scenario, presented in section 6.2, shows the 

variations of each phase when the VM size as well as the CPU load of the VM changes. 

Analysis on the dependent factors is also presented in the mentioned section. 

As a conclusion, the live migration process is indeed a complicated process and 

involves many steps and phases. From the analysis of the results, it can be said that all 

the phases have a considerable impact of the live migration process. Moreover, 

OpenStack being a modular architecture, additional OpenStack services on the nodes 

can result in varying influence of these phases than what has been measured here in this 

work. 

7.2 Future work 

This research work focused on the time utilized by each phase of the migration 

process. Evaluation, in this thesis’s approach, of the other migration techniques 

provided by OpenStack as well as the post-copy migration technique will enhance 

understanding of the complete picture of VM migration. Investigation and analysis on 

resources utilization during each phase of the migration process can also be considered 

as a future work. Another important future work would be implementation of the live 

migration of VMs between OpenStack clouds unlike migration within one OpenStack 

cluster (as conducted in this thesis). 
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APPENDIX A 
This appendix chapter provides the results of the experiments conducted for the purpose 

of performance analysis of live migration of VM in an OpenStack environment. As 

discussed in section 5.4, we have a total of 20 experiments which were formed by taking 

combinations from 4 VM flavors and 5 CPU load levels. The results, that is, the 

measurements of time taken by each phase are tabulated and presented flavor-wise in this 

appendix chapter.  The statistics considered are the mean, standard deviation, 95% 

confidence interval (CI) and the coefficient of variation (CoV). Each section corresponds to 

on VM flavor which consists of 5 tables for each level of CPU load. The table describes the 

time taken for each phase from authentication to the close phase, the migration time taken by 

libvirt to transfer VM state and the VM downtime (in milliseconds). 

Flavor 1 

Phases (seconds) Mean 
Standard 

Deviation 
95% CI CoV 

Authentication 0.1244 0.0157 0.0056 12.61% 

Initialize 1.6800 0.0264 0.0095 1.57% 

Remote connect 0.0077 0.0005 0.0002 6.52% 

Preparation 0.5692 0.0154 0.0055 2.71% 

Transfer 2.0655 0.0589 0.0211 2.85% 

Finish 0.1119 0.0639 0.0229 57.11% 

Cleanup 0.3528 0.0272 0.0097 7.45% 

Post-migration 0.6720 0.0138 0.0050 2.06% 

Migration Time 

(libvirt) 
3.2126 0.0969 0.0347 3.02% 

Total Migration Time 5.8263 0.1107 0.0396 1.90% 

Downtime (ms) 20.9333 5.3099 1.9001 25.37% 

Table A.1.1: Idle (no CPU load) 

 

Phases (seconds) Mean 
Standard 

Deviation 
95% CI CoV 

Authentication 0.1131 0.0092 0.0033 8.17% 

Initialize 1.6780 0.0433 0.0155 2.58% 

Remote connect 0.0078 0.0006 0.0002 7.31% 

Preparation 0.5741 0.0156 0.0056 2.72% 

Transfer 2.1033 0.0334 0.0120 1.59% 

Finish 0.1244 0.0755 0.0270 60.74% 

Cleanup 0.3558 0.0202 0.0072 5.69% 

Post-migration 0.6721 0.0120 0.0043 1.79% 

Migration Time 

(libvirt) 
3.2230 0.0853 0.0305 2.65% 

Total Migration Time 5.8198 0.4574 0.1637 7.86% 

Downtime (ms) 23.0333 4.3626 1.5611 18.94% 

Table A.1.2: 25% CPU load 
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Phases (seconds) Mean 
Standard 

Deviation 
95% CI CoV 

Authentication 0.1439 0.0171 0.0061 11.89% 

Initialize 1.7012 0.0954 0.0342 5.61% 

Remote connect 0.0077 0.0005 0.0002 6.91% 

Preparation 0.5696 0.0149 0.0053 2.62% 

Transfer 2.2017 0.1857 0.0665 8.44% 

Finish 0.1263 0.0320 0.0114 25.29% 

Cleanup 0.3598 0.0195 0.0070 5.42% 

Post-migration 0.6785 0.0265 0.0095 3.91% 

Migration Time 

(libvirt) 
3.3500 0.1875 0.0671 5.60% 

Total Migration Time 6.1220 0.3900 0.1395 6.37% 

Downtime (ms) 24.6333 4.7713 1.7074 19.37% 

Table A.1.3: 50% CPU load 

 

 

Phases (seconds) Mean 
Standard 

Deviation 
95% CI CoV 

Authentication 0.1395 0.0042 0.0015 2.98% 

Initialize 1.6815 0.0536 0.0192 3.19% 

Remote connect 0.0078 0.0005 0.0002 6.49% 

Preparation 0.5736 0.0131 0.0047 2.28% 

Transfer 2.2726 0.1157 0.0414 5.09% 

Finish 0.1278 0.0697 0.0250 54.59% 

Cleanup 0.3683 0.0232 0.0083 6.29% 

Post-migration 0.6816 0.0282 0.0101 4.13% 

Migration Time 

(libvirt) 
3.3852 0.1294 0.0463 3.82% 

Total Migration Time 6.0473 0.8103 0.2900 13.40% 

Downtime (ms) 25.7500 6.9531 2.4881 27.00% 

Table A.1.4: 75% CPU load 

 

 

Phases (seconds) Mean 
Standard 

Deviation 
95% CI CoV 

Authentication 0.1622 0.0231 0.0083 14.23% 

Initialize 1.6915 0.0325 0.0116 1.92% 

Remote connect 0.0078 0.0011 0.0004 13.58% 

Preparation 0.5827 0.0350 0.0125 6.00% 

Transfer 2.3275 0.1157 0.0414 4.97% 

Finish 0.1288 0.0557 0.0199 43.22% 

Cleanup 0.3707 0.0231 0.0083 6.24% 

Post-migration 0.6741 0.0140 0.0050 2.08% 

Migration Time 

(libvirt) 
3.4672 0.1400 0.0501 4.04% 

Total Migration Time 6.0692 0.3981 0.1425 6.56% 

Downtime (ms) 26.5667 4.4248 1.5834 16.66% 

Table A.1.5: 100% CPU load 
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Flavor 2 

 

 

 

 

Phases (seconds) Mean 
Standard 

Deviation 
95% CI CoV 

Authentication 0.1355 0.0167 0.0060 12.29% 

Initialize 1.7015 0.0881 0.0315 5.18% 

Remote connect 0.0079 0.0006 0.0002 8.14% 

Preparation 0.5943 0.0177 0.0063 2.98% 

Transfer 2.5760 0.0819 0.0293 3.18% 

Finish 0.1261 0.0641 0.0337 50.79% 

Cleanup 0.3617 0.0277 0.0099 7.67% 

Post-migration 0.6721 0.0257 0.0092 3.82% 

Migration Time 

(libvirt) 
3.7948 0.1602 0.0573 4.22% 

Total Migration Time 6.4139 0.8056 0.2883 12.56% 

Downtime (ms) 25.0000 7.1972 2.5754 28.79% 

Table A.2.1: Idle, 0% CPU load 

 

 

 

Phases (seconds) Mean 
Standard 

Deviation 
95% CI CoV 

Authentication 0.1408 0.0133 0.0048 9.48% 

Initialize 1.6714 0.0511 0.0183 3.06% 

Remote connect 0.0076 0.0009 0.0003 11.17% 

Preparation 0.6040 0.0242 0.0087 4.01% 

Transfer 2.7386 0.0830 0.0297 3.03% 

Finish 0.1296 0.0358 0.0128 27.66% 

Cleanup 0.3707 0.0590 0.0211 15.93% 

Post-migration 0.6806 0.0344 0.0123 5.06% 

Migration Time 

(libvirt) 
3.8625 0.0992 0.0355 2.57% 

Total Migration Time 6.6332 0.1194 0.0427 1.80% 

Downtime (ms) 26.3667 5.6243 2.0126 21.33% 

Table A.2.2: 25% CPU load 
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Phases (seconds) Mean 
Standard 

Deviation 
95% CI CoV 

Authentication 0.1415 0.0052 0.0019 3.70% 

Initialize 1.6926 0.0245 0.0088 1.45% 

Remote connect 0.0078 0.0012 0.0004 14.80% 

Preparation 0.6045 0.0504 0.0181 8.35% 

Transfer 2.8687 0.0602 0.0215 2.10% 

Finish 0.1317 0.0698 0.0347 53.02% 

Cleanup 0.3716 0.0535 0.0191 14.39% 

Post-migration 0.6761 0.0086 0.0031 1.27% 

Migration Time 

(libvirt) 
4.0029 0.1480 0.0530 3.70% 

Total Migration Time 6.6526 0.3719 0.1331 5.59% 

Downtime (ms) 28.3333 6.9921 2.5020 24.68% 

Table A.2.3: 50% CPU load 

 

 

Phases (seconds) Mean 
Standard 

Deviation 
95% CI CoV 

Authentication 0.1479 0.0199 0.0071 13.46% 

Initialize 1.7018 0.0575 0.0206 3.38% 

Remote connect 0.0077 0.0007 0.0002 9.01% 

Preparation 0.6206 0.0197 0.0070 3.17% 

Transfer 2.9396 0.1665 0.0596 5.67% 

Finish 0.1330 0.0656 0.0235 49.36% 

Cleanup 0.3718 0.0440 0.0157 11.83% 

Post-migration 0.6792 0.0170 0.0061 2.51% 

Migration Time 

(libvirt) 
4.0877 0.1742 0.0623 4.26% 

Total Migration Time 6.8485 0.5999 0.2147 8.76% 

Downtime (ms) 31.5333 6.6017 2.3623 20.94% 

Table A.2.4: 75% CPU load 

 

 

Phases (seconds) Mean 
Standard 

Deviation 
95% CI CoV 

Authentication 0.1331 0.0099 0.0036 7.47% 

Initialize 1.6837 0.0945 0.0338 5.61% 

Remote connect 0.0079 0.0003 0.0001 3.24% 

Preparation 0.6032 0.0210 0.0075 3.48% 

Transfer 3.0540 0.1210 0.0433 3.96% 

Finish 0.1332 0.0426 0.0152 31.96% 

Cleanup 0.3721 0.0701 0.0251 18.84% 

Post-migration 0.6742 0.0233 0.0083 3.46% 

Migration Time 

(libvirt) 
4.2137 0.1858 0.0665 4.41% 

Total Migration Time 6.7194 0.8036 0.2876 11.96% 

Downtime (ms) 32.1333 6.4017 2.2908 19.92% 

Table A.2.5: 100% CPU load 
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Flavor 3 

 

 

 

Phases (seconds) Mean 
Standard 

Deviation 
95% CI CoV 

Authentication 0.1596 0.0186 0.0067 11.65% 

Initialize 1.6736 0.0838 0.0300 5.01% 

Remote connect 0.0079 0.0003 0.0001 4.18% 

Preparation 0.6514 0.0527 0.0189 8.09% 

Transfer 3.4075 0.0504 0.0180 1.48% 

Finish 0.1306 0.0484 0.0173 37.07% 

Cleanup 0.3787 0.0592 0.0212 15.65% 

Post-migration 0.7216 0.0099 0.0035 1.37% 

Migration Time 

(libvirt) 
4.5931 0.1295 0.0463 2.82% 

Total Migration Time 7.3283 0.2514 0.0899 3.43% 

Downtime (ms) 29.9667 3.7726 1.3500 12.59% 

Table A.3.1: Idle, 0% CPU load 

 

 

 

Phases (seconds) Mean 
Standard 

Deviation 
95% CI CoV 

Authentication 0.1403 0.0065 0.0023 4.60% 

Initialize 1.6911 0.0367 0.0131 2.17% 

Remote connect 0.0079 0.0013 0.0005 16.15% 

Preparation 0.6351 0.0278 0.0099 4.37% 

Transfer 3.6221 0.0927 0.0332 2.56% 

Finish 0.1314 0.0532 0.0190 40.47% 

Cleanup 0.3795 0.0621 0.0222 16.35% 

Post-migration 0.7164 0.0443 0.0158 6.18% 

Migration Time 

(libvirt) 
4.7830 0.1312 0.0469 2.74% 

Total Migration Time 7.3729 0.7660 0.2741 10.39% 

Downtime (ms) 32.5333 4.9715 1.7790 15.28% 

Table A.3.2: 25% CPU load 
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Phases (seconds) Mean 
Standard 

Deviation 
95% CI CoV 

Authentication 0.1637 0.0179 0.0064 10.93% 

Initialize 1.7121 0.0993 0.0355 5.80% 

Remote connect 0.0077 0.0009 0.0003 11.22% 

Preparation 0.6411 0.0506 0.0181 7.89% 

Transfer 3.7745 0.1285 0.0460 3.41% 

Finish 0.1325 0.0467 0.0167 35.25% 

Cleanup 0.3800 0.0730 0.0261 19.22% 

Post-migration 0.7208 0.0115 0.0041 1.60% 

Migration Time 

(libvirt) 
4.9448 0.1201 0.0430 2.43% 

Total Migration Time 7.6657 0.6485 0.2321 8.46% 

Downtime (ms) 36.4667 5.6964 2.0384 15.62% 

Table A.3.3: 50% CPU load 

 

 

Phases (seconds) Mean 
Standard 

Deviation 
95% CI CoV 

Authentication 0.1412 0.0115 0.0041 8.13% 

Initialize 1.7302 0.0415 0.0149 2.40% 

Remote connect 0.0079 0.0008 0.0003 10.03% 

Preparation 0.6426 0.0256 0.0091 3.98% 

Transfer 3.8113 0.2001 0.0716 5.25% 

Finish 0.1337 0.0454 0.0162 33.93% 

Cleanup 0.3824 0.0333 0.0119 8.71% 

Post-migration 0.7144 0.0329 0.0118 4.61% 

Migration Time 

(libvirt) 
4.9951 0.1871 0.0670 3.75% 

Total Migration Time 7.6584 0.3194 0.1143 4.17% 

Downtime (ms) 37.7667 6.8977 2.4683 18.26% 

Table A.3.4: 75% CPU load 

 

 

Phases (seconds) Mean 
Standard 

Deviation 
95% CI CoV 

Authentication 0.1720 0.0117 0.0042 6.82% 

Initialize 1.7404 0.0317 0.0113 1.82% 

Remote connect 0.0077 0.0005 0.0002 6.26% 

Preparation 0.6616 0.0701 0.0251 10.60% 

Transfer 3.8354 0.0986 0.0353 2.57% 

Finish 0.1343 0.0613 0.0219 45.68% 

Cleanup 0.3904 0.0660 0.0236 16.90% 

Post-migration 0.7185 0.0154 0.0055 2.15% 

Migration Time 

(libvirt) 
5.0377 0.1449 0.0518 2.88% 

Total Migration Time 7.7313 0.7979 0.2855 10.32% 

Downtime (ms) 39.7333 4.9929 1.7866 12.57% 

Table A.3.5: 100% CPU load 
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Flavor 4 

 

 

Phases (seconds) Mean 
Standard 

Deviation 
95% CI CoV 

Authentication 0.1575 0.0057 0.0020 3.61% 

Initialize 1.9062 0.1151 0.0412 6.04% 

Remote connect 0.0081 0.0006 0.0002 7.21% 

Preparation 0.7348 0.0697 0.0249 9.48% 

Transfer 5.3921 0.1651 0.0591 3.06% 

Finish 0.1407 0.0530 0.0190 37.65% 

Cleanup 0.3967 0.0513 0.0184 12.93% 

Post-migration 0.7852 0.0181 0.0065 2.31% 

Migration Time 

(libvirt) 
6.6897 0.2488 0.0890 3.72% 

Total Migration Time 9.6406 0.6507 0.2329 6.75% 

Downtime (ms) 44.8667 5.5120 1.9724 12.29% 

Table A.4.1: Idle, 0% CPU load 

 

 

 

 

Phases (seconds) Mean 
Standard 

Deviation 
95% CI CoV 

Authentication 0.1812 0.0107 0.0038 5.93% 

Initialize 1.8532 0.0343 0.0123 1.85% 

Remote connect 0.0080 0.0019 0.0007 23.13% 

Preparation 0.7205 0.0366 0.0131 5.07% 

Transfer 5.7045 0.1710 0.0612 3.00% 

Finish 0.1421 0.0345 0.0124 24.31% 

Cleanup 0.4027 0.0849 0.0304 21.07% 

Post-migration 0.7901 0.0249 0.0089 3.15% 

Migration Time 

(libvirt) 
6.9920 0.2508 0.0897 3.59% 

Total Migration Time 10.0772 0.5946 0.2128 5.90% 

Downtime (ms) 50.2333 8.0278 2.8727 15.98% 

Table A.4.2: 25% CPU load 
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Phases (seconds) Mean 
Standard 

Deviation 
95% CI CoV 

Authentication 0.1671 0.0160 0.0057 9.57% 

Initialize 1.8711 0.1005 0.0360 5.37% 

Remote connect 0.0081 0.0006 0.0002 7.35% 

Preparation 0.7369 0.0635 0.0227 8.61% 

Transfer 5.9109 0.1837 0.0657 3.11% 

Finish 0.1460 0.0454 0.0162 31.07% 

Cleanup 0.4246 0.0416 0.0149 9.79% 

Post-migration 0.7849 0.0095 0.0034 1.21% 

Migration Time 

(libvirt) 
7.2564 0.1941 0.0694 2.67% 

Total Migration Time 10.1291 1.1598 0.4150 11.45% 

Downtime (ms) 52.3917 7.8283 2.8013 14.94% 

Table A.4.3: 50% CPU load 

 

 

Phases (seconds) Mean 
Standard 

Deviation 
95% CI CoV 

Authentication 0.1830 0.0193 0.0069 10.53% 

Initialize 1.8371 0.0626 0.0224 3.41% 

Remote connect 0.0082 0.0008 0.0003 9.79% 

Preparation 0.7494 0.0680 0.0243 9.08% 

Transfer 6.3479 0.1249 0.0447 1.97% 

Finish 0.1488 0.0416 0.0149 27.96% 

Cleanup 0.4310 0.0352 0.0126 8.17% 

Post-migration 0.7838 0.0138 0.0049 1.76% 

Migration Time 

(libvirt) 
7.6926 0.2739 0.0980 3.56% 

Total Migration Time 10.7270 0.9343 0.3343 8.71% 

Downtime (ms) 53.6250 5.9015 2.1118 11.01% 

Table A.4.4: 75% CPU load 

 

 

Phases (seconds) Mean 
Standard 

Deviation 
95% CI CoV 

Authentication 0.1910 0.0224 0.0080 11.72% 

Initialize 1.9047 0.0541 0.0194 2.84% 

Remote connect 0.0082 0.0005 0.0002 5.84% 

Preparation 0.7810 0.0723 0.0259 9.25% 

Transfer 7.1211 0.3645 0.1304 5.12% 

Finish 0.1508 0.0451 0.0161 29.89% 

Cleanup 0.4481 0.0332 0.0119 7.40% 

Post-migration 0.7948 0.0430 0.0154 5.41% 

Migration Time 

(libvirt) 
8.5237 0.3246 0.1162 3.81% 

Total Migration Time 11.4815 0.5109 0.1828 4.45% 

Downtime (ms) 54.375 6.330729 2.265381 11.64% 

Table A.4.5: 100% CPU load 
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APPENDIX B 
This Appendix presents the ratios of each phase to the total migration time without 

scaling it to 100% as done in section 6.1. The reason for the phases not adding up to 

the total migration time is because sometimes keep-alive messages are exchanged 

between the libvirt processes to ensure sustainability of the connection. Another reason 

is that there will be a finite amount of time inbetween the phases, that is, from the end 

of one phase to the start of the next phase. 

 

Figure B.1: Flavor 1 phases ratios 

 

 

Figure B.2: Flavor 2 phases ratios 
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Figure B.3: Flavor 3 phases ratios 

 

 

Figure B.4: Flavor 4 phases ratios 
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