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ABSTRACT
Context. There is a need for superior quality in the field of computer networking. New technologies
emerge day in and day out to meet the requirements. Cloud computing is one such utility which is
causing revolution in IT industry. Like other applications and traditional deployments, cloud
computing has its own security related issues. The focus of this research is proposing an Intrusion
Detection System (IDS) as a Service in cloud infrastructure (IDSaaS). This will be offered as an
Infrastructure as a Service (IaaS) layer with increased control of user on the IDS. This would allow the
cloud users to have more control on their network relating to security and also protecting privacy. The
main challenges are however the overheads caused due to deploying IDS at the virtualized level both
in regards to effectiveness off the IDS in detecting the intrusions and efficiency of the IDS in
performance.
Objectives. In this study we investigate the performance of snort IDS in the virtualized environment
both in context of effectiveness of detecting the attacks and efficiency of the deployment. We also do
an empirical study about the major cloud related security issues and the customizations which are
needed. We also propose architecture for the proposed IDSaaS along with its requirements to perform
as a VNF.
Methods. The research has been carried out by doing empirical study from various sources along with
experimentation on test bed. Various publications, articles and other research material have been
studied to understand the topic and polish the idea. Calculating the CPU utilization, CPU load and
used memory in various cases and comparing the efficiency of the IDS in virtual and bare metal
implementations. Along with them different attacks were performed and IDS was put to test in various
scenarios to understand the effectiveness of IDS in virtual and bare metal deployments.
Conclusions. Taxonomy of requirements for offering IDSaaS as a VNF and architecture is proposed
for offering IDSaaS. From the experiment it was concluded that snort IDS uses similar amount of
resources in both virtualized and bare metal implementations but its effectiveness against attacks takes
a huge dip, interesting observation was that SSH brute force attack went completely undetected with
same signature in both environments. There has also been observed that it is very important to
concentrate on the bridging techniques between the VM and the host OS because lot of packets are
dropped during their transfer of host OS and guest OS. But on the downside the VM running snort
consumes enormous resources compared to bare metal implementation especially with respect to
memory usage.

Keywords: IDSaaS, Cloud computing, Cloud Security,
NFV.
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INTRODUCTION

Cloud computing, is the effort towards the vision of delivering computing as a service,
which would increase the outreach beyond IT, industry. The idea of cloud computing is to
make software and hardware services more attractive. It has a prospective to transform the
way IT hardware is designed and purchased. Innovative ideas and thoughts for new internet
services instead of being shelved due to high hardware and labor cost can be executed with
the help of cloud computing at bare minimum prices.[1]. However, cloud computing offers
tremendous opportunities for the IT industry, despite this fact the development of cloud
computing technology is currently at its infancy, and many of its problems are to be resolved
[2]. Intrusion detection as a service is by no means an exception. Usually, organizations that
host their own information resources are likely to get their own IDS as part of their network.
The IDS infrastructure is configured and managed by the organization itself. Since cloud
computing provides solutions in X as a Service model, a normal proposition would be to also
offer Intrusion detection as part of the infrastructure within the cloud [3].
Intrusions can threat the integrity, confidentiality and availability of Cloud services.
Protection provided by firewalls may not be sufficient to solve Cloud security issues.
Firewalls should be complemented by intrusion detection or intrusion prevention systems
adapted for the Cloud. Furthermore, one must explore locations inside the Cloud where
IDS/IPS can be positioned for efficient detection and prevention of intrusion, as described in
[4]. In the same context this project proposes offering Intrusion Detection System as a
Service (IDSaaS) to the user, which can be configurable by the user and deployed with ease.
The project deals with an in-depth study of related topics and presented in the further
sections. The main aspects of providing IDSaaS are virtualizing the IDS, and implementing
it as a VNF. In this project, architecture for deploying IDSaaS in cloud is proposed along
with a set of basic requirements for IDS as a VNF. A set of scientific experiments is
performed to calculate the overheads due to virtualization.

1.1

Thesis statement

The thesis discusses the effective design of an intrusion detection system that can be
deployed as a subscription-based model in cloud networks. The main idea is to provide
Intrusion detection system as a service to the users of a cloud, which is based on the IaaS
model of cloud architecture. Essentially this implies that the user will be able to configure
the IDS to his/her private network in the cloud along with a customized rule set.

1.2

Background

The thesis is based on the fact that cloud computing is the next evolution of distributed
computing paradigm-providing elasticity in terms of resources and storage. These features
motivated industry, academia, businesses to accept cloud computing for hosting
computationally intensive applications down to lightweight applications and services. Cloud
computing can potentially reduce IT costs and increase capabilities and reach ability of
delivered services by facilitating for dynamic, low cost scaling [6].
Cloud users face threats from within the cloud and from outside the cloud. The duties for
providing security in cloud are divided among various parties like cloud user, service
provider and third party security services. The cloud users usually rely on third party

software for securing sensitive data.
The cloud user is responsible for application-level security. But the responsibility of
physically securing the networks and also implementing external firewalls is retained with
the cloud provider [1]. The cloud provider by definition controls the “bottom layer” of the
software stack. One security concern is protecting the cloud user against the provider. Hence
the total control over security issues cannot be handed over to the cloud provider. The user
needs to maintain a personal level of defense in addition to what is being provided by the
cloud provider.
Despite the innumerous benefits of cloud computing there has been an increase of attack
surfaces. New vulnerabilities have been detected; especially the multi-tenancy model and the
pooled computing resources in cloud computing have introduced new security challenges [7]
that need different methods to tackle. New methods rose up and architectures of traditional
security services have been adopted to meet the needs of cloud computing. There have been
many studies related to this field [4], [6], [8], [9]–[13]. These studies also include attempts
for providing Intrusion Detection System as a service for the cloud users.
Security services provided in the cloud have the potential to provide cost savings compared
to premise based equipment. The security systems that are made available to end user in
cloud are classified within the Security as a Service model [14]. Examples of such projects
are Remote Vulnerability scanning [15] and Webroot[16]. In this thesis project, a model of
IDSaaS is proposed which is offered at the Infrastructure as a Service layer of cloud.

1.3

Research problem

In cloud networks, network based vulnerability scanners are generally prohibited by the
cloud providers because it is not easy to distinguish between friendly and attacker activity.
[9]. But as will be seen later, to meet the challenges of the malicious activity and to tackle
vulnerabilities, network traffic scanner tools play a pivotal role. Hence it is necessary that
Intrusion detection systems should be deployed where the control is present with the tenant
but under the stipulated regulations set by the cloud service provider to protect interests of
other cloud users. This is especially applicable in relation with placement of the sensor for
the IDS.
Security metrics aren’t adapted to cloud infrastructures. Currently, no cloud specific metrics
pertaining to standardization of cloud security are specified; this leaves a gap in monitoring
the security status of individual cloud resources. Until any such standard security metrics are
developed and implemented, controls for security valuation, assessment, and accountability
remain difficult and costly, and might even be impossible to employ [9].
IaaS service models still have limited support to offering IDS as a service. For example users
of EC2 need to purchase and use Amazon Machine Image that comes with “Snort” IDS on it.
This essentially means that there is not much support from the cloud provider for
implementation and necessary configuration changes that would boost the performance of
IDS implementation are left to the user completely.
In the field of security services regarding intrusions in the cloud there have been discussions
about providing overall security against these attacks, but very few discussions were made
about providing security for individual VM’s independently. There have been surveys and
discussions of offering IDS in cloud. Most of them, as we will see in the further sections
have left the control to the cloud provider itself with least support for the tenant/client. Some
papers discussed the possibility of retaining the configuring powers with the client rather
than complete control of the provider. This project addresses this gap and deals with
providing IDS as a subscription based model to the client, and presenting architectures for

deploying and scientific analysis of this implementation.

1.4

Scope of implementation

The idea in this project is for virtualized IDS implementation, though it can also be
implemented in other traditional networks. Possible cloud providers can adapt this model for
implementation in the cloud, as pay per use model. Other possible implementation is by
LAN manager to deploy in their LAN enabling them to create protection profiles for each
asset they have on site.

1.5

Objectives
1. Identifying and documenting the major security threats in cloud and
customization requirements.
2. Propose architecture for deploying IDSaaS in a cloud environment.
3. Measure the effectives of a virtualized IDS against metrics like detection rate,
packet through put etc.,
4. Measure the overhead caused by virtualized IDS compared to traditional IDS
against metrics like CPU usage, memory consumption etc.,
5. Literature review on the comparison between existing IDS models for cloud
deployment.

1.6

Research Questions

The research focus is on estimating the overhead caused by running IDS in a virtual
environment. The following research questions will be considered:
1. What are the requirements and architecture for offering IDS-as-a-Service
(IDSaaS)?
2. What are the requirements for offering IDS as a virtual network function (VNF)?
3. What is the performance impact of virtualizing IDS on the host?

1.7

Document outline

Chapter 1 is the introduction for the project that gives details about the research questions,
background and scope of the project. Chapter 2 discusses the methodology of the project,
detailing about the methodology in which the experiment and other work was performed. In
chapter 3 preliminary discussions are made in which the important aspects of the IDS,
IDSaaS, Cloud environment and virtualization in relation to cloud are discussed. Chapter 4
covers the state of the art, which, briefs about similar implementations and proposals.
Chapter 5 discuses the architectural models of cloud, a traditional IDS and the proposed
IDSaaS solution. Chapter 6 gives the requirements of offering IDS as a VNF. Chapter 7 is
the core of the project which deals with the scientific approach to calculate the performance
impact caused by virtualizing an IDS system, for the same the snort[5] is used. The in depth
details about the implementation and experiment are discussed further. Finally, in chapter 8
and 9 we present the results of the experiment and analysis of the results. The conclusion and
suggested future work is mentioned which can develop the research in the field.

2

METHODOLOGY

For effective implementation of IDSaaS, it primarily involves virtualization of IDS. The
focus is on using software taps to capture the traffic and analyze them instead of
implementing traditional IDS appliances, which are essentially hardware devices that capture
the network traffic and route them through the IDS. Usually hardware setup is effective with
little or no configuration. But unlike IDS appliances, software based IDS offer scope for
more customization. Due to the increasing advantages of software based IDS, their
deployment is increasing. The thesis project discusses a software based IDS launched in a
VM. This allows for easy migration and dynamic resource allocation using cloud
technology. The project also concentrates on providing the users option to customize the
configuration and the rule set.
For the project, open source IDS snort was used, which is lightweight IDS implementation
and very sought after in the market. Snort configuration and initial testing was performed in
a local personal computer. After attaining a level of confidence, a test bed was setup. The
testbed is an isolated computer network. Three computers were used to mimic the attackerIDS-target model. The IDS was the gateway and single entry point for all traffic to and from
the target. For offering IDS as a Service its prime component is a virtual IDS appliance.
Hence, this project investigates the performance overheads due to virtualizing the IDS.
For estimating the overhead due to virtualizing the IDS, we need to have relative
comparisons with bare metal implementation of the same setup. Thus the experiment is
carried in two phases: first phase was bare metal implementation of IDS and the second
phase was implementing IDS in a virtual machine. Metrics were calculated in both the
phases in varying scenarios. The metrics calculated were CPU utilization, memory usage and
CPU load, also the resource utilization due to snort was calculated to isolate the resource
utilization only due to the IDS. In case of virtual IDS implementation, the resource usage due
to the VM was calculated on the host OS along with the other mentioned metrics. For the
effectiveness of the IDS the detection rate and the precision rate are calculated.
Briefly, the experiment was run for 180 seconds for each run and 30 iterations were
performed for each scenario, the metrics were measured with a sampling interval of 1second.
Snort version 2.9.7.3 with daq version 2.0.5 was sued as the IDS. Standard snort signature
snapshot version 2975 was used as the base signature set, although custom rules were added.
For the background link iperf3 was used to maintain 10mbpds link and mgen version 5.02b
was used to generate background traffic. The metrics were involved from standard system
files example /proc/stat. The metrics are dumped into a text file along with the original value
and calculated mean, minimum, maximum, standard deviation for each run. This is repeated
for the total number of iterations. The tools have been almost used in the standard
configuration and any deviations can be found in the appendix section. The in depth details
about the implementations and configurations are given in chapter 7.
The other objectives of the project were fulfilled based on literature study of various research
papers and other published books and articles.

3

PRELIMINARY DISCUSSIONS

3.1

Intrusion Detection System

3.1.1

Intrusion Detection system

Intrusion Detection System (IDS), as the name suggests is a tool used to detect network
anomalies that indicate intrusion attempts. It is an application used for monitoring the
network and protecting it from the intruder. Malicious users or hackers use the
organization’s internal systems to collect information and they cause vulnerabilities like
software bugs, lapse in administration, leaving systems to default configuration [17]. The
concept of IDS was introduced from early 1980’s itself, post evolution of Internet [18]. Since
then, there have been several events and technological changes, which lead to the
advancement of IDS to its current state.
IDS reads the packet data from sensor point(s) and compares it with a specific rule set
configured to it. If the data matches any rule, an alarm is triggered and user specified action
is taken. So, essentially is it very crucial to place the sensor points in the right places. The
IDS administrator defines the set of rules based on the requirements of the organization.

3.1.2

Types of IDS’s

Traditionally, there are two major detection approaches for IDSs: signature-based detection
and anomaly-based detection. A signature-based IDS detects an attack by comparing
incoming events with its stored signatures. An anomaly-based IDS identifies great deviations
in the network by comparing current system or network events with a pre-defined normal
profile. The IDS recognizes anomalies and deviations in behavioral patters based on
recorded historical data by comparing with current activity. An alarm is raised if the
deviation exceeds a normal threshold [20].
IDS can be classified according to the information source and the area they are covering as
mentioned in [21]:
1. Host based Intrusion Detection Systems (HIDS): The scope of the IDS is limited
to the host on which it is deployed. The IDS collects information from sources like audit
trails or log files or individual system activity to compare with the available signature set.
This vantage point allows the IDS to collect information and monitor the system with high
reliability and precision. The collected information contains intrinsic details such as which
process and users were involved. The distinction between network based intrusion detection
systems (NIDS) and HIDS is that the HIDS understand the outcome of an event.
2. Network based Intrusion Detection System (NIDS): The scope of NIDS is
covering the whole user network. NIDS captures the network traffic and analyses the
captured packets against a set of rules defined by the user. The majority of commercial
intrusion detection systems are network based. NIDS can monitor network traffic for
multiple hosts by listening for traffic on network segment.
3. Application based Intrusion Detection System (AIDS): The scope of AIDS
is limited to a particular software application which user needs monitoring. They are a
special sub set of HIDS. The AIDS reads the application log files and analyses the data to
spot disturbances or odd behavior, which has to be reported.
There have also been other solutions proposed like Cooperative Intrusion Detection System
Framework for cloud computing, in which the IDSs in the cloud computing regions

exchange their alerts with each other. In the system, each of IDSs has a cooperative agent
used to compute and determine whether to accept the alerts sent from other IDSs or not. By
this way, other IDSs understand about the attacks happening in the network and can help to
avoid the same type of attack happening to one of them [22]. The adaptation of soft
computing techniques in IDS/IPS can dramatically improve the security.
Signatures in IDS: Based on the style of detection and pattern matching IDSs are divided
into two categories – Signature based and Anomaly based IDS. The signature based IDS
have a rule set (signatures) which might be of different formats depending on the IDS. When
the packet arrives and the IDS decodes the packet, the data of the packet is matched with the
rules/signatures and deviations are acted based on the requirement. These signatures are
usually given by the user based on the requirements.
For the project, signature based IDS – snort is used. Further discussion about the signatures
is given in later section 3.5 .Example of snort rule : alert tcp any any -> any any
(msg:”Sample alert”;)

3.1.3

Functions of IDS

The IDS consist of four key functions namely, data collection, feature selection, analysis and
action.
1. Data collection: This is the first point of contact of the IDS in the network. The
module collects the data and passes as input to the IDS for analyzing and further
processing. The data is recorded into a file and then it is analyzed. NIDS collects
network packets as data and the HIDS collects the log files and system traces.
2. Feature selection: From the obtained data, the particular fields are selected
which are of interest and needed for analyzing the data with respect to the
signatures. For example, the Internet Protocol (IP) address of the source and
target systems, protocol type, header length and size could be taken as a key for
intrusion [23].
3. Analysis: The essential data is analyzed for faultlessness. Signature based IDS
verify the incoming traffic against a set of pre-defined rules configured to the
IDS. Anomaly based IDS studies the system behavior and uses mathematical
models for pattern matching and to study behavior to find the anomalies. [23]
4. Action: The module describes the attack and the respective reaction of the
system. There are a variety of options available including alerting the system
administrator with the required data via email. The IDS can also be configured
to take particular action like dropping the packet if it notices particular
disturbances so that the traffic is blocked. Ports can also be closed by the IDS
[23].

Figure 3-1 Functionality of IDS

3.2

Intrusion Detection System as a Service (IDSaaS)

There can be situations where the tenant desires to run his own virtual IDS (i.e., an IDS
inside a VM). For instance, in the case of a federated cloud, the tenant VMs can be scattered
across several cloud providers (e.g., a virtual web server runs at a provider in Milan and a
virtual DB is hosted in Tokyo). Each VM runs in the context of a virtual network that was
setup by the local provider and connects as needed to other tenant VMs, some in the same
virtual network, others hosted remotely. In this way, VMs can span an overlay network over
vast geographic distances. The attack surface is enlarged when such an overlay network is
used and the IDS of a single cloud provider may not provide enough protection. Instead, the
tenant could place virtual IDSs at selected locations in the overlay topology so that the
chances of detecting an attack increase. An additional benefit of this approach is that
intrusion logs from a set of IDSs can be correlated to increase the detection accuracy. This is
a first step for building a distributed intrusion detection system (DIDS).
“Intrusion Detection System as a Service (IDSaaS) is a network and signature based IDS for
the cloud model. In particular, IDSaaS is on-demand, elastic, portable, controllable by the
cloud consumer and available through the pay-per-use cost model of the cloud. IDSaaS
targets the Infrastructure-as-a-Service level of the cloud. Its primary task is to monitor and
log suspicious network activities between virtual machines within a pre-defined virtual
network in public clouds ” [12]. Furthermore, attacks coming from the outside of the Cloud
(e.g., from the Internet) should be detected as well. Each user may have different
requirements and rule sets for the IDS running to secure its infrastructure. Many cloud
providers use IDSs to protect their tenants.

3.3

Cloud computing and Virtualization

3.3.1

Cloud computing

The concept of cloud computing is the latest buzzword in the IT industry. It is a major
influence in everyday operations of many IT companies. The concept of cloud computing
mainly revolves around the concept of elasticity of resources, without paying a premium for
large scale. An advantage of cloud computing is the flexible resource allocation. Resources
are provided as general utilities and hence the users can add or remove and alter their
requirements in an on-demand fashion[2]. A very interesting aspect of cloud computing is
the appearance of very large computing resources available on demand, quickly enough to

follow load surges, thereby eliminating the need for cloud computing users to plan far ahead
for provisioning. Facebook, Flickr and the various Internet-based e-mail offerings such as
Yahoo! Mail and Google’s Gmail all store and process data remotely. Because of the close
connection familiar services and cloud computing, few analysts are beginning to refer to all
Internet-accessible services as cloud computing. When a cloud is made accessible for general
public in a pay-as-you-go manner, it is called as public cloud; the term private cloud is used
to refer to internal data centers of a business or other organization not made available to
general public[10].
The methodology in which the infrastructure of cloud services is managed facilitates the IT
organizations to handle large virtual resources as a single large resource. Enabling rapid
increase in data center resources without having to expand the manpower needed to exercise
the task of handling additional resources. The cloud also provides a user interface that allows
both user and the IT administrator to easily manage the resources.

Figure 3-2: Applications of Cloud Computing

3.3.2

Virtualization

As the demand for IT energy efficiency grew, server virtualization was the first and foremost
response to it. This typically meant that instead of the traditional method in which only one
application per server was being run, which utilized a small percentage of the total
computing capacity, one server could run multiple applications. This provided for dramatic
gains in server utilization. However, virtualization wasn’t the ultimate answer for computing
efficiency because it did not deal with the problem of usage spikes. For example, if a
particular application crosses its regular resource usage and exceeds its allocated hardware
resources during peak hours, then the application will have a negative performance hit. This
is because virtualization by itself cannot add additional hardware and computing resources
dynamically when and wherever needed. Technologies like distributed resource scheduler,
which automatically would pool the resources from multiple servers and would allocate the
resources needed for VM dynamically based on the requirements were developed [10].

3.3.3

Virtualization in cloud

Virtualization is the separation of logical resources away from the underlying physical
resources. In a virtual environment computational environments can be dynamically added,

removed or moved as demanded. Hence best suits for cloud environment as it provides
advantages of sharing, manageability and isolation.
Infrastructure management coupled with the maturity of virtualization technology is an
important asset of a cloud which helps to manage and make better utilization of the
underlying resources though automatic provisioning, re-imaging, workload re-balancing,
monitoring, system change request handling and a dynamic and automated security and
resiliency platform[10].
Virtualization is accomplished by using a hypervisor, which logically separates physical
resources and assigns the required amounts to the virtual machines. The hypervisor
facilitates the process of interaction between the virtual machine, guest OS and the
underlying hardware resources, and gives a feel to the guest OS of being directly levied on
the hardware. There are two major types of hypervisors: bare metal and hosted hypervisors.
Bare metal hypervisors runs directly on server hardware where as hosted hypervisor is a
software which runs on host OS.
For cloud computing virtualization is the de-facto requirement. Services are built over
virtualized layers; help service providers in managing the service and to offer standardized
platforms to users.
The primary security mechanism in today’s clouds is virtualization. One way in which the
security is increased because VM run at lower level of permissions and the code base for
hypervisor and boot OS is kept as small as possible. Also there are numerous applications
which are deployed and can be deployed to increase the cloud security for both the
underlying hardware and other users. It is a powerful defense, and protects against most
attempts by users to attack one another or attacks from external side [1].

3.3.4

How Virtualization works

The most fundamental part of virtualization is hypervisor. The hypervisor acts as a layer
between the virtualized guest OS and the real hardware, in some cases the hypervisor is is a
service provided by the host OS example: XEN / Xen Dom -0 [24]. Due to the increasing
interests in virtualization the processor manufacturers have updated the processors to
natively support virtualization. This simplifies the task of writing hypervisors and allows
more efficient use of hardware.
Hypervisors are classified into two broad categories: type-1 hypervisors and type-2
hypervisors. Type-1 hypervisors are also called as native or bare-metal hypervisors; they run
directly on the hardware with VM resources provided by the hypervisor. The guest OS runs
as a process on the host. Type-2 hypervisors are also called as hosted hypervisors, they run
on a host OS to provide virtualization services. Broadly hypervisors can be categorized into
two classes:
•

Full virtualization: In this type of virtualization the hypervisor or the virtual machine
monitor is layered on the hardware directly. This layer divides and allocates the
resource between competing operating system instances. The guest OS is not aware
that it is running as a virtual machine. This approach can be advantageous because it
enables complete separation of the software from the hardware [25].

•

Paravirtualization: In this type of virtualization the hypervisor operates in a more
cooperative fashion, because the guest OS is aware that it is running in a virtualized
environment. This technique require modifications in the guest OS and hence allows
a near-native performance [26].

Both the above approaches have their own advantages and disadvantages. Paravirtualization
allows the fastest possible software-based virtualization, at the cost of not supporting
proprietary operating systems. Full virtualization approaches do not have this limitation;
however, full virtualization hypervisors are very complex pieces of software. Some earlier
versions of VMware, the commercial virtualization solution, is an example of full
virtualization. Xen, User-Mode Linux (UML) and others provide Paravirtualization [24].
Apart from the type of virtualization, resource management configurations like number of
VM’s, memory management and CPU scheduling also influence the performance in
virtualized environment which in turn is affected by CPU allocation, core affinity and CPU
priority and type of workload on the hypervisor[27].
KVM: KVM [28] is essentially a kernel based virtual machine monitor; the developers have
devised a method that turned the Linux Kernel itself into a hypervisor. This integration of
hypervisor capabilities into a host Linux Kernel as a loadable module simplifies the
management and improves performance in virtualized environments [24]. The prime
advantage KVM is that every VM is an ongoing regular Linux process. KVM makes use of
hardware virtualization. KVM is open source unlike other powerful hypervisors like
VMware. KVM uses QEMU for I/O hardware emulation. But KVM in the native state
doesn’t offer paravirtualization so there might be a question regarding the performance. By
using ‘virtio’ [29] the guest OS’s can get most of the performance benefits of
paravirtualization.

3.4

Cloud computing security

In the paradigm shift from traditional computing to cloud computing a number of new
security and privacy challenges have emerged. There are two dimensions for the cloud
security: physical security and cyber security [30]. Physical security concerns physical
properties of the system like security standards, security certifications, uninterrupted power
supply, etc. Cyber security is concerned with the prevention of attacks from the cyber world.
Vulnerability is a prominent factor of risk. According to ISO 27005 risk is defined as “the
potential that a given threat will exploit vulnerabilities of an asset or group of assets and
thereby cause harm to the organization”, it is needed to measure the risk in terms of the
chances of occurrence and the likely consequences of it [9].
“The notion of security refers to a given situation where all possible risks are either
eliminated or brought to an absolute minimum” [31]. Loss of control has turned out to be a
major issue with cloud computing, for example the users are not aware about the
whereabouts of the physical location of their data and where it is processed [7]. Identification
of significant threats and employing appropriate countermeasures is an essential part of
securing an Information System (IS). The centralization of security, redundancy and high
availability are some of the major security leverages of loud computing. Though many
traditional risks are countered, the singular characteristics of infrastructure add in other
challenges. Cloud computing has ‘‘unique attributes that require risk assessment in areas
such as availability and reliability issues, data integrity, recovery, and privacy and auditing’’
[11].

3.4.1

Trust

The notion of trust for an organization can be defined, as the customer’s certainty that the
organization is efficient to provide required services accurately and infallibly. The trust in a
cloud is heavily dependent on the cloud environment and deployment model, because the
control of data and applications are outsourced out of the owners control [11]. For traditional
architectures a strict security policy can be enforced which would govern the access of

external systems and adversaries including programs and access to the data by people.
Whereas in a cloud deployment the users or the organization rely heavily on the cloud
service provider for enforcing an appropriate security policy that guarantees reduced risks.
But if it is a private cloud, then usually the cloud is located in the organization’s own
premise and doesn’t introduce additional security challenges. Conventionally, connectivity to
outside systems or organizations is considered as a window for unauthorized entities
(personnel or process) to gain user access or damage the information resources.
Security measures are deployed inside the conceptual boundary of the private network to
protect the information system within it. But for a cloud-networking model, the perimeter is
ambiguous, weakening the effectiveness of this measure. Due to the emergence of cloud
service models, there are expectations that this would lead to a deconstruction of the
application services as they are already delivered in existing ‘‘closed’’ service provisioning
environments [32]. Hence providing IDS as a Service ensures the authority and control over
the security of the clients VM’s with the client itself.

3.4.2

Confidentiality and privacy

The notion of confidentiality can be defined as the ability of only authorized parties or
systems having the access to protected data. In a cloud environment the threat of data
comprise significantly increases because of increase in the number of parties; devices and
applications involved consequentially increasing the number of access points. Assigning data
control to the cloud, contrariwise leads to increased data compromise risks because the data
is accessible to a larger number of parties. Hence a number of concerns are raised regarding
the issues of multitenancy, data remanence, application security and privacy [33]. In
multitenancy architecture a software application is designed to virtually partition its data and
configuration so that each client organization works with a customized virtual application
instance. This presents a number of privacy and confidentiality threats. Object reusability is
a significant feature of cloud infrastructures, but reusable objects have to be carefully
guarded in order to avoid new vulnerabilities. Data remanence might lead to breach of data
confidentiality even if the user does not intend to. Data remanence is the remaining
representation of data that has been erased. But also with resentful intentions, users might
claim large amounts of disk space and scavenge for delicate information [11]. The cloud also
presents major challenges regarding privacy concerns. In traditional implementations the
location of the data stored was in the client control, but in the cloud environment the data
might be geographically distributed. Organizations have to deal with the legal framework if
they have personal data. Further organizations always face legal challenges towards data
privacy.

3.4.3

Integrity

The notion of integrity means that the access to modifying the assets should only be possible
for authorized users only. All the aspects of data integrity, software integrity and hardware
integrity are covered in this. Data integrity covers the aspects of unauthorized deletion or
modification or fabrication of data. Prevention of unauthorized access is essential to achieve
confidence in data and system integrity. The cloud model presents a complicated challenge
of increased threats from inside and outside attacks to maintain the data integrity. Necessary
mechanisms are required and should be put in place for preventing unauthorized access.
Organizations implement firewalls and IDS/IPS systems to limit the access and to monitor
the user activity to prevent malicious activity. But it is necessary that these implementations
should be configured according to cloud requirements.

Figure 3-3: Threats to Cloud computing

3.5

Snort

Snort is lightweight and open source software. The reason it is lightweight is because it can
be deployed on most of the network nodes with minimal disruption to operations, Snort is
cross platform and with a minimal footprint. One more major advantage of snort is that the
configuration of snort is very easy and the system itself is flexible. Snort uses a flexible rulebased language to describe the traffic, which means the packets can be easily broken down to
components understandable by snort and for easy signature matching. Snort is based on
libpcap tools featuring rule based logging to perform content pattern matching and detect a
variety of attacks and probes. It can be configured to give real time alerts either on the
console or a separate file or to take a particular action. The detection engine of snort is
programmable using a simple language to describe per packet tests and actions [5].

3.5.1

State-of-the-art

Based on the type of IDS they are traditionally of two kinds: 1. Proprietary hardware devices
and 2. Software implementation of IDS both proprietary and open source. The hardware IDS
systems were usually dedicated machines, which were placed as gateway for the network or
at various distributed locations; this was similar to having a physical firewall in place. As the
industry grew in size and the software distribution became simpler and more effective
organizations started move towards software applications of IDS. We discuss a couple of
IDS’s which are available as software installations and do not need dedicated
servers/machines. Also, due to limited scope of the project only other tools which are similar
or close are mentioned although there are several other tools which can be utilized for
sniffing and logging.
tcpdump [34], a command line tool that can be used to sniff packets on the network. This is
cosmetically similar to snort. But, snort in contrast to tcpdump is more focused on the
payload inspection and to run as a security tool. Snort can be configured to detect major
vulnerabilities or intrusion like hostile activity, buffer overflow, CGI scans etc. But the
advantage of tcpdump is that snort does not currently lookup host names or port names but
snort produces output, which is more user readable. A similarity is that both can filter
packets based on Berkley packet filter commands[5].
Network flight recorder (NFR)[35] is a tool which is very much comparable to snort. NFR
also essentially acts as a tool, which can monitor the traffic over a network and implement
filtrations or perform actions. They primarily differ in the way they can be configured. While

snort is easy to implement with one-dimensional rules; NFR features a full scripting
language, n-code. But NFR has a more complete feature set including IP fragmentation
reassembly. Though IP fragmentation can be attempted in snort using particular signature
styles, but there are common methods for the malicious traffic to get around snort
undetected.
Relatively new to the market is suricata [36], this also being open source-based IDS. The
beta version was released in December 2009. This was developed by OISF. The primary
features of suricata are the support for multi-threading, automatic protocol detection and fast
IP matching. Suricata can be configured using lua scripting. Suricata also boasts of better
GUI availability compared to other industry standard open IDS’s.

3.5.2

Packet decoder

The packet decoder essentially converts raw network traffic into organized and easily
accessible structures that can be later used to reference specific portions of the packets, like
source and destination IP addresses and port numbers. The packet decoder is structured
around the TCP/IP protocol stack. Pre-defined sub routines are called to decode and interpret
through the stack from data link layer to the application layer. The speed at which the
processing takes place is given prominence. Snort provides decoding capabilities for
Ethernet, SLIP and raw data link protocols[5]. The packet decoder is capable of generating
own alerts for cases like malformed protocol headers, overly long packets, unusual or
incorrect TCP options that are set in the headers and other similar cases [37].

3.5.3

Detection engine

This component takes the network packets as input from the packet decoder and
preprocessors and relates it against the rules defined by the user in the configuration files
[37].The detection rules are maintained in two dimensional linked lists, these are called as
chain headers and chain options. The snort rules are compressed into attributes and detection
options, which are contained in chain headers and chain options respectively. The detection
engine checks only those chain options, which have been set by the rules parser at run-time.
The first rule match triggers the particular action specified in the rule definition and returns.
[5].

3.5.4

Logging/Alerting

Snort provides different alerting and logging options, which can be selected when starting
snort using command line switches. Based on the form of logging the speed of snort varies,
for example if all the alerts and the decoded packets have to be printed on the console then
the time for processing increases which will probably lead to packet drops due to unmatched
speeds. The alerts can also be logged into specified files; these can be read using third party
tools which present them in easy user understandable format. The alerts can also be sent as
Win Popup messages using the Samba SMB Client program.

3.5.5

Rule development

A major quality of snort is its easy rule writing procedure. Snort rules are both dynamic and
extremely powerful which match with precision. An other benefit is the community sharing
of snort rules, which is very helpful. Tools like oink master [38], which are officially
provided by snort, keeps the rule database updated. For rule development, the exploit traffic

is run on an isolated network while capturing the traffic, then the captured packets are
analyzed from which unique signatures are created [5]. The implementation of snort rules is
also pretty simple; the rules file has to be just added to the configuration file.

4

RELATED WORK

In this section we review some significant and related research articles in the field of IDS for
cloud computing. We discuss their advantages and disadvantages.

4.1

State of the Art

There has been a lot of research activity to address the issue of intrusion detection in cloud
environment. The research activity ranges from work based on the protecting clients i.e.,
detecting intrusions against the whole cloud and those, which are based on detecting
intrusions against specific VM’s. The present study is based on virtualizing IDS and offering
It as a service for protecting tenant VM’s. This are did not receive much attention in the
research field. This study also presents analysis of the performance impact of virtualizing the
IDS.
The paper [30] presents an overview of the cloud computing scenario along with the
classification on the common attacks. In the later section discusses about the Intrusion
detection in cloud computing environment and describes the models of IDSs, providing a
good overview on the cloud security scenario.
In [39] a model Grid and Cloud Computing Intrusion Detection System (GCCIDS) was
proposed which can audit attacks which are undetectable by the networks and hosts. There
are a number of IDSs distributed in the network which work in cooperation. This system is
designed for preventing intrusions against the cloud as a whole, but the cloud users cannot
opt for a subscription-based service for their individual network. This system also does not
allow for customization of the rule set according to the customers needs. In the paper [40] an
enhancement of a previous model Distributed Intrusion Detection system using Mobile
Agents (DIDMA) is proposed, it is mainly focused on protecting networks’ resources rather
than providing security services for the user. Interestingly this model uses mobile agents
placed in remote locations, which generate alerts, which help in verifying the attack.
The proposed solution from [41] operates with installed IDS but is narrowed in usage for
only DDoS attack. The model simply traces the origin of the attack (attacking network) and
blocks it. This model is also an implementation for the protection of cloud as a whole. Other
solutions like [42] [43] provide for securing the cloud network using IDS but are limited to
the attack they were handling (DDoS and SIP flooding attacks). The solutions are legitimate
but again fall behind as being able to provide as full scale IDS for cloud users, which can be
customized.
The paper [44] presents Cloud Based Intrusion Detection Service (CBIDS) which is very
relevant research to the current project. They present Intrusion detection as a service for the
cloud users. No particular IDS is mentioned, but the general patters of IDS are discussed.
Network traffic information is collected by servers at entry level and is forwarded to
detection engine, which matches with standard signatures from database. The paper gives
basic framework but lacks in depth discussion; they do not discuss the cloud implementation
consequences and performance impact in detail. The paper [20] presents a good view of
implementing IDS as a Service, but the approach taken is that the signatures must be
encrypted to protect the privacy of the user. This though not same as the current project is
duly notable and can be used as an extended functionality.

The paper [4] discusses in depth about the various IDS’s available for traditional
implementation. In reference to cloud environment they have discussed a good amount of
related works to give overview of the field. In the paper [45] they have outlined the
requirements and a proposed architecture for IDS in cloud environment. They propose that a
separated IDS sensor should secure each virtual component of the user. The model suggests
one sensor per VM. The solution is very relatable as they also speak about allowing the user
to customize their individual IDS configuration. The difference is that we concentrate on
NIDS implementation with analysis of the overheads. The paper [46] is a closely related
paper which provides strong over all reasoning and analysis, but like other papers discusses
the detection for the whole cloud and doesn’t offer any support for individual monitoring or
customizing, but aspect of offering it in the IaaS layer in cloud is proposed.

4.2

IDSaaS: Intrusion Detection System as a Service in
Public Clouds

The paper [12] is very related to the present proposed solution. Their solution is a discussion
of the same concept but lacks the in depth discussions of other implications such as
performance analysis and detailed architecture for deployment. The proof of concept is also
not described elaborately limiting its application. The paper lacks discussions about the
consequences of virtualizing the IDS.

4.3

Cloud Intrusion Detection System (CIDS)

The paper [47] is the closest research related to the current project. They have proposed the
similar solution of IDSaaS. This was developed as part of a master thesis project. The
proposed system is referred as Cloud Intrusion Detection System (CIDS). They have
proposed implementation of snort IDS on subscription basis in a cloud environment. A proof
of concept model was developed using J2EE. Though the paper is similar, the discussions
and metrics are narrow. We aim at a more broader and scientific approach, but draw
learning’s from CIDS. The paper concentrated almost exclusively on developing a model but
much less was reviewed about how this can be implemented in cloud networks, the
measurements and analysis of the overheads due to virtualizing.
In the current project the proposed solution puts forward architecture for implementation of
IDSaaS in cloud environments. The setup and the overheads caused due to virtualizing IDS
is discussed in detail.

5

ARCHITECTURE FOR IDSAAS

In this section we review the existing cloud computing architecture and its implementation,
later we discuss the architecture of traditional IDS later proceed to the architecture of the
proposed IDS as a Service in cloud platform.

5.1

Cloud computing architecture

5.1.1

Layered model

Cloud computing architecture is broadly divided into 4 layers:
Hardware layer,
Infrastructure layer, platform layer and application layer.
1.Hardware layer: This layer comprises the physical resources the cloud is
using, for example – physical servers, routers, switches, cooling systems. Typically, this
layer is employed in the data centers. Usually in a data center there are thousands of servers
which are connected through switches and routers and other fabrics. These servers are
organized into hundred of racks Some of the standard issues at the hardware layer are
hardware configuration, fault tolerance, traffic management, power and cooling resource
management[2].
2.Infrastrucutre layer: This layer comprises the virtualization aspects of the
cloud. The virtual machine manager (VMM) separates the operational capabilities off from
the underlying hardware and creates pools of resources and storage. Some common VMMs
used are Xen[48], KVM[49] and VMware[50]. This is a central component of the cloud
computing architecture, since many important functionalities like virtualization are present in
this layer.
3.Platform layer: This layer is built over the Infrastructure layer, and
comprises the required operating systems and application frameworks. This layer helps in
minimizing the burden of deploying applications directly into VM containers. Example:
Google App engine.
4.Application layer: This is the top layer in the architecture; it comprises the
actual cloud applications. These applications can be scaled very flexibly. For example:
Google Apps, Facebook.
The architecture of cloud environment is very modular when compared to traditional server
hosting environments such as server farms. The layers are loosely coupled among
themselves, allowing each layer to evolve separately[2].

5.1.2

Business model

Cloud computing essentially is a service-based model. Conceptually, every layer of
architecture described in the previous section can be implemented as a service to the layer
above. Conversely, every layer can be perceived as a customer of the layer below. In practice
clouds offer services that can be grouped into three categories: software as a service (SaaS),
platform as a service (PaaS) and infrastructure as a service (IaaS). As a service (aaS) model
is essentially referring to on-demand provisioning of infrastructure/applications/frameworks.

5.1.3

Types of clouds

1.Public cloud: The cloud infrastructure is made available to the general
public or a large industry group and is owned by an organization selling cloud services.

2.Private cloud: The cloud infrastructure is operated for a private
organization. It may be managed by the organization itself or by a third party, and may exist
on premise or off premise.
3.Hybrid clouds: The cloud infrastructure is a composition of two or more
clouds that remain unique entities, but are bound together by standardized or proprietary
technology, that enables data and application portability.
4.Virtual private cloud: This is essentially building a private cloud using
virtual private network technology (VPN) over a public cloud, similar to VLANs. This
improves the security features as the users have freedom to design their own topology and
establish their own security settings such as firewalls [2].
5.Community cloud: The cloud infrastructure is shared by several
organizations and is provided for a specific community that has common concerns (e.g.,
mission, security requirements, policy and compliance considerations). It maybe managed by
the organizations or a third party, and may exist on premise or off premise[11].

Figure 5-1: Cloud computing architecture
Examples of the services are: SaaS- WAN enabled application services (Google Apps,
Salesforce.com, PaaS- Foundational elements to develop new applications (Coghead, Google
application engine), IaaS- Providing computational and storage infrastructure in centralized,
location- transparent service (Amazon)[51].

5.2

IDS Architecture

A typical IDS functions on a three point formula – sniff & decode the network traffic; match
the data with the rule set; perform logging/alerting according to the configurations by the
user. It analyses the input data, which ranges from audit trails to application logs to raw
network traffic. A basic IDS structure consists of a sensor, analyzer and event notifier.
1.Sensor: Depending on the type of the IDS (HIDS, NIDS, AIDS), the input
source and the input data vary but a component is present which reads and decodes the data.
The sensor also converts the data into a particular format, which the analyzer understands.
2.Analyzer: The analyzer essentially matches the formatted data against a
particular set of rules whether in NIDS or HIDS. During the course of the matching it
verifies if it is a positive match or not and this decides a particular event is triggered; this
decision is forwarded to another entity. The analyzer is also able to ascribe similar events to
a generating cause, thus enabling the classification of each reported event.
3.Event notifier: This component performs the task of communicating with

the external world. Based on the type of IDS, the external world might refer to a chain of
other IDS systems, or an IDS administrator. The event notifier is also responsible for the
correct formatting into the desired output method.

Figure 5-2: IDS architecture

5.3

IDSaaS Architecture

This section describes the architecture of the proposed IDSaaS model. It can be understood
from the previous sections that configurations of IDS, their positioning etc. are varied by the
type of the IDS. In this experiment we model with NIDS with signature based detection
method though this can be extended for anomaly based as well and in that light some
additional components are also described. The proposed solution is also a model drawing
relatives to Distributed Intrusion Detection Systems in [52].
“In offering IaaS, the cloud provider gets paid for running service he does not know the
details of” [7], this model aims to overcome these dark sides of “as a service” approach. The
distribution of control is hence maximized to the cloud user itself.

5.3.1

IDSaaS

The aim of IDSaaS is enabling a cloud user to launch a virtualized IDS instance while
retaining the maximum control. The user should be able to configure the IDS with minimal
effort. The IDS will be provided, as a service hence will adapt the pay-as-you go model. In
the proposed model we rely on host integrity i.e., we assume that the VMs inside the tenant
network are not compromised and are legitimate. We treat other users, within the cloud as
potential risk. Also the integrity of the VM image provided is assumed, though there can be
measures to verify the integrity.
A further objective to achieve is ensuring that an attacker run script cannot detect that an IDS
is in place. One way of achieving this adapting SWADR-synchronous warning asynchronous detection and response as described in [7]. In this mechanism the analyzer
component will be conceived not to block or deny certain low threats based on priority.
The IDSaaS will be presented at the infrastructure level (IaaS), because the upper layers of
PaaS and SaaS services are built on top of a supporting IaaS infrastructure [9]. It is essential
that the NIDS has a distributed architecture. This means having multiple data collection
points and analysis points, this helps in protecting the users VM’s even when they are
geographically distributed.

5.3.2

Usage monitoring/billable method

From the cloud providers perspective, the elastic resource pool has made the cost breakdown
a lot more complex than regular data centers [8].More over, an instantiated virtual machine
has become the unit of cost analysis rather than the underlying physical resources. The
IDSaaS since being offered at the IaaS level needs a comprehensive charging model. For this
the main aspects of resource consumption by the IDS are considered. Often, IDSs can be
resource intensive, and hence increasing the load on the CPU and also increasing the
bandwidth usage for additional communication between different sensors and analyzers. The
IDS is monitored for usage based of the computation resources and bandwidth usage. It is
difficult to differentiate the bandwidth of the IDS form other traffic, but creating a private
secure channel is useful for both secure communication and easy billing. For deploying the
IDS instance the user will be charged on a subscription basis. It is worth noting that
charging per signature or rule is not mentioned. This is because in addition to rule set
provided by the cloud user the user has the freedom to implement customized rules, hence
the rule set does not completely belong to cloud provider and cannot be charged. Also the
rule set is an integral part of the IDS instance being provided and cannot be separated as a
separate entity.

5.3.3

Components
1. Sensor: This component is at the gateway of the customers VM network. The
main functionality is to sniff the network traffic and forward the interpreted data
to the analyzer component. The sensor essentially breaks down the packets
according to the TCP/IP layered structure and formats it in a way the analyzer
can understand it. Sensor is the low level component of the IDS; there can be
low-level packet filtering also. The sensor placement plays a key role in. The
IDS is installed as a NIDS and it is placed at the entry level of the network.
Essentially it is necessary that all the traffic to and from the user VM’s pass
through the IDS. This has the same functionalities of traditional IDS.
2. Analyzer: It determines the threat level of the data obtained from the sensor. The
analyzer component verifies the data input given against the signature set
provided. The analyzer is in contact with a central control, which is responsible
for keeping the signature set updated. The analyzer can be configured to take
specific actions with respect to the traffic, which has positive matches against
signatures. It is important that the rules are specified with priority, which relates
to the action timing. Some actions are immediately effective and some have a
delayed action. The warnings are forwarded to the warning pool. The signature
database is present locally with the analyzer component. This has the same
functionalities of traditional IDS.
3. Warning pool: This component is an essential segment for SWADR mechanism.
The warning pool also acts as an accumulator of the warnings generated from
various analyzers. This eases the process of tracking the warning source and also
provides easy management. In the warning pool, there might be different actions
attached to each positive match. The actions are reflected to the monitoring
console, maybe in the form of emails or log files or alerts on the management
console.
4. Central Control: Central control is the in-charge component for the analyzers.
The distributed NIDS needs continuous rule updating, and also data from
different sensor locations is correlated, this job is done by central control. The
central control also provides the signature set to the analyzers. The signature set
is maintained locally on the central control and also distributed to the analyzers;
the downside is overhead on the network traffic but the is essential for fast rule
matching.

5. Monitoring console: Monitoring console in the front end of the IDS system. It
presents a view of the threat to the operator. The users can review the alerts
triggered from the IDS and perform management functions as well. The users
feed the rules to the central controller from this component itself. An analysis of
the most triggered rules along with geographic distribution of the alerts can be
viewed to gain more perspective of the IDS. This also facilitates in second order
analyzing of the data by the administrator. It is required that they are tuned
according to traffic patterns of the protected network. Monitors are required to
notify an operator whenever a threat is severe according to a security policy
[53].
6. Metering and billing: This component is related to the management of the cloud
provider and does not have any direct implication towards the efficiency and
effectiveness of the IDS. The essential duty is to the collect the resource usage
figures of the components. This can be collected from time to time and not
continuously to avoid unnecessary communication.

5.3.4

Extended components
1. Load balancers: For heavy traffic networks, it is better to have multiple sensors
for networks even if they are not geographically distributed. This way the load
on sensor reduces not affecting the speed of processing and also keeping
throughput in tact. The load balancers need to know the TCP configurations
(TCP flows as identified by socket pairs) so that they can maintain the stream of
packets flow to same sensor.
2. Management console: An additional management console can be placed to
perform exclusive management tasks including communication between the
cloud provider and cloud service user, collecting individual metrics from each
component. Management console is connected to the monitoring console for
obtaining direct information. A second level of analysis, which covers the scope,
and depth of analysis is performed at this component. Policy maintenance,
interoperability of operator notifications and report generation capability are
other metrics for the management console. This component allows the operator
to manage the threats by being able to manipulate the incoming data stream via
external devices like firewalls and routers [53]. The management console also
allows for configuration of the sensors and other components centrally through a
GUI.
3. Database: The information obtained can be stored as historical data for later
analysis or verification. Accurate analysis may require storage of a significant
amount of historical data that can be used to give context to a perceived threat
[53].
4. Secure networking: It is also essential to have the internal communication of the
IDS be secure. Virtual private tunnels can be created for secure connection,
especially between the analyzer and control center; monitoring console and the
control center.

Figure 5-3: IDSaaS Architecture

6

IDS AS A VNF

6.1

Introduction

The main focus of this section is the optimization of the network services. Standard IT
virtualization technologies like virtual network function aid in the acceleration of service
improvement and provisioning. In a Network Function Virtualization (NFV) environment, a
Virtual Network Function (VNF) takes on the responsibility of handling specific network
functions that run on one or more VMs. NFV addresses the problems of increasing costs of
energy, CAPEX, OPEX, life cycle problems etc., by using standard IT virtualization
technology to implement functionality found in industry standard high volume servers,
switches and storage in software [54]. For example, a virtual appliance for border control
could be used to protect a network without having to purchase expensive physical units.
Other examples of NFV include virtualized load balancers, firewalls, intrusion detection
devices and WAN accelerators [55].
“NFV is complementary to Software Defined Networking (SDN)”[56], but not dependent on
it (or vice-versa) [54]. NFV can be achieved in non-SDN mechanisms, but approaches
relying on SDN concepts enhance the performance of NFV. Further, NFV aligns closely
with the SDN objectives to use commodity servers and switches.
In 2012 European Telecommunications Standard Institute, ETSI was selected to be the home
of the Industry Specific Group for NFV. A large community of experts works intensively to
develop the required standards for NFV. The current research extensively depends on the
various white papers and documents released by the ETSI NFV ISG.

6.2

Technical requirements for VNF

6.2.1

Performance:

The per instance capacity of a VNF maybe less than the corresponding physical version on
dedicated hardware. But when deploying VNF load balancers with efficient algorithms
should be placed to split the network load among distributed VM’s keeping latency in mind
[57]. The paper [58] concluded that sharing of processors may lead to unstable TCP/UDP
throughput. It is necessary to understand the maximum performance of the underlying
hardware infrastructure and plan the VNFs accordingly. It is required that the performance at
different levels ranging from hypervisor to host CPU should be monitored continuously,
these statistics should automate dynamic resource allocation and to the corresponding virtual
appliances.

6.2.2

Manageability:

It is required that a VNF be instantiated at the right locations and right time along with the
required resources. The resources are to be assigned dynamically enabling scaling over a
wide network. The manageability factor for traditional deployments and VNFs varies a lot.
The manageability functions should provide for automatic resource allocation/sharing of
spare resources based on the calculations from the current and forecasted traffic rates. For
example, based on the time the VNF can route the traffic to less servers or more servers
essentially releasing the unused servers’ resources. One challenge in manageability is the
distribution of the VNFs. Migration and dynamic creation makes it hard to manage the
VNFs. Additionally it is possible that the VNF may experience faults even if the hardware is

running fine. Hence it is required that the faults from different locations of VNFs be
correlated and preventions should be designed accordingly.

6.2.3

Reliability:

Irrespective of physical deployments or virtual appliances it is required from the service
provider that the SLA terms are met. NFVs should be built with dynamic resilience support.
One advantage in Cloud deployments is the possibility for automatic re-instantiation if there
were failures during launching or while running.

6.2.4

Security

NFVs may bring additional security concerns to the operators. Usually the virtual appliances
run in data centers that are not owned by data operator. There might also be a chance that the
VNFs are third party appliances. The additional security vulnerabilities require additional
security checks and measures thus increasing the load on firewalls and other security
measures like IDSes. Due to the resource sharing in the cloud network there might be
additional threats to other users in the same cloud network and privacy concerns due to the
same physical interface sharing. In a counter argument security measures can be increased
with the introduction of virtualized firewalls, virtualized IDS etc., these can be automatically
deployed based on necessity at different locations and work in a very dynamic environment.

6.2.5

Interoperability

It is required that the NFVs function properly in a multi vendor deployment in a single
datacenter or multiple data centers. The design of these appliances should be compatible
with both open standard equipment and proprietary hardware. The standardization of the
requirements enables the migration path between network operators.

6.3

Technical challenges of VNF
1. We need to achieve high performance, which are portable between different
hardware vendors as well as different hypervisors.
2. Managing and orchestrating many virtual network appliances while ensuring
security from attack and misconfiguration.
3. Automation of the VNF has to be achieved, which can enable scaling
4. Resilience to failures both in hardware and software failures should be ensured.
5. Integration of multiple virtual appliances from different vendors must be
possible. Meaning that cross vendor “mix-and-match” should be possible with
hardware, hypervisors and virtual appliances avoiding lock-in or high integration
costs.

6.4

Cloud computing and VNF

Virtualization removes the reliance of a network function on the hardware by creating a
standardized execution environment and management interfaces. This results in sharing of
physical hardware by multiple VNFs via VMs/Containers. The physical interfaces and the
virtual interfaces are connected using virtual Ethernet switches (e.g. vswitch). For
communication-oriented functions, high-performance packet processing is available through
high-speed multi-core CPUs with high I/O bandwidth. The use of smart Ethernet NICs for
load sharing, TCP Offloading, and routing packets directly to Virtual Machine memory, and
poll-mode Ethernet drivers (rather than interrupt driven, for example Linux NAPI and Intel’s
DPDK)[54]. Cloud infrastructure enables dynamic resource allocation by pool sharing and
management mechanisms, automatic re-initialization of failed VMs, and migration of VMs
and snap shot of VMs. The availability of open APIs provide for additional support for

integration of NFVs into cloud infrastructure. This presents new opportunities comparable to
cloud computing service models of XaaS where, for example, a VNF owner doesn’t
necessarily own the NFV infrastructure needed for the proper functioning and operation of
the VNF [59].

6.5

Requirements for offering IDS as VNF

6.5.1

Performance:

For deploying IDS as a VNF it is required to maintain effective load balancers to split
network traffic between the sensors. The performance of the IDS with respect to
effectiveness of detecting the attacks is largely dependent on the placement of sensors as
well. IDS performance spike is also usually observed when there is a huge traffic burst,
hence estimating the traffic loads, analyzing them and dynamically allocating more resources
when needed to the VNF would preserve the performance aspect. An important aspect when
designing the IDS as a VNF is to reach the maximum attainable throughput, packet loss rate
and delay variation to define achievable performance. In the experiment we have studied the
impact of the network traffic load on the resources required by the IDS. This is can be
programmed to the load balancers for effectively handling the performance

6.5.2

Service stability and Continuity:

The maximum and minimum values of required CPU usage, memory usage and the induced
latency for the efficiency parameters variations are to be specified as the key performance
indicators to ensure service continuity across the network. Along with which the attainable
detection rates and accuracy rates are to be considered for the effectiveness towards
detecting intrusion by the virtualized IDS. In order to ensure stability across the network, key
performance indicators are to be specified when virtualized IDS implementations are
deployed in Cloud. In the event of service continuity due to anomaly or hardware failure it is
required that the services remain uninterrupted or with a very minute delay agreed in the
SLA. The KPIs described the thesis are memory usage and the CPU utilization. Analysis
based on variations for different traffic loads help in establishing the standards for minimum
requirements for instance launches and migration

6.5.3

Manageability:

It is required that the manageability of virtualized IDs be automated and as simple as
possible. Particularly the simplest offers would be to allowing the users to interact with the
system through a GUI, which would enable to configure the rule set and customize the
running of the IDS like sensor deployment. A management console can be provided which
interacts with the central control for rule management and operations.

7

PERFORMANCE IMPACT OF VIRTUALIZED IDS

Our experiment focuses on comparing the performance of IDS based on the environment viz
bare metal and virtualized. We do not focus on evaluating the IDS performance against
threats and vulnerabilities. Hence the metrics need be easily comparable and resources usage
oriented rather than complicated metrics which give the effectives of the IDs against attacks.
The testing has to be done in a scientific way i.e., the answers have to be objective at the
same time the tests have to be repeatable.
There are no standard benchmarks for measuring the performance of IDS; hence we can only
choose some of those that are most commonly used.
This section deals with the performance impact of virtualizing the snort IDS. The snort IDS
is implemented on a bare metal and later on a virtual machine. The measurements of
respective scenarios are later compared and analyzed.

7.1

Setup

7.1.1

Hardware implementation

Three computers are used in the setup: attacker, target and IDS, respectively. It is important
that all the traffic to the target network passes through and from the IDS; hence the IDS
system is configured as the router between the target and attacker. The individual
configurations of each computer can be found in appendix A.

Figure 7-1: Hardware setup

7.1.2

Virtualized implementation

In this case, the IDS has to be virtualized i.e., the IDS is deployed in a virtual machine. KVM
is used as the virtual machine hypervisor. The in-depth details about this hypervisor have
been discussed in the section 3.3.2. The host OS configurations can be found in the appendix
A. The host OS is bridged to the guest OS so that all the traffic to the interface of the host is
redirected to the guest OS. This ensures that no traffic flows from the attacker to the target
are bypassing the IDS. The VM is configured tot act as router between the attacker and
target essentially creating the same scenario as in the case of the bare-metal implementation.

Figure 7-2: Virtualized environment

7.1.3

Workloads

When testing evaluating and comparing and IDS the results rely heavily on the
workload[60]. We need both malicious workload (containing attacks) and also benign
workload (only regular activities). Benign traffic is used for understanding the usage patters
and finding the false positives, the malicious can be used to find the false negatives. We use
them in three different scenarios: Pure benign workload, pure malicious workload and mixed
traffic. We have two options to generate background traffic. Either use real data or
artificially generate some. Real data gives us the advantage of having more realistic
observations but is less relevant for scientific purposes, as it is not repeatable nor standard
(real data coming from university network is different from data coming from a corporate
network)[61].
The best possible way is to run generated traffic on a testbed. There is argument that this
kind of data may introduce statistical biases or network peculiarities could over fit (like
protocols being used, ports for communication). These kinds of disturbances introduce major
positive bias in anomaly-based detectors. The scope of this experiment is limited and hence
we use an artificial traffic generator, and also the project is based on signature-based snort.
Hence the anomalies introduced due to background traffic are limited in the experiment. The
advantage of this method is that data can be distributed freely since it does not contain any
sensitive data or private information. Another advantage is that we know for sure that the
background traffic does not have any unknown attacks. Lastly the background traffic is
repeatable hence can be used in repeated testing.
A more complex approach is to use artificially generated data that can simulate interaction of
users over testbed network. A number of experiments were conducted for IDS evaluation but
the data sets have not been made publicly available other than DARPA [62]: However, this
dataset was released in 1998 , 1999 and 2000 which are quite old. The study also has been
criticized[61].
In the experiment the test bed is an isolated network, hence there is not real traffic. We use
traffic generator tools to generate the background traffic. Iperf[63] is a tool to measure
TCP/UDP bandwidth measurement tool. It is run on server client setup in which the tool
sends packets on port 5001 of both the devices and measures the bandwidth, latency etc. In
our implementation this tool is used to maintain continuous link flow of 10mbps. Secondly,
Mgen 5.02 [64] is a traffic generator tool that is used to simulate background traffic. Mgen

also works on client server setup. The attacker system is configured as the server, which
sends packets and the client (target) is configured to listen. It has been suggested before that
the attack dataset and the background data set should be shared with in the research
community for obtaining better quality results and ease of conducting the experiment [62].
This is strongly supported and hence the configuration file for the Mgen can be obtained
from the Appendix A section .

7.2

Attacks

Intrusions in computer systems are occurring at an increasingly alarming rate. Some sites
report that they are the targets of hundreds of intrusion attempts per month. Moreover, there
are numerous different intrusion techniques used by intruders. Additionally, another
complicated task is the concurrency in the attacks. The number of intrusions to test against is
too large and out of the scope of this research. We are concerned more on the performance
impact on the CPU resources then on actual detection capability. Hence given the hard
nature of finding attack scripts, we use which are comparatively easy to find yet very highly
used attacks. There have been previous researches trying to narrow down the most common
intrusions [21] [9] [30], but the ever changing technology makes it hard to maintain a proper
list and a long running list. The intrusion attacks and methods are described below:
1. Denial of Service (DoS)[65]: A DoS attack is a malicious attempt to make a server
or a network resource unavailable to users, usually by temporarily interrupting or
suspending the services of a host. The most common type of involves flooding the
target resource with external communication requests. This overload prevents the
resource from responding to legitimate traffic or slows its response. These attacks
are low cost and difficult to counter and hence very popular. Two methods of DoS
are implemented in the thesis, a syn flood DoS and DNS flooding.
i. Syn flood [66]: In this attack numerous syn packets of TCP are sent
to the system, more than what it can handle. The attack exploits an
implementation characteristic of TCP of acknowledging the packets,
makes the server processes incapable of answering a legitimate
clients applications request for new TCP connection.
This attack is carried by using the tool hping[67] which is a
command line oriented TCP/IP packet assembler. The following
command is used in the terminal to initiate the attack
hping3 –S –p 80 --flood --rand-source 10.0.3.2
ii. DNS flooder [68] : This attack is a simple flood of DNS requests.
This causes severe load on the DNS systems rendering it unavailable
for legitimate users.
DNS flood is implemented using a script [68] with the following
command line
./maraveDNS.pl –t 10.0.3.2
2. Port scanning [69] : Port scanning is the most popular reconnaissance technique
attackers use to discover services they can break into. A slow port scan attack can
deceive most of the existing IDS’. Port scanning is regarded as dangerous network
intrusion method for discovering exploitable communication channels.
i. TCP port scan: This is also called as half port scan. In this method
TCP connection method is exploited to find out the open ports. The
attacker sends a SYN packet as a legitimate user, and if the port is
open than a SYN-ACK packet is received hence indicating that the

port is open.
ii. UDP port scan: Though UDP is a connection less protocol; scanning
techniques are still implemented to determine the open ports. If a
UDP packet is sent to a port that is not open the system will respond
with an ICMP port unreachable message.
For both the attacks, the tool nmap[70] is used.
nmap –sS –sU –v 10.0.3.2
3. SSH Scan : SSH is a UNIX-based command interface and protocol for securely
getting access to so remote compute. SSH attacks are done to gain force entry in to
the target.
i. SSH login: The attacker tries to gain access to target system via SSH
using brute force. Simply put, a list of simple user names and
passwords are repeatedly used to gain access into the system.
Metasploit [71] framework from kali Linux is used for these attacks.
The modules: use auxiliary/scanner/ssh/ssh_version
use auxiliary/scanner/ssh/ssh_login

7.3

Metrics

The project is aimed at comparing the performance of IDS in virtualized and non-virtualized
environment and not evaluating the performance of IDS against attacks.
We are not comparing one IDS with other to find which IDS is better, hence the metrics need
not be the best measuring for effectiveness. Instead we are comparing based on the
environment i.e., virtualized and non virtualized IDS.

7.3.1

Performance objectives for an IDS

The first step in the IDS testing methodology is to identify a set of performance objectives
for an IDS [72]:
1. Detection Capability: for each intrusion in a broad range of known intrusions, the
IDS should be able to distinguish the intrusion from normal behavior.
2. Economy in Resource Usage: the IDS should function without using too much
system resources such as main memory, CPU time, and disk space.
3. Resilience to Stress: the IDS should still function correctly under stressful
conditions in the system, such as a very high level of computing activity.
An IDS should meet the first objective or else many intrusions will escape detection. The
second objective is required because, if an IDS consumes too much resources, then using the
IDS may be impossible in some environments, and impractical in others. The third objective
is necessary for two reasons:
1. Stressful conditions may often occur in a typical computing environment
2. An intruder might attempt to thwart the IDS by creating stressful conditions in the
computing environment before engaging in the intrusive activity.
At different sites, these objectives will have different relative values. A broad detection
range may not be necessary if the IDS monitors a site that is protected from many attacks by
other security mechanisms. Economy in resource usage may not be required at a site where
security is a high priority and where computing resources exceed user needs. Finally,
resilience to stress may be less important if controls in the computing environment (e.g., disk
quotas and limits on the number of processes per user) prevent users from monopolizing
resources.

7.3.2

Other performance metrics

These metrics are out of scope in this research, but provided only for reference:
1. Coverage:
This measurement determines which attacks an IDS can detect under ideal condition.
For signature-based systems, the coverage would simply consist of counting number of
signatures and mapping them to a standard naming scheme
2. Resistance to attacks directed at the IDS:
This measurement demonstrates how resistant an IDS is to an attackers attempt to disrupt the
correct operation of IDS.
3. Ability to correlate events:
This measurement demonstrates how well an IDS correlates attack events. These events may
be gathered from IDSs, routers, firewalls, application logs, or a wide variety of other devices.
One of the primary goals of this correlation is to identify staged penetration attacks.
Currently, IDSs have only limited capabilities in this area.
4. Ability to Detect Never Before Seen Attacks
This measurement demonstrates how well an IDS can detect attacks that have not occurred
before. For some commercial systems, it is generally not useful to take this measurement
since their signature-based technology can only detect attacks that had occurred previously
(with a few exceptions). However, research systems based on anomaly detection or
specification-based approaches may be suitable for this type of measurement. Usually
systems detecting attacks that had never been detected before produce more false positives
than those that do not have this feature.
5. Ability to determine attack success:
This measurement demonstrates if the IDS can determine the success of attacks from remote
sites that give the attacker higher level of privileges on the attacked system. In current
network environments, many remote privilege-gaining attacks (or probes) fail and do not
damage the system attacked. Many IDSs, however, do not distinguish the failed from the
successful attacks. For the same attack, some IDSs can detect the evidence of damages
(whether the attack has succeeded) and some IDSs detect only the signature of attack actions
(with no indication whether the attack succeeded or not). The ability to determine attack
success is essential for the analysis of the attack correlation and the attack scenario; it also
greatly simplifies an analysts’ work by distinguishing between more important successful
attacks and the usually less damaging failed attacks. Measuring this capability requires the
information about failed attacks as well as successful attacks.

7.3.3

Metrics

As per statistics of a survey conducted by (Tavallaee, 2011), the most widely used metrics by
the intrusion detection research community are True Positive Rate (TPR) and False Positive
Rate (FPR) along with the Receiver Operator Curve (ROC).
False Negative rate FNR = 1- TPR and True Negative Rate TNR = 1-FPR can also be used
as an alternate.[1]
1. False negative, True positive and False positive:
– True positive (TP): Intrusions that are successfully detected by the IDS.
– False positive (FP): Normal/non-intrusive behavior that is wrongly
classified as intrusive by the IDS.
– True Negative (TN): Normal/non-intrusive behavior that is successfully

labeled as normal/non-intrusive by the IDS.
– False Negative (FN): Intrusions that are missed by the IDS, and classified
as normal/non-intrusive.
Further,
False positive ratio: The ratio of alarms that are wrongly raised by the IDS to the total
number of transactions
False negative ratio: The ratio of alarms that are not detected by the IDS to the total number
of transactions
2. Detection rate: It is computed as the ratio between the number of correctly detected
attacks and the total number of attacks.
DR= Correctly Detected attacks / total number of attacks
DR = TP / (TP + FN)
3. Precision: It is the fraction of data instances predicted as positive that are actually
positive.
PR = TP / (TP + FP)
4. IDS Throughput: This is defined as the observed level of traffic up to which the IDS
performs without dropping any packets. The number of packets dropped and in
percentage to total number of packets is shown by the snort IDS after stopping.
Hence value can be noted from there.
5. CPU Utilization: It is the fraction of time a CPU is busy instead of waiting for I/O. It
refers to a computers usage of processing resources, or the amount of work handled
by a CPU. This metric can be used to find the performance of the IDS. We obtain the
CPU utilization by reading information from /proc/stat .
6. System Memory: It is metric which details about the amount of RAM in use or
freely available. We find the free memory available using a simple script which
takes down values using Linux command free –m.
7. CPU load: It is the number of processes ready to run waiting to be allocated to a
CPU. It is the measurement of the computational work the system is performing.
This is displayed as a number. Usually load average is calculated. A simple script
reads the one minute average from /proc/loadavg .
The metrics 1 – 4 are collected as observations from snort or log files from beginning to
end of each test run.
The metrics 5 – 7 are collected using simple script or from a tool. The sampling interval
for each of the metrics is one second.
An other standard metric would be disk I/O rate of the system, which is essentially the rate at
which the system is writing to the disk. This metric would play a significant role for IDS
which employ anomaly based detection as in anomaly based IDS it writes and reads from
historical data for pattern matching, but as previous mention our scope if research is limited
to signature based detection.
We broadly classify metrics for our project in two classes:
1. Security based: Under security related metric, we understand metrics that quantify
properties of IDSes that are related to security concerns, such as attack detection
rate. The basic metrics such as true positives and false negatives are considered.

2. Performance based: Under performance-related metrics, we understand metrics that
quantify nonfunctional properties of an IDS under test such as capacity, performance
overhead, resource consumption, and similar.
The above-mentioned performance and security-related metrics assume that the hardware
resources available to IDS under test are fixed over time. Although this assumption is valid
when an IDS is deployed in a traditional environment, it does not hold when it is deployed in
a modern virtualized cloud environment. One of the major advantages of cloud computing
over traditional computing environments is the elastic on-demand resource provisioning, i.e.,
the ability to provision and deprovision resources (e.g., computing, memory, and/or storage
resources) to VMs on-the-fly according to the workload intensity and the application
resource demand[60].

7.4

Experiment

We have performed 4 different scenarios in each environment viz., Virtualized IDS
implementation and bare metal implementation of IDS. Each run lasts for 180 seconds and
there are 30 iterations performed for each scenario in each case of bare metal or virtualized
implementation. 30 iterations are performed to gain statistical significance and to attain
confidence intervals. The sampling interval for collecting the metrics is 1 second.
Scenario 1 (No Load- no traffic): In this scenario no background traffic is present and the
snort runs in a no traffic condition. This scenario gives an understanding of how much
resources are used when the IDS is idle and gives base line for other comparisons.
Scenario 2 (Benign traffic): There is an average load of 10mbps maintained on the line using
iperf. Then we generate only legitimate traffic using Mgen and run the snort along with the
tools to obtain the performance and the security metrics. From this scenario we get false
positives precisely.
Scenario 3 (Only Malicious traffic): There is an average load of 10mbps maintained on the
line using iperf. The attacks described in the above sections are run on the target from the
host in a random order.
Scenario 4 (Mixed traffic): There is an average load of 10mbps maintained on the line using
iperf. We also generate the legitimate traffic using Mgen. After running the snort we
generate the attacks in random order, this superimposes the malicious traffic together with
regular traffic. We measure the metrics using the tools.
The required metrics are obtained, stored and statistics are calculated using a script snort.sh.
This is a script, which automates the processes of starting snort, and obtaining required
metrics and performing necessary calculations and time syncs the whole process. The script
itself performs the iterations. Another script snortvirtual.sh is used to measure the load of the
VM on the host OS when the snort is running. This automates the process of collecting the
metrics and storing them for further analysis.

Figure 7-3: snort.sh - Script for obtaining the metrics

7.4.1

Procedure:

A. Bare-metal Implementation:
• The systems are turned on and the connections are checked. ICMP requests
are sent from the attacker to the target system using ping tool [74].
• For no load scenario only the script snort.sh is run on the IDS system without
any interventions to the target and the attacker.
• For benign scenario the background traffic is generated with Mgen and iperf
on the target and attacker systems. The script snort.sh is run and left for
iterations.
• For malicious scenario no background traffic is generated and only the attacks
are carried. The attacks are carried as mentioned in the attack time line fig 74. The attacks are performed in time sync from the attacker computer
targeted towards the target computer.
• For mixed scenario the background traffic is generated using Mgen and iperf,
attacks are carried using attack scripts, time synced with the attack time line.
This is essentially interleaving Malicious and benign scenarios.
• In between each scenario the IDS system is restarted.
B. Virtual Implementation:
• The systems are turned on. The virtual IDS is run using the Virtual Machine
Manager application in the Ubuntu OS. The connectivity is verified using
ping and tcpdump to verify the flow of packets from the virtual machine and
not from the physical host.

• For no load scenario only the script snort.sh is run on the IDS system without
any interventions to the target and the attacker. In the host OS
snortvirtual.sh script is run in sync with the snort.sh to measure the load on
host OS.
• For benign scenario the background traffic is generated with Mgen and iperf
on the target and attacker systems. The script snort.sh is run and left for
iterations. In the host OS snortvirtual.sh script is run in sync with the
snort.sh to measure the load on host OS.
• For malicious scenario no background traffic is generated and only the attacks
are carried. The attacks are carried as mentioned in the attack time line. The
attacks are performed in time sync from the attacker computer targeted
towards the target computer. In the host OS snortvirtual.sh script is run in
sync with the snort.sh to measure the load on host OS.
• For mixed scenario the background traffic is generated using Mgen and iperf,
attacks are carried using attack scripts, time synced with the attack time line.
In the host OS snortvirtual.sh script is run in sync with the snort.sh to
measure the load on host OS.
• Both the host system and the Virtual machine are restarted between each
scenario.

Figure 7-4: Attack time line

8

RESULTS AND ANALYSIS

From the experiments performed above, the following are the results obtained. We describe
them in detail and analyze to obtain an understanding. We concentrate on accumulating the
results in various representations and consider a broad variety of data.

8.1

Consolidation of the data

In this section we present the results obtained in a consolidated table. As mentioned, we have
performed 30 iterations of each scenario in each case of virtualized and non-virtualized
environments. In the table 1 below, the averages of the obtained data, which relate to the
CPU utilization of the snort in various scenarios, are presented.

CPU utilization of snort IDS on host OS
Average value

Standard Deviation

C.I. (95%)

Virtual IDS - Benign

9,45

0,229

0,08

Virtual IDS - Malicious

5,621

0,564

0,2

Virtual IDS - Mixed

10,74

0,489

0,175

Virtual IDS - No load

0,003

0,003

0,001

Bare metal - Benign

9,99

0,143

0,051

Bare metal - Malicious

6,01

0,586

0,2

Bare metal - Mixed

12,12

0,331

0,118

Bare metal – No load

0,002

0,003

0,001

Co-efficient of variation
0,0242
0,100
0,045
0,879
0,014
0,097
0,026
1,388

Table 1: CPU Utilization of snort IDS in Bare metal and Virtual cases
From the table above it can be observed that there is not much variation in the resource
consumption for bare metal and virtual environments. Rather the snort IDS consumes little
less resources in virtualized compared to bare metal implementation. This can be reason to
the fact that the average packets per second in virtual environment are less than the average
packets per second for the bare metal, this might be due to packets drop at the bridge
between the host OS and the guest OS. Other consolidation of data can be seen in appendix
B.

Bare metal-Benign
Bare metal-Malicious
Bare metal-Mixed

Virtual IDS-Benign
Virtual IDS-Malicious
Virtual IDS-Mixed

Packets per second

Alerts

Dropped (%)

38300

3652,1

0,004

35994

57,56

21,53

55884

2443,66

16,2018

37728,4

3478,5

0,0394

25993,16

12,36

17,78

33704,8

3363,2

0,5094

Table 2: Packet statistics
In the above table 2 the consolidation of the data for the average number of packets and
alerts for various scenarios is given.
In comparison to the bare metal scenario, average packets per second count for virtualized is
significantly less for mixed scenario and malicious scenario, this occurs because of two
primary reasons: 1. If the host CPU has lesser configuration and does not have enough
memory (RAM)/ CPU processing power than the buffer at the tunnel is overloaded and the
packets are dropped from the VM. 2. If the hardware is not compatible for hardware based
virtualization or does not support it suitably then packet loss occurs. In this case, we have
observed that there were packet loss in the bridge interface between the host CPU and the
VM with IDS.

8.2

Resource impact due to IDS

In the experimentation, it can be observed that there are sudden spikes in the CPU utilization
and memory, this happens at the time intervals when there is a heavy traffic outburst or
multi-attacks take place at the same time. Graphs have been plotted with resource
consumption of the system and resource consumption only due to snort vs. time.

Figure 8-1: Over all CPU and snort resource usage spike comparison- bare metal
implementation

Figure 8-1(b): Over all CPU and snort resource usage spike comparison- virtualized
implementation
In the above figures the CPU utilization percentage for the 180 seconds run time is plotted.
The average of the first value from each run is used, as the first value to plot the graph,
similarly was the case for the rest of the values.
In the experiment let yp,q where p is the run number ranging from 1 to 30 and q is the value at
the nth second ranging from 1 to 180. Hence the time series of the experiment are:
Run 1: y1,1 y1,2 …………………………. y1,180
Run 2: y2, 1 y2,2 …………………………y2,180
.
.
.
.
Run 30: y30,1 y30,2 …………………………y30,180
Let Yn be the average of nth second value from each run
Y1 = average (y1,1 ; y2,1 …. y30,1) … Y180 = average (y1,180 ; y2,180 …. y30,180)
Hence the graph is plotted for (Yn, n) where n is the discrete value of time ranging from 1 to
180.
Figure 8-1 is the CPU utilization in the bare metal implementation for malicious scenario,
the figure 8-1(b) is for the virtualized setup. It can be observed that there is a spike in the
CPU utilization from around 10th second till 50th second. During the same time interval a
spike can be observed in the Snort CPU utilization. This indicates that the CPU spike is due
to the extra consumption of the resources from snort IDS. We can validate that the
observations made in the experiment relating to the patterns or observations in the resource
consumption of the system can be directly related to resource usage of snort IDS.
It is also observed that the spike from 10th second till the 50th second is according to the
attack time line, at 10th second the DoS attack and the port scanning starts, and at the 30th
second the SSH brute force attack starts at which point increase can be observed in the
resource consumption. Since the DoS attack is stopped at the 50th second the resource usage
drastically reduces. At the 90th second till the 130th second the DoS DNS attack is run, hence
there is an increase in the usage, but comparatively the attack does not consume much of the
resources.
Similar graphs are plotted for each scenario and can be referred in the appendix –B section.

8.3

Background traffic impact on the utilization

It is important to understand the impact of the background traffic on the performance of the
IDS. We plot the resource usage values of various scenarios of background traffic for both
the virtual and bare metal implementation. The figure 8-2 and 8-3 are plotted with the
average CPU consumption by snort for each run.

Figure 8-2: Bare metal - CPU utilization by snort

Figure 8-3: Virtualized - CPU utilization by snort
The overall CPU utilization in the system is highest for the mixed traffic followed by
malicious and benign and no load the least. But snort IDS consumes more resources for
benign traffic than malicious traffic. Interestingly the difference between the Malicious and
benign traffic when running in virtualized environment is not high. During the benign traffic,
the traffic flows in a poison distribution, so at any point of time the CPU is not burdened
with overflow of packets hence does not burden CPU, but since snort has to decode the
packets any way the snort utilization is high. During the malicious traffic there are burst of
heavy loads during attacks like DoS hence there is a high packet drop observed. At the same
time this results in consumption of high CPU resources. The direct impact of the load is

relatively narrowed in virtualized environment i.e., irrespective of malicious or benign traffic
significant resources are consumed on the host OS.
We have plotted the graphs for comparing the memory usage for various scenarios. The
graphs 8-4, 8-5, 8-6 are the average of the memory usage for each run comparing different
scenarios.

Figure 8-4: Bare metal - Snort IDS memory usage

Figure 8-5: Virtualized - Snort IDS memory usage

Figure 8-6: Virtualized environment - Memory usage of VM on host OS
The memory usage of snort on the virtualized OS or on the bare metal environment is high
for malicious, but differs only by 5% to 10% for the other scenarios of benign, mixed or no
load. Though the difference is not high in between the scenarios, the memory usage for the
Virtualized environment is quite high compared to the bare metal implementation. This can
also be seen as impact on the host OS due to the VM, which is running snort.

8.4

Comparison of Virtual and Bare metal environments

In this section we observe the graphs, plotting the different metrics in virtualized and bare
metal environments. All the graphs are included with 95% Confidence interval error bars for
understanding the significance of the digits. The values CPU means - utilized CPU % and
memory means - used memory percentage. The Y-axis depicts the percentages of each
individual metric. The significant digits were calculated precisely as obtained from the
system files.

Figure 8-7: Impact of snort IDS on the OS running snort
In fig 8-7 the resource utilization of the snort IDS on the system for both bare metal and
virtual environments is plotted. There is not much computational difference with respect to
used CPU utilization for both the environments. This can be taken as a positive sign for
deploying IDS in a VM. The CPU utilization for malicious is lower than benign and mixed,
this is because the there is less amount of traffic to process by snort.
The following figure 8-8. The overall resource usage of the host system with deploying IDS
in the bare metal and while deploying IDS in the VM is plotted.

Figure 8-8: Resource usage on the host OS
In the above figures the over all resource usage on the host OS when the IDS is running in
the bare metal and virtual environments. That mean essentially how many resources are
being consumed by the hardware with and without virtualizing. The resource usage is not
only because of snort IDS, but it gives an over all perspective of the required amount of
resources. These figures can be used when deploying IDS as a Service to maintain continuity
and to ease the dynamic allocation of resources. The performance impact is actually twice as
compared to deploying the bar metal environment.

For deployment of IDSaaS it is required to understand its standalone impact on the hosting
OS. For the same, the fig 8-9 we compare the resources usage of the VM on the host OS
when running in virtualized environment and the resource usage of snort by itself when
running on the bare metal.

Figure 8-9: Resource usage of VM on the host OS and snort on OS in bare metal
These metrics provide with the essential required resources for launching the VM as an
instance. This shows the difference in the overhead caused due to using snort. It can be
observed that as compared to a traditional deployment the IDSaaS when launched as a VM
instance consumes approximately 8 to 9 times the resources. These parameters decide the
compatibility of virtualized IDs to be launched as a VNF.

8.5

Effectiveness of virtualized IDS

In this section we present the results of the effectiveness of IDS when deployed in a virtual
environment. We have calculated the Detection rate and the precision for IDS when
deployed in virtual and bare metal environments.
Bare metal
Virtualized

Detection rate (%)
86.42
63.43

Precision (%)
83.4
72.3

Table 3: Effectiveness of Virtual IDS
The table 3 presents the effectiveness of the IDSs against detecting the intrusions. The major
flaw when the IDS was virtualized is that the SSH brute force attack went completely
undetected by the snort IDS. This has affected its detection rate. The packets flow has been
observed in the VM of IDS but signatures, which were related to SSH brute force, were not
triggered. The low detection rates are major set back to the deployment but it is suggested
that the signature set has to be modified according to the cloud environment. The figures
might also vary if deploying an anomaly based IDS, but that is out of scope for this project.

9

CONCLUSION

9.1

Conclusions

From the research we conclude that the area of deploying IDS as a VM instance needs more
extensive research. The proposed architecture has been available in the research field but has
to be tested in industry standards. We also feel that there has to be development in the field
of IDS testing. More research material should be made available for open testing including
the attack tools, the background traffic etc. for public use.
Regarding the performance of the virtual IDS, the concept is a realizable model, the impact
of the IDS on the host system though varies a lot, and the advantages are also in the same
scale. It is also needed to give necessary importance to the underlying hardware and the
bridging techniques connecting the IDS VM to the host, because the high flow of data
usually results in packet drops. The resource consumption of the snort actually does not vary
much on the system but there are heavy overheads of running it is a VM instance, this might
be because the VM executes as a full blown OS for the sake of running IDS .
But it is required that the testing must be performed on distributed sensors and larger cloud
network. IDSaaS can be used for tackling various security problems, but needs further
research into developing it as a full scale deployable solution..

9.2

Limitations and Future work
1
2
3

Test cases are limited to known and selected intrusions only, though
based on the usage the intrusions might vary.
Simulating the intruder and the user is not possible on full scale.
The intrusion techniques used to test the system may not be used by
intruder in same fashion

In reality, cloud platforms are elastic. Further, each cloud environment has different
elasticity properties. It is recommended that the same experiment should be performed in
multiple elastic environments to gain better understanding of the performance.
It is suggested to carry on the research with adding more performance metrics such as
introduced latency due to IDS, ROC curves etc. They would let user gain better
understanding. The testing should be taken in more complex environment with distributed
sensors and common signature pool set as proposed in the project. Also it is recommended to
work towards defining standardization requirements for deploying IDSaaS.
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APPENDIX A
1. Computer configuration in Bare metal implementation:
Attacker :
OS : Kali linux 1.1.0 – 64 bit
Memory : 2 GB RAM
Processor : Intel Core 2 Quad . CPU Q6600@2.40Ghz *4 .
HDD : 320 GB
IDS :
OS : Ubuntu 14.04 LTS– 64 bit
Memory : 2 GB RAM
Processor : Intel Core 2 Quad . CPU Q6600@2.40Ghz *4 .
HDD : 320 GB
Target :
OS : Ubuntu 14.04 LTS– 64 bit
Memory : 0.9 GB RAM
Processor : AMD Athelon -64 Processor 3200
HDD : 37.4 GB

2.Mgen script for background traffic
0.0 ON 1 UDP DST 10.0.3.2/7 POISSON [250 1024]
0.0 ON 2 UDP DST 10.0.3.2/20 POISSON [250 1024]
0.0 ON 3 UDP DST 10.0.3.2/21 POISSON [250 2048]
0.0 ON 4 UDP DST 10.0.3.2/22 POISSON [250 2048]
0.0 ON 5 UDP DST 10.0.3.2/23 POISSON [500 3072]
0.0 ON 6 UDP DST 10.0.3.2/43 POISSON [500 3072]
0.0 ON 5 UDP DST 10.0.3.2/53 POISSON [500 3072]
0.0 ON 7 UDP DST 10.0.3.2/156 POISSON [500 3072]
0.0 ON 8 UDP DST 10.0.3.2/513 POISSON [500 3072]
0.0 ON 9 UDP DST 10.0.3.2/514 POISSON [500 3072]
0.0 ON 10 UDP DST 10.0.3.2/902 POISSON [500 3072]
0.0 ON 11 DST 10.0.3.2/1 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 12 DST 10.0.3.2/5 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 13 DST 10.0.3.2/7 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 14 DST 10.0.3.2/15 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 15 DST 10.0.3.2/20 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 16 DST 10.0.3.2/21 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 17 DST 10.0.3.2/22 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 18 DST 10.0.3.2/23 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 19 DST 10.0.3.2/24 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 20 DST 10.0.3.2/25 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 21 DST 10.0.3.2/43 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 22 DST 10.0.3.2/53 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 23 DST 10.0.3.2/57 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 24 DST 10.0.3.2/68 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 25 DST 10.0.3.2/109 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 26 DST 10.0.3.2/110 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 27 DST 10.0.3.2/115 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 28 DST 10.0.3.2/118 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 29 DST 10.0.3.2/123 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 30 DST 10.0.3.2/137 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 31 DST 10.0.3.2/138 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]

0.0 ON 32 DST 10.0.3.2/152 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 33 DST 10.0.3.2/156 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 34 DST 10.0.3.2/162 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 35 DST 10.0.3.2/220 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 36 DST 10.0.3.2/318 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 37 DST 10.0.3.2/434 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 38 DST 10.0.3.2/465 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 39 DST 10.0.3.2/80 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 40 DST 10.0.3.2/513 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 41 DST 10.0.3.2/514 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 42 DST 10.0.3.2/543 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 43 DST 10.0.3.2/546 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 44 DST 10.0.3.2/547 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 45 DST 10.0.3.2/563 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 46 DST 10.0.3.2/691 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 47 DST 10.0.3.2/711 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 48 DST 10.0.3.2/847 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 49 DST 10.0.3.2/903 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 50 DST 10.0.3.2/901 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 51 DST 10.0.3.2/902 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 52 DST 10.0.3.2/904 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 53 DST 10.0.3.2/953 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 54 DST 10.0.3.2/989 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 55 DST 10.0.3.2/990 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 56 DST 10.0.3.2/992 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 57 DST 10.0.3.2/993 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 58 DST 10.0.3.2/995 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 59 DST 10.0.3.2/994 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]
0.0 ON 60 DST 10.0.3.2/5000 BURST [RANDOM 10.0 POISSON [50 1024] EXP 5.0]

3. Snort configuration file :
# VRT Rule Packages Snort.conf
#
# For more information visit us at:
# http://www.snort.org
Snort Website
# http://vrt-blog.snort.org/ Sourcefire VRT Blog
#
# Mailing list Contact:
snort-sigs@lists.sourceforge.net
# False Positive reports: fp@sourcefire.com
# Snort bugs:
bugs@snort.org
#
# Compatible with Snort Versions:
# VERSIONS : 2.9.7.5
#
# Snort build options:
# OPTIONS : --enable-gre --enable-mpls --enable-targetbased --enable-ppm --enable-perfprofiling -enable-zlib --enable-active-response --enable-normalizer --enable-reload --enable-react --enableflexresp3
#
# Additional information:
# This configuration file enables active response, to run snort in
# test mode -T you are required to supply an interface -i <interface>
# or test mode will fail to fully validate the configuration and
# exit with a FATAL error
#-------------------------------------------------###################################################
# This file contains a sample snort configuration.
# You should take the following steps to create your own custom configuration:

#
# 1) Set the network variables.
# 2) Configure the decoder
# 3) Configure the base detection engine
# 4) Configure dynamic loaded libraries
# 5) Configure preprocessors
# 6) Configure output plugins
# 7) Customize your rule set
# 8) Customize preprocessor and decoder rule set
# 9) Customize shared object rule set
###################################################
###################################################
# Step #1: Set the network variables. For more information, see README.variables
###################################################
# Setup the network addresses you are protecting
ipvar HOME_NET 10.0.3.0/24
# Set up the external network addresses. Leave as "any" in most situations
ipvar EXTERNAL_NET !$HOME_NET
# List of DNS servers on your network
ipvar DNS_SERVERS $HOME_NET
# List of SMTP servers on your network
ipvar SMTP_SERVERS $HOME_NET
# List of web servers on your network
ipvar HTTP_SERVERS $HOME_NET
# List of sql servers on your network
ipvar SQL_SERVERS $HOME_NET
# List of telnet servers on your network
ipvar TELNET_SERVERS $HOME_NET
# List of ssh servers on your network
ipvar SSH_SERVERS $HOME_NET
# List of ftp servers on your network
ipvar FTP_SERVERS $HOME_NET
# List of sip servers on your network
ipvar SIP_SERVERS $HOME_NET
# List of ports you run web servers on
portvar
HTTP_PORTS
[36,80,81,82,83,84,85,86,87,88,89,90,311,383,555,591,593,631,801,808,818,901,972,1158,1220,1414
,1533,1741,1830,1942,2231,2301,2381,2578,2809,2980,3029,3037,3057,3128,3443,3702,4000,4343,
4848,5000,5117,5250,5600,5814,6080,6173,6988,7000,7001,7005,7071,7144,7145,7510,7770,7777,7
778,7779,8000,8001,8008,8014,8015,8020,8028,8040,8080,8081,8082,8085,8088,8090,8118,8123,81
80,8181,8182,8222,8243,8280,8300,8333,8344,8400,8443,8500,8509,8787,8800,8888,8899,8983,900
0,9002,9060,9080,9090,9091,9111,9290,9443,9447,9710,9788,9999,10000,11371,12601,13014,1548
9,19980,29991,33300,34412,34443,34444,40007,41080,44449,50000,50002,51423,53331,55252,555
55,56712]
# List of ports you want to look for SHELLCODE on.
portvar SHELLCODE_PORTS !80

# List of ports you might see oracle attacks on
portvar ORACLE_PORTS 1024:
# List of ports you want to look for SSH connections on:
portvar SSH_PORTS 22
# List of ports you run ftp servers on
portvar FTP_PORTS [21,2100,3535]
# List of ports you run SIP servers on
portvar SIP_PORTS [5060,5061,5600]
# List of file data ports for file inspection
portvar FILE_DATA_PORTS [$HTTP_PORTS,110,143]
# List of GTP ports for GTP preprocessor
portvar GTP_PORTS [2123,2152,3386]
# other variables, these should not be modified
ipvar
AIM_SERVERS
[64.12.24.0/23,64.12.28.0/23,64.12.161.0/24,64.12.163.0/24,64.12.200.0/24,205.188.3.0/24,205.188.5
.0/24,205.188.7.0/24,205.188.9.0/24,205.188.153.0/24,205.188.179.0/24,205.188.248.0/24]
# Path to your rules files (this can be a relative path)
# Note for Windows users: You are advised to make this an absolute path,
# such as: c:\snort\rules
var RULE_PATH /etc/snort/rules
var SO_RULE_PATH /etc/snort/so_rules
var PREPROC_RULE_PATH /etc/snort/preproc_rules
# If you are using reputation preprocessor set these
var WHITE_LIST_PATH /etc/snort/rules
var BLACK_LIST_PATH /etc/snort/rules
###################################################
# Step #2: Configure the decoder. For more information, see README.decode
###################################################
# Stop generic decode events:
config disable_decode_alerts
# Stop Alerts on experimental TCP options
config disable_tcpopt_experimental_alerts
# Stop Alerts on obsolete TCP options
config disable_tcpopt_obsolete_alerts
# Stop Alerts on T/TCP alerts
config disable_tcpopt_ttcp_alerts
# Stop Alerts on all other TCPOption type events:
config disable_tcpopt_alerts
# Stop Alerts on invalid ip options
config disable_ipopt_alerts
# Alert if value in length field (IP, TCP, UDP) is greater th elength of the packet
# config enable_decode_oversized_alerts
# Same as above, but drop packet if in Inline mode (requires enable_decode_oversized_alerts)

# config enable_decode_oversized_drops
# Configure IP / TCP checksum mode
config checksum_mode: all
# Configure maximum number of flowbit references. For more information, see README.flowbits
# config flowbits_size: 64
# Configure ports to ignore
# config ignore_ports: tcp 21 6667:6671 1356
# config ignore_ports: udp 1:17 53
# Configure active response for non inline operation. For more information, see REAMDE.active
# config response: eth0 attempts 2
# Configure DAQ related options for inline operation. For more information, see README.daq
#
# config daq: <type>
# config daq_dir: <dir>
# config daq_mode: <mode>
# config daq_var: <var>
#
# <type> ::= pcap | afpacket | dump | nfq | ipq | ipfw
# <mode> ::= read-file | passive | inline
# <var> ::= arbitrary <name>=<value passed to DAQ
# <dir> ::= path as to where to look for DAQ module so's
# Configure specific UID and GID to run snort as after dropping privs. For more information see snort
-h command line options
#
# config set_gid:
# config set_uid:
# Configure default snaplen. Snort defaults to MTU of in use interface. For more information see
README
#
# config snaplen:
#
# Configure default bpf_file to use for filtering what traffic reaches snort. For more information see
snort -h command line options (-F)
#
# config bpf_file:
#
# Configure default log directory for snort to log to. For more information see snort -h command line
options (-l)
#
# config logdir:
###################################################
# Step #3: Configure the base detection engine. For more information, see README.decode
###################################################
# Configure PCRE match limitations
config pcre_match_limit: 3500
config pcre_match_limit_recursion: 1500
# Configure the detection engine See the Snort Manual, Configuring Snort - Includes - Config

config detection: search-method ac-split search-optimize max-pattern-len 20
# Configure the event queue. For more information, see README.event_queue
config event_queue: max_queue 8 log 5 order_events content_length
###################################################
## Configure GTP if it is to be used.
## For more information, see README.GTP
####################################################
# config enable_gtp
###################################################
# Per packet and rule latency enforcement
# For more information see README.ppm
###################################################
# Per Packet latency configuration
#config ppm: max-pkt-time 250, \
# fastpath-expensive-packets, \
# pkt-log
# Per Rule latency configuration
#config ppm: max-rule-time 200, \
# threshold 3, \
# suspend-expensive-rules, \
# suspend-timeout 20, \
# rule-log alert
###################################################
# Configure Perf Profiling for debugging
# For more information see README.PerfProfiling
###################################################
config profile_rules: print all, filename /home/vaibhavids/Desktop/perflog.txt append
config profile_preprocs: print all, filename /home/vaibhavids/Desktop/preproc.txt append
###################################################
# Configure protocol aware flushing
# For more information see README.stream5
###################################################
config paf_max: 16000
###################################################
# Step #4: Configure dynamic loaded libraries.
# For more information, see Snort Manual, Configuring Snort - Dynamic Modules
###################################################
# path to dynamic preprocessor libraries
dynamicpreprocessor directory /usr/local/lib/snort_dynamicpreprocessor/
# path to base preprocessor engine
dynamicengine /usr/local/lib/snort_dynamicengine/libsf_engine.so
# path to dynamic rules libraries
dynamicdetection directory /usr/local/lib/snort_dynamicrules
###################################################
# Step #5: Configure preprocessors
# For more information, see the Snort Manual, Configuring Snort - Preprocessors

###################################################
# GTP Control Channle Preprocessor. For more information, see README.GTP
# preprocessor gtp: ports { 2123 3386 2152 }
# Inline packet normalization. For more information, see README.normalize
# Does nothing in IDS mode
preprocessor normalize_ip4
preprocessor normalize_tcp: block, rsv, pad, urp, req_urg, req_pay, req_urp, ips, ecn stream
preprocessor normalize_icmp4
preprocessor normalize_ip6
preprocessor normalize_icmp6
# Target-based IP defragmentation. For more inforation, see README.frag3
preprocessor frag3_global: max_frags 65536
preprocessor frag3_engine: policy windows detect_anomalies overlap_limit 10 min_fragment_length
100 timeout 180
# Target-Based stateful inspection/stream reassembly. For more inforation, see README.stream5
preprocessor stream5_global: track_tcp yes, \
track_udp yes, \
track_icmp no, \
max_tcp 262144, \
max_udp 131072, \
max_active_responses 2, \
min_response_seconds 5
preprocessor stream5_tcp: policy windows, detect_anomalies, require_3whs 180, \
overlap_limit 10, small_segments 3 bytes 150, timeout 180, \
ports client 21 22 23 25 42 53 70 79 109 110 111 113 119 135 136 137 139 143 \
161 445 513 514 587 593 691 1433 1521 1741 2100 3306 6070 6665 6666 6667 6668 6669 \
7000 8181 32770 32771 32772 32773 32774 32775 32776 32777 32778 32779, \
ports both 36 80 81 82 83 84 85 86 87 88 89 90 110 311 383 443 465 563 555 591 593 631 636 801
808 818 901 972 989 992 993 994 995 1158 1220 1414 1533 1741 1830 1942 2231 2301 2381 2578
2809 2980 3029 3037 3057 3128 3443 3702 4000 4343 4848 5000 5117 5250 5600 5814 6080 6173
6988 7907 7000 7001 7005 7071 7144 7145 7510 7802 7770 7777 7778 7779 \
7801 7900 7901 7902 7903 7904 7905 7906 7908 7909 7910 7911 7912 7913 7914 7915 7916 \
7917 7918 7919 7920 8000 8001 8008 8014 8015 8020 8028 8040 8080 8081 8082 8085 8088
8090 8118 8123 8180 8181 8182 8222 8243 8280 8300 8333 8344 8400 8443 8500 8509 8787 8800
8888 8899 8983 9000 9002 9060 9080 9090 9091 9111 9290 9443 9447 9710 9788 9999 10000
11371 12601 13014 15489 19980 29991 33300 34412 34443 34444 40007 41080 44449 50000 50002
51423 53331 55252 55555 56712
preprocessor stream5_udp: timeout 180
# performance statistics. For more information, see the Snort Manual, Configuring Snort Preprocessors - Performance Monitor
# preprocessor perfmonitor: time 300 file /var/snort/snort.stats pktcnt 10000
# HTTP normalization and anomaly detection. For more information, see README.http_inspect
preprocessor http_inspect: global iis_unicode_map unicode.map 1252 compress_depth 65535
decompress_depth 65535
preprocessor http_inspect_server: server default \
http_methods { GET POST PUT SEARCH MKCOL COPY MOVE LOCK UNLOCK NOTIFY
POLL BCOPY BDELETE BMOVE LINK UNLINK OPTIONS HEAD DELETE TRACE TRACK
CONNECT SOURCE SUBSCRIBE UNSUBSCRIBE PROPFIND PROPPATCH BPROPFIND
BPROPPATCH RPC_CONNECT PROXY_SUCCESS BITS_POST CCM_POST SMS_POST
RPC_IN_DATA RPC_OUT_DATA RPC_ECHO_DATA } \
chunk_length 500000 \
server_flow_depth 0 \
client_flow_depth 0 \
post_depth 65495 \

oversize_dir_length 500 \
max_header_length 750 \
max_headers 100 \
max_spaces 200 \
small_chunk_length { 10 5 } \
ports { 36 80 81 82 83 84 85 86 87 88 89 90 311 383 555 591 593 631 801 808 818 901 972 1158
1220 1414 1533 1741 1830 1942 2231 2301 2381 2578 2809 2980 3029 3037 3057 3128 3443 3702
4000 4343 4848 5000 5117 5250 5600 5814 6080 6173 6988 7000 7001 7005 7071 7144 7145 7510
7770 7777 7778 7779 8000 8001 8008 8014 8015 8020 8028 8040 8080 8081 8082 8085 8088 8090
8118 8123 8180 8181 8182 8222 8243 8280 8300 8333 8344 8400 8443 8500 8509 8787 8800 8888
8899 8983 9000 9002 9060 9080 9090 9091 9111 9290 9443 9447 9710 9788 9999 10000 11371
12601 13014 15489 19980 29991 33300 34412 34443 34444 40007 41080 44449 50000 50002 51423
53331 55252 55555 56712 } \
non_rfc_char { 0x00 0x01 0x02 0x03 0x04 0x05 0x06 0x07 } \
enable_cookie \
extended_response_inspection \
inspect_gzip \
normalize_utf \
unlimited_decompress \
normalize_javascript \
apache_whitespace no \
ascii no \
bare_byte no \
directory no \
double_decode no \
iis_backslash no \
iis_delimiter no \
iis_unicode no \
multi_slash no \
utf_8 no \
u_encode yes \
webroot no
# ONC-RPC normalization and anomaly detection. For more information, see the Snort Manual,
Configuring Snort - Preprocessors - RPC Decode
preprocessor rpc_decode: 111 32770 32771 32772 32773 32774 32775 32776 32777 32778 32779
no_alert_multiple_requests no_alert_large_fragments no_alert_incomplete
# Back Orifice detection.
preprocessor bo
# FTP / Telnet normalization and anomaly detection. For more information, see README.ftptelnet
preprocessor ftp_telnet: global inspection_type stateful encrypted_traffic no check_encrypted
preprocessor ftp_telnet_protocol: telnet \
ayt_attack_thresh 20 \
normalize ports { 23 } \
detect_anomalies
preprocessor ftp_telnet_protocol: ftp server default \
def_max_param_len 100 \
ports { 21 2100 3535 } \
telnet_cmds yes \
ignore_telnet_erase_cmds yes \
ftp_cmds { ABOR ACCT ADAT ALLO APPE AUTH CCC CDUP } \
ftp_cmds { CEL CLNT CMD CONF CWD DELE ENC EPRT } \
ftp_cmds { EPSV ESTA ESTP FEAT HELP LANG LIST LPRT } \
ftp_cmds { LPSV MACB MAIL MDTM MIC MKD MLSD MLST } \
ftp_cmds { MODE NLST NOOP OPTS PASS PASV PBSZ PORT } \
ftp_cmds { PROT PWD QUIT REIN REST RETR RMD RNFR } \
ftp_cmds { RNTO SDUP SITE SIZE SMNT STAT STOR STOU } \
ftp_cmds { STRU SYST TEST TYPE USER XCUP XCRC XCWD } \

ftp_cmds { XMAS XMD5 XMKD XPWD XRCP XRMD XRSQ XSEM } \
ftp_cmds { XSEN XSHA1 XSHA256 } \
alt_max_param_len 0 { ABOR CCC CDUP ESTA FEAT LPSV NOOP PASV PWD QUIT REIN
STOU SYST XCUP XPWD } \
alt_max_param_len 200 { ALLO APPE CMD HELP NLST RETR RNFR STOR STOU XMKD } \
alt_max_param_len 256 { CWD RNTO } \
alt_max_param_len 400 { PORT } \
alt_max_param_len 512 { SIZE } \
chk_str_fmt { ACCT ADAT ALLO APPE AUTH CEL CLNT CMD } \
chk_str_fmt { CONF CWD DELE ENC EPRT EPSV ESTP HELP } \
chk_str_fmt { LANG LIST LPRT MACB MAIL MDTM MIC MKD } \
chk_str_fmt { MLSD MLST MODE NLST OPTS PASS PBSZ PORT } \
chk_str_fmt { PROT REST RETR RMD RNFR RNTO SDUP SITE } \
chk_str_fmt { SIZE SMNT STAT STOR STRU TEST TYPE USER } \
chk_str_fmt { XCRC XCWD XMAS XMD5 XMKD XRCP XRMD XRSQ } \
chk_str_fmt { XSEM XSEN XSHA1 XSHA256 } \
cmd_validity ALLO < int [ char R int ] > \
cmd_validity EPSV < [ { char 12 | char A char L char L } ] > \
cmd_validity MACB < string > \
cmd_validity MDTM < [ date nnnnnnnnnnnnnn[.n[n[n]]] ] string > \
cmd_validity MODE < char ASBCZ > \
cmd_validity PORT < host_port > \
cmd_validity PROT < char CSEP > \
cmd_validity STRU < char FRPO [ string ] > \
cmd_validity TYPE < { char AE [ char NTC ] | char I | char L [ number ] } >
preprocessor ftp_telnet_protocol: ftp client default \
max_resp_len 256 \
bounce yes \
ignore_telnet_erase_cmds yes \
telnet_cmds yes
# SMTP normalization and anomaly detection. For more information, see README.SMTP
preprocessor smtp: ports { 25 465 587 691 } \
inspection_type stateful \
b64_decode_depth 0 \
qp_decode_depth 0 \
bitenc_decode_depth 0 \
uu_decode_depth 0 \
log_mailfrom \
log_rcptto \
log_filename \
log_email_hdrs \
normalize cmds \
normalize_cmds { ATRN AUTH BDAT CHUNKING DATA DEBUG EHLO EMAL ESAM
ESND ESOM ETRN EVFY } \
normalize_cmds { EXPN HELO HELP IDENT MAIL NOOP ONEX QUEU QUIT RCPT RSET
SAML SEND SOML } \
normalize_cmds { STARTTLS TICK TIME TURN TURNME VERB VRFY X-ADAT X-DRCP
X-ERCP X-EXCH50 } \
normalize_cmds { X-EXPS X-LINK2STATE XADR XAUTH XCIR XEXCH50 XGEN
XLICENSE XQUE XSTA XTRN XUSR } \
max_command_line_len 512 \
max_header_line_len 1000 \
max_response_line_len 512 \
alt_max_command_line_len 260 { MAIL } \
alt_max_command_line_len 300 { RCPT } \
alt_max_command_line_len 500 { HELP HELO ETRN EHLO } \
alt_max_command_line_len 255 { EXPN VRFY ATRN SIZE BDAT DEBUG EMAL ESAM
ESND ESOM EVFY IDENT NOOP RSET } \

alt_max_command_line_len 246 { SEND SAML SOML AUTH TURN ETRN DATA RSET QUIT
ONEX QUEU STARTTLS TICK TIME TURNME VERB X-EXPS X-LINK2STATE XADR
XAUTH XCIR XEXCH50 XGEN XLICENSE XQUE XSTA XTRN XUSR } \
valid_cmds { ATRN AUTH BDAT CHUNKING DATA DEBUG EHLO EMAL ESAM ESND
ESOM ETRN EVFY } \
valid_cmds { EXPN HELO HELP IDENT MAIL NOOP ONEX QUEU QUIT RCPT RSET SAML
SEND SOML } \
valid_cmds { STARTTLS TICK TIME TURN TURNME VERB VRFY X-ADAT X-DRCP XERCP X-EXCH50 } \
valid_cmds { X-EXPS X-LINK2STATE XADR XAUTH XCIR XEXCH50 XGEN XLICENSE
XQUE XSTA XTRN XUSR } \
xlink2state { enabled }
# Portscan detection. For more information, see README.sfportscan
preprocessor sfportscan: proto { all } memcap { 10000000 } sense_level { low } scan_type { all }
logfile { portscan.log }
# ARP spoof detection. For more information, see the Snort Manual - Configuring Snort Preprocessors - ARP Spoof Preprocessor
# preprocessor arpspoof
# preprocessor arpspoof_detect_host: 192.168.40.1 f0:0f:00:f0:0f:00
# SSH anomaly detection. For more information, see README.ssh
preprocessor ssh: server_ports { 22 } \
autodetect \
max_client_bytes 19600 \
max_encrypted_packets 20 \
max_server_version_len 100 \
enable_respoverflow enable_ssh1crc32 \
enable_srvoverflow enable_protomismatch
# SMB / DCE-RPC normalization and anomaly detection.
For more information, see
README.dcerpc2
preprocessor dcerpc2: memcap 102400, events [co ]
preprocessor dcerpc2_server: default, policy WinXP, \
detect [smb [139,445], tcp 135, udp 135, rpc-over-http-server 593], \
autodetect [tcp 1025:, udp 1025:, rpc-over-http-server 1025:], \
smb_max_chain 3, smb_invalid_shares ["C$", "D$", "ADMIN$"]
# DNS anomaly detection. For more information, see README.dns
preprocessor dns: ports { 53 } enable_rdata_overflow
# SSL anomaly detection and traffic bypass. For more information, see README.ssl
preprocessor ssl: ports { 443 465 563 636 989 992 993 994 995 5061 7801 7802 7900 7901 7902
7903 7904 7905 7906 7907 7908 7909 7910 7911 7912 7913 7914 7915 7916 7917 7918 7919
7920 }, trustservers, noinspect_encrypted
# SDF sensitive data preprocessor. For more information see README.sensitive_data
preprocessor sensitive_data: alert_threshold 25
# SIP Session Initiation Protocol preprocessor. For more information see README.sip
preprocessor sip: max_sessions 40000, \
ports { 5060 5061 5600 }, \
methods { invite \
cancel \
ack \
bye \
register \
options \
refer \

subscribe \
update \
join \
info \
message \
notify \
benotify \
do \
qauth \
sprack \
publish \
service \
unsubscribe \
prack }, \
max_uri_len 512, \
max_call_id_len 80, \
max_requestName_len 20, \
max_from_len 256, \
max_to_len 256, \
max_via_len 1024, \
max_contact_len 512, \
max_content_len 2048
# IMAP preprocessor. For more information see README.imap
preprocessor imap: \
ports { 143 } \
b64_decode_depth 0 \
qp_decode_depth 0 \
bitenc_decode_depth 0 \
uu_decode_depth 0
# POP preprocessor. For more information see README.pop
preprocessor pop: \
ports { 110 } \
b64_decode_depth 0 \
qp_decode_depth 0 \
bitenc_decode_depth 0 \
uu_decode_depth 0
# Modbus preprocessor. For more information see README.modbus
preprocessor modbus: ports { 502 }
# DNP3 preprocessor. For more information see README.dnp3
preprocessor dnp3: ports { 20000 } \
memcap 262144 \
check_crc
# Reputation preprocessor. For more information see README.reputation
preprocessor reputation: \
memcap 500, \
priority whitelist, \
nested_ip inner, \
whitelist $WHITE_LIST_PATH/white_list.rules, \
blacklist $BLACK_LIST_PATH/black_list.rules
###################################################
# Step #6: Configure output plugins
# For more information, see Snort Manual, Configuring Snort - Output Modules
###################################################

# unified2
# Recommended for most installs
#output unified2: filename snort.log, limit 128
# Additional configuration for specific types of installs
# output alert_unified2: filename snort.alert, limit 128, nostamp
# output log_unified2: filename snort.log, limit 128, nostamp
# syslog
# output alert_syslog: LOG_AUTH LOG_ALERT
# pcap
# output log_tcpdump: tcpdump.log
# metadata reference data. do not modify these lines
include classification.config
include reference.config
###################################################
# Step #7: Customize your rule set
# For more information, see Snort Manual, Writing Snort Rules
#
# NOTE: All categories are enabled in this conf file
###################################################
# site specific rules
include $RULE_PATH/local.rules
include $RULE_PATH/app-detect.rules
include $RULE_PATH/attack-responses.rules
include $RULE_PATH/backdoor.rules
include $RULE_PATH/bad-traffic.rules
include $RULE_PATH/blacklist.rules
include $RULE_PATH/botnet-cnc.rules
include $RULE_PATH/browser-chrome.rules
include $RULE_PATH/browser-firefox.rules
include $RULE_PATH/browser-ie.rules
include $RULE_PATH/browser-other.rules
include $RULE_PATH/browser-plugins.rules
include $RULE_PATH/browser-webkit.rules
include $RULE_PATH/chat.rules
include $RULE_PATH/content-replace.rules
include $RULE_PATH/ddos.rules
include $RULE_PATH/dns.rules
include $RULE_PATH/dos.rules
include $RULE_PATH/experimental.rules
include $RULE_PATH/exploit-kit.rules
include $RULE_PATH/exploit.rules
include $RULE_PATH/file-executable.rules
include $RULE_PATH/file-flash.rules
include $RULE_PATH/file-identify.rules
include $RULE_PATH/file-image.rules
include $RULE_PATH/file-java.rules
include $RULE_PATH/file-multimedia.rules
include $RULE_PATH/file-office.rules
include $RULE_PATH/file-other.rules
include $RULE_PATH/file-pdf.rules
include $RULE_PATH/finger.rules
include $RULE_PATH/ftp.rules
include $RULE_PATH/icmp-info.rules

include $RULE_PATH/icmp.rules
include $RULE_PATH/imap.rules
include $RULE_PATH/indicator-compromise.rules
include $RULE_PATH/indicator-obfuscation.rules
include $RULE_PATH/indicator-scan.rules
include $RULE_PATH/indicator-shellcode.rules
include $RULE_PATH/info.rules
include $RULE_PATH/malware-backdoor.rules
include $RULE_PATH/malware-cnc.rules
include $RULE_PATH/malware-other.rules
include $RULE_PATH/malware-tools.rules
include $RULE_PATH/misc.rules
include $RULE_PATH/multimedia.rules
include $RULE_PATH/mysql.rules
include $RULE_PATH/netbios.rules
include $RULE_PATH/nntp.rules
include $RULE_PATH/oracle.rules
include $RULE_PATH/os-linux.rules
include $RULE_PATH/os-mobile.rules
include $RULE_PATH/os-other.rules
include $RULE_PATH/os-solaris.rules
include $RULE_PATH/os-windows.rules
include $RULE_PATH/other-ids.rules
include $RULE_PATH/p2p.rules
include $RULE_PATH/phishing-spam.rules
include $RULE_PATH/policy-multimedia.rules
include $RULE_PATH/policy-other.rules
include $RULE_PATH/policy.rules
include $RULE_PATH/policy-social.rules
include $RULE_PATH/policy-spam.rules
include $RULE_PATH/pop2.rules
include $RULE_PATH/pop3.rules
include $RULE_PATH/protocol-dns.rules
include $RULE_PATH/protocol-finger.rules
include $RULE_PATH/protocol-ftp.rules
include $RULE_PATH/protocol-icmp.rules
include $RULE_PATH/protocol-imap.rules
include $RULE_PATH/protocol-nntp.rules
include $RULE_PATH/protocol-other.rules
include $RULE_PATH/protocol-pop.rules
include $RULE_PATH/protocol-rpc.rules
include $RULE_PATH/protocol-scada.rules
include $RULE_PATH/protocol-services.rules
include $RULE_PATH/protocol-snmp.rules
include $RULE_PATH/protocol-telnet.rules
include $RULE_PATH/protocol-tftp.rules
include $RULE_PATH/protocol-voip.rules
include $RULE_PATH/pua-adware.rules
include $RULE_PATH/pua-other.rules
include $RULE_PATH/pua-p2p.rules
include $RULE_PATH/pua-toolbars.rules
include $RULE_PATH/rpc.rules
include $RULE_PATH/rservices.rules
include $RULE_PATH/scada.rules
include $RULE_PATH/scan.rules
include $RULE_PATH/server-apache.rules
include $RULE_PATH/server-iis.rules
include $RULE_PATH/server-mail.rules
include $RULE_PATH/server-mssql.rules
include $RULE_PATH/server-mysql.rules

include $RULE_PATH/server-oracle.rules
include $RULE_PATH/server-other.rules
include $RULE_PATH/server-samba.rules
include $RULE_PATH/server-webapp.rules
include $RULE_PATH/shellcode.rules
include $RULE_PATH/smtp.rules
include $RULE_PATH/snmp.rules
include $RULE_PATH/specific-threats.rules
include $RULE_PATH/spyware-put.rules
include $RULE_PATH/sql.rules
include $RULE_PATH/telnet.rules
include $RULE_PATH/tftp.rules
include $RULE_PATH/virus.rules
include $RULE_PATH/voip.rules
include $RULE_PATH/web-activex.rules
include $RULE_PATH/web-attacks.rules
include $RULE_PATH/web-cgi.rules
include $RULE_PATH/web-client.rules
include $RULE_PATH/web-coldfusion.rules
include $RULE_PATH/web-frontpage.rules
include $RULE_PATH/web-iis.rules
include $RULE_PATH/web-misc.rules
include $RULE_PATH/web-php.rules
include $RULE_PATH/x11.rules
#Custom rules
include $RULE_PATH/DNSrules.rules
include $RULE_PATH/FingerRules.rules
include $RULE_PATH/FTPrules.rules
include $RULE_PATH/test1.rules
###################################################
# Step #8: Customize your preprocessor and decoder alerts
# For more information, see README.decoder_preproc_rules
###################################################
# decoder and preprocessor event rules
# include $PREPROC_RULE_PATH/preprocessor.rules
# include $PREPROC_RULE_PATH/decoder.rules
# include $PREPROC_RULE_PATH/sensitive-data.rules
###################################################
# Step #9: Customize your Shared Object Snort Rules
# For more information, see http://vrt-blog.snort.org/2009/01/using-vrt-certified-shared-objectrules.html
###################################################
# dynamic library rules
# include $SO_RULE_PATH/browser-ie.rules
# include $SO_RULE_PATH/browser-other.rules
# include $SO_RULE_PATH/exploit-kit.rules
# include $SO_RULE_PATH/file-flash.rules
# include $SO_RULE_PATH/file-image.rules
# include $SO_RULE_PATH/file-java.rules
# include $SO_RULE_PATH/file-multimedia.rules
# include $SO_RULE_PATH/file-office.rules
# include $SO_RULE_PATH/file-other.rules
# include $SO_RULE_PATH/file-pdf.rules
# include $SO_RULE_PATH/indicator-shellcode.rules

# include $SO_RULE_PATH/malware-cnc.rules
# include $SO_RULE_PATH/malware-other.rules
# include $SO_RULE_PATH/netbios.rules
# include $SO_RULE_PATH/os-linux.rules
# include $SO_RULE_PATH/os-other.rules
# include $SO_RULE_PATH/os-windows.rules
# include $SO_RULE_PATH/policy-social.rules
# include $SO_RULE_PATH/protocol-dns.rules
# include $SO_RULE_PATH/protocol-nntp.rules
# include $SO_RULE_PATH/protocol-other.rules
# include $SO_RULE_PATH/protocol-snmp.rules
# include $SO_RULE_PATH/protocol-voip.rules
# include $SO_RULE_PATH/pua-p2p.rules
# include $SO_RULE_PATH/server-apache.rules
# include $SO_RULE_PATH/server-iis.rules
# include $SO_RULE_PATH/server-mail.rules
# include $SO_RULE_PATH/server-mysql.rules
# include $SO_RULE_PATH/server-oracle.rules
# include $SO_RULE_PATH/server-other.rules
# include $SO_RULE_PATH/server-webapp.rules
# legacy dynamic library rule files
# include $SO_RULE_PATH/bad-traffic.rules
# include $SO_RULE_PATH/browser-ie.rules
# include $SO_RULE_PATH/chat.rules
# include $SO_RULE_PATH/dos.rules
# include $SO_RULE_PATH/exploit.rules
# include $SO_RULE_PATH/file-flash.rules
# include $SO_RULE_PATH/icmp.rules
# include $SO_RULE_PATH/imap.rules
# include $SO_RULE_PATH/misc.rules
# include $SO_RULE_PATH/multimedia.rules
# include $SO_RULE_PATH/netbios.rules
# include $SO_RULE_PATH/nntp.rules
# include $SO_RULE_PATH/p2p.rules
# include $SO_RULE_PATH/smtp.rules
# include $SO_RULE_PATH/snmp.rules
# include $SO_RULE_PATH/specific-threats.rules
# include $SO_RULE_PATH/web-activex.rules
# include $SO_RULE_PATH/web-client.rules
# include $SO_RULE_PATH/web-iis.rules
# include $SO_RULE_PATH/web-misc.rules
# Event thresholding or suppression commands. See threshold.conf
include threshold.conf

APPENDIX B
1. Tables of consolidated data.
Average CPU load
Average value

Standard Deviation

C.I. (95%)

Co-efficient of variance

Virtual IDS - Benign

0,659

0,114

0,040

0,173

Virtual IDS - Malicious

0,619

0,125

0,044

0,202

Virtual IDS - Mixed

0,765

0,149

0,050

0,194

Virtual IDS - No load

0,260

0,098

0,034

0,375

Bare metal - Benign

0,443

0,119

0,040

0,269

Bare metal - Malicious

0,448

0,081

0,029

0,181

Bare metal - Mixed

0,631

0,095

0,034

0,147

Bare metal – No load

0,116

0,050

0,017

0,430

Table 4 : Average CPU Load

Average Memory utilization
Average value

Standard Deviation

C.I. (95%)
Co-efficient of variance

Virtual IDS - Benign

78,572

2,912

1,040

Virtual IDS - Malicious

79,104

3,099

1,100

0,037
0,039
Virtual IDS - Mixed

78,742

3,173

1,130

Virtual IDS - No load

79,369

0,296

0,105

0,322
0,004
Bare metal - Benign

45,600

1,345

0,480

Bare metal - Malicious

53,306

0,530

0,180

0,029
0,010
Bare metal - Mixed

47,867

1,292

0,460

Bare metal – No load

44,017

0,250

0,089

0,026
0,006

Table 5:Average CPU Memory

Average CPU utilization
Average value

Standard Deviation

C.I. (95%)
Co-efficient of variance

Virtual IDS - Benign

13,598

0,624

0,220
0,046

Virtual IDS - Malicious

12,930

0,910

0,320
0,070

17,000

Virtual IDS - Mixed

1,203

0,430
0,071

4,069

Virtual IDS - No load

0,034

0,012
0,008

Bare metal - Benign

11,466

1,167

0,410

Bare metal - Malicious

13,872

1,537

0,550

0,102
0,111
Bare metal - Mixed

20,340

0,726

0,250

Bare metal – No load

0,811

0,018

0,006

0,035
0,023
Table 6:Average CPU utilization

Memory usage of snort IDS
Average value

Standard Deviation

C.I. (95%)

Co-efficient of variance

Virtual IDS - Benign

40,067

0,068

0,024

0,002

Virtual IDS - Malicious

50,350

2,201

0,780

0,047

Virtual IDS - Mixed

40,193

0,092

0,032

0,002

Virtual IDS - No load

40,063

0,046

0,016

0,001

Bare metal - Benign

19,877

0,040

0,014

0,002

Bare metal - Malicious

28,703

0,200

0,071

0,007

Bare metal - Mixed

23,006

0,325

0,116

0,014

Bare metal – No load

19,856

0,050

0,017

0,002

Table 7:Memory Usage of Snort IDS

Resource utilization of VM on host OS When Snort IDS on VM
Average value

Standard Deviation

C.I. (95%)

104,984

0,956

0,342

Co-efficient of variance
CPU Utilization - Benign

0,009
CPU Utilization - Malicious

53,864

10,212

3,000

CPU Utilization - Mixed

103,640

10,879

3,890

0,193
0,105
CPU Utilization - Noload

30,118

4,925

1,760

Used memory - Benign

58,895

0,827

0,290

0,164
0,014
Used memory - Malicious

58,089

2,235

0,810

Used memory - Mixed

54,742

0,968

0,340

0,039
0,018
Used memory- Noload

53,917

0,867

0,310
0,105

Table 8:Resource Utilization of VM on host OS When Snort IDS on VM

Host resource utilization when snort IDS running on VM

Average value

Standard Deviation

C.I. (95%)
Co-efficient of variance

CPU Load - Benign

1,764

0,136

0,048

CPU Load - Malicious

1,079

0,254

0,092

0,077
0,239
CPU Load - Mixed

1,787

0,179

0,064

CPU Load - Noload

0,435

0,402

0,140

0,100
0,925
Used Memory - Benign

81,428

0,748

0,260

Used Memory- Malicious

85,587

0,450

0,163

0,009
0,005
Used Memory - Mixed

84,184

0,946

0,330
0,011

Used Memory - Noload

84,511

1,023

0,366
0,012

CPU Utilization - Benign

40,991

0,514

0,184
0,013

CPU Utilization - Malicious

24,286

1,830

0,660

CPU Utilization - Mixed

42,671

0,925

0,330

0,077
0,022
CPU Utilization - Noload

8,845

1,218

0,436
0,138

Table 9:Host resource utilization when Snort IDS running on VM

