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Abstract

The increase in popularity of Cloud services, such as the outsourcing of data, has brought further
attention to the privacy-related problem of handing over plaintext data to an untrusted party. In
order to ensure privacy, the data must be encrypted before outsourced to a Cloud storage provider,
and to avoid the impractical solution of letting the customer first download all data and then
decrypt it to perform searches, we must find a way to make encrypted data searchable.

In this thesis we look into the problem of searching on encrypted data and propose a Searchable
Symmetric Encryption (SSE) scheme that is practical in the sense that it is both efficient and
allows for multi-keyword search on encrypted data. Our scheme is implemented in C++ in order
to verify that our search protocol takes time linear in the number of returned documents that
match a particular search. In addition to a performance analysis, we present an analysis on the
amount of additional storage our scheme require, and show that the use of bitmaps allow us to
achieve optimal storage for certain data sets.

We also present a security analysis and show that our solution is provably secure.

Keywords: searchable encryption, searchable symmetric encryption, cloud storage, security,
bitmaps
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Sammanfattning

Den ökande användningen av molntjänster, så som att överlåta lagringen av sin data till en tredje
part, har gett ökad uppmärksamhet till problemet att bibehålla integriteten av data när den skickas
till en opålitlig part. För att säkerställa integriteten måste datan först krypteras innan den skickas
vidare till en part som erbjuder lagring i molnet. Och för att undvika att en kund ska behöva
hämta all data först för att sedan dekryptera och söka i, måste vi hitta ett sätt som möjliggör att
den krypterade datan blir sökbar.

I den här uppsatsen undersöker vi problemet med att söka på krypterad data och föreslår en
lösning baserad på SSE som är praktisk i meningen att den är både effektiv och tillåter flera
sökord i samma sökning. Vi implementerar vårt protokoll i C++ för att verifiera att sökprotokollet
tar tid som är linjär i antalet returnerade dokument som matchar en sökning. Utöver en analys
över exekveringstiden, presenterar vi även en analys över hur mycket extra utrymme våran lösning
kräver och visar att med bitmaps som underliggande datastruktur kan vi uppnå optimal lagring
för vissa dataset.

Vi presenterar också en säkerhetsanalys av våran lösning och visar att den är bevisbart säker.

Nyckelord: sökbar kryptering, sökbar symmetrisk kryptering, molnlagring, säkerhet, bitmaps

iii





Preface

This thesis marks the completion of the authors’ five years of study in the programme Master of
Science in Engingeering: Computer Security at Blekinge Institute of Technology in Karlskrona,
Sweden.

In particular this thesis has been a collaboration with Christian Gehrmann and Mohamed
Ahmed Abdelraheem from the research institution SICS Swedish ICT in Lund, Sweden. Since
early 2015, they have been part of a EU-project called PaaSword1 along with nine other European
partners. The aim of the PaasWord project is to develop a secure and privacy-preserving
Platform-as-a-Service (PaaS) framework, for cloud developers that may not possess necessary
security expertise. We contribute by providing the background of Searchable Encryption (SE)
and a proposed scheme in said area, together with an implementation of the core architecture.

Acknowledgements With the formality taken care of, we would like to extend our gratitude
towards supervisor Prof. Christian Gehrmann for his support and expert opinions on the layout
and language of the thesis. But especially for giving us the opportunity to be part of an interesting
research project.

We would also like to direct special thanks to co-supervisor Mohamed Ahmed Abdelraheem
who is the main contributor in terms of ideas and suggestions regarding the solution.

Finally we want to thank our supervisor at BTH, PhD Robert Nyqvist, for keeping our
motivation up and for his support throughout this thesis. We hope that we did not deter you from
taking on master’s students in the future!

Malin Lindström
Christian Nordahl

1www.paasword.eu

v





Nomenclature

Acronyms

BXT Basic Cross-Tags 16
CBC Cipher Block Chaining 34
FHE Fully Homomorphic Encryption 8
FPE Format Preserving Encryption 45
HE Homomorphic Encryption 8
OXT Oblivious Cross-Tags 16
PaaS Platform-as-a-Service v
PPE Property Preserving Encryption 7
PRF Pseudo-Random Function 5, 13
PRG Pseudo-Random Generator 5, 13
PRP Pseudo-Random Permutation 5, 14
RAM Random Access Memory 8
RLE Run-Length Encoding 43
SE Searchable Encryption v, 1, 5, 7
SSE Searchable Symmetric Encryption i, 1, 5, 7
STL Standard Template Library 33
TCP Transmission Control Protocol 33
VPS Virtual Private Server 35

vii





List of Figures

2.1 The trade-off between performance, security and storage. . . . . . . . . . . . . . . 9
4.1 Database setup protocol. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26
4.2 Single keyword search protocol. . . . . . . . . . . . . . . . . . . . . . . . . . . . 27
4.3 Interactive conjunctive search protocol. . . . . . . . . . . . . . . . . . . . . . . . . 28
4.4 Non-interactive conjunctive search protocol. . . . . . . . . . . . . . . . . . . . . . 29
6.1 End-to-end execution time, Census data set . . . . . . . . . . . . . . . . . . . . . 40
6.2 End-to-end execution time, Enron data set . . . . . . . . . . . . . . . . . . . . . . 40
6.3 End-to-end execution time, Enron data set . . . . . . . . . . . . . . . . . . . . . . 41
6.4 End-to-end execution time, Enron data set . . . . . . . . . . . . . . . . . . . . . . 41
7.1 Visual representation of Roaring Bitmap . . . . . . . . . . . . . . . . . . . . . . . 44
7.2 Storage required of each bitmap on the Enron subsets. . . . . . . . . . . . . . . . . 48
7.3 Storage required of each bitmap on the Census subsets. . . . . . . . . . . . . . . . 49

ix





List of Tables

5.1 Number of distinct words and keyword-document pairs in the Enron Corpus subsets. 36
5.2 Number of distinct words and keyword-document pairs in the Census subsets. . . . 36
6.1 Storage result for the bitmap on the Enron data set . . . . . . . . . . . . . . . . . . 37
6.2 Storage result for the bitmap on the Census data set . . . . . . . . . . . . . . . . . 37
6.3 Average bits per keyword-document pair for the bitmap on the Enron data set . . . 38
6.4 Average bits per keyword-document pair for the bitmap on the Census data set . . . 38
6.5 Standard deviation for execution time of both single keyword and 2-term conjunctive

search. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42
6.6 Execution time for subset of Census data set. . . . . . . . . . . . . . . . . . . . . . 42
7.1 Storage results for Enron data set, compressed bitmaps . . . . . . . . . . . . . . . 47
7.2 Storage results for Census data set, compressed bitmaps . . . . . . . . . . . . . . . 47
7.3 Size of STags/XTags for Enron data set, CPP-Bitmap . . . . . . . . . . . . . . . . 48
7.4 Size of STags/XTags for Census data set, CPP-Bitmap . . . . . . . . . . . . . . . . 48
7.5 Average bits per keyword-document pair for Enron data set, CPP-Bitmap . . . . . . 49
7.6 Average bits per keyword-document pair for Census data set, CPP-Bitmap . . . . . 50
7.7 Storage results, in MiB, for the Roaring Bitmap on the Enron subsets. . . . . . . . 50
7.8 Storage results, in MiB, for the Roaring Bitmap on the Census subsets. . . . . . . . 50

xi





Table of Contents

Abstract i
Sammanfattning (Swedish) iii
Preface v
Nomenclature vii

Acronyms . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . vii
List of Figures ix
List of Tables xi
Table of Contents xiii
1 Introduction 1

1.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1
1.2 Objectives & Research Questions . . . . . . . . . . . . . . . . . . . . . . . . . 1
1.3 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
1.4 Delimitations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2

2 Background 5
2.1 Primitives & Definitions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5
2.2 The Basics of Searchable Encryption . . . . . . . . . . . . . . . . . . . . . . . 7
2.3 Challenges of Searchable Symmetric Encryption . . . . . . . . . . . . . . . . . 9

3 Related Work 13
3.1 Existing Solutions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13
3.2 Attacks on Searchable Encryption . . . . . . . . . . . . . . . . . . . . . . . . . 17
3.3 Concluding Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

4 Proposed Solution 21
4.1 Boolean Queries with Bitmaps . . . . . . . . . . . . . . . . . . . . . . . . . . 21
4.2 Comparison to State-of-the-Art . . . . . . . . . . . . . . . . . . . . . . . . . . 22
4.3 Description of our Scheme . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24
4.4 Security Analysis of Proposed Scheme . . . . . . . . . . . . . . . . . . . . . . 30

5 Implementation & Test Method 33
5.1 Implementation in C++ . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33
5.2 Test Method . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34

6 Results 37
6.1 Storage . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37
6.2 Search Performance . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38

7 Storage Improvements 43
7.1 Compression . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43
7.2 Roaring Bitmap . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43
7.3 Compressed and Permuted Bitmap . . . . . . . . . . . . . . . . . . . . . . . . 45
7.4 Implementation, Test Method and Storage Tests . . . . . . . . . . . . . . . . . 46
7.5 Client-Side Indexing . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50
7.6 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51

8 Conclusions 53
9 Recommendations and Future Work 55
References 57

xiii



xiv TABLE OF CONTENTS

A List of Stop Words 61



1 INTRODUCTION

1.1 Introduction
In today’s information dense society, businesses and organizations store more and more data
causing an increase in costs for both storage and server maintenance. A cost-effective solution to
this problem is a Cloud storage provider that offers data outsourcing. The use of Cloud storage
also functions as a backup facility to reduce the risk of losing important data as well as bringing
the benefit of being able to access data from anywhere.

But when outsourcing the data, security issues are raised, particularly privacy as the data that
is being handed over to third parties is in plaintext, allowing anyone with access to read it. The
intuitive solution is to encrypt the data before outsourcing it, so that only the ones with access to
the decryption key will be able to decrypt and read the data. However, encrypting the data in a
conventional way would render any search protocol useless as it forces the client to retrieve all the
data at once, decrypt it, and then perform searches. This option is clearly infeasible, especially
when the data is of a larger size.

Recent advances in cryptography have found a way to work directly with encrypted data,
without having to decrypt it at any point. But the techniques used are costly in terms of time
and computational overhead, too costly to be considered practical and are not a viable option.
Considering that any attempt to hide the plaintext data is better than not hiding it at all, it is easy
to motivate a relaxation in the security requirements. Allowing partial information about the
data to leak, could be considered an acceptable trade-off in order to make a scheme efficiently
searchable.

Searchable Symmetric Encryption (SSE) has these characteristics and is an example of a
Searchable Encryption (SE) method. SE refers to any method or technique that allows searches
to be performed on encrypted data. In a SSE scheme the data is indexed before encryption,
and keywords that are to be used when searching are extracted. An additional data structure
is built upon the keywords and the indexes of the data, which can provide sublinear search
and be provably secure with only a small set of leaked parameters. Examples of these leaked
parameters could be the number of matching documents for a search or the repetition of a search.
No information about the actual plaintext data is leaked.

A limitation of many proposed SSE schemes is the large size of the additional data structure.
We propose a solution that, for certain data sets, is shown to be optimal in terms of storage. In
addition, our scheme provides multi-keyword search in sublinear time. A security analysis is
given and we show that our scheme can be proven secure. In order to verify our solution, it is
implemented in C++ as a proof of concept to simulate the communication between a client and a
server.

1.2 Objectives & Research Questions
The goal of our project is to design a SE scheme that is an improvement over existing ones. We
are working with the following research questions:

• What are the main limitations of existing SE solutions?
• Is it possible to improve current solutions with respect to security and/or performance?

In order to reach our goal and answer the stated questions, the following objectives will be carried
out:

• Analyze current SE schemes.
• Analyze the indexing techniques used in existing SE schemes.

1



2 CHAPTER 1. INTRODUCTION

• Design an improved SE scheme.

• Implement the design with support for a number of SQL queries.

• Analyze the security and efficiency of the proposed design.
We are currently aware of some limitations of methods on searching on encrypted data. We

are determined to design a solution that is practical in the sense that it can be deployed into a real
environment upon completion. With this kind of practicality in mind our research will focus
on solutions that are based on SSE. Our efforts to find an improvement will be concerned with
decreasing the storage complexity of such schemes while providing multi-keyword searches.

1.3 Methodology
The overall research methodology that we have chosen is a quantitative approach since all our
specific approaches and strategies described hereafter fall under the definition of a quantitative
research as defined by Håkansson in [27]. A quantitative research is based on numerical data
or large data sets from which hypotheses or theories can be either rejected or accepted. A
quantitative approach suit our goal to design an improved SE scheme and producing quantifiable
test results, i.e. numerical, from an implementation of said scheme. The numerical data will be
used to confirm whether or not our solution provides sublinear search for both single keyword
and conjunctive queries as well as provide a comparison to other state-of-the-art solutions with
regards to the amount of storage required for our scheme.

Our chosen approach also includes the fundamental research method as we are going to
develop a new solution based on an existing problem [27], i.e. searching on encrypted data. The
fundamental research strategy can be further narrowed down to the applied research method
which refers to the event of already having a certain application in mind for the research, which is
the case for us as we are focusing our research to the application of SE onto information retrieval
such as in a Cloud storage scenario.

In order to provide a security proof we rely on mathematical simulations and evaluations of
algorithms, which is a data analysis method called computational mathematics [27].

The initial phase of our project uses a conceptual research approach since we will carry out
an extensive literature review in order to analyze and interpret common concepts and techniques
used in existing SSE schemes [27].

1.4 Delimitations
In this report we will not discuss any network protocols and related vulnerabilities or any other
security related issues that may arise from the communication between a client and a server. Nor
will we take network latency into account when evaluating the efficiency of our implemented
solution as this is beyond our control.

In our threat model we are only concerned with the honest-but-curious server, sometimes
referred to as a passive adversary or semi-honest server. An honest-but-curious server is honest
in the sense that it does not deviate from the protocol it is expected to follow, as opposed to an
active or malicious server who might deviate from the protocol in order to manipulate data, send
false responses or destroy data.

The curiosity refers to the server’s attempts to learn from data that it has access to. In
the context of a Cloud storage provider, the honest-but-curious server might refer to a server
administrator who is curious about the data that Company A is storing on the Cloud servers.
The curiosity can lead the administrator to for instance monitor traffic to and from Company A,
dump the primary memory of the server, read logs and cross-check any information found with
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the actual encrypted customer data in the database in an attempt to gain knowledge about the
underlying plaintext.

All SE schemes mentioned in this report, except one [31], use the same model. The motivation
is that honest-but-curious servers best describe a real business environment as a Cloud storage
provider with malicious intents would start to lose customers at some point when it is discovered
that customer data is being falsified and/or corrupt.

Our main focus is to investigate Searchable Encryption and provide a solution for efficient
searches on encrypted data, and we therefore consider the actual fetching of data while maintaining
privacy to be out of scope for this project.





2 BACKGROUND

The purpose of this chapter is to provide the necessary definitions and preliminaries in order to
understand the rest of the chapters. We start by giving formal and informal definitions related to
the cryptographic computations of a Searchable Symmetric Encryption (SSE) scheme as well
as the notations that will be used throughout the report. In Section 2.2 we give an introduction
to Searchable Encryption (SE) and motivate our choice to study and analyze SSE further. The
chapter is concluded with a deeper discussion in Section 2.3 about SSE and known challenges to
prepare for the next chapter that will present work related to SSE.

2.1 Primitives & Definitions
In our solution we will make use of a set of basic cryptographic primitives. All encryption
operations unless otherwise stated assumes symmetric encryption. To generate random values,
we use pseudo-random functions, generators, and permutations, denoted PRF, PRG, and PRP
respectively. Below, we give formal definitions of these operations. Furthermore, we give a
formal definition of a SSE scheme.

Definition 2.1. Symmetric Encryption Scheme. A symmetric encryption scheme consists of three
algorithms (KeyGen, Enc, Dec), where

KeyGen(λ) = KS: Takes a security parameter λ and generates a secret key KS of length λ.

Enc(KS, M) = C: Takes a secret key KS and a message M and outputs an encrypted message
C such that C leak no information about M .

Dec(KS,C) = M: Takes a secret key KS and an encrypted message C and outputs M, the
message that was encrypted with KS.

For Definition 2.2, 2.3 and 2.4 we use {0, 1}l to denote a bit string of length l.

Definition 2.2. Pseudo-Random Function (PRF).We say that F : {0, 1}λ × {0, 1}s → {0, 1}l is
a pseudo-random function if the output of F is distinguishable from a random bit string with
negligible probability.

Definition 2.3. Pseudo-Random Generator (PRG). Also known as a stream cipher. We say that
G : S× {0, 1}n → {0, 1}l , where n ≤ l, is a pseudo-random generator if the output of G, given that
S is chosen from random, is distinguishable from a random bit string with negligible probability.

Definition 2.4. Pseudo-Random Permutation (PRP). Also known as a block cipher. We say that
Π : {0, 1}λ × {0, 1}l → {0, 1}l is a pseudo-random permutation if Π is distinguishable from a
random permutation with negligible probability.

Definition 2.5. (Searchable Symmetric Encryption). A basic SSE scheme consists of four
algorithms, sometimes referred to as protocols, (Setup, KeyGen,TrapGen, Search), defined as
follows:

KeyGen(λ) = KS: The KeyGen algorithm takes a security parameter λ and generates a
secret key KS of length λ.

5



6 CHAPTER 2. BACKGROUND

Setup(D, λ) = EDB: The Setup algorithm takes as input a set of documents D and a security
parameter λ. Each document d j ∈ D is given a unique identifier and each unique word is
extracted from d j and put in an index structure, I, together with the identifier such that all unique
words derived from D are mapped to the identifiers of documents they exist in. The keys, KD
and KI , are generated by KeyGen(λ). The set of documents, D, is then encrypted according
to the definition of symmetric encryption as D′ ← Enc(D, KD) and the index structure I as
I′ ← Enc(Index, KI ). The algorithm outputs the encrypted collection EDB = (I′, D′).

TrapGen(KI,w) = Tw: The TrapGen algorithm takes a keyword w and the key KI that was
used to encrypt I and outputs a trap Tw such that Tw can be used to search in I′ and find the
encrypted keyword w′ that corresponds to w.

Search(I′,Tw) = DB(w): The Search algorithm takes as input a trap Tw and the encrypted
index structure I′ and returns the complete set of document identifiers in I′ that contain the w
that was used to generate Tw.

We follow the security definitions of Curtmola et al. [21] and thereby borrow their informal
versions for Definition 2.6 and 2.7 below. In order to understand the definitions we must first
introduce simulation-based security. In simple terms it means that the security proof is given by
running a simulation on the protocol one wants to prove secure.

In the definitions by [21] the authors use the terms trace, history and view. The trace refers to
what we allow the adversary to learn (e.g. number of documents, number of keywords, result of a
query). We make no attempt to hide the trace because we consider the trace to be the acceptable
leakage of a scheme. The view refers to what an adversary has access to (e.g. the index structure
I′, traps Tw). In other words, the view refers to any data that is stored on a server or sent to the
server. The trace is any information that can be derived from the view.

The history includes any previous views that the adversary has saved and is what distinguishes
a non-adaptive adversary from an adaptive one as the adaptive adversary uses previously gathered
information to learn more. The non-adaptive adversary only has access to a history of one view,
i.e. the current view.

The simulation simulates an adversary running the protocol. Since we allow the adversary to
learn the trace and nothing more, the simulation is based on letting the adversary build a view
from only the trace. By showing that the view the adversary builds equals the view that a real
protocol run builds, we show that we do not leak anything more than the trace. If the protocol
had leaked more than the trace, then the view that the adversary builds would not equal the view
that is produced by a real protocol run.

The techniques used to hide information about the data (i.e. information that we do not want
to be part of the trace) are based on the randomness of symmetric encryption and pseudo-random
functions, generators and permutations. Thus, to show that the view output by the adversary
equals the output of a real protocol run we must show that the output of the simulation cannot be
distinguished from a random output, which is the assumption of the real protocol.

Definition 2.6. (Non-adaptive security). A SSE scheme is secure in the sense of non-adaptive
indistinguishability if for any two adversarially constructed histories with equal length and trace,
no (probabilistic polynomial-time) adversary can distinguish the view of one from the view of
the other with probability non-negligibly better than 1

2 (i.e. randomly guessing on a coin-toss).

Definition 2.7. (Adaptive security). A SSE scheme is secure in the sense of adaptive indis-
tinguishability if for any two adaptively constructed histories with equal length and trace, no
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(probabilistic polynomial-time) adversary can distinguish the view of one history from the view
of the other with probability non-negligibly better than 1

2 .

For the remainder of this report, D = {d1, ..., dn} denotes the set of documents that are to
be indexed and later searched for, and W = {w1, ...,wm} denotes the set of keywords that are
extracted from D. The cardinality of D and W are denoted n and m respectively.

DB(wi) denotes all documents that contain wi and

N =
m∑

i=1
|DB(wi) |,

denotes the sum of all matching documents for all keywords in W .
We use s1 | |s2 to denote the concatenation of two strings and we use ⊕ to denote a bitwise

XOR-operation. For our pseudo-random computations, we use F to denote a PRF, Π to denote a
PRP and G to denote a PRG.

The access pattern refers to the association between keywords and the document(s) they exist
in. If a scheme leaks the access pattern it means that an adversary learns which documents match
a particular search on keyword w. But it does not mean that the adversary learns w.

The search pattern refers to the repetition of searches. If a scheme leaks the search pattern
it means that the search protocol is deterministic and an adversary knows when a search for
keyword w is repeated.

2.2 The Basics of Searchable Encryption
This section serves the purpose of giving an introduction to Searchable Encryption (SE). We
start by describing a family of encryption schemes that allow searches to be performed on the
underlying plaintext by means of leaking undesirable properties about the plaintext. We then
show how we can search on encrypted data with perfect security due to recent discoveries within
cryptography, in Section 2.2.2.

We conclude this introductory section in Section 2.2.3 by giving a description of Searchable
Symmetric Encryption (SSE) schemes, which will be the focus of the rest of this report.

2.2.1 Searching by Leakage
There are a set of encryption schemes that fall under the classification Property Preserving
Encryption (PPE) [2, 38]. As the name suggests, a PPE preserves some property about the
underlying plaintext even after encryption. Deterministic encryption is an example of an
encryption scheme that preserves equality, in the sense that a plaintext is always encrypted to
the same ciphertext [2]. The preservation stems from the fact that in a deterministic encryption
there are no random elements (hence deterministic). Due to this property, it becomes possible to
encrypt a keyword to search for, among a set of documents, and then perform equality checks to
find the matching ciphertext.

Another member of PPE, which preserves the order of plaintexts, is order preserving
encryption [38]. This property makes it useful when range-queries are desired or in order to find
MIN- and MAX-values.

While offering good performance, schemes based on PPE reveal information about the
underlying plaintext and thus enables an adversary to perform statistical analysis to gain
knowledge about the plaintext. Although we mentioned in the introduction that any attempt
to hide the plaintext is better than not hiding it at all, we argue that revealing the order of the
plaintext or enable equality checks on the ciphertext is not an acceptable trade-off.
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The question is then how we can use conventional encryption in a SE scheme. Conventional
in the sense that the encryption used does not leak any information about the underlying plaintext.
We mentioned in the introduction that recent advances in cryptography had found a way to
perform operations directly on conventionally encrypted data.

2.2.2 Perfect Security, Poor Performance
In fact there is a family of encryption schemes called Homomorphic Encryption (HE) [9, 23, 25,
37, 40]. These encryption schemes share some property that enable operations to be performed
directly on the encrypted data, as if performed on plaintext. For instance, if encrypting the
two values 23 and 40 into 10 and 12 respectively. Adding the encrypted values together yields
perhaps the ciphertext 34. After decryption however, the value is 63, the sum of the plaintext
values. RSA is an example of an encryption scheme that allow multiplicative operations on the
ciphertext and belongs to the family of HE [40].

Up until recently it was only known how to allow for one or some operations to be performed on
the encrypted data. The breakthrough in cryptography that we mentioned was the implementation
of the first Fully Homomorphic Encryption (FHE) [25]. FHE schemes allow for arbitrary
operations to be performed on the encrypted data, and would therefore be of great value to the
Cloud community. Unfortunately, all known FHE schemes are too computationally expensive
to be considered viable options for business deployment. The interested reader is referred to
a paper by Gentry [25], the first to propose a FHE scheme. We emphasize that HE and FHE
schemes are not to be confused with PPE schemes as PPE leak information about the plaintext in
order to provide equality and range checks, while HE and FHE schemes leak no information
about the plaintext.

Another term that usually show up when discussing SE are oblivious RandomAccess Memory
(RAM) [26, 44]. Although not technically a method to search on encrypted data, but rather
a method that is highly related to SE. The techniques employed in oblivious RAMs make the
holder of some data, for instance a server, able to access and search the data without revealing it.
If a client stores a set of documents on a server he can then ask the server to search for or fetch
document di without the server learning anything about di. Even if the search for di is repeated,
the server will not know. Oblivious RAMs can then be thought of as a means to hide the search
and access pattern. Like FHE however, these techniques are computationally expensive and still
considered impractical. But it is an active area of research and for the interested reader we refer
to the early work of Goldreich and Ostrovsky [26] and a more recent paper by Stefanov, Shi,
and Song [44] that implies an advancement towards reducing the computational overhead of
oblivious RAM.

2.2.3 Searchable Symmetric Encryption
A third type of scheme within SE is SSE [7, 11, 12, 14, 15, 21, 29, 30, 31, 32, 36, 43, 46].
Symmetric encryption means that encryption and decryption are performed with the same key
(hence symmetric). As opposed to public key encryption, in which one key is made public to
encrypt (standard use) or decrypt (e.g. verify certificates, achieve non-repudiation) and the other
key is kept secret.

In a SSE scheme, only the owner of the data can encrypt/decrypt the data. And in contrast
to PPE, the encryption uses random elements to prevent any information about the underlying
plaintext from leaking (i.e. conventional encryption). In order to enable searches, special data
structures are used to map keywords to their corresponding document identifier in the encrypted
data set. These data structures are called index structures because they index a set of document
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Figure 2.1: The trade-off between performance, security and storage.

based on the keywords that exist in them. With the introduction of additional data structures
comes the issue of storage, as depicted in Figure 2.1. However, SSE schemes can be both
efficient and secure with only a small set of acceptable leaked parameters, such as the number of
documents in a database or the number of keywords.

In the introduction chapter of this report we stated that we were looking for a scheme that
provides an acceptable trade-off between security and performance such that it is ready for use
within Cloud computing. SSE schemes meet these requirements and we therefore focus the rest
of this report on SSE. In the next section we present some of the settings related to SSE and
explain why dynamic data sets and arbitrary searches cause particular problems when security is
applied.

2.3 Challenges of Searchable Symmetric Encryption
In order to construct a scheme that is practical, we must first define what constitutes a practical
scheme. Moreover, there are more factors to be considered when designing a scheme than just
the ability to search on encrypted data. Therefore, we list the various factors and settings that
have been implemented, discussed and analyzed over the years of research on SSE. We note
however, that these are not just limited to SSE designs but are general challenges faced by any SE
scheme. Some notable solutions and papers are referenced for the interested reader.

• Client setting (i.e. single user vs. multi-user setting) 1
– Single reader/single writer (SR/SW)
– Single reader/multiple writers (SR/MW)
– Multiple reader/single writer (MR/SW) [21]
– Multiple readers/multiple writers (MR/MW)

• Data set
– Dynamic (i.e. add, remove, update) [7, 11, 14, 29, 30, 32, 43, 46]
– Static
– Non-textual data (e.g. graphs, matrices)[15]

• Adversary model
– Active - malicious adversary [31]
– Passive
– Adaptive [12, 21, 36, 46]
– Non-adaptive

1Classification found in [6]
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• Searches
– Single keyword
– Multiple keywords [11, 12, 36, 46]

• Storage
– Client-side storage
– Server-side storage

• Efficiency
– Search complexity
– Interactive
– Non-interactive [11, 12, 21, 36]
– Update complexity (in the dynamic setting)
– Initial setup complexity

• Performance
– Storing in RAM [11, 12, 43]
– Parallelize execution with multiple cores [11, 29]
– Special memory allocation algorithms [11]

The optimal solution to a practical SSE scheme should then be one that is non-interactive,
dynamic and provides arbitrary keyword searches, utilizes minimal storage, can stand against an
active adversary in an adaptive security notion while offering searches and updates in sub-linear
or optimal time with an acceptable setup complexity, regardless of the size of the data set.
We intentionally left out the client setting, as either one will suffice and is dependent on the
requirement of a particular client.

As is shown in the list above there are many factors to be considered when constructing an
SSE scheme. And there are two settings in particular that become problematic when security is
introduced. These are multi-keyword search and dynamic data sets.

Consider the basic case of searching on a single keyword. In simple terms it means that
finding the corresponding matching document identifiers for that keyword involves finding one
entry in the index structure. Possible leakages are access pattern, search pattern and the number
of matching documents. Adding more keywords to the same search adds the probability of
leaking the relation between keywords, as the result returned is the intersection of those keywords.
It also increases the search complexity of the implemented search protocol, which depends
heavily on how the index structure is realized. In most SSE schemes multi-keyword searches
adds additional rounds of communication between client and server. In fact, to the best of our
knowledge, only one scheme before us manages to perform sublinear multi-keyword search with
a single round of communication [12]. It will be discussed in detail in Section 3.

Dynamic data sets present other challenges to the construction of a SSE scheme. In the static
setting the indexing and extraction of keywords is done once and only once, in the setup protocol.
All necessary preliminaries are calculated and the index structure is built and encrypted before
sent to the server.

A common indexing technique used among SSE schemes is inverted indexing. It means
that each keyword is associated with a list of identifiers for the documents the keyword exists
in. With inverted indexing the search is finished upon finding the keyword and retrieving its list
of identifiers — sublinear search. Consider then when a client wants to add a document to the
data set that has been indexed using inverted indexing. This causes the list of each associated
keyword to be updated. Which is not a trivial nor secure task considering it means fetching all
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associated lists, decrypt them, append the new document identifier, encrypt them again and send
them back to the server. Revealing every associated keyword for that document in the process.
The same procedure is repeated in case the client wants to delete a document from the data set.

In the next chapter we will present the schemes that have made an important contribution
towards practical SSE schemes and show how the solution in [12] solve the challenge of
multi-keyword search.





3 RELATED WORK

There have been many proposed schemes over the years and presenting all of them is not feasible.
Therefore, our focus will be to present a few in more detail rather than presenting many with little
detail. The ones that we do present are the ones that in some way have made an extraordinary
contribution to this field of research. In Section 3.2 we present known weaknesses and a
leakage-classification that will help in the understanding of how the various schemes differ in
terms of security.

At the end of this chapter is a summary that concludes the differences between the described
schemes, and also what our solution provides that has not been done in the past.

3.1 Existing Solutions
In this section we present three notable schemes that solve the problem of searching on encrypted
data. In Section 3.1.1 we go into the details of the first SE scheme and discuss the benefits as well
as the limitations of the scheme. In section 3.1.2 we describe one of the most cited works within
SSE, and in Section 3.1.3 we discuss one particular state-of-the-art solution that has greatly
influenced our own design choices.

3.1.1 The First SE Solution
In 2001 Song, Wagner, and Perrig [42] proposed the first SE schemes based on deterministic
as well as symmetric encryption and the cryptographic primitives of pseudo-random functions,
permutations and generators.

In their paper they start by providing a basic scheme that encrypts words in a document
sequentially using a stream cipher (i.e. a Pseudo-Random Generator (PRG)) and XOR-operations.
More precisely, the stream cipher outputs a sequence of strings, s1, ..., sm. Each string is encrypted
using a Pseudo-Random Function (PRF) with keys (k1, ..., km) and concatenated with itself to
produce a token, (si,PRF(ki, si)), where the ith string corresponds to the ith keyword wi. Each
token is then encrypted with a XOR encryption with its corresponding keyword and the resulting
encrypted document is sent to the server.

Searching in such a scheme means sending keys for probable positions of the keyword in
the document, along with the keyword to search for. The server then sequentially searches over
the encrypted document and decrypts those positions for which the client has guessed that the
keyword might appear at. Note that using the XOR-operation on an encrypted keyword with its
corresponding plaintext keyword yields either the token (si,PRF(ki, si)) or a string of random
bits. But, as mentioned in Definition 2.2, the output of a PRF should be indistinguishable from
random. The server must calculate PRF(ki, si) with the key ki that corresponds to that position
in the document to tell whether the token produces random bits or not. Only if the keyword
was XOR-encrypted with the token in the first place, and the key ki was used to calculate the
right half of the token, will the output of the calculation performed on the left half of the token
equal the random string in the right half and thereby conclude that the token corresponds to the
keyword that was searched for.

Clearly this is neither an efficient nor secure search as the client reveals the plaintext keyword
of a query. The authors continue to build on their basic scheme until they reach a final scheme
that they prove secure under the honest-but-curious server model (i.e. passive adversary). In
the final scheme, the keywords are encrypted using a deterministic encryption before being
XOR-encrypted with the token (si,PRF(ki, si)). Which removes the plaintext leakage of keywords.
And to avoid having the client guess positions of a keyword, a master key is used to encrypt
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all keywords that are equivalent. Although not clearly stated, this indicates that the search has
complexity O(M), where M is the sum of all words in the document. To increase the efficiency,
Song, Wagner, and Perrig also discusses the use of an index to map keywords to their positions
in a document. They suggest that the keywords be encrypted with a deterministic encryption to
allow for comparison with the encrypted keyword to search for, which would provide sublinear
search. However, using an index is not part of their formal proposal and we will omit any security
discussion on their suggestion of using an index with deterministically encrypted keywords.

3.1.2 Improving Security
Curtmola et al. [21] write that the scheme proposed by Song, Wagner, and Perrig, although
secure in terms of cryptographic primitives, is not a secure SE scheme due to the preserved
order of the underlying plaintext. Furthermore, they provide stronger security definitions and
new notations in the same paper from 2006. Recognizing that earlier SSE schemes’ security
definitions only consider scenarios in which a client does not repeat searches, they introduce the
notion of adaptive and non-adaptive adversaries. Of which non-adaptive adversaries refer to
adversaries that do not learn from previous searches. Thus, adaptive adversaries can learn from a
history of searches and a scheme that is adaptively secure is more secure than a non-adaptive one.

In [21] Curtmola et al. propose two schemes, SSE-1 and SSE-2 that are non-adaptively and
adaptively secure respectively.

SSE-1 The first scheme they propose, SSE-1, uses a large array and table as their underlying
data structure. The array holds all document/keyword-pairs in symmetrically encrypted format
as nodes in linked lists. Each list corresponds to a list of document identifiers for a keyword and
each node in a list holds an identifier and a pointer to the next node in the array, as well as the key
to decrypt the next node. That is, for any given node e j in the array, we have

Arr[e j] = Enc(e j+1 | |K e
j+1 | |id j ),

where e j+1 denotes the index in Arr of the next node in the list, K e
j+1 denotes the key to decrypt

the next node in the list and id j denotes an identifier.
All the entries in the array are scrambled with a Pseudo-Random Permutation (PRP) to hide

the length of each list and the association between nodes.
The authors are also concerned about leaking that one or more keywords are repeated in the

plaintext documents. Because the indexed keywords are only the set of distinct keywords in
a document set, Curtmola et al. are concerned that an adversary could defer that one or more
documents contain a keyword more than once if the size of the array is less than the size of the
encrypted document set. To avoid this leakage, the array is padded with random values to M
entries, where M is the total number of non-distinct words in all documents in D.

In order to locate the starting index of each list, a separate key/value-paired look-up table
is used. Each entry in the table holds a starting index of a node concatenated with the key to
decrypt the node. The concatenation of index and key is hashed with a PRF. That is for any given
entry tw = π(Kπ,w) in the table, we have

Table[tw] = (e1 | |Ke) ⊕ F (K f ,wi)

As with the array, the entries in the table are symmetrically encrypted and scrambled with a PRP,
and the entire table is padded to M entries.

To search for a keyword w, the client computes a trap Tw = (tw, Kw) where tw = π(Kπ,w)
and Kw = F (K f ,w) given the keys Kπ and K f that was generated during setup. The index tw
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locates the entry in the look-up table that corresponds to w and the key Kw is used to decrypt the
corresponding entry in the table. Once the entry in the table is decrypted, the server knows the
starting index in the array of the first element in the list that corresponds to DB(w). The server
then decrypts the first entry, given the key from the table, and reveals the next key and node.
By following the list until the last node points to NULL, the server can retrieve all matching
documents.

We mentioned that the SSE-1 scheme is proven to be non-adaptively secure but not adaptively
secure. The authors of the scheme point out that SSE-1 might be adaptively secure, but it
cannot be proven due to the difficulty of building a future history in advance to simulate an
adversary that learns more and more with each query. They deem it too difficult because of
all the random elements involved in both the array and the table. Recall that a non-adaptive
adversary does not have access to a history of more than one view and it therefore does not need
to be simulated. It suffices to build the index structure, query it once and deduce that the output
cannot be distinguished from a random output. By concluding that the output looks random, it is
proven that the scheme does not leak anything beyond what it is allowed to leak. For instance,
the resulting identifiers in a search or the size of the document collection.

SSE-2 The second scheme proposed by Curtmola et al., SSE-2, addresses the difficulty of
proving SSE-1 adaptively secure by making some changes in the underlying data structure.
Instead of using linked lists embedded in an array, SSE-2 only consists of the look-up table.

The index in the table is pre-computed with a PRP that permutes the concatenation (w | |i),
where i is the ith entry in DB(w). At that index, the identifier at i in DB(w), is stored. As
such, the number of elements in the table is N , the sum of all document/keyword-pairs. Also,
it may have been noted that the identifiers are not encrypted. To prevent the adversary from
learning anything of the occurrences of identifiers, Curtmola et al. pad the table so that each
identifier appears the same number of times. This means padding the number of entries to
max = |DB(w) |max , the number of matching documents for the most frequent keyword, i.e. the
one that appears in most documents. These false entries are put at random locations in the table.
Recall that the table is a key/value-paired table where the entries are indexed by the key-field
and consequently the key-field is set to a random value for the false entries. Then when a client
searches for a keyword w, it computes |DB(w) |max indexes as (π(Kπ,w | |1), ..., π(Kπ,w | |max)).
If a (w | | j) does not point to an index where a true identifier exists (i.e. a false entry), then the
output of π(w | | j) will be a random value that does not correspond to an actual index in the table.

The SSE-2 scheme contains fewer cryptographic computations and random elements, which
makes it easier for the authors to construct future histories and thereby simulate an adaptive
adversary.

3.1.3 Extending to Multi-Keyword Search
So far we have described two schemes that we claim are important to be familiar with. The
scheme proposed by Song, Wagner, and Perrig [42] is insecure as the order of keywords are left
intact in the encrypted document. Allowing an adversary to perform statistical analysis on the
encrypted document. With prior knowledge of the plaintext, the security of the scheme might be
fully compromised. Regardless, their scheme was the first and give away some key concepts
that was adopted for SSE schemes. Such as the important notion of trapdoors or tokens that are
used by the server to determine whether an encrypted keyword is a match or not, without using
deterministic encryption.
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In [21] Curtmola et al. contribute by first defining non-adaptive and adaptive adversaries.
Notions that have been used by most subsequent work related to SSE. In addition, both of their
schemes have inspired and influenced other solutions [12, 15, 30, 31].

The last scheme that we describe is a scheme that achieves multi-keyword sublinear search,
proof of adaptive security and requires only one round of communication between client and
server. The scheme in question was proposed by Cash et al. [12] in 2013. In fact, their proposal
consists of two schemes, Basic Cross-Tags (BXT) and Oblivious Cross-Tags (OXT). Both schemes
rely on the same underlying data structures and searching is performed in a similar manner.
The difference between the two schemes is how the search tokens are computed. We start by
describing the BXT protocol and then show how the OXT protocol differ.

The index structure is called the T-Set. Much like the construct of SSE-1 [21], the T-Set
holds an entry for each unique document/keyword-pair.

During setup of the encrypted database, an array is constructed with |W | elements. For each
keyword, a list of symmetrically encrypted document identifiers for that keyword is constructed
and put in the array at the index that corresponds to the keyword. The construct of the T-Set
can then be thought of as a scrambling algorithm of the array, to hide the length of each list, i.e.
the number of corresponding documents for each keyword. A straightforward approach would
have been to pad each list to max(|DB(w) |), the number of matching documents for the most
frequent keyword, similar to SSE-2 [21]. If we think of the array with lists as a matrix, Cash et al.
avoid this padding by instead scrambling the order of each element in the matrix.

Each element in the T-Set has, in addition to the encrypted document identifier, a unique
label. Searching is performed by re-calculating the row for each element in a list and then search
the row for a matching label. The encrypted document identifiers have an appended bit to them,
that indicates whether or not the element is the last in the list.

To be able to perform multi-keyword searches, Cash et al. added an additional structure to
their scheme, called the X-Set. It holds entries that are computed with a PRF on each hashed
keyword (computed with a different PRF) together with its matching document identifiers, i.e.
one entry for each document/keyword-pair.

To search for a conjunction of keywords, the client computes the hash of the keyword with
the least number of matching documents, denoted s-term, such that the corresponding list from
the T-Set can be retrieved by the server later. The client then computes the hash of the remaining
keywords in the query, denoted x-terms, using a different PRF than the one used for the first
keyword. The hash of the s-term, along with the decryption key for all identifiers corresponding
to the s-term are sent to the server along with the hashed x-terms.

The server then fetches the list in T-Set that corresponds to the s-term and decrypts the list of
matching identifiers. To test whether an x-term exist in the same documents as the s-term, the
server uses a PRF with the hashed x-term and the document identifier as input to compute a trap.
If the trap exists in the X-Set, then the x-term exists in the document.

Cash et al. realize that the server, since it has the key to compute traps, can test the conjunction
of several previously searched keywords, without the permission of the client. To remove this
ability from the server, they constructed the OXT protocol that adds a blinded value to each entry
in the T-Set that is unique to each document/keyword-pair.

This blinded value is used to achieve a shared computation between client and server, without
them knowing each other’s individual part of the computation. As an example if the client sends
a and the server has gba−1 , then the server can compute gbaa−1

= gb without learning b. In OXT
the b in the example corresponds to a unique identifier and the a is the blinded value, which is
unique to each document/keyword-pair. This prohibits the server from computing traps, as there
are none, and since each a is unique it cannot test against other known document/keyword-pairs
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as in the BXT protocol with traps.

3.2 Attacks on Searchable Encryption
One of the issues with SSE is that it leaks information to the server about the data that is stored
on the server. A certain type of leakage is the correlation between the search terms and document
identifiers, which can be used with a statistical attack to reconstruct queries made by the user. In
2015 Cash et al. [10] investigated the amount of leakage a SE scheme has, a continuation of the
work done by Islam, Kuzu, and Kantarcioglu [28] in 2012.

Islam, Kuzu, and Kantarcioglu showed that an adversary could reconstruct queries based
upon prior knowledge about the information stored in the database. This was done by storing the
queries made by the user, and then correlate them with the knowledge of the dataset with the
help of a co-occurrence matrix C. The co-occurrence matrix is of size m′ × m′, where m′ is the
number of known keywords in the dataset. Each cell C[i, j], where i, j goes from 0 to m′, is the
result of two keywords in a query. The queries made by the user are then mapped with the matrix
C with the help of Simulated Annealing, which is a machine learning algorithm used to find the
global optima. The global optima is in this case the keywords that is the best match for the result
set in terms of length. The results from the paper shows that the Islam-Kuzu-Kantarcioglu attack,
now referred to as the IKK attack, successfully reconstruct queries made by the user. However,
by adding false positives, i.e. padding, to the keywords result set, one can substantially decrease
the effectiveness of the statistical attack.

Cash et al. [10] had a similar approach, but instead they used a counting mechanism which
simply counts the occurrence and the result set of each keyword and the returned value of the
queries and then correlates them. Keywords that gives a unique result can be directly correlated
to its keywords. The basis of the attack is the same, a co-occurrence matrix C is made upon the
known keywords in the data set and the queries made by the user is stored.

Cash et al. show that their counting attack is more proficient than the IKK attack, as their
effectiveness doesn’t decrease as rapidly as IKK does when the known part of the data set
decreases. Neither does the counting attack decrease when the number of unique keywords
increases, they show that the IKK attack starts to lose its effectiveness already at 500 unique
keywords.

To prevent statistical attacks such as these, padding is required. Padding in this sense refers
to adding false positives on the data, or dummy documents, so that the result returned from the
server does not have the true length of the result. These dummy documents can then be filtered
out by the client when he goes through the results. Both the IKK and the count attacks are
rendered useless when enough noise is added to the database. In Cash et al. experiments, they
show that the counting attack is viable until around 30% of padding is added and the IKK loses
its potential well before that.

Cash et al. also defined 4 different leakage profiles, depending on what the properties of the
SE scheme was. The leakage profiles are L1 to L4, where L4 is the most leakage and L1 the least.

L4 is defined as Full plaintext under deterministic word-substitution cipher. With this profile
the server, directly on upload, learns in what order the keywords exists within documents, how
many times a word exist within a document, and how many times it exists in total in the whole
document set.

The definition of L3 is Fully-revealed occurrence pattern with keyword order. When the
database is uploaded to the server he learns in what documents each keyword exists in, the order
which the keyword appears in the document set, but not how many times a word exists within a
document.



18 CHAPTER 3. RELATED WORK

The L2 definition is Fully-revealed occurrence pattern. This profile is similar to L3, as they
both reveal what documents each keyword exists in, but here in L2 its not in document order.
This profile also reveals the information directly on upload to the server.

L1 is defined as Query-revealed occurrence pattern. L1 leaks the same information as L2,
but instead of revealing the information upon upload to the server, it is not revealed until the
database is queried.

In the next section we summarize the schemes in terms of leakage and re-cap on some
important notions.

3.3 Concluding Related Work
The basic scheme of [42] was the first scheme that provides a client with the ability to encrypt data,
put it on a server and then search for keywords among the data without retrieving the entire data
set first. According to the leakage profiles provided by Cash et al. in [10], the scheme in [42] has
a leakage profile that is somewhat stronger than L3 but not as strong as L2. Although the scheme
uses deterministic encryption which could lead to full plaintext recovery, the keywords are also
encrypted using a stream cipher, which produces random strings. The order of keywords is left
intact, which fits the leakage profile L3. But since each word in a document is indistinguishable
from all other words due to the stream cipher the scheme is somewhat more secure than what is
indicated by the definition of an L3 leakage profile.

The allowed leakage parameters in their scheme is n, M , the positions of queried keywords
in the document and the original order of the keywords in the plaintext document. The latter
allowing an adversary to perform statistical analysis on the encrypted data. The search for a
keyword is linear in M , i.e. search complexity O(M).

The main difference between the scheme SSE-1 and the scheme proposed in [42], in terms of
security, is that Curtmola et al. [21] permutes the order of the keywords and thereby avoids having
an L3 leakage profile. Each pre-computed value depends on the randomness of pseudo-random
function and permutations as well as symmetric encryption. As such, it is not possible to defer
anything about the occurrence of keywords until the encrypted database is queried. Thereby
achieving an L1 leakage profile, which is the minimum leakage profile.

The difference between SSE-1 and SSE-2, in terms of leakage profiling, is that SSE-2 reveals
the identifiers of documents directly. However, since the occurrence of each identifier is the
same, due to the padding, and because the corresponding keywords cannot be determined without
knowing the seed that computed the index of each identifier, the plaintext identifier does not
reveal anything about the underlying plaintext. Except the number of documents in the document
set, which is already defined as an allowed leakage parameter. Thus, the leakage profile of SSE-2
is the same as for SSE-1, that is L1. The allowed leakages are n, M and DB(w). The search
complexity for SSE-1 is linear with the number of returned documents, O(DB(w)). For SSE-2,
the search complexity is O(n).

The BXT and OXT protocols proposed by Cash et al. in [12] have similar data structures as
the schemes in [21] and also rely on cryptographic primitives and symmetric encryption as well
as random ordering of keywords in the index structure. Because of this, they achieve L1 leakage
profile. Allowed leakages are N and the number of matching documents for a query. Their
search is linear in the number of matching documents, O(DB(w)). In the case of multi-keyword
searches, the search is linear in the number of matching documents for the first keyword in the
query. Ideally chosen to be the keyword with the least number of matching documents.

In the next chapter we describe our own solution, which is based on the logic of the BXT
protocol but with another data structure that outperforms the T-Set in terms of storage for certain
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data sets. Thus, we continue to discuss their scheme throughout the rest of this report. In Section
4.2 we compare our solution to the BXT.





4 PROPOSED SOLUTION

In this chapter we will go over the design choices and the motivations behind them that led to
our proposed solution. We start by describing the benefits of using plaintext bitmaps as index
structures in general and the disadvantages that come along with them in Section 4.1. In the
sections that follow we show how we efficiently apply security mechanisms to bitmaps in order
to use them in our scheme.

As our solution is inspired by the scheme suggested by Cash et al. in [12] we will go over
some more specific details of their scheme and how ours differ in Section 4.2. The chapter is then
concluded with a description of our scheme in Section 4.3 and a security analysis in Section 4.4.

4.1 Boolean Queries with Bitmaps
We saw in related work that there are a number of ways one can construct an index. Curtmola
et al. used linked lists in combination with arrays to hold the mapping between keywords and
matching documents in [21]. And in [12] Cash et al. built an index in a similar fashion, but with
the addition of a data structure holding all unique keyword/identifier-pairs to allow cross-checking
multiple keywords. Thus providing multi-keyword search.

Another data structure that can be used to both index a set of documents or records and
provide multi-keyword search is a bitmap [7, 32, 46]. The solutions of [7, 32, 46] were not
discussed in Section 3 because, although related in terms of bitmaps, their solutions do not
address multi-keyword search but only dynamic data sets. In [7, 32], the solutions are also
based on the distribution of documents over several parties. Furthermore, the scheme in [46] is
designed for a personal health record system. We stated in the introduction of Section 3 that we
would only present schemes in detail that had made a major contribution to the area of SSE and
the above mentioned schemes do not fall into that category. The only part we have in common is
the use of bitmaps as an underlying data structure. As we shall see in the security analysis in
Section 4.4 however, the use of bitmaps allows us to use the security proof of [46] to prove our
scheme adaptively secure.

Bitmaps do not only provide multi-keyword searches in the form of conjunctions, but the
ability to perform general Boolean queries. That is, searches of the form w∧ f (w1, ...,wt ), where
f denotes a set of functions over Boolean expressions. Examples of such expressions are AND,
OR, NOT and any combination of those. Because bitmaps are strings or arrays with values
representing bits, i.e. 1’s or 0’s, it is easy to cross-check several bitmaps by means of Boolean
algebra.

Example 4.1. Let D = {d1, d2} be a set of documents and W = {w1,w2,w3} a set of unique
keywords derived from D. Say that (w1,w3) exist in d1 and that (w1,w2,w3) exist in d2. To
represent the mapping between keywords and documents using bitmaps we construct one bitmap
for each keyword such that the index in each bitmap that corresponds to a document that includes
the keyword is set to 1:

Bitmap(w1) = {1, 1},Bitmap(w2) = {0, 1},Bitmap(w3) = {1, 1}

The bitmaps for w1 and w3 tell us that the words exist in both d1 and d2. The keyword w2
however, only exists in d2, as indicated by the second bit being set to 1 but not the first in the
bitmap for w2.

We continue on Example 4.1 to show the ease of performing a conjunctive query:

21
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Example 4.2. Using the same notations and setting as the previous example, say that we want to
search for the documents that contain both w1 and w2. Such a query is called a conjunctive query
and when translated into Boolean algebra means performing AND-operations on the bits of each
keywords’ bitmap.

112 ∧ 012 = 012

Thus, we can derive that the two keywords both exist in d2.

Another benefit of bitmaps is that they provide constant access time, i.e. O(1). Accessing bit
with index i means directly accessing the address in memory that holds the bit. There is no need
for a search. Although it should be mentioned for clarity that processors do not allow accessing a
single bit from memory. The smallest unit to access is one byte. However, this does not affect
the above statement of constant access time as 1 bit can easily be filtered out from a byte with an
AND-operation of the retrieved byte and another byte where only the bit-position of interest is
set to 1.

Retrieving all the active bits (bits set to 1) from a bitmap has O(n) search complexity. But
considering that the bits of a bitmap are put together in chunks of bytes, the search actually
requires n

8 look-ups. This can be improved further by using larger chunks for the bits. Common
implementations such as the Java bitset and C++ bitset use long integers to represent the
chunks of bits. Long integers are 64 bits and consequently the search for all active bits then
requires n

64 look-ups. In modern processors with SIMD-technology there are registers that allow
operations on 128-bit integers, but this is beyond the scope of this report.

Mapping keywords to document identifiers as was shown in Example 4.1 is an example
of inverted indexing. The opposite of inverted indexing is forward indexing. With forward
indexing, each document identifier is mapped to a list of the keywords that belong to the document.
Searching for a keyword to retrieve all matching documents then requires n look-ups, as n denotes
the number of documents in a set. And every identifier’s list need to be visited to make sure the
result of the search is complete, i.e. linear search. With inverted indexing though, each keyword
is mapped to a list of documents that the keyword exists in. Searching for a keyword completes
as soon as that keyword is found, i.e. sublinear search.

To conclude the benefits, bitmaps provide general Boolean queries, fast access and sublinear
search. The disadvantage of bitmaps is that they are not suited for sparse data sets. That
is, data sets that yield many bitmaps with few active bits. Every index structure in an SSE
scheme must at least hold N , the sum of all matching documents for all the keywords or better
put, the number of distinct document/keyword-pairs. In fact, the optimal scheme in terms
of size uses an index structure with no more than N elements. The size of each element is
highly relevant when evaluating the size of an index structure. Bitmaps use only 1 bit for
each document/keyword-pair. But the downside of bitmaps is that they also require space for
non-existent document/keyword-pairs. That is, each 0 in a bitmap which also takes up 1 bit.
And with sparse data sets there are many 0’s, leading to an increase in size of unused storage.
However, with dense data sets with few inactive bits the bitmap is ideal as an index structure. In
Section 7.1 we will continue on the discussion of improving the size of bitmaps that have many
0’s.

Next we will dive deeper into one particular state-of-the-art solution [12] by Cash et al. that
has greatly influenced our own scheme.

4.2 Comparison to State-of-the-Art
It has been shown by Cash et al. in [12] that we can achieve efficient SSE schemes with support
for multi-keyword search. But the drawback of [12] is the amount of storage required for their
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scheme. It was mentioned in related work that their scheme in [12] consists of the BXT-protocol
(Basic Cross-Tags) and the OXT-protocol (Oblivious Cross-Tags). Both protocols are built
upon two data structures, the T-Set (i.e. the index structure) and the X-Set (for cross-checking
keywords). The computation and testing of keyword existence in the X-Set is what differentiates
these two protocols.

The X-Set is implemented as a Bloom filter that provides fast calculations on the probability
of whether or not an element exist in a set. It is used during multi-keyword searches to test the
co-occurrence of several words. In general terms, during the creation of a Bloom filter every
element to be inserted in a set is hashed several times to produce an index. The Bloom filter
resembles the bitmap in this way, as the index corresponds to a bit position in a bit array. The
index that is the output of above mentioned hashes is set to one in a Bloom filter bit array. The
difference between bitmaps and Bloom filters however is that in a Bloom filter there is no unique
mapping between the real set and the bit array. Several elements in a set are most likely mapped
to the same index. Therefore, the bit array does not need to take up as much space as a bitmap.
Although in order to reduce the false positive rate, the range in a Bloom filter cannot be too small
either. Consider the case of having a set with 1,000,000 elements and a bit array of size 10 to
give an extreme example. The probability that all bits in the array are set to 1 seems logically
very high. Then any test for any element will return true.

It is not explicitly mentioned by Cash et al. in [12] how this Bloom filter is implemented
and we therefore omit any further speculation. It suffices to say that in terms of multi-keywords
searches and Boolean queries in general, bitmaps are optimal for the task as any Boolean query
can be easily translated into simple Boolean bit operations. Thus, with the use of bitmaps there
is no need for an additional structure to keep track of conjunctions.

Moving on to the benefits of the scheme proposed in [12] that we adopted for our own
scheme. The authors came up with a clever way of partially hiding the access pattern as well as
increase the performance of a conjunctive query. By differentiating out one of the keywords in a
multi-keyword query and treating it differently from the other keywords it is possible to reduce
the leakage and search time that is associated with the intersection of several keywords’ result
sets. In the BXT- and OXT-protocol the differentiated keyword is called the s-term, which is why
we use the same term ourselves, and the efficiency of their protocol is dependent on the s-term
having a small to moderate sized result set. The smaller the result set of the s-term, the fewer
document identifiers have to be checked against the other keywords in the query. This is true for
our scheme as well since we adopted this differentiation between s-term and x-terms (the other
keywords in a query).

On partially hiding the access and search pattern. In both our protocol and the protocols
proposed in [12], the s-term and x-terms are hashed with a PRF that takes a word and a key as
input and outputs a pseudo-random value. For clarity we should mention that an s-term can also
be an x-term. Ideally the s-term is always the word in a conjunctive query that has the lowest
number of matching keywords. It follows then that the keyword chosen as s-term in query q1 may
not the be the keyword with the lowest frequency in q2 and would therefore be considered an
x-term instead. Because all s-terms have their own keys that are different from the keys generated
for x-terms it will not be possible for the server to know that a previously searched s-term is
included in another query where the keyword is an x-term. Even if the client first performs the
query = (s-term = w1 ∧ x-term = w2) followed by the query (s-term = w2 ∧ x-term = w1) that
returns the same result will the server be able to know that the search was repeated. Because the
computed hash-values will differ in the queries. The leakage of matching documents only occurs
for the s-term and the result set from an entire conjunction of s-terms and x-terms, not individual
x-terms. The fact that only the result set of an s-term is leaked is another motivator for choosing
s-terms that are infrequent.
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To test whether two or more keywords exist in the same document using the BXT-protocol,
each word is hashed using a PRF with the identifier of the document to test. Which is exactly
what the X-Set contains, a hashing of each individual document/keyword-pair.

Example 4.3. To check if w3,w5 and w8 exist in document d9, the server computes xtags based
on the keywords and id9, for each of the keywords, i.e. xtag3, xtag5 and xtag8. If all xtags can be
found in the X-Set, then all keywords exist in d9.

In our search protocol we test the existence of two or more keywords in a document by
performing AND-operations on the bit in each keyword’s bitmap that corresponds to the document
in question. In Example 4.2 on page 22 we showed how to test the intersection between two
keywords. If we want to test the occurrence of two keywords in a specific document, the
AND-operation is only performed on the bits that correspond to the document in question.
Naturally the bits need to be decrypted first which can be done either by the server as is shown in
Figure 4.3 or by the client which is shown in Figure 4.4. Both solutions are described in Section
4.3.4 and in Section 4.4 we discuss the difference of the two solutions in terms of security and
also how we avoid the insecure and inefficient naive way of performing conjunctive queries with
encrypted bitmaps.

4.3 Description of our Scheme
In this section we give a full description of our scheme. It consists of mainly three steps; initial
pre-processing, building the index, searching the index. We describe each step in detail, starting
with the initialization and pre-processing and moving on to single keyword search and then
conjunctive search. The description is followed by a security analysis of our scheme.

For simplicity we refer to each item in a data set as a document but the protocol described
can also be applied to relational databases, in which case the documents refer to records of tables
in a database. And the keywords refer to attribute values of a record.

4.3.1 Initial Pre-Processing
Before building the actual index, some pre-processing takes place. In the description of our
scheme it is assumed that the pre-processing has already been done.

In the case of free-text search, such as with the Enron e-mail set [24], some prior work is
required before the documents can be indexed efficiently. The Enron data set is a collection of
real life e-mails, which is explained further in Section 5.2.3. Punctuation marks and special
characters need to be removed, as well as common words and word endings. To achieve this, it is
common to declare a list of stop-words and then use a technique called stemming. Stop-words
are removed completely in the pre-processing. Examples of such words are a, the, are and here.
The complete list of stop-words that we use can be found in Appendix A. Stemming is when
word endings are removed to make words more eligible to search with, for example satisfies,
satisfying and satisfy are all stemmed to the word satisfi. The algorithm used for stemming is
Porter’s Stemming Algorithm [39].

Relational databases, such as the Census data set [33], usually consists of several columns
of different attributes where each row is considered a record. In order to enable searching on
attributes as keywords each attribute value needs to be concatenated with the attribute name,
because different attributes may share the same attribute domain for their values. For instance,
a search on “doctor = Nils” should not return the same result as a search on “patient = Nils”.
During pre-processing of relational database sets, each value of a column is concatenated with
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its attribute name. The above doctor/patient example would for instance yield the two unique
keywords (“doctor”||“Nils”) and (“patient”||“Nils”).

4.3.2 Database Initialization
In order to index documents, each document must be assigned a unique identifier. During
initialization of the encrypted database, each document in a collection is numbered and its content
is read. All the keywords in a document are extracted and put in a list, such that the following
statements are true:

words[i] , words[ j],∀i, j ∈ {0, ...,m − 1} where i , j,

∀w ∈ W ∃i such that words[i] ∈ W

In simple terms it means that each keyword in the list is unique and the set of all keywords in the
list equals the set W .

The identifier of a document, id j , corresponds to a position in each bitmap. For each document
that contains a keyword wi, the bit in Bwi [id j] is set to 1 as was shown in Example 4.1 on page 21.
All bitmaps are put in a list such that the index of keyword wi, in the list of keywords, corresponds
to the index of bitmap Bwi in the list of bitmaps.

Once the mapping between keywords and documents is complete, we apply the security
mechanisms necessary to hide the association between keywords and their corresponding
documents. First we permute both lists, such that each keyword still has the same index as
its bitmap in the other list. The list permutation is done to prevent any original ordering of
the keywords to leak. Then for each keyword, we generate an stag = F (wi, K

wi

S ) and an
xtag = F (wi, K

wi

X ), and store them as keys in two separate key/value-paired hash tables, STags
and XTags. Note that our TrapGen(Kwi,wi) algorithm consists of generating the stag and xtag
and that these tags are our traps. The benefit of hash tables is that entries are put at random
locations from the beginning, thereby removing the need to permute them after creation. The
value in each key/value-pair is the index of the corresponding bitmap, denoted indwB . Before
storing the indexes however, they are encrypted. Our implementation will use 128-bit AES with
unique keys, K stag

I and Kxtag
I , for each entry in the two hash tables.

As a last step, every bitmap is encrypted by bitwise XOR-operations with its own specific
key, Kwi

B . After which the client sends EDB = (STags, XTags, Bitmaps) to the server.

4.3.3 Single Keyword Search
In order to fetch thematching documents for a keywordw the client computes the stag = F (w, Kw

S )
for the keyword to search for. It is assumed that the client has all the keys necessary to decrypt
each bitmap, stag and xtag stored on-site.

The client sends (stag, K stag
B , K stag

I ) to the server. Recall that the stags and xtags are stored in
key/value-paired tables where the index of each tag is determined by the tag itself and therefore
the server does not need to search for the stag. It simply looks up STag[stag] and if the stag is
there, it fetches the encrypted bitmap index that is stored in the value-field. To decrypt and get
the index, the server computes indwB ← Dec(STags[stag], K stag

I ). Once the index of the bitmap
is known, it is fetched from the list of bitmaps. An operation that does not require searching
either since the list of bitmaps is implemented as an array, thereby offering direct access. The
server then computes Bitmaps[indwB] ⊕ K stag

B , and returns the indexes of active bits to the client,
i.e. the identifiers of the documents matching keyword w. Fetching the active bits, as explained
in Section 4.1, is an operation that requires d n

64e operations if the bits are stored as long integers
of 64 bits.
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Setup
• Initialize the lists Words and Bitmaps, and the hash tables STags and XTags.
• For each d j in D:

• For each wi in d j

• If wi < Words, then set Words[i]← wi

• Set the jth bit in Bitmaps[i] to 1.
• Generate a permutation key Kπ ← KeyGen(λ).
• Permute bitmaps and keywords with π(Kπ, Bitmaps) and π(Kπ, Words).
• For each wi in Words and corresponding Bi in Bitmaps, 1 ≤ i ≤ m:

• Set indwi

B ← i.
• Generate unique keys Kwi

S , K
wi

X with KeyGen(λ)
• Generate stag← TrapGen(wi, K

wi

S ), xtag← TrapGen(wi, K
wi

X )

• Generate unique keys K stag
I , Kxtag

I , Kwi

B with KeyGen(λ)

• Set STags[stag]← Enc(indwi

B , K
stag
I )

• Set XTags[xtag]← Enc(indwi

B , K
xtag
I )

• Set Bitmaps[i]← Bitmaps[i] ⊕ Kwi

B

• Send EDB = (STags,XTags,Bitmaps) to the server

Figure 4.1: Database setup protocol.

4.3.4 Conjunctive Search
The search protocol for a conjunctive search differs from the single keyword search since more
keywords are involved. In our interactive protocol we have two rounds of communication between
client and server to retrieve the intersection between two or more keywords.

The client first computes the stag = F (w1, K
w1
S ) for the first keyword, w1, in the conjunctive

query (w1 ∧ (w2 ∧ ... ∧ wt )). Then the client conducts a single keyword search for the s-term
w1 and records the resulting identifiers that are returned. It is assumed that the client has prior
knowledge of the database, and chooses the s-term with the lowest number of indexes active as
w1 to improve performance of the conjunctive query.

For each remaining keyword, denoted x-term, in the conjunctive query the client computes
their xtagi = F (wi, K

wi

X ). From the previous search on the s-term, the client knows the indexes
of active bits for the first keyword in the query. These indexes can be used to filter out those bits
in each bitmap-key, Kwi

B that are not needed for decryption, thereby avoiding the full decryption
of each bitmap related to the x-terms in the query.

In order to reduce the bandwidth usage, we chose to let the client send several small messages
as opposed to one large that could cause network delays. The first message that is sent to the
server contains all xtags and all keys, Kxtag

I , to decrypt the index of each corresponding bitmap.
Another benefit of the divided messages is that while the client continues to extract and send key
bits, the server can begin to decrypt the indexes of each bitmap with the help of the first message.

When the server has finished decrypting indexes it starts to pop messages from its message
queue that contains the key bits for each xtag. They are sent in the same order as the xtags were
listed in the first message. As such, the server can fetch the corresponding bitmap of an xtag and
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Single Keyword Search
• Client - query(w)

• Fetch the key Kw
S , for keyword w

• Generate stag← TrapGen(KS,w)
• Fetch the keys K stag

I , Kw
B , for keyword w and stag

• Send (stag, K stag
I , Kw

B ) to the server
• Server

• Server receives (stag, K stag
I , Kw

B ) from the client
• Initialize the empty list Result
• Find and compute indwB ← Dec(STags[stag], K stag

I )
• Set temp← Bitmaps[indwB] ⊕ Kw

B
• For each bit j in temp

• If temp[ j] == 1, then add j to Result
• Send Result to client.

*Note: bits are stored in chunks of 64 on most bitmap implementations, but for generality we
describe it here as n look-ups. See Section 4.1.

Figure 4.2: Single keyword search protocol.

put it in a temporary bitmap, BT to perform computations on it without changing the original.
The identifiers that were saved from the single keyword search conducted on the s-term, are used
to construct another bitmap, Bid. By performing an AND-operation on BT and Bid, the bits of BT
that are not to be decrypted can be filtered out. The server then decrypts BT with the key bits that
it received, using an XOR-operation. Finally, the server performs an AND-operation on BT and
Bid to compute the intersection between them, saving the result in Bid for the next iteration.

When the bitmap Bid has been iterated over with all the xtags’ bitmaps, it contains the
intersection of (w1 ∧ (w2 ∧ ... ∧ wt )) and thus, it is returned to the client.

In terms of rounds, the interactive conjunctive search consists of two rounds. One round for
the initial single keyword search and the streaming process which is considered to be one round.

Non-interactive Conjunctive Search The number of rounds can be reduced to one round if
we let the client decrypt the bits instead. And because the client does not need to send the
key bits to decrypt, the client can send (stag, K stag

B , K stag
I , xtag1, K

xtag1
I , ..., xtagt, K

xtagt
I ) in one

transmission to the server. The server then performs a single keyword search on the stag and
fetches the bits of each xtag’s bitmap that match the identifiers returned from the search on the
stag. Instead of sending all information at once, the server first replies with the result of the
single keyword search on the stag, and then the server streams the bits of the xtags. The client
retrieves the identifiers that match the stag and then retrieves all the bits for each xtag, decrypts
them and computes the intersection. We shall see in the security analysis in Section 4.4 that our
non-interactive conjunctive search provides stronger security when the server no longer has the
ability to decrypt individual identifiers associated with the x-terms.
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Conjunctive Search - interactive
• Client - query(w1 ∧ (w2 ∧ ... ∧ wt ))

• Initialize the empty lists ids, XTerms
• Follow the SKS-protocol for s-term w1 and set ids← DB(w1)
• For each x-term wi, 2 ≤ i ≤ t

• Fetch Kwi

X for the corresponding x-term
• Generate xtag← TrapGen(wi, K

xtag
X )

• Fetch Kxtag
I

• Append the concatenation (xtag||Kxtag
I ) to XTerms.

• Send (XTerms) to the Server
• For each x-term wi, 2 ≤ i ≤ t

• For each id j in ids, 0 ≤ j ≤ n:
• Initialize the empty list keybits
• Fetch the key Kwi

B for the corresponding x-term
• Set Kbit ← j:th bit in Kwi

B
• Append Kbit to keybits.

• Send (keybits) to the Server.
• Server

• Initialize the empty bitmap ids and empty list indexes
• Set ids← DB(w1) during initial SKS-protocol
• Server receives (XTerms)
• For each xtag in XTerms

• Find and compute indwB ← Dec(XTags[ xtag ], Kxtag
I ).

• Append indw
B to indexes.

• For each (keybits) received, from i = 0 up to i = t − 2:
• Initialize a tempory bitmap BT ←Bitmaps[indexes[i]]
• Compute BT ← BT ∧ ids to filter out bits that are not to be decrypted.
• Convert keybits into a bitmap with the help of the identifiers in ids.
• Compute BT ← BT ⊕ keybits to decrypt.
• Compute ids← ids ∧ BT to get the intersection.

• Return ids to the Client.

Figure 4.3: Interactive conjunctive search protocol.
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Conjunctive Search - non-interactive
• Client - query(w1 ∧ (w2 ∧ ... ∧ wt ))

• Initialize the empty lists ids, XTerms
• Fetch the key Kw1

S , for keyword w1

• Generate stag← TrapGen(Kw1
S ,w1)

• Fetch the keys K stag
I , Kw1

B , for keyword w1 and stag
• Send (stag, K stag

I , Kw1
B ) to the server

• For each x-term wi, 2 ≤ i ≤ t
• Generate xtag← TrapGen(wi, K

wi

X )

• Fetch the key Kxtag
I for the corresponding x-term

• Append the concatenation (xtag||Kxtag
I ) to Xterms.

• Send (XTerms) to the Server
• Client receives lists ids and bits
• Create bitmap Bids from ids
• For each xtagi in XTerms

• Create bitmap Bxtagi
• For each id j in ids

• Set block← d id j

λ e and bit← id j mod λ

• Generate key block Kxtagi
block that corresponds to block

• Set index← Kxtagi
block[bit] ⊕ bits[i, j]

• If index = 1, then add id j to Bxtagi
• Set Bids ← Bids ∧ Bxtagi

• Server
• Initialize the empty lists ids, bits
• Server receives (stag, K stag

I , Kw1
B ) and performs a search on the stag.

• Set ids← DB(w1) from SKS
• Send ids to the Client
• Server receives (XTerms)
• For each xtagi in XTerms

• Find and compute indwi

B ← Dec(XTags[ xtagi ], K
xtagi
I ).

• For each id j in ids:
• Append bit at Bitmaps[indwi

B ][id j] to bits
• Send bits to the Client

Figure 4.4: Non-interactive conjunctive search protocol.
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4.4 Security Analysis of Proposed Scheme
We start by showing in Section 4.4.1 that our scheme can be proven secure under the adaptive
security definition declared in Definition 2.7. In Section 4.4.2 we discuss the leakage of our
scheme and in particular we discuss how the non-interactive conjunctive protocol does not leak
more as compared to the single keyword search.

4.4.1 Proof of Adaptive Security
In [46], Van Liesdonk et al. provide a full proof of adaptive security for their scheme, based
on the same adaptive security definitions of [21] that we use. Recall that the scheme in [46]
is for single keyword search only and consequently their proof only covers our single keyword
search protocol. We will informally show in the next paragraph however, that our non-interactive
conjunctive search protocol does not leak anything more as compared to our single keyword
search.

Since the scheme in [46] rely on the same data structure as our solution, i.e. fixed length
bitmaps, and the same cryptographic primitives, all we need to do is to show that our solution
produces the same view for an adversary. Recall that the security proof in [21] is based on a
simulation of the adversary running the search protocol. We also explained that the proof lies
in showing that the view an adversary builds from a trace is equal to the view produced by a
real run of the search protocol, and showing that the adversary’s view is indistinguishable from
random output because that is the assumption of the real protocol.

We use the original notations presented in [46] in order to show how they directly transfer to
our notations. Recall that the view of an adversary is defined by what the adversary has access to,
i.e. what the adversary can see. In our scheme this is the index structure, consisting of all traps
(i.e. stags and xtags) and the collection of symmetrically encrypted bitmaps. When performing
a search, we also provide the server with the key, Kw

B , to generate a bitmap key to decrypt the
bitmap corresponding to the queried keyword.

Van Liesdonk et al. use the following notation for their view during a search, denoted Sw:

Sw = ( f k f (w), Iw ⊕ G(r), Ekε (r)),

where f k f (w) denotes a PRF applied on keyword w with key k f , Iw denotes the bitmap associated
with keyword w, G(r) denotes a PRG applied on random seed r and Ekε (r) denotes a function
that uses the seed r with the help of key kE to obtain Iw by reversing the XOR-operation performed
in Iw ⊕ G(r).

We claim that the view we provide for a search is equal to the view given by Van Liesdonk
et al. As can be seen, their searchable representation (i.e. view) consists of three parameters.
The first parameter, f k f (w), is their trap that they compute with a PRF. It is easy to see that this
equals our own trap, stag = F (KS,w), where F denotes a PRF.

The second parameter, Iw ⊕ G(r), is the XOR-encryption of the bitmap that corresponds to
keyword w where G(r) denotes a bit-string that was randomly generated given a seed r . In our
scheme this is equivalent to the XOR-encrypted bitmap corresponding to keyword w, that the
server fetches during a search. The key we use to encrypt the bitmap with is also constructed
with a PRG given a seed, Kw

B , and as such it is easy to see that our notation for the encrypted
bitmap, Bw

B ⊕ G(Kw
B ) equals the second parameter.

The third and last parameter, Ekε (r), is a function that reverses the XOR-encryption of
the bitmap (i.e. decrypts the bitmap) given a key, Kε, and the seed, r. It should be clear
that this corresponds to our decryption of a bitmap, given the seed Kw

B we provide the server
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with that enables the server to compute the full key that decrypts the bitmap, i.e. reverses the
XOR-encryption.

For the full formal proof, we refer to the paper by Van Liesdonk et al. [46].

4.4.2 Leakage Analysis
Following on the notion of adaptive security we must specify the trace that follows from our
scheme. Recall that a trace corresponds to the allowed leakage parameters. Given that we provide
the server with an index structure that consists of the stags, xtags and bitmaps corresponding to
the set of keywords W , it is clear that we leak the number of unique keywords that were extracted
from D, i.e. m. Because of the removal of certain common words in case of free-text search,
we do not leak M, the total number of words in D. And because we want to hide the number
of matching documents for each keyword, each bitmap is padded to n, thus we leak n. The
parameters m and n are the only parameters we leak during upload to server.

As have been discussed in previous sections, the use of sound cryptographic primitives such
as symmetric encryption and pseudo-random functions, permutations and generators along with
the randomization of the order of keywords allow us to achieve the minimal leakage profile L1
that was defined by Cash et al. in [10].

Additional parameters are leaked during a search as we provide the server with keys to decrypt
bitmaps corresponding to queried keywords. These additional parameters are the returned
document identifiers for a given search, DB(w).

It is also possible for the server to compute intersections between s-terms since we provide
the server with the keys to decrypt the bitmap that corresponds to an s-term. Furthermore, when
a previous s-term is included in another search as an x-term, the server could correlate the term if
it looks in the memory and discovers that the same bitmap is accessed again. In order to prevent
the server from computing intersections between previously searched s-terms, the identifiers
in each bitmap could be permuted such that for instance Π(Kw1, id2) , Π(Kw2, id2). Although
permuting each identifier in each bitmap adds a considerable amount of computations.

We claimed that the leakage of our non-interactive conjunctive query does not leak more as
compared to a single keyword search. But we will first look at the small additional leakage that
comes from our interactive conjunctive search protocol.

Consider the naive way of achieving multi-keyword search. That is, given a conjunctive query
of the form (w1 ∧ (w2 ∧ ... ∧ wt )), the naive solution is to perform t single keyword searches on
each keyword in the conjunction and then calculate the intersection of all returned result sets.
Clearly, this approach reveals the matching document identifiers for each of the keywords in the
conjunction as well as any intersection between any two or more keywords. In addition, the naive
way requires t interactions with the server and can become inefficient in terms of acceptable
search time.

In our scheme we separate the probable least frequent keyword in the conjunction, the s-term,
from the rest of the keywords, the x-terms, as was suggested by Cash et al. in [12]. The client then
performs a single keyword search with the s-term to retrieve its matching document identifiers.
Leaking the result set, as have already been stated is an acceptable leakage. By fetching the key
bits in each x-term’s bitmap that corresponds to the identifiers in DB(s-term) we only reveal a
subset of the intersections between individual x-terms.

Example 4.4. Consider a client who wants to perform the conjunctive query (w1 ∧ w2 ∧ w3).
Let r1 = {2, 5, 6, 13, 20} be the result set of querying keyword w1, let r2 = {1, 5, 6, 7, 10, 20} be
the result of querying w2, and let r3 = {1, 2, 5, 10, 11, 13, 17, 20} be the result of querying w3.
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Consequently, the result set of the conjunctive query (w1 ∧ w2 ∧ w3) is ra = {5, 20}.
The result of query (w2 ∧ w3) is rb = {1, 5, 10, 20}.
The result of (w1 ∧ w2) is rc = {5, 6, 20}.
And the result of (w1 ∧ w3) is rd = {2, 5, 13, 20}.

In the naive way, the server learns r1, r2 and r3, as well as the intersection between all keywords,
ra, rb, rc and rd .

In our interactive search protocol, we only send in the key bits for decrypting the identifiers
of r1 and thus the server learns only the intersections between the s-term, w1, and each of the
x-terms, w2 and w3, i.e. the server learns r1, rc and rd .

Put in simpler terms, in addition to the result of the conjunctive query the server learns which
identifiers in r1 that is not included in any intersection between intermediate x-terms.

In the BXT protocol, the cross-checking performed on the x-terms differ from our cross-
checking between bits. Recall that in the BXT and OXT protocol the T-Set and the X-Set both
contain all unique document/keyword-pairs. However, in the BXT protocol the client gives the
server all x-terms as hashes from a PRF. Making them equivalent to our xtags. The server in
turn calculates a new hash for each xtag and each identifier from the result set of the s-term, and
checks whether the hashes exist in the X-Set. The BXT protocol reveals the same information to
the server upon conjunctive queries as our interactive search protocol does.

For the OXT protocol however, this is not true. It was discussed in Section 3.1 that the OXT
protocol extends the BXT protocol by adding a blinded value to allow for a shared computation
between client and server. The blinded value prohibits the server from cross-checking between
x-terms from a history of queries as it is used to hide the identifier during cross-checking. And
thus, the OXT protocol does not leak anything between intermediate x-terms. It only leaks the
result returned from a conjunctive query.

In our non-interactive protocol, the client does not allow the server to decrypt the bits of each
xtag’s bitmap and as such, the server cannot learn anything about the x-terms and thus we do not
leak more during a conjunctive search as compared to the single keyword search.
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In this chapter we will go through the testing and proof of concept implementation of our
proposed scheme. We start by presenting the implementation and motivate our design choices.
We then show how we designed our tests, what hardware and software that was used, and what
data we tested with.

5.1 Implementation in C++
The implementation of our scheme is mainly built upon two classes, Client.cc and Server.cc,
to simulate an as real example as possible.

To avoid network latency, we set up a simple Transmission Control Protocol (TCP) socket
connection between the two respective applications run by the server and the client using
the loop-back interface on a single machine. This socket connection was implemented with
the Boost library, version 1.60.0 [5]. More specifically, the Boost library provides a set of
classes in asio.hpp that allows for automatic threading and asynchronous communication.
Communicating asynchronously means that any two parties that are communicating over a
network by means of sending each other messages, do not have to wait for a response before
sending another message — as opposed to synchronous communication. Calling any of Boost’s
asynchronous functions automatically creates a new thread that jumps to a user-defined function.
Upon creation of our Client and Server objects, a connection is established in both constructors
and a listening thread is spawned so that the main thread can continue with execution. This is
important for the simulation of our conjunctive search protocol where the client streams key bits
to the server without waiting for a response in between each sent message or in our non-interactive
protocol where the server streams bitmap bits to the client.

In the setup protocol the client sends EDB to the server, which consists of all stags, xtags and
bitmaps. Once the client has sent the data to the server, the data no longer resides in the client
application. It only resides in the server application, currently as class members. To perform
searches, the client takes keywords in plaintext as inputs and computes the stags and xtags with
their respective key. The keys are stored in files with one file for each keyword and each file
contains all keys associated to the keyword. This provides relatively fast access of keys without
having to keep them in memory.

5.1.1 Data Structures
The STags and XTags hash tables, which maps each keyword with its corresponding bitmap,
were implemented with the unordered_map [45] from the Standard Template Library (STL).
The bitmaps with the dynamic_bitset from the Boost library and the array of bitmaps with the
vector [47] from the STL. These data structures were chosen due to ease of use as they have
built-in methods that handle any expansion that might be needed during the setup phase.

5.1.2 Cryptographic Computations
The cryptographic parts of the protocol were implemented using the Botan library, version 1.11
[8]. As a PRG to create keys, the class HMAC_RNG was used with the underlying hash-function
classes HMAC and GOST_34_11.

To generate bitmap keys we first generated a seed, or base-key, using the above mentioned
PRG. The seed was then concatenated with an incrementing counter and repeatedly hashed with
a PRF to produce d n

40e new keys, where 40 is the number of bytes produced by our hash-function.
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By using a seed to produce several keys, the client does not need to send the entire key to the
server, it can just send the seed and let the server compute the rest of the keys.

The permutation of bitmaps implements the Knuth shuffle algorithm, and the random selection
from a set of indexes was implemented using Boost’s implementation of theMersenne Twister
generator to create a pseudo-random number generator with uniform distribution.

The encryption and pseudo-random function used to encrypt the index of bitmaps and generate
stags/xtags were implemented with AES, 128 bits, in Cipher Block Chaining (CBC) mode and
HMAC-SHA1 respectively. In Botan this is achieved by constructing a Pipe-object as can be
seen in Code 5.1 for the AES encryption. The code for computing a hash with HMAC-SHA1 is
practically identical.

string encrypt(std::string key, std::string plain,
std::string initVector)

{
Botan::SymmetricKey symkey (

reinterpret_cast <Botan::byte const *>(key.data()),
key.size());

Botan::InitializationVector iv (
reinterpret_cast <Botan::byte const *>(initVector.data()),
initVector.size());

Botan::Pipe pipe(
Botan::get_cipher("AES-128/CBC", symkey, iv, Botan::

ENCRYPTION),
new Botan::Hex_Encoder);

pipe.process_msg(plain);
std::string e = pipe.read_all_as_string(0);

return e;
}

Code 5.1: Encryption function using Botan library.

5.2 Test Method
With our experiments, we want to show how much storage our index structure occupies and how
fast the scheme can process queries of both single and conjunctive keywords.

For the storage experiments we focused on the data structures that our implementation was
built by, i.e. the array of bitmaps and the STags and XTags hash tables. The storage calculation
of the bitmaps offered by the Boost library were calculated by iterating over each bitmap, and
dividing its size with 8 · 10243. This calculation gave us the amount of storage the actual bits
require, in GiB, but it did not include any overhead that the dynamic bitset might have. We did
not include the overhead that vector, or any other STL data structures, produces, or the amount
of storage the client’s keys take up.

The execution time was measured with the chrono [16] library from the STL. The library
provides precision down to nanoseconds but for our experiments we chose the precision of mi-
croseconds as we expected to present our results in milliseconds. Measurement points were placed
right before the calls to Client::singleKeywordSearch and Client::conjunctiveSearch
and directly upon return, in a test application that creates and holds the Client-object. Each
test was repeated 5000 times and the results presented are the average of these 5000 repeated
function calls. The standard deviation was calculated for the single keyword search and 2-term
conjunctive search in the 100,000 - 300,000 documents range.
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In order to show how the protocol scales when the number of documents grow the tests
include running the single keyword search and 2-term conjunctive search on various subsets of
the Census data sets as well as the complete Census data set and various subsets of the Enron data
set, see Figure 6.1 and 6.2. We also perform tests to show how our protocol performs when the
number of x-terms increase, and the results can be seen in Figure 6.4. The above mentioned tests
assume the use of an s-term with low frequency (i.e. a keyword that exists in a few documents)
and an x-term with high frequency. In order to verify that our protocol does not depend on the
frequency of the x-terms we also ran experiments with an x-term that varies in frequency, as well
as experiments on both single keyword search and conjunctive search with an s-term that varies
in frequency. The results are shown in Figure 6.3.

5.2.1 Hardware
To run our storage experiments, we rented a Virtual Private Server (VPS) from Digital Ocean
[22] with 60 GB of RAM, SSD storage and 20 virtual cores of Intel Xeon e5-2650lv3 at 1.80
GHz. The CPU information was gathered through the /proc/cpuinfo file. We went for this VPS
due to the theoretical size of the bitmaps on the Enron Corpus would render our own personal
computers useless, as our RAM would not suffice to hold the bitmaps in the primary memory
without extensive use of the swap partition. The downside of the VPS is the slow processor and
thus to run our search experiments we used a Lenovo T450 machine with an Intel i7-5600U CPU
with 4 cores, each running at speed 3.2 GHz, and with a RAM of 12 GiB. The small amount of
memory limited our Enron search experiments to the 100,000 - 300,000 documents range.

5.2.2 Software
The rented VPS had Ubuntu 14.04 installed, with kernel 3.13.0-85 and the Lenovo machine had
Ubuntu 16.04 with kernel Linux 4.4.0-22-generic. We compiled our programs with g++ version
4.8.4, Boost version 1.54 and Botan version 1.11.29.

5.2.3 Data Sets
As was discussed previously, the size of a bitmap depends heavily on what type of data set that is
used. In order to show the dramatic difference between dense and sparse sets, we chose two data
sets that each exhibits one of these characteristics. The Enron corpus [24] is a sparse data set, i.e.
a data set that has many keywords, but each keyword only exist in a few number of documents.
The Census data set [33] is a dense data set, which has few keywords but where each keyword
exists in many documents and represents a relational database.

We decided to run tests on different sized subsets of the data sets to see how our scheme
scales, in regards to storage, when we increase both documents and keywords. For the Enron
corpus we ran the tests with subset sizes from 100,000 to 500,000 with a 100,000 incrementation,
Census was run with sizes from 50,000 to 299,285 with an incrementation of 50,000. The
information about keywords and subset sizes are summarized in Table 5.1 and Table 5.2. The
tables also shows how many distinct words and how many unique keyword-document pairs there
are in each subset of both data sets.



36 CHAPTER 5. IMPLEMENTATION & TEST METHOD

Number of
Documents 100,000 200,000 300,000 400,000 500,000

Distinct
Keywords 126,571 176,575 305,252 442,869 520,218

Keyword-
Document Pairs 14,352,245 26,509,765 43,529,924 57,516,347 75,062,313

Table 5.1: Number of distinct words and keyword-document pairs in the Enron Corpus subsets.

Number of
Documents 50,000 100,000 150,000 200,000 250,000 299,285

Distinct
Keywords 2229 2887 3308 3605 3817 3993

Keyword-
Document Pairs 1,896,214 3,792,048 5,686,907 7,582,582 9,478,817 11,347,304

Table 5.2: Number of distinct words and keyword-document pairs in the Census subsets.
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In this chapter we present results for both our storage and performance tests. We will go through
how our proposed scheme scales and also how it compares to the state of the art solution, i.e. the
BXT protocol.

6.1 Storage
The XTags/Stags hash tables require very little storage compared to what the array of bitmaps
require, which can be seen in both Table 6.1 and Table 6.2. Each entry in the hash table is made
upon 16 + 32 bytes, and the number of entries equal the number of keywords that exists within
the data set.

Looking at the results from Enron in Table 6.1, we see that the storage our scheme needs
for Enron scales in a O(n2) fashion. This is no surprise, as our index resembles a n × m matrix,
where n is the number of documents and m the number of keywords. As seen in Table 5.1, the
number of keywords scales almost linearly with the number of documents in each subset, which
makes the matrix go towards n × n, or n2.

When looking at the Census results in Table 6.2, we see a dramatic change in storage. As we
have many fewer keywords in each subset compared to Enron, our index table no longer scale in
a O(n2) fashion. But instead it scales closer to O(n). We can summarize these results as follows.
Data sets that have a low amount of unique keywords that appear in many documents, suit our
proposed scheme better than data sets with a high amount of keywords that appear in only a few
documents.

It is not so simple as just to compare the plain storage results from the two data sets, instead
we also have to see how much storage each keyword-document pair cost in storage. To find out
what each pair take up in storage with our bitmaps, we take the space that our bitmaps occupy in
bits and divide by the number of keyword-document pairs. These results are shown in Table 6.3
and Table 6.4. We see similar results to the plain storage that we summarized in the previous
paragraph, our scheme performs well on dense sets but quite poorly on sparse ones, in terms of
storage.

To further discuss our bit storage per keyword-document pair, we can compare to what the
T-Set, from Cash et al. [12], use in storage for their pairs. As there are no specific numbers, we
need to reiterate what the T-Set contains. The T-Set is a hash table that contains entries which

Number of
Documents 100,000 200,000 300,000 400,000 500,000

STags/XTags 6.7596 9.4301 16.302 23.651 27.782
Bitmaps 1508.8 4209.8 10916 21117 31007

Table 6.1: Storage results, in MiB, from the Enron data set within the interval of 100,000 to
500,000 documents. The storage for STags/XTags are for them respectively, not combined.

Number of
Documents 50,000 100,000 150,000 200,000 250,000 299,285

STags/XTags 0.11904 0.15418 0.17667 0.19253 0.20384 0.21324
Bitmaps 13.285 34.415 59.151 85.949 113.74 142.45

Table 6.2: Storage results, in MiB, from the Census data set within the interval of 100,000 to
299,285 rows. The storage for STags/XTags are for them respectively, not combined.
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Number of
Documents 100,000 200,000 300,000 400,000 500,000

Bits per Pair 881.9 1,332 2,104 3,080 3,465

Table 6.3: The amount of storage each keyword-document pair take up in each subset of the
Enron data set.

Number of
Documents 50,000 100,000 150,000 200,000 250,000 299,285

Bits per Pair 58.78 76.13 87.25 95.09 100.7 105.3

Table 6.4: The amount of storage each keyword-document pair take up in each subset of the
Census data set.

consist of key and a corresponding value. key is of length λ and value n(λ) + 1 where λ is a
security parameter that indicates how long the bit string is. If we assume the smallest key size of
AES, λ is 128 bits.

In the BXT protocol the n(λ) stands for a single λ, but in the OXT protocol it results in 2 · λ
as the OXT has added an additional parameter to be used with the T-Set. So if we assume that
when implementing both BXT and OXT the user settles with using the minimum requirement for
security, the BXT protocols T-Set will result in 128 + 128 + 1 bits of storage per entry, which is
257 bits. In the OXT protocol we instead have 128 + 2 · 128 + 1 bits, which results in 385 bits of
storage per entry. We refer the reader to their paper [12] if a better understanding of how the
T-Set is built is needed.

Comparing the BXTs 257-bit size and OXTs 385-bit size for each keyword-document pair,
we can conclude that in the Enron corpus, and other sparse data sets, the T-Set will outperform
our index structure in terms of storage. But, for the Census data set we see that we have fewer
bits per keyword-document pair, and this will also be true for other data sets with a similar
denseness. Worth to note is that we assume users of the BXT and OXT protocols use the
minimum requirement of security when choosing their security parameter λ, if a larger value is
chosen the bitmaps will be even better for dense data sets and closing in on the sparse data sets.
Also, we do not mention that the authors write random data to unused blocks on the disk where
the T-Set tuples are stored, to render the used and unused blocks indistinguishable, which also
increases the physical size on the disk.

6.2 Search Performance
We start by looking at Figure 6.1 and 6.2 where we have measured the execution time of single
keyword searches and 2-term conjunctive searches with our non-interactive protocol. As there
are some interesting variations in the results we move the discussion of deviation to a subsection,
Section 6.2.1, and instead focus this section on what we want to show with our results.

We can see that the search time is slightly increased as the number of documents grow. To
understand the implications, we must go over some details again. Recall that the hash table of
stags/xtags is indexed by the tags themselves. Finding a certain tag means calculating the index
of that tag and then directly access it. Locating the matching documents however, as explained in
Section 4.1, is a search that is somewhat linear with the number of documents. More specifically
the retrieval of active bits in a bitmap requires d n

64e look-ups.
However, further investigation showed that the increase in time does not depend on the

retrieval of active bits but rather the generation of the bitmap key during decryption of the bitmap
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belonging to the s-term. To decrypt the full bitmap, we need a key of size n and thus, the search
time is increased as n grows. An important notice is that the generation of the bitmap key can be
parallelized in future implementations. Another improvement would be to store the maximum
and minimum identifier for each s-term in the hash table for stags so that instead of always
generating a key of size n, a key of size idmax − idmin would be generated.

In the graphs for single keyword and conjunctive searches we can also see that the search
time is slightly increased for the conjunctive query, which is expected given that the conjunctive
query consists of more operations.

Directly comparing our search time with the search times presented in [12] is difficult since
Cash et al. implemented their scheme in an actual database setting and uses machines with better
performance (unknown number of IBM Blades HS22 in a Storage Area Network) and a larger
Enron set of roughly 1,500,000 documents [20]. Unfortunately, they do not present the results of
performing searches on the Census data set with 100,000 documents, even though stated that
these tests were performed.

The closest comparison we can make is for a subset of the ClueWeb09 data set [18] containing
142,112,027 distinct keywords from 408,450 documents. Cash et al. report that a search (they
do not state type of search) with 10 matching documents take roughly 90 milliseconds and our
single keyword search on the Enron subset of 300,000 documents with 16 matching identifiers
take 64 milliseconds. These results indicate that our scheme is comparable to that of [12] in
terms of search time.

In Figure 6.3 we varied the frequency of keywords in both our non-interactive conjunctive
search (2-term) and our single keyword search. We can see from the red line in the graph that
increasing the frequency of the x-term does not affect the search, which is what we wanted to
show and what was expected. Increasing the frequency of the s-term during single keyword
search (black line) does not affect the search time either and was also expected since the dominant
calculation during execution of a search is the bitmap key generation. Decrypting the bitmap that
belongs to the s-term is dependent on the number of documents as was explained in the beginning
of this section. However, in the blue line we can see that the search is in fact affected by the
increase in frequency for the s-term. The increase is due to the increase in number of key blocks
generated during decryption of single bits for the x-term and in our current implementation the
number of blocks generated coincides with the number of matching documents for the s-term. A
possible improvement would be to check neighboring bits after a key block has been generated,
in order to re-use the block and decrypt more bits. It should however be noted that adding a
check for neighboring bits would increase the computational overhead and we emphasize that
our scheme is intended to be used with a less frequent s-term.

The result of increasing the number of x-terms can be found in Figure 6.4 and shows that
each added x-term only adds a small computational overhead of roughly 1 ms per x-term.

6.2.1 Standard Deviation
In Table 6.5 the standard deviations for our tests in Figure 6.1 and 6.2 are shown and implicate
that we have a large deviation from average in our tests. We also saw from Figure 6.2 in particular
that there are some variations in our tests. In order to understand the larger deviation in our
results we examined the individual execution times of both the conjunctive and single keyword
search and found that each experiment varied between two sub-ranges. An example is presented
in Table 6.6 where we can see that the execution time jumps between two ranges for all subsets.

Although the source of the variation is not determined with absolute confidence, the recorded
results for individual iterations indicate that it is not the search time that is varying between
the tests but rather some outside variable that is affecting a varying number of tests. Possible
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Figure 6.1: End-to-end execution time for the single keyword and non-interactive 2-term
conjunctive search on the Census data set.

100 150 200 250 300
0

20

40

60

80

100

Number of documents, x1000

T
im

e(
m

s)

w1
w1 ∧ w2

Figure 6.2: End-to-end execution time for the single keyword search and non-interactive 2-term
conjunctive search on the Enron data set.

explanations are cache misses, i.e. accessing data not in the cache and causing retrieval of data
from slower memory, or other processes competing for CPU time.
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Figure 6.3: End-to-end execution time for the Enron data set, 300,000 documents. H denotes a
term with high frequency, L denotes a term with low frequency and V denotes the term that varies
in frequency.
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Figure 6.4: End-to-end execution time for the non-interactive conjunctive search on the Enron
data set with varying number of x-terms.
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Standard Deviation (ms)
Data Subsets Single Conjunctive
Enron 300,000 2.8 9.0
Enron 250,000 18.9 6.9
Enron 200,000 17.5 18.1
Enron 150,000 19.1 16.4
Enron 100,000 17.9 18.0
Census 299,285 16.0 15.2
Census 250,000 19.0 15.7
Census 200,000 17.9 14.7
Census 150,000 19.3 17.4
Census 100,000 18.0 17.8

Table 6.5: Standard deviation for execution time of both single keyword and 2-term conjunctive
search.

Low Range High Range Percentage
in HighData Subsets Min Max Min Max

Census 299,285 57.3 64.1 90.4 100.8 23.6%
Census 250,000 47.5 51.5 83.8 89.6 61.3%
Census 200,000 41.3 57.5 77.5 84.3 66.7%
Census 150,000 31.1 34.9 67.4 72.8 58.7%
Census 100,000 23.1 26.1 59.2 64.6 63.9%

Table 6.6: Execution times in ms for single keyword search with Census data set. Max/Min for
the two high and low ranges that appeared in the results and percentage of the total runs that
appeared in the high range.
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As previously mentioned our scheme, in its current state, is limited to be used with dense data sets
due to the large storage overhead bitmaps give when used with sparse data sets. In this chapter we
will discuss bitmap compression, apply compression to our scheme and present storage results.
We will also bring up any leakage that is added with the use of compression.

7.1 Compression
One of the more popular approaches when compressing bitmaps is Run-Length Encoding (RLE),
where long sequences of only ones or only zeros are represented in a single word. Implementations
of RLE include Oracle’s BBC [1], WAH [48], EWAH [34], Concise [19]. RLE offers a good
compression on the premise that there exists long strings of consecutive ones or zeros, but it
does hurt the access time when accessing bits. Say, if we want to access a bit near the end of the
bitmap, we are forced to decompress every word until we have reached said bit. This could mean
that we have to decompress the entire bitmap and that is not good when fast access is one of the
reasons we used a bitmap in our scheme.

There is another hurdle with using RLE in our scheme, which is using the bitwise XOR
encryption with compression. We want to be able to send single bits from the key to decrypt
specific bits in the bitmaps when we do conjunctive queries, to minimize the leakage of each
bitmap. To do this, we would be forced to encrypt our bitmap before we compress, and since
we have a uniformly distributed key this would result in our bitmap not containing any long
sequences of consecutive values. This would render the RLE useless, as it thrives on as long
sequences as possible. If we were to compress first and then encrypt, we would have good
compression but we would have to send the entire encryption key to even be able to decompress
the bitmap, which is not suitable as we would leak too much information.

To make use of compression in our scheme, we want an algorithm that allows fast random
access in its compressed format. The compression should also enable us to send single bits to
decrypt specific bits while being compressed, i.e. we want to compress before we encrypt the
bitmap.

With these requirements in mind, we continue with the next section where we present Roaring
Bitmap, a bitmap that fulfills those requirements.

7.2 Roaring Bitmap
Roaring Bitmap is a hybrid data structure proposed in 2015 by Chambi et al. [13] and improved
in 2016 by Lemire, Ssi-Yan-Kai, and Kaser [35]. While conventional bitmaps have a single
long string of bits, Roaring divides their integer space [0, n) into chunks, where each chunk is
a container holding 216 integer values. Each container is identified by the 16 most significant
bits in an integer, and the 16 least significant bits are used within the container to identify each
integer value.

Depending on the number of active integer values within each container the container contents
is different. If there are 4096 or less integers the container contains a sorted and packed 16-bit
integer array, if there are more than 4096 values the container contains a bitmap. If there are no
values in a container the container gets removed. This is similar to the compression of RLE, as
long strings of consecutive zeros is represented in a much smaller format. The different container
types and removal of containers is the compression that Roaring offers.

As an example, say that we have a keyword w that matches the document identifiers
id = {1, 2, 3, 5, 10, 80000} and also every odd document identifier in the range [8 × 216, 9 × 216).

43



44 CHAPTER 7. STORAGE IMPROVEMENTS

0 1 8

1
2
3
5
10

14464 0
1
0
1

1
0
1

Figure 7.1: Visual representation of Roaring Bitmap containing the integer values
{1, 2, 3, 5, 10, 80000} and all odd numbers in [8 × 216, 9 × 216).

The most 16 most significant bits in 1,2,3,5, and 10 is 0, therefore these integers are inserted
into the container marked with 0. 80000s 16 most significant bits have the value 1 and gets
inserted into container 1, with the value of 14464. 80000 is inserted as 14464 due to the 16
most significant bits are filtered away, and the value of the 16 least significant is 14464. The
odd numbers in the range [8 × 216, 9 × 216] get inserted into container 3. In contrast to the two
previous containers, container 3 is stored as a bitmap due to its amount of integer values, 215,
that are inserted. For a visual representation, see Figure 7.1.

In contrast to bitmaps with RLE, Roaring always allow fast random access. When accessing
an index one sends a 32-bit integer. The 16 most significant bit are filtered out and are used with
a binary search to find the correct container, the 16 least significant bits are then used to access
the correct index within the container. If the container is an integer array, binary search is also
used within the container to find the correct index. When it is a bitmap, an index is accessed by x
mod 216.

The improvement done in 2016 [35] was the addition of RLE of individual containers, and
RLE was only used in a container if it is going to lower the size of the container. This addition
gave Roaring a consistently better performance and compression compared to other bitmaps. But,
comparing Roaring and Roaring+RLE, the authors show that some performance is lost when
accessing indexes in the bitmaps with the addition of RLE on some data sets.

The container compression offered by the use of integer arrays and RLE does impose an issue
if we were to use them in our proposed scheme. As mentioned earlier the use of encryption and
RLE would render the compression of RLE in the container useless, but also prevent decryption
of specific bits. Both the integer array and RLE will change the size of the container, which will
produce another leakage. As the container size differs from the containers containing bitmaps,
the server could identify that the container in question has less active values or values in a close
proximity and thereby make assumptions that will help when using an attack similar to the one
described in Section 3.2. There is also the leakage of the containers themselves, as a bitmap
with fewer containers indicates that there are less active bits compared to a bitmap with more
containers. We will revisit these leakages in Section 7.3.

To regain some of the compression we lose by not using integer arrays and RLE in our
containers, we will take a look on the container sizes. In Roaring they decided to use 16 bits
inside each container, but we find it possible to change the amount of bits each container use to
improve compression.
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7.2.1 Reducing Container Sizes
Having a container size of 216 gives that each container takes up 8 KiB in space. So, if a keyword
only exists in 1 document, the container will require 8 KiB to store 1 bit which is quite a large
overhead. To prevent this overhead, we argue that reducing the container size would yield a better
compression, mainly for sparse data sets. If we look at how Roaring is implemented, we see that
the requirement, in regards to the container size, is that it has to be a power of 2, i.e. 216, 215, etc.
This requirement exists only to enable the use of bitwise operations such as bit shifts to improve
performance when accessing containers and individual values within the bitmaps.

Reducing the container sizes to 28 or 212 would result in sizes of 256 bits or 4096 bits
respectively, both an improvement from 216. It is worth to note that decreasing the container
size results in more containers in the bitmap, which increases the search time when accessing
containers as well as increases the overhead as more container ids exists. In addition, when
reducing the containers, we also leak more information about the bits in the container. Say we
have added the bit 128 in a roaring bitmap with the container size of 28, this is inserted in the
container 0 and the container is then encrypted with a bitwise XOR. If the server looks and
see what the container id is, he can deduce that we have at least one active bit in container 0
which would mean an active bit in the range 0-255. This is far worse than have a container size
of 216, where the server can only say that there is at least one active bit in the range 0-65535.
This leakage that an active bit exists within a range could be easily prevented with the help of
permutation, which we will discuss in the next section.

7.3 Compressed and Permuted Bitmap
As discussed in the previous section, Roaring offers good compression and allows for encryption
while in its compressed state. We briefly mention that we leak more information about the
data set when we use smaller containers, as each container contains less bits the server can use
the narrower range of values to his advantage. But if we permute the indexes before inserting
them to the bitmap we would hide their real value and thereby prevent the server from gathering
information about the data set while only looking at the containers themselves.

However, any permutation would not do. If we were to permute the indexes within the whole
range of an unsigned 32-bit integer, we would increase the size too much when a keyword that
exists in a larger set of the documents has all of its indexes permuted. We want to stay within the
range of documents that we have, thereby not increasing the size of the bitmaps too much, and
this is where Format Preserving Encryption (FPE) comes in to play.

FPE is a block cipher, i.e. a PRP, that allows for an upper limit of how large it can permute
the integer to. There exists a few variations of FPE, including AES-FFX [4] and FE1 [3]. With
the addition of permuted indexes preventing leakage about container ranges, we now have to
address the last leakage of the bitmap. According to the previous proposed compressed and
permuted bitmap, we will leak information about the length of the bitmaps, which is due to the
container compression given by Roaring. Therefore, we need to apply padding to our bitmap, so
that we hide the length of each keyword upon upload to the server.

7.3.1 Length Hiding
The simplest way to provide full length hiding of our bitmaps is to apply padding to every
bitmap, so that all bitmaps have an equal amount of containers. This will however not suit our
needs as it will undo any compression that we achieved with Roaring. Instead, Song, Wagner,
and Perrig [42] discusses another way which we will refer to as row splitting. Row splitting
is when rows with many containers is divided into multiple rows, so that instead of having a
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single bitmap with many containers linked to a keyword w, we create keyword labels such as
(w | |1), (w | |2), . . . , (w | |t), and divide the containers to bitmaps corresponding to each keyword
label. Then we add containers to the bitmap corresponding to the last keyword label (w | |t) so
that it is padded to the same length as the other keyword labels’ bitmaps. Shorter bitmaps, i.e.
bitmaps with less containers, will be padded with extra containers so that all keyword labels
correlate to an equal length bitmap. When we do row splitting, we have to consider the amount of
rows we split into so that we do not end up with a single container in each row, which would end
up in a much slower access time when we use a word with say 50 containers. Instead, we have to
weigh in how many rows we split into as well, since we go for the least amount of padding. This
is an optimization that can be done in multiple ways, but the greediest one is to find the largest
value S, the number of containers, #conts, and the number of containers to pad with, P, so that

#conts + P mod S = 0

gives the least padding as well as the least number of split rows. The number of rows we split to
is given by

rows =
#conts + P

S
To conclude, the different techniques of preventing leakage that occurred when adding the
container compression of Roaring, has been combined with Roaring to something we will now
refer to as CPP-Bitmap (Compressed, permuted and padded bitmap). In the next section we will
go through the implementation and storage tests of the CPP-Bitmap.

7.4 Implementation, Test Method and Storage Tests
Similarly to our basic scheme, we have implemented the CPP-Bitmap in C++ with the help of
Botan. In the following sections we will go through the implementation and then dive into the
bitmap experiements.

7.4.1 Implementation
We adhere the same principles as we did in our implementation mentioned in Section 5.1, but
with some additions. We still have our vector for the bitmaps and our hash tables for xtags and
stags. The addition is using the FPE FE1, which is implemented in Botan [8], to use as a PRP for
permuting the ids before they are inserted into their bitmaps. When permuting the indexes, we
use the same key throughout so that we can recreate our results. For the Roaring compression we
followed their reference implementation, available at [41], but only with the needed functionality.
For the padding, we set a limitation of at least 2 containers per bitmap, as otherwise there would
be no padding at all. One could argue that for the 16-bit CPP-Bitmap one container is enough, as
each container contains 216 bits, to not lose too much performance when accessing bitmaps, and
this would help the storage significantly due to the only thing added would be more labels in the
hash table.

We did allow for the CPP-Bitmap to only use 1 container when on the first subset of the
Census data set. As there only exist documents within the 50,000 range, adding another container
would only double its size without achieving anything.

7.4.2 Method
We use the same hardware, software, settings and data sets declared in Section 5.2. We tested
all the bitmaps discussed in this chapter, Roaring style container compression (C-Bitmap),



7.4. IMPLEMENTATION, TEST METHOD AND STORAGE TESTS 47

Number of
Documents 100,000 200,000 300,000 400,000 500,000

C-Bitmap 16 1298.2 2202.1 3842.1 5740.3 7048.4
C-Bitmap 12 245.32 441.99 787.71 1075.5 1358.9
C-Bitmap 8 64.351 116.54 194.00 257.10 330.28
CP-Bitmap 16 1546.9 3150.4 5984.1 8492.8 11598
CP-Bitmap 12 387.60 729.26 1253.5 1680.2 2147.4
CP-Bitmap 8 86.598 159.95 259.35 344.89 439.13
CPP-Bitmap 16 1978.1 4020.4 7362.2 10781 14169
CPP-Bitmap 12 429.38 785.11 1360.6 1847.1 2319.5
CPP-Bitmap 8 107.47 193.82 319.70 439.16 548.67

Table 7.1: Storage results, in MiB, from the Enron data set within the interval of 100,000 to
500,000 documents. C-Bitmap for compressed bitmap, CP-Bitmap for compressed and permuted
bitmap, and CPP-Bitmap for compressed, permuted and padded bitmap.

Number of
Documents 50,000 100,000 150,000 200,000 250,000 299,285

C-Bitmap 16 17.418 34.875 51.832 66.438 76.924 94.319
C-Bitmap 12 6.2130 12.153 18.151 24.071 30.184 36.128
C-Bitmap 8 3.1197 6.2308 9.3589 12.491 15.612 18.692
CP-Bitmap 16 17.418 35.102 51.707 66.532 76.761 93.975
CP-Bitmap 12 6.2154 12.156 18.107 24.069 30.158 36.122
CP-Bitmap 8 3.1239 6.2434 9.3600 12.482 15.624 18.699
CPP-Bitmap 16 17.418 45.120 71.689 81.629 89.318 116.26
CPP-Bitmap 12 6.2154 13.160 19.227 25.235 31.170 37.106
CPP-Bitmap 8 3.8178 7.4044 10.890 13.930 17.460 20.941

Table 7.2: Storage results, in MiB, from the Census data set within the interval of 100,000 to
299,285 documents. C-Bitmap for compressed bitmap, CP-Bitmap for compressed and permuted
bitmap, and CPP-Bitmap for compressed, permuted and padded bitmap.

container compression with permutation (CP-Bitmap), and container compression, permutation
with padding (CPP-Bitmap).

We will not show performance results on queries for these bitmaps, as the CPP-Bitmap
introduces more complexity to both the server and client and we have not implemented it in
the protocol. But, reasonably, the performance of the queries will be slower as the complexity
increases and it will require sending a mapping of corresponding ids to the server when queries
are performed. However, as we only access single bits and only check if its active it should not
impose that much more time delay.

7.4.3 Storage Results of the CPP-Bitmap
The bitmaps storage results are shown in Table 7.1 and Table 7.2, and the size of the XTags and
STags are located in Table 7.3 and Table 7.4.

We can see that the Roaring style compression works really well with the Enron corpus, even
with the addition of permutation and padding. Between the 3 different sizes of the containers,
the 8-bit container size clearly works best for compression. If we compare to the results from
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Number of
Documents 100,000 200,000 300,000 400,000 500,000

CPP-Bitmap 16 6.7596 13.737 25.157 36.843 48.416
CPP-Bitmap 12 23.367 42.727 74.052 100.52 126.23
CPP-Bitmap 8 21.495 34.457 56.837 78.072 97.543

Table 7.3: Size, in MiB, of the STags/XTags for the Enron data set when used with the
CPP-Bitmap.

Number of
Documents 50,000 100,000 150,000 200,000 250,000 299,285

CPP-Bitmap 16 0.11904 0.15418 0.24497 0.27893 0.30521 0.39728
CPP-Bitmap 12 0.67659 0.71622 1.0464 1.3733 1.6963 2.0194
CPP-Bitmap 8 0.43632 0.69689 0.91708 1.3110 1.3968 1.4568

Table 7.4: Size, in MiB, of the STags/XTags for the Census data set when used with the
CPP-Bitmap.
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Figure 7.2: Storage required of each bitmap on the Enron subsets.

the fixed length bitset, which can be seen in Figure 7.2, the results are even more visible for the
reader. The CPP-Bitmap scales in a linear fashion, O(n), while the fixed length bitset does so in
an exponential way, O(n2). For the Census data set, shown in Figure 7.3, the compression also
does its work, but not nearly as efficient as done in the Enron Corpus. As there are many more
actives bits in the Census data set, there is less to compress.

When looking at the extra storage required for both XTags and STags, which can be seen in
Table 7.3 and Table 7.4, we see that as more rows are split the storage increases. For our greedy
split algorithm, the 12-bit container size split rows the most and has the largest storage for the
hash tables. Comparing the size of the XTags and STags with the size of the bitmaps, we see that
they are much closer to each other in size, the 8-bit CPP-Bitmap only being about 6 times larger.
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Figure 7.3: Storage required of each bitmap on the Census subsets.

Number of
Documents 100,000 200,000 300,000 400,000 500,000

CPP-Bitmap 16 1,156 1,272 1,418 1,572 1,583
CPP-Bitmap 12 250.9 248.4 262.2 269.4 259.2
CPP-Bitmap 8 62.82 61.33 61.61 64.05 61.32

Table 7.5: The amount of bits each keyword-document pair take up in each subset of the Enron
data set, for the CPP-Bitmaps.

The more we split the rows the more stags and xtags we create, and the more we split the rows
more fetching of bitmaps occur. However, as previously mentioned, there is an optimization
available here where we can balance the amount of performance it costs by accessing more
stags/xtags and how much storage we want to save, but we did not explore this any further.

As we mentioned in Section 6.1 the most important part of the storage is to see how much
storage each individual keyword-document pair occupies. In Table 7.5 and Table 7.6 the amount
of bits per keyword-document pairs are available for the CPP-Bitmaps. For the Enron subsets,
we see that the CPP-Bitmap 16-bit still is far off in terms of bits per keyword-document pair.
The 12-bit version is however very close to the amount of bits the TSet [12] occupies, and 8-bit
implementation is even better. We also improved the bits per keyword-document pair for the
Census subsets, but not as much as was done to the Enron subsets.

As good as these results are, there is still an issue at hand. We could not provide a security
proof for the CPP-Bitmap. As we have no security proof, we cannot use the CPP-Bitmap with
our scheme. We have presented the leakages that occurred when we added compression, and
we presented counter measures for these leakages. But we do not know if there are any other
leakages that exists which we have not been able to identify.
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Number of
Documents 50,000 100,000 150,000 200,000 250,000 299,285

CPP-Bitmap 16 77.06 99.81 105.7 90.31 79.05 86.95
CPP-Bitmap 12 27.50 29.11 28.36 27.92 27.59 27.43
CPP-Bitmap 8 16.89 16.38 16.06 15.41 15.45 15.48

Table 7.6: The amount of bits each keyword-document pair take up in each subset of the Census
data set, for the CPP-Bitmaps.

Number of
Documents 100,000 200,000 300,000 400,000 500,000

Roaring 15.024 26.405 43.281 57.727 73.282
Roaring+RLE 14.966 26.312 43.188 57.627 73.183

Words 0.85186 1.3273 3.1241 4.8593 5.5398

Table 7.7: Storage results, in MiB, for the Roaring Bitmap on the Enron subsets.

Number of
Documents 50,000 100,000 150,000 200,000 250,000 299,285

Roaring 1.1128 2.1966 3.2594 4.0857 4.9728 6.0450
Roaring+RLE 1.0993 2.1676 3.2011 3.9732 4.9351 5.9925

Words 0.026687 0.033728 0.038238 0.041435 0.043747 0.045641

Table 7.8: Storage results, in MiB, for the Roaring Bitmap on the Census subsets.

7.5 Client-Side Indexing
A possible application for the compressed bitmap using Roaring is to, instead of uploading both
the database and the index structure to the Cloud, opt for only uploading the encrypted database
and keep the index structure on the client. When the client wants to download documents from
the database server, he simply searches the local index, downloads the documents corresponding
to the result set from the index and decrypts. By having the client storing the index structure,
there is no need to implement the security measures we have proposed to neither the bitmaps nor
the keywords, i.e. no encryption, padding, permutation or tags are needed.

As no security measures are needed, we can instead aim to maximize performance and to
minimize the storage of the index. We let Roaring Bitmap loose on both the Enron and Census
subsets, to show how much storage we can save by having the client store the index. We used
the reference implementation in Java, that is available here [41], and we ran the tests with and
without RLE to show how big of an improvement the addition of RLE gives for these data sets.
To index the keywords with their corresponding bitmaps we used the HashMap data structure in
Java. The results from these tests are shown in Table 7.7 and Table 7.8.

The tables show a dramatic decrease in storage needed for both data sets compared to the
CPP-Bitmaps shown in Table 7.1 and Table 7.2, and also the decrease in storage of the keywords
in the hash table. What is worth to note here is that the reference implementation of Roaring
Bitmap only uses 16-bit containers, and we did not find it necessary to change the size of the
containers as we had the compression of both integer arrays and RLE.

The performance of the client-side index was not explored, but as no encryption or permutation
is added to the bitmap we can safely assume that the performance is better than the results shown
in Figure 6.1 and Figure 6.2.
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Having the index at the client is practical when the compression of the index produces a data
structure that, in terms of size, is only a fraction of the document set, such as with the Enron data
set. There already exist commercial products with a client-side index, e.g. CipherCloud [17],
we only wanted to show that it is possible to use with an encrypted database. Especially if no
leakage is allowed and one wants to keep the storage required to a minimum.

7.6 Summary
In this chapter we have gone through compression of bitmaps, and how to prevent leakage that
comes along with it. We showed results that the CPP-Bitmap was a clear improvement from
the uncompressed bitmap used in the protocol from Section 4. However, as we mentioned, we
did not succeed in producing a security proof for the CPP-Bitmap and therefore we have not
added it to our scheme. We also briefly mention the client-side index, which nullifies the need of
encryption on the index and therefore increases both the rate of compression and performance
when searching upon the index.





8 CONCLUSIONS

There are several solutions for the problem of searching on encrypted data. One of these solutions,
FHE, provide the means to perform operations directly on the encrypted data. But the operations
are costly in terms of computational overhead and cannot be used in a real environment where
efficiency is desired. Relaxing some of the security requirements for a scheme to allow for
efficient searches on encrypted data motivates the use of SSE schemes. We, along with others,
claim that it is better to have some leakage than to upload plaintext data to an untrusted server.

Before calling a SSE scheme truly practical, many challenges have to be overcome. The most
important of these are arbitrary queries (e.g. searching on range, Boolean queries), dynamic
schemes and minimal storage on both server and client, as well as a low search and computational
complexity. Cash et al. came up with a scheme that is efficient both in terms of time and
computational overhead, and provides the ability to perform general Boolean queries [12]. The
downside of their solution is that their index structure contains N =

∑m
i=1 |DB(wi) | entries of at

least 33 to 49 bytes per entry. In addition, they have a separate structure with the same number of
entries, for cross-checking if several keywords exist in the same document.

We propose the use of bitmaps as an underlying data structure instead, removing the need
to use a separate cross-checking structure as bitmaps can easily be translated into Boolean bit
operations. We implemented the core logic of the scheme in [12] with bitmaps to map between
keywords and their corresponding document identifiers. As such we have a structure with m · n
entries. Because of redundant bits when indexing sparse data sets, such as the Enron email set,
our index structure has a storage complexity that is close to O(N2). However, our scheme is
optimal for data sets that are dense, as was shown by the Census data sets. Taking up less than
half of the size that the index structure of [12] would have if implemented on the same data set.

To overcome the problem of storage blow-up for sparse data sets, we investigated the possibility
of compressing the bitmaps. We found that compressing with Roaring bitmap compression can
outperform the index structure of [12] even on sparse data sets. But it is difficult to prove such
a scheme secure due to the difficulty of capturing the leakage parameters involved, such that a
leakage profile can be proven complete (i.e. proven to not leak anything else).

In terms of efficiency our solution performs in the same range as the scheme in [12]. Which
was shown by our implementation test results. As was expected, given that the scheme we
propose is based on the BXT protocol of [12].

Finally, we proved our scheme secure under the adaptive adversary security model given
by the existing proof from [46], originally based on the definitions from [21]. And we showed
that the allowed leakage parameters are m, n,DB(w) for both our single keyword search and our
non-interactive conjunctive search.
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9 RECOMMENDATIONS AND FUTURE WORK

It has been hinted throughout the report that one of the important challenges of any SSE scheme is
providing the means to update the data set while still preserving privacy. We explained in Section
2.3 the difficulties involved in achieving dynamic schemes. We did not analyze the possibility of
extending our scheme to handle updates of the data sets. As such, we strongly recommend that
any future work include the analysis of dynamic bitmaps using the BXT-protocol in [12].

Furthermore, we have made a strong emphasis on multi-keyword searches and general
Boolean queries. Although we have not discussed another important type of query, range queries.
An interesting extension of our scheme would be to include a description of how a client can
achieve this with bitmaps.

As we mention in Section 7.2, mixing integer arrays and bitmaps in the Roaring Bitmap
imposes a problem with leakage, as it reveals information about how many active bits exists
within a container and thereby how many documents a keyword exists in. However, we believe
that using both integer arrays and bitmaps will decrease the storage needed for an index of this
sort and still make it usable for Boolean queries. So, our final recommendation for future work is
to combine bitmaps with integer arrays with full length hiding, while still providing sublinear
search for Boolean queries.
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A LIST OF STOP WORDS

again against all almost alone along
alongside already also although always am
amid amidst among amongst an and
another anti any anybody anyone anything
anywhere are area areas aren’t around

as ask asked asking asks astride
at aught away back backed backing

backs bar barring be became because
become becomes been before began behind
being beings below beneath beside besides
best better between beyond big both
but by came can can’t cannot
case cases certain certainly circa clear
clearly come concerning considering could couldn’t
different differently do does doesn’t doing
don’t done down downed downing downs
during each early either end ended
ending ends enough even evenly ever
every everybody everyone everything everywhere except

excepting excluding face faces fact facts
far felt few fewer find finds
first five following for four from
full fully further furthered furthering furthers
gave general generally get gets give
given gives go goes going good
goods got great greater greatest group
grouped grouping groups had hadn’t has
hasn’t have haven’t having he he’d
he’ll he’s her here here’s hers
herself high higher highest him himself
his hisself how how’s however i
i’d i’ll i’m i’ve idem if
ilk important in including inside interest

interested interesting interests into is isn’t
it it’s its itself just keep

keeps kind knew know known knows
large largely last later latest least
less let let’s lets like likely
long longer longest made make making
man many may me member members
men might mightn’t mine minus more
most mostly mr mrs much must

mustn’t my myself naught near necessary
need needed needing needn’t needs neither
never new new newer newest next
no nobody non none noone nor
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not nothing notwithstanding now nowhere number
numbers of off often old older
oldest on once one oneself only
onto open opened opening opens opposite
or order ordered ordering orders other

others otherwise ought oughtn’t our ours
ourself ourselves out outside over own
part parted parting parts past pending
per perhaps place places plus point

pointed pointing points possible present presented
presenting presents problem problems put puts

quite rather really regarding right room
rooms round said same save saw
say says second seconds see seem

seemed seeming seems seen sees self
several shall shan’t she she’d she’ll
she’s should shouldn’t show showed showing
shows side sides since small smaller
smallest so some somebody someone something
somewhat somewhere state states still such
suchlike sundry sure take taken than
that that’s the thee their theirs
them themselves then there there’s therefore
these they they’d they’ll they’re they’ve
thine thing things think thinks this
those thou though thought thoughts three
through throughout thus thyself till to
today together too took tother toward
towards turn turned turning turns twain
two under underneath unless unlike until
up upon us use used uses

various versus very via vis-a-vis want
wanted wanting wants was wasn’t way
ways we we’d we’ll we’re we’ve
well wells went were weren’t what
what’s whatall whatever whatsoever when when’s
where where’s whereas wherewith wherewithal whether
which whichever whichsoever while who who’s
whoever whole whom whomever whomso whomsoever
whose whosoever why why’s will with
within without won’t work worked working
works worth would wouldn’t ye year
years yet yon yonder you you’d
you’ll you’re you’ve you-all young younger

youngest your yours yourself yourselves





 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
 

 
 

Department of Computer Science and Engineering,  

Blekinge Institute of Technology, Campus Gräsvik, 371 79 Karlskrona, Sweden 


