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Abstract
Context. This thesis investigates a new method for re-texturing and compositing new or additional material on specific pre-rendered images using
various blend equations. This is done by sampling a number of render
passes created alongside the original source material, most notably a UV
pass for accurate texture positioning and different lighting passes to enhance
the control over the final result. This will allow comparatively simple and
cheap compositing without the overhead that other commercially available
tools might add.
Objectives.
• Render the necessary UV coordinates and lighting calculations from a
3D application to two separate textures.
• Sample said textures in DirectX and use the information to accurately
light and position the additional dynamic material for blending with
the pre-rendered media.
Method. The thesis uses an implementation method in which quantitative data is gathered by comparing the resulting composited images using
two common image comparison methods, the Structured Similarity Index
(SSIM) and Peak Signal to Noise Ratio (PSNR), against a Gold Standard
render.
Results. The results of this implementation indicates that both the perceived and measured similarity is close enough to prove the validity of this
method.
Conclusions. This thesis shows the possibility and practical use of DirectX
as tool capable of the most fundamental compositing operations. In its
current state, the implementation is limited in terms of flexibility and functionality when compared to other proprietary compositing software packages
and some visual artefacts and quality issues are present. There are however
no indications that these issues could not be solved with additional work.
Keywords: Re-texturing, Compositing, DirectX
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Glossary
Compositing is the process of combining multiple sources of visual material
with the goal of creating the illusion that they are part of the same scene.
DirectX is a collection of APIs developed by Microsoft in the early nineties
and is used to render various forms of multimedia content. If not otherwise specified, DirectX refers to the 3D drawing part, Direct3D.
HLSL or High Level Shading Language is a programming language primarily
used for writing shaders.
Maya is a 3D modelling and rendering application developed by Autodesk.
ImageMagick is an open source image comparison tool.
After Effects by Adobe is among the leading compositing programs available at
the time of writing.
SSIM or structual similarity is a metric for comparing the perceived quality
of two images.
PSNR or peak signal to noise ratio is a metric for comparing the quality of
two images.
MentalRay is a rendering engine with native integration in Maya.
Geometry refers in this paper to a 3D object or Mesh that consists of one
or more polygons.
UV coordinates is the numerical term of a two-dimensional representation of
a 3D object.
RGBA is a common model for describing digital colours. RGB stands for the
Red, Green and Blue channels of an image and the A represents the Alpha channel
that is generally used for transparency.
iv

Preface
The subject of this thesis is part of larger project undertaken by a total of seven
university students in collaboration with a media company and a local hockey
club. The overreaching goal is to develop a software solution that allows alterations to be made, specifically the adding or removing of players depending on
the current roster, to a pre-rendered player presentation video.
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Chapter 1

Introduction

Compositing new or existing material on pre-rendered video has long been a
staple of visual effects and can be said to be nearly as old as film itself. Early
examples can be found in Georges Méliès A trip to the moon from 1902 in which
matte effects were successfully employed to create the illusion of a spaceship
travelling to the moon. This was done by placing models in front of a painted
environment which when shot by a camera would create an image combining the
various elements [1].
Today this process is instead often accomplished by the use of various software
which allows the combination of a series of images in a digital environment[2].
Usually a dedicated compositing application such as Adobe’s After Effects, Nuke
or similar proprietary software[3] is used. These software packages often require
expensive licenses and equally expensive hardware, and more often than not a
non-trivial amount of experience to achieve believable and production ready results. While these software packages do allow the creation of almost any effect
imaginable this scope may not always be desirable, and can in some instances
be considered unnecessarily large and complex. To mitigate these factors a proposed solution, and the subject of this thesis, suggests using DirectX and its
real-time rendering capabilities, which is already present and available to run on
most Windows computers for compositing 3D material on top of pre-rendered
material.
This will be accomplished by creating various render passes in a 3D rendering
application, specifically UV- and lighting passes, which will provide the necessary
information in the form of separate textures for each frame of a given scene [4].
This texture can then be used by the DirectX application to calculate translations
and lighting of the composited object.

1.1

Aim and objectives

This project aims to enable and facilitate compositing of additional material on
top of specific pre-rendered material using the DirectX 11 API. This will allow
comparatively cheap compositing without the cost and added overhead that other
commercially available compositing tools might add.
1
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The project’s main goals are as follows:
• Render the necessary UV coordinates and lighting calculations from Maya
to separate textures
• Sample said textures in DirectX and use the information to accurately light
and position additional material for blending with the pre-rendered media.

1.2

Research questions

• Can a UV pass be used to accurately position new material on top of prerendered material, and does the resolution of the UV pass have any effect
on the outcome?
• Is it possible to recreate lighting values from pre-rendered light passes and
use these to light the composited material correctly using various blend
operations?

Chapter 2

Related Work

2.1

Alpha blending

One of the cornerstones of digital compositing is the evaluation of transparency
values. A common method for this, and the one exclusively used within this
thesis, is the addition of an alpha channel alongside the common RGB colour
values of a given pixel. This process was first described by Smith and Catmull in
the seventies [5] and later further explored and formalized into a series of alpha
blending operations by Porter and Duff[6].

Figure 2.1: Illustration of alpha blending operations [7]
An alpha value can be defined within any given range, but the one commonly
used ranges from 0 to 1 where a value of 0 represents an entirely transparent pixel
and a value of 1 a pixel that is fully opaque. Processing each pixel of an image in
this way creates a mask which can then be used by a compositing tool to combine
two or more images [8]. In the context of this thesis we will be using a binary
evaluation and discarding any pixel with an alpha lower than 1.

3
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2.2

Colour blending

As there are a number of equations commonly used to blend alpha values there
are also a number of equations describing the blending of colour values stored in
the RGB components of a given pixel. These are normally referred to as blending
operations [9], and have been described by numerous people among others Wright
[10] and East [11].

Figure 2.2: Illustration of colour blending results [12]
The most basic of these functions is the add operator, see Equation 2.1, which
as the name implies consist of adding two or more separate pixel values together
to create a final pixel value.
P1 + P2 + ...Pn = Pf inal

(2.1)

This particular implementation is useful when combining different render
passes.
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Equally simple is the multiply operator, Equation 2.2, which, as the name
implies, consist of multiplying two or more separate pixel values together to create
the final pixel value.
P1 ∗ P2 ∗ ...Pn = Pf inal
(2.2)
A slightly more advanced blend mode is the screen operator, Equation 2.3,
that can be used to simulate lighting on an image without the need of a matte
pass.
1 − ((1 − P1 ) ∗ (1 − P2 ) ∗ ...(1 − Pn )) = Pf inal
(2.3)

In the context of the thesis we will mainly focus on the additive and the
multiply operators as these could arguably be considered the most basic and
among the most commonly used, and perhaps more importantly to limit the
scope of the project such that it would be possible to finish during the allotted
time.

2.3

Texture Mapping

Texture mapping is a technique used for adding detail to a three-dimensional
object without increasing the geometric resolution [13]. The data itself can be as
simple as a one dimensional array, used for example to represent rock strata or
any similarly layered structure [14] to a complex three dimensional array used to
describe a volume like a cloud [15]. The data itself can be used to for a variety of
purposes ranging from colour manipulation to distortion of the actual geometry
[16]. In the context of this thesis what is meant when referring to a texture is a
2D image and the associated colour and alpha values described above.

Figure 2.3: Cube texture mapping visualised
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Normally a mesh is represented in object space as a series of vertices with
accompanying UV coordinates. These coordinates are then later interpolated in
a pixel shader before rasterisation of the final image to provide a complete UV
space of the surface in question [17].
The pixels in the texture are mapped to these UV coordinates, visualised in
Figure 2.3. Much as wallpaper would be applied to a wall or a Christmas present
would be wrapped.
When the mesh in question is translated or rotated, the UV coordinates are
usually transformed along with the vertices and as such provide the necessary
information for accurate representation of a texture regardless of the mesh’s orientation.

Chapter 3

Method

Visual quality is highly subjective and what is an image of good quality can vary
considerably from person to person. There are however, a number of ways in
which quantitative measures can be used to estimate the visual quality of an
image relative to another in an objective way.
While there are a number of these methods described by various authors, the
ones used in this thesis for comparing a composited image with the gold standard
will be the ones that could be argued to be the most common, namely PSNR and
SSIM.
It should perhaps also be mentioned that the results of the composited images
could obviously have been evaluated through a user study, however it was argued
that using the above mentioned methods would enable quick continuous evaluation of the quality of the images with every small change made to the software
without any need to set up or design a time consuming experiment. As such,
the composites could be evaluated as soon as the program was drawing pixels on
the screen. Furthermore, if for example a bug were to be found late during the
project these methods would allow the comparison to be redone in a matter of
hours with new composited images after the bug had been fixed in a matter of
hours.

3.1

PSNR

PSNR is described as the ratio between a signal’s maximum power, in this case
the gold standard image, and the noise, in this case any errors that affect the
fidelity of the image that are introduced by recreating the image using the DirectX application. The higher the PSNR value is, the more similiar the image in
question is to the gold standard. Comparing the same image with itself would
yield an infinite PSNR value.
PSNR is usually expressed in a logarithmic scale due to the wide dynamic
range of a given signal [18].
When the PSNR value is calculated an image will also be created in which all
pixels that have a colour or alpha difference that is larger than a predetermined
error margin will be created. If not otherwise specified this value is set to be
7
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within 5% of the colour in the gold standard render. This is done to eliminate
small errors and making it easier to visualise larger errors and in which parts of
the image they are located.

Figure 3.1: Maya gold standard of the puck(top) and cube(bottom) test
images

3.2

SSIM

A second comparison will be done using an implementation of SSIM, a method
for predicting the perceived quality of an image first described by Wang et al.
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[19], provided to us by Stefan Petersson. SSIM is based on the assumption that
human vision has evolved to process perceived structural information in a natural
image. That is to say that the model considers a given pixel not as an isolated
unit but as a part of a group of pixels that are spatially close. The tool returns
a decimal value between 0 and 1 in which 1 would represent an image that is
identical, and 0 an entirely dissimilar image.
These tools will allow for an impartial comparison of the composited images
and evaluation of how much an image differs from the gold standard both in terms
of actual pixel values and in perceived visual quality.

3.3

Evaluation

Combining DirectX and various render passes to use these to create composites
is as far as the authors have been able to discern, is a relatively new undertaking.
Because of this any conclusions presented in this thesis will be of a more inductive
nature than deductive as it would of course be difficult to formulate a valid and
relevant hypothesis and to construct one or more experiments investigating the
myriad of variables that are used to create a composited image.
The values that are deemed acceptable when it comes to PSNR and SSIM vary
considerably depending on the resolution of the source material and the desired
resolution of the final image itself. And while the methods used to generate the
images that are compared in the reports mentioned below use implementations
different than our own, they can at least serve to provide an estimate of what is
considered acceptable quality.
It should perhaps also be noted that differences on the pixel level in itself does
not necessarily indicate that the composite is of inferior visual quality. It might
not always be desirable or necessary to achieve a pixel perfect and realistic end
result but instead to, for example, eliminate a certain light or change the contrast
on one particular element, which would obviously create discrepancies from the
original image.

3.3.1

PSNR

Some authors cite a PSNR value between 30 and 50 dB as acceptable when dealing
with compression, provided that the bit depth of the images are 8-bits [20]. Other
authors state that acceptable values for quality loss are between 20 dB to 25 dB
[21].

3.3.2

SSIM

In regards to SSIM there are similar differences, some researchers state that at
least 50% of people are unable to tell the difference between a manipulated image
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and an original image when the SSIM value is about 0.95 [22]. This value has also
been cited in medical literature as an acceptable value in regards to compression
of different medical images[23].

3.3.3

Lowering Resolution

To investigate the effect of decreasing the resolution of the UV pass, a number of
composites have also been created using UV passes of increasingly lower resolutions. The resolutions chosen for this purpose are 10% decrements of the original
resolution down to one where the UV pass has been reduced by 90% of the original
image resolution. These steps have been chosen arbitrarily and could obviously
have been different but it was argued that ten images with different resolutions
would be enough the establish if the effect was pronounced enough to warrant
further comparisons.

Chapter 4

Implementation

When dealing with computer graphics it is often relevant to break the subject
down into two separate categories, 3D and 2D graphics. As the names suggest
the first allows an object to be viewed from an arbitrary angle and translated in
relation to a virtual camera in any way desired. While the final image is a 2D
representation on a screen, the programs used to create the images store a 3D
representation of the object in question. The source material is created in 3D
space and then rendered into 2D space in which all compositing operations then
are performed.
The implementation outlined in this thesis uses DirectX and HLSL and no
additional external libraries. It utilizes a binary evaluation of the alpha channel
such that any pixel with an alpha value lower than 1 is immediately discarded.
It has support for a number of shader resources that can be sampled in different
ways using HLSL code producing a composited image.

4.1

Pipeline

The first thing needed to composite is a source to draw upon. In the scope
of this thesis the software used to generate this material was Autodesk Maya
2016, however any similar 3D rendering software package should be capable of
reproducing the materials used. Summarized below are the key steps for the
entire pipeline of this implementation.
1. Modelling, texturing and animation
2. Extracting geometry that should be dynamic. Set up for UV coordinate
rendering
3. Dividing into appropriate render layers and setting up the necessary passes
4. Image Rendering
5. Associate the rendered images with software for processing
6. Composite
11
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Preparation of the source material

The first step is performed using any technique suited for the given project as the
process itself does not necessarily have any impact on the final result. However,
the most important step for this part of the pipeline is extracting the geometry
on which texture replacement is desired. While there are several ways of doing
this, the quickest and simplest way is to select the desired faces of the model and
then duplicating or extracting said geometry, making their position and shape
to the ones in the original model. By grouping these separate objects together
animations can be performed using the parent node created for the group, ensuring consistent transformations of both objects. Note that this process is really
only necessary when the surface is part of a larger object. Should the user want
to re-texture the geometry in its entirety, the steps in the next paragraph are
sufficient.
Once the surfaces have been acquired, the UV surfaces are moved to a separate
layer to be rendered without the influence of its environment. To enable the
texture placement, it needs to be rendered using a shader that translates the
meshes UV coordinates to colour values and renders these as a texture. Maya
has native support for rendering an UV pass such as that, but it does come with
some limitations. For instance it does not support reflections of the UV in other
objects.
In order to deal with this another approach is necessary. In the context of
this thesis a custom shader was created using a horizontal black-to-red ramp and
an equivalent vertical black-to-green ramp where the intensity of the respective
colours are mapped to the value of the U and V coordinates of the mesh in
question. A detailed visualisation can be seen in Figure 4.1. The technique is
fundamentally the same as Maya’s own, without the limitation of being unable
to produce reflections.

Figure 4.1: Custom UV shader created using Maya’s Hypergraph editor
where two ramps are blended together within a node network
Before rendering the sequence, some additional set-up is recommended de-

13
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pending on the needs of the project. Render layers were mentioned in the previous paragraph for separating the UV plane from the rest of the objects in a
scene, but these can be useful for many other things as well. In short, a render
layer could be considered as a scene within a scene. The user can choose what
objects, geometry or lights, that will be included in a given layer and then render
the content with different settings and materials, while keeping the other layers
completely unchanged. This proved particularly useful for adding a reflectivity
mask on the ice.

Figure 4.2: Example of render passes, from the left:
a UV pass and a shadow pass

a beauty pass,

To gain further control of the end result, the render layers are assigned a
number of passes as well. These give the opportunity to divide the final image into
its separate building blocks and allows for great control of how light is handled
within a frame. When light travels, bouncing around and through objects in
the world, it gains different properties depending on the surfaces it hits. While
the specifics of these properties fall outside the scope of this thesis we can in
the context of 3D graphics generally refer to the most important characteristics
as diffuse, specular, reflections and refractions. All of these can be isolated in
separate textures by using render passes, which lends more control in the 2D
compositing software without the need for time-consuming re-rendering in the
3D application.

4.1.2

Compositing and texturing in the application

When the source material has been properly set up and rendered in its relevant
passes the material is transferred to the DirectX compositing application. Here
it is taken through a pipeline similar to that of a traditional real-time rendering
application. Before the compositing process can begin however, some amount of
set up is required. First and foremost, if a series of images are processed, and
several adaptable textures are going to be applied, the user defines the exact
frames on which these images should appear. Due to this it is imperative that
the image files from the source material are properly named with frame numbers
to determine which frame should be used for a given operation. If the composite
is a still image, this step is not necessary.
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To render, a surface on which to draw is needed. This is done by creating
simple geometry in the form of two triangles making up a rectangle, commonly
known as a quad. This piece of geometry is then passed through a Vertex Shader
and subsequently to the pixel shader where the actual compositing is performed.

Figure 4.3: Illustration of typical render passes and the compositing
pipeline on a chequered cube using a multiply blending operation
of a texture
The pre-rendered images are assigned as shader resources and sent each frame
to the Pixel Shader where they are gathered using linear sampling. The process
of the compositing is fairly simple. First, every pixel in the UV pass is sampled to
provide UV coordinates for the re-textured material. The image that we wish to
project is then sampled and positioned using the local coordinate space provided
by the UV as shown in Figure 4.3. If there are no values on the UV layer on a given
pixel, this process is bypassed and only the additive blending of the background
frame with the different render passes is necessary.
If, however, it is determined that a pixel should have the dynamic texture
applied, the colour is added using the applicable blending equation that can be
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chosen at the user’s behest. The blend modes that this thesis focus on (additive,
multiply and screen) are all commutative, meaning there will be no difference of
the end result regardless of which image is on top.

Figure 4.4: Render of the test cube without applied textures

Chapter 5

Results

Below follows a number of images showcasing the final renders produced by the
DirectX application and the comparisons with the Maya gold standard render.
Albeit several blend modes were implemented we have decided to focus our results
on the Additive and Multiplicative operations, largely as it was decided to limit
the scope of the thesis to a few blend equations instead of all, and since it could
be argued that these are the two most commonly used.
Two different images have been evaluated. The first consists of a model of
a hockey puck upon which a logo is added and the second of a simple cube
with a chequerboard texture. This ensures the method is capable of both partial
and complete re-texturing as well as managing different lighting conditions and
geometric shapes. For both examples, the texture is removed before moving
into the compositing application, as can be seen in Figure 4.4, with the goal of
reproducing a similar result using the UV render.

5.1

Additive Model

The first comparisons are done between a composite created using additive blend
equations, the final result of which can be seen in Figure 5.1 for the puck and 5.3,
and the gold standard render, which can be seen in Figure 3.1. In Figures 5.2 and
5.4, the comparisons are visualised in combination with the PSNR output image.

16
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Figure 5.1: Re-Texture of the puck using additive colour blending

Figure
5.2:
Puck comparison of additive blending (centre) with
Maya Gold standard (left) for the puck. Image output from
ImageMagick(right).Pixels highlighted difference more than 5%
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Figure 5.3: Re-Texture of the cube using additive colour blending

Figure
5.4:
Cube comparison of additive blending (centre) with
Maya Gold standard (left). Image output from ImageMagick(right).
Pixels highlighted difference of more than 5%

5.2

Multiply Model

The second comparisons are done between composites created using multiply
blend equations. The final results of these can be seen in Figures 5.5 and 5.7 respectively. In Figures 5.6 and 5.8 the compared images are shown in combination
with the PSNR output image, visualising the differences.
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Figure 5.5: Re-Texture using multiply colour blending

Figure
5.6:
Comparison of multiply blend mode with Maya Gold
standard. Pixels highlighted difference more than 5%

Figure 5.7: Re-Texture of the cube using multiply colour blending

20
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Figure 5.8: Cube comparison of multiply blending (centre) with Maya
Gold standard (left). Image output from ImageMagick(right).Pixels
highlighted difference of more than 5%

5.3

Numeric Results

In this section, table 5.1 presents the achieved values from the different comparison methods visualised in the previous sections. The PSNR values are presented
in dB (decibel) and the SSIM value using a scale ranging from 0.0 to 1.0.
Metric
PSNR Red
PSNR Green
PSNR Blue
PSNR All
SSIM

Puck Additive
26.3459
26.7686
26.3537
27.7343
0.9513

Puck Multiply
25.0372
28.3076
27.3017
27.9094
0.9506

Cube Additive
11,3744
11,3744
11,3744
12,6238
0.8007

Cube Multiply
25,0694
25,0694
25,0694
26,3188
0.9790

Table 5.1: PSNR (dB) and SSIM (0-1 range decimal) numeric results

5.4

Comparison of UV pass with increasingly lower
resolutions

Lastly a comparison has been made between a series of composites created using
multiply blend equations and UV passes of increasingly lower resolution and the
gold standard render.

Figure 5.9: Composites from left to right with increasingly lower UV
resolutions. From left, 70% , 50% and 10% of original image.

21
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SSIM 70%
SSIM 50%
SSIM 10%

0.9487
0.9477
0.9437

Table 5.2: SSIM comparison of multiply blend with increasingly lower
UV resolution
All channels
PSNR 70%
PSNR 50%
PSNR 10%

27.6349
27.5433
26.8740

Table 5.3: PSNR comparsion of multiply blend with increasingly lower
UV resolution

Chapter 6

Analysis and Discussion

An important thing to consider when evaluating these results is that since retexturing and compositing theoretically can be done on almost any scene imaginable, provided that the user is able to provide the previously described render
passes, it does not follow that this implementation would yield similar results
for any given composite. However, it does not appear impossible that with some
tweaking of the variables used, similarly high quality result could be achieved for
most scenes.

6.1

Visual Quality

As can be seen in Figures 5.1 to 5.5 the results produced by the HLSL shaders
in this particular implementation do appear very similar to that of the Maya
gold standard which can be seen in Figure 3.1. The most noticeable differences
are perhaps the reflections on the ice, and slight variations in the colour of the
re-textured material.
Additionally, a slight aliasing effect can be identified when viewing the image
from a close distance. This is especially apparent in the multiply version of the
cube 5.6 where the image has turned out more or less identical, except for the
borders between the checker segments. In the future, this could likely be resolved
by either applying some sort of anti aliasing or by enabling the pixel shader to
calculate and access different mip levels in order to increase the sampling quality.
Other than that it would appear that the images are more or less indistinguishable.

6.1.1

SSIM and PSNR results

This is supported by the result provided by the SSIM implementation as the returned value when comparing both the multiply and the additive blend equations
with the gold standard never return a value below 0.9. As have been mentioned
before a value of 0.95 is said to be adequate for some medical imaging and high
enough that at least half observers are unable to tell the difference between the
original image and one that has been manipulated.
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The same can be said of our results using PSNR. Both the additive and the
multiply blend modes return values differing only very slightly. From these values
we can conclude that the different blend equations produce very similar results
and that none of them appear to introduce any significant increase in noise or
corruption compared to the other. However the results themselves would not
qualify the images for many of the previously mentioned standards that have
been established when comparing images using PSNR.
The exception of these results, however, is the additive blending on the cube
5.3 that shows relatively low scores and it is plain to see the difference to the gold
standard. This is expected due to the nature of both the texture, cube colour
and additive blending itself. Adding pure white will always yield a white result
and since the cube itself is of a relatively bright grey value, the black squares
will in turn receive a lighter shade. While this does not provide similar results to
the gold standard, it does show that very varied effects can easily be achieved by
simply utilizing different blend equations.

6.1.2

UV Resolution

One of the main factors contributing to the end result of the composited image
is the quality of each individual source image used. An image of low resolution
would obviously limit the HLSL sampler to a limited amount of pixels from which
to sample information. Similarly images with varying aspect ratios might conceivably produce similar effects as this would also limit the amount of sampled
pixels in one or more axis.
However, as can be seen in the results gathered from comparing composites
created using UV passes of increasingly lower resolutions there are indications
that while there is a drop in quality, it is not as severe as might be expected.
Reducing the resolution has the advantage of saving a large amount of hard
drive space. The UV pass used in the comparison takes up just over 45 kb of
memory which can be compared to the image reduced to 10% of the original
resolution which takes up only 17 kb.
It is important to keep in mind that this is when state of the art image
processing tools are used to reduce the resolution and the resulting image is saved
to a lossless format. Figure 6.1 illustrates the effect on a chequerboard texture of
using a UV pass that has been compressed using the lossy .jpg format. As can
bee seen while the texture has been correctly positioned it has been distorted and
now contains a number of irregularities.
Similarly, using video material in which a codec is used to compress the source
images into a smaller video file produces composites of much lower visual quality
than the ones performed directly with uncompressed images, in this case due to
the different compression techniques used that among other things reduces the
amount of information in a given pixel by averaging it out.
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Figure 6.1: To the left low res UV to the right High res UV

6.2

Render passes

As with many other compositing software, the program takes advantage of a
number of rendering passes to facilitate the actual composite. While this severely
limits the usage of the program in the cases where this information has been lost,
the visual quality of the final composite is greatly improved by their use and thus
the need for these passes can be easily justified.
Another important consideration is that if the scene files are available, the
work needed to extract these passes and utilize them, is significantly less labour
intensive than to recreate the lighting and the positioning of an object in the
scene in any other way.
While testing the initial implementation of a single background image, complete with light, shadow and texture information in conjunction with a UV pass,
did provide surprisingly good results in the final composite, it did have some limitations. Arguably the most important of these limitations was the lack of control
and flexibility to change the resulting image. Consider rendering out a short clip
of a hundred frames, each frame taking approximately ten minutes to complete,
only to realize during review that a one of the light sources has the wrong colour
or lacks the proper intensity. Using a pre-composited method would require the
user to adjust this light source and spend additional time waiting for the new
render to complete. As long as the error is not position-based or too extreme,
performing several different render passes solves these issues. By rendering a light
and its influences separately the user gains the ability to modify a light or even
remove it completely without the need for a complete re-render.
Figure 6.2 shows an example of the strength of this method. Here the black
pixels of the checkerboard texture was given a blue tint by simply adding value to
the blue channel in the shader. While this is a very rudimentary example, it does
hint at the flexibility and efficiency of this kind of post processing. Rendering the
image in Maya took approximately 5 minutes on a mid-range notebook computer
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(Intel(R) Core i7-4710HQ CPU @ 2.50GHz, 12GB DDR3, Nvidia Geforce GTX
850m) and merely 0.3 seconds to recolour using the thesis application.

Figure 6.2: Checkered cube recoloured in the application shader
In Figure 6.3 a few common render passes are displayed which can be used
in various ways to achieve vastly different results. For example, the diffuse pass
can be divided into two different components, irradiance and material colour
where the former describes the immediate diffuse light without texture influences
while the latter shows the opposite. By multiplying these together we get the
conventional diffuse render. This means that by excluding the material colour
component, a complete re-texture can be achieved with clean light data as is
shown in 6.4.
A noteworthy effect that could be achieved using these passes was a dynamic
reflection which proved to be very useful to give the image a subtle increase of
realism while using a fairly simple workflow. By simply creating an additional
render layer to which the UV- and ice plane was added and a material that only
shades reflections on the ice was applied. In combination with a specular value
render for the ice, a reflective effect could be achieved even with the dynamic
textures without increasing render times significantly. However it can be noticed
when comparing with the gold standard that the reflection does not take the ice’s
bumpiness into account.
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Figure 6.3: Examples of render passes generated by Autodesk Maya

Figure
6.4:
Example of flexibility with using light passes.
Composited using the thesis application with a blue graphic.

Chapter 7

Conclusions

The implementation outlined in this thesis provides a robust framework for retexturing and compositing additional source material on top of existing prerendered material using various render passes created alongside with the original render. This enables a user that does not have little to no experience using
video editing software to easily replace certain elements in a pre-rendered video
with new material. It is appropriate to reiterate the fact that this solution puts
much pressure on the creator of the source material, and the process of changing
textures needs to be predetermined for the given project.
The following two sections discusses the conclusions of the research questions
described in section 2.2.

7.1

Positioning material with UV pass

As have been shown by the results, the new texture is located in the correct place
and the final composites are very similar to images created using traditional
rendering software, with perhaps the exception of representations of advanced
material properties or reflections. It should also be noted that using state of the
art image manipulation tools the resolution of the UV pass can be significantly
reduced before any noticeable artifacts start to appear.

7.2

Blend equations and lighting

We have also shown that several common blend operations can be implemented
and used in a compositing pipeline within a real-time framework, namely DirectX,
in order to achieve flexible and satisfactory visual results. By utilizing the different blend modes in combination with the underlying light data from the source
material, the final composite can, indeed, achieve believable results in terms of
lighting and uniformity.
The major drawbacks of this implementation is that in order for it to work at
all there is a need to render a number of additional passes during the creation of
the original source material. A UV pass is required for accurate positioning and
27
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a light pass or similar for lighting. A lack of these will greatly diminish the use of
this software. However, while rendering these passes does increase the time and
and work needed during the creation of the original material, if the need for a
change of textures is desired later on, the amount of work and time needed for
this will be greatly decreased as it can be performed in screen space with this
software, since all expensive light-calculations have already been completed.

7.3

Future Work

As this implementation mainly focused on the diffuse aspects of a compositing
pipeline, it would be interesting to in the future try to implement even more
advanced colour blending properties and investigate how these affect the final
composite. It would also be interesting to implement more advanced alpha compositing, perhaps some sort of gradual transparency instead of the current binary
and to investigate how this would could be used to improve the composited images or at the very least allow for more complex compositing. Allowing varying
transparency would for example allow the user to overlay images as watermarks
or to create interesting fade effects.
As mentioned in the discussion, the resolution of the UV pass is of great
importance. However it does seem possible that the resolution of the UV could
be somewhat decreased in some cases without a significant loss of quality. An
interesting area of future research would be to investigate how and if the resolution
can be decreased with regards to the distance of the UV surface in question.
In relation to this, future attention could be given in regards to Mip levels of
the dynamic texture to increase the efficiency and accuracy of the compositing.
In short, Mip levels are different levels of resolutions of the same image. Normally
when rendering textures in 3D, Mip levels are chosen automatically. This is not
the case when working with 2D images as in this thesis since there is no depth
value for the GPU to consider. A solution for this could be to simply use a depth
pass render or by calculating adjacent pixels’ values to determine the scale of the
UV plane.
Another interesting area of future work would be to investigate the possibility
of transferring advanced material properties from Maya in the form of textures.
Perhaps it would be possible to apply some form of specular or bump map to
the re-textured material allowing for even further control of the composite. An
implementation of this could potentially change the appearance of the final composite greatly and would probably utilise a very similar shader pipeline as the
one currently used for the UV and the diffuse pass.
Another interesting area of research would be use the software to create a
number of additional images instead of the single image created for the purpose
of this thesis and investigate if the SSIM or PSNR values returned vary over time.
Will the difference be larger if a light moves across the scene, or if the object itself
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moves?
Finally, the software created in the context of this thesis only handles still
images in a sequence. The next step would be to enable the possibility of managing actual video files, both on the background elements as well as the dynamic
texture replacement.
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