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Abstract
In the last decades neural networks have become more frequent in video games. Neuroevolution
help us generate optimal network topologies for specific tasks, but there are still still unexplored
areas of neuroevolution, and ways of improving the performance of neural networks, which
we could utilize for video game playing. The aim of this thesis is to find a suitable fitness
evaluation and improve the plasticity of evolved neural networks, as well as comparing the
performance and general video game playing abilities of established neuroevolution methods.
Using Analog Genetic Encoding we implement evolving neuromodulatory topologies in a typical
two-dimensional platformer video game, and have it play against itself without neuromodulation,
and against a popular genetic algorithm known as Neuroevolution of Augmenting Topologies. A
suitable input and output structure is developed as well as an appropriate fitness evaluation for
properly mating and mutating a population of neural networks. The benefits of neuromodulation
are tested by running and completing a number of tile-based platformer video game levels. The
results show an increased performance in networks influenced by neuromodulators, but no general
videogame playing abilities are obtained. This shows us that a more advanced general gameplay
learning method with higher influence is required.
Keywords: Neuromodulation, Neural Networks, Neuroevolution, Lifelong Learning

i

Sammanfattning
Neurala nätverk har blivit allt vanligare i tv-spel. Neuroevolution hjälper oss att utveckla optimala
neurala topologier för specifika uppgifter, men det finns fortfarande outforskade områden i
neuroevolution, och sätt att förbättra förmågan hos neurala nätverk som vi kan använda i spel.
Målet är att hitta en lämplig fitnessbedömning och förbättra plasticiteten hos utvecklade neurala
nätverk, samt jämföra deras utförande och förmåga att generellt spela videospel. Detta med
hjälp av etablerade neuroevolutionmetoder. Genom Analog Genetisk Kodning implementeras
utvecklande neuromodulatoriska topologier i ett typiskt tvådimensionellt platformer spel. Det
används sedan för att spela mot en version av sig själv som inte har neuromodulatoriska egenskaper,
samt mot en populär genetisk algoritm kallad Neuroevolution av ökande topologier. Ett passande
format för input och output, samt en fitnessbedömningsmetod för parande och muterande av
en population av neurala nätverk utvecklas. Fördelarna med neuromodulation testas genom att
låta nätverken spela ett antal tile-baserade platformerbanor. Resultaten visar en förbättring av
utförandet hos nätverk som utvecklat neuromodulatorer, fasst inga generella spelkunskaper kunde
läras. Detta visar oss att det krävs en mer avancerad metod för generellt spelande krävs för att
kunna få ett neuralt nätverk kunna spela och lösa mer generella problem.
Nyckelord: Neuromodulation, Neurala Nätverk, Neuroevolution, livslångt lärande
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Analog Genetic Encoding
Analog Genetic Encoding with Neuromodulation
Artificial Intelligence
Artificial Neural Network
Neuroevolution
Neuroevolution of Augmenting Topologies
Topology and Weight Evolving Artificial Neural Networks
Exclusive OR
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1.1

INTRODUCTION
Introduction

Artificial Intelligence is a rapidly growing and developing research field, now with two dedicated conferences (IEEE Conference on Computational Intelligence and Games (CIG) and
AAAI Conference on Artificial Intelligence and Interactive Digital Entertainment (AIIDE), and
one dedicated journal (IEEE Transactions on Computational Intelligence and AI in Games).
Furthermore, many works are published in journals and conferences in neighboring fields. A
major interest in the field of artificial intelligence (AI) is to develop computer players capable of
learning multiple tasks. Usually an AI is handcrafted towards a specific problem, which requires
specialized knowledge of that problem. Artificial neural networks have the ability to learn,
without any knowlegde about the problem. Rules and strategies are not neccessary knowledge of
neither the programmer nor the neural network as it usually learns them by itself.
An Artificial Neural Network (ANN) is, similarly to our brains, a network of interconnected
neurons. The connections, usually known as synapses, transfer the signals between the neurons,
while applying synaptic weights to the signals. The synaptic weights of all synapses are usually
configured initially, to then change throughout the improving process. An interesting way to
change the synaptic weights, and even go as far as to change the entire structure of the network is
through neuroevolution, which is the idea of generating neural networks using genetic algorithms
[5] [27].
As problems require more complex neural networks, finding suitable structures become
increasingly hard. Likewise, the structure of a neural network needs to become more flexible
the more flexible the problem is. This is where neuroevolution plays a big role. It is based
around evolving the structures and weights of neural networks, and improves solely on its so
called phenotype’s (or resulting neural network’s) performance, making it easy to apply in many
kinds of scenarios. Besides its wide applicability, it has many well scaling and performing
applications, providing diverse results, and thus making it a suitable form of machine learning
for most problems. NE has been applied with high performing results to racing games such as
TORCS [2] and commercial games such as NERO. [23]
One of the popular neuroevolving techniques is known as Neuroevolution of Augmenting
Topologies (NEAT), a technique that both optimizes and increases complexity of solutions
over generations, and currently is leading in performance in many problems, and has even had
promising results in general video game playing. NEAT uses a direct encoding approach for
encoding neural networks, meaning it represents the network in a direct way. Another technique
is called Analog Genetic Encoding (AGE), which represents an entire neural network’s structure
in chromosome strings. [4], [13]
In neuroevolution, a network is generally built at the start of an agent’s lifetime, and never
changes its structure after that. It generally doesn’t evolve during its lifetime, although there are
some exceptions. The previously mentioned game TORCS utilizes a modified real-time version
of NEAT known as rtNEAT, where networks evolve over time, while still in use. [2] However, in
most cases, evolution takes place at the birth of a new network. This means that a single neural
network does not adapt to its environment, but rather, the entire population does. Because of this,
a single neural network might not be usable in videogame scenarios where such adaptation might
be needed. To solve this, Lifelong learning can be applied on top of the neuroevolution. Lifelong
learning is the concept of organisms learning during its lifetime. A principle that could serve as
a solution to this is Neuromodulation, a process in which modulatory neurons regulate different
populations of other neurons through modulatory signals. These signals affect the plasticity of
the neurons and connecting synapses, but do not contribute to neuronal activity itself. With
1
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plasticity, the neural network changes during its lifetime, allowing it to adapt to certain situations
based on rewards and punishments. We can combine this concept with neuroevolving techniques
such as AGE, or NEAT. The difference between the lifelong learning of neuromodulation and
rtNEAT is the fact that neuromodulation is used to learn and adapt ontogenetically, i.e. without
further evolution. This has so far been done to minimalistic problems, but is yet to show its
potential in video game playing. In this research we test the performance, adaptability and
complexity in different kinds of game environments. One of our goals is to find out whether
neuromodulation improves the overall gameplay performance of an artificial intelligent agent
controlled by a neural network. This is interesting because neuromodulation can be combined
with many other methods, for it is merely an extension of the neural network structure. It has
potential to be combined with other life-long learning methods such as hypothesis testing in
distal reward learning [22], larger indirectly encoded networks [19], [16], overcoming deception
in evolution of cognitive behaviors [12], and learning big collections of different behavior [3]. A
combination of these methods could result in a very complex, but powerful adaptability in video
games. In other words, neuromodulation can be used in combination with many other methods,
potentially improving the learning for all of them.

1.2

Background

Neuroevolution of Augmenting Topologies (NEAT) is a well established method, used to solve
many problems efficiently, and has also become popular in videogames, but it has limitations.
The agent controlled by the standard NEAT cannot improve during its lifetime, which makes
it unable to overcome uncertain obstacles. It can only use what it was evolved to use at its
birth. Even with this limitation it is highly performing for a wide selection of problems. Analog
Genetic Encoding (AGE) is another method, mainly for encoding a network, but which allows
modifications of all elements more easily. It can be shaped for specific problems, making it
better for focused tasks. In an experiment by A. Soltoggio, et al., AGE was used together with
Neuromodulation to overcome uncertainty in a simple foraging task, where it showed to have
adaptive abilities in changing circumstances, and performed better than simple AGE. [21] To take
this one step further, we want to compare AGE, neuromodulated AGE, and NEAT for videogame
scenarios such as platform game mechanics, or navigation. General video game playing is
another popular goal in the field of artificial intelligence, and as shown in an experiment by
M. Hausknecht, et al. NEAT and a hypercube-based NEAT (HyperNEAT) showed promise
in general gameplay of Atari games. [11] Neuromodulation with AGE could be capable of
outperforming NEAT in general videogame playing, and for this reason we would like to make
comparisons by having them run side by side. For convenience, let us declare a shorter name of
Analog Genetic Encoding with neuromodulation as AGEMOD.
Aside from neuromodulation there are a number of alternative approaches for achieving
lifelong learning.

1.3

Objectives

We are interested in knowing the benefits of neuromodulation, and for this we need to do the
following.
• Implement and compare the gameplay performance of evolving neural networks using
NEAT and AGE in combination with neuromodulation, in a videogame environment.
• Develop multiple game modes and find appropriate fitness evaluation methods for each
mode.

1.4. DELIMITATIONS
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• Find suitable input and output structures to relay information between the game and the
neural network. This structure must be the same for every game mode in an experiment to
allow a neural network to play different game modes.
• The worst, the average, and the best fitness of each generation is to be recorded in order to
compare the progress of each neuroevolution method.
The games, neuroevolving agents, and evaluation systems will all be developed in C++, using the
graphical library of SDL, following a data-driven design that allows the easy replacement of
game modes, rules, and agents for an easy testing environment.

1.4

Delimitations

There is a vast amount of genetic algorithms that could be used for this scenario, but due to the
time limitation of the work, only AGE with a basic genetic algorithm, and NEAT are tested,
neuromodulation can still be applied to most neural network types and with virtually any genetic
algorithm. Both AGE and NEAT have user-configurable parameters that can drastically change
the results, however, as we are mostly interested in the effect caused by neuromodulation for the
gameplay, only one set of configurations is used. Due to the difficulty in visualizing a neural
network, the exact process from input to output, as well as the great amount of different networks,
we are unable to visualize every neural network, or the exact evolution of its their structures.
Although it would be interesting to see this. The computational performance of the methods are
not taken into consideration, although both of them can be properly used in real-time with rather
low performance costs. Originally, Neuromodulation was going to implemented on NEAT as
well, but due to time limitations, we were not able to perform tests in time for NEAT, however,
we suspect the results of neuromodulated NEAT had been similar to the results neuromodulated
AGE had compared to standard AGE.

1.5

Research Questions

In the experiment by A. Soltoggio, et.al, AGEMOD proved to find solutions for reinforcement
problems where online-learning was required. The experiment had a specific input, and only one
output value. As opposed to a rather simple foraging task, we want to show that AGEMOD can
handle larger data, and solve problems in a more general approach. We want to try it out in video
games, where input and output can differ greatly, and the consequences of said output differ in
many situations. We ask the following questions to be answered in later chapters.
• Is neuromodulation able to increase the gameplay performance and adaptive ability of
NEAT and AGE in video games?
• Can we use neuromodulation for AI players to achieve general video game playing skills?
• In what game environments and gameplay modes are what combinations of neuroevolution
and neuromodulation performing better and worse, and why?
In a more general term, we want to find out if the neuromodulatory topologies perform well in
other input and output formats with other gameplay types and a larger scale of possibilities than
the simple foraging task introduced in [21].

2

ARTIFICIAL NEURAL NETWORKS

An artificial neural network (ANN) is a collection of nodes known as neurons, connected through
what is usually known as synapses. Signals travel between neurons through the synapses, and are
transformed by synaptic weights and activation functions.

2.1

Neurons

A neural network has a defined set of input neurons, hidden neurons, output neurons, and
sometimes bias neurons. All neurons obtain one or multiple inputs usually in form of real values
that are then summed, and passed through a linear or non-linear mathematical function known
as an activation function, or transfer function. After this, the new value is sent to its connected
neurons. The purpose of the activation function is to translate the sum of input signals into an
output signal within a certain range. Activaiton functions are usually non-linear, and in the form
of a sigmoid function, which translates the sum into a range between 0 and 1. The range can
be translated or scaled to suit certain structures or problems. The logistic function shown in
formula 2.1 is often refferred to as a sigmoid function, but sigmoid functions are not limited to
this specific case.
1
St =
(2.1)
1 + e−1
All input neurons recieve direct input from outside the network, and the exact number of inputs
and the range of the values are completely up to the developer, although the sigmoid function will
still transform the values. Output neurons send their output out of the network. For every output
node, we have a different output value. In other words, the number of input neurons determine
the amount of input to send to the network, while the number of output neurons determine the
amount of output values recieved from the network. Between these input and output neurons are
so called hidden neurons. They’re called hidden because they only act as the structure between
the output and input neurons to change the values, and are not accessed from outside the network.
Still, they serve an important purpose to a neural network. The amount of hidden neurons, the
way that they connect to one another as well as the input and output neurons can have a great
impact on the resulting output of the network. Sometimes a bias function is added manually to a
neural network. The sole purpose of the bias neuron is to constantly send a set bias value to its
connected neurons. This bias shifts the activation function to the left or right, which may be
critical for successful learning.

2.2

Synapses

Neurons are connected through what is known as synapses, or connections, and each synapse
has a synaptic weight. Synapses are usually directed, and serve as a line between neurons to
transfer their signals. Upon transeferring the output of one neuron to the next, the synaptic
weight is applied on this output, scaling it. The different weights determine the strength of the
different connections between neurons, which also determines the direct impact each neuron has
on another. A low synaptic weight equals a low value sent to the other neuron. Typically the
synaptic weights are changed to optimize the network. This is done through learning.

2.3

Learning

A common type of learning process is backpropagation, which is short for "backward propagation
of errors". Backpropagation is used in conjunction with an optimization method such as gradient
5
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Figure 2.1: A feed-forward neural network with 2 input neurons, 1 bias, 4 hidden neurons and 1
output neuron. It is fed 2 values, and if trained right, follows the same rules as the XOR
operation. This is one of many possible topologies of a neural network to solve the XOR problem.

descent, and requires a desired output to compare the actual output to. Backpropagation requires
a feed-forward network structure, a common, rather simple structure for neural networks. A
feed-forward network consists of layers, and has no cycles. The input layer, one or many hidden
layers, and the output layer contain all the neurons in a feed-forward network. In figure 2.1 a
feed-forward network is designed to solve the exclusive or (XOR) problem. Networks with cycles
are often referred to as recurrent neural networks. The directed cycles of recurrent networks create
an internal state inside the network, which can be used to simulate memory, unlike feed-forward
networks that are purely impulsive. For such network another learning method is required.There
are also times when not only the synaptic weights need to be updated during the learning process.
Sometimes the network topology needs to be changed during the learning. Finding the right
topology itself can be difficult. There are multiple ways of structuring a neural network, and
the naive approach to find a suitable topology for a problem is by trial and error, which can be
both time consuming and difficult to perfect. As the topology of a network has a big impact on
the network’s performance, many methods of finding suitable topologies have been made, one
of which is known as Neuroevolution of Augmenting Topologies (NEAT), a well performing
method that not only changes the synaptic weights of a network, but restructures the network,
adding or removing both neurons and synapses. To explain NEAT further we must first dwell
into the concept of neuroevolution.

3

NEUROEVOLUTION

For over several decades, artificial intelligence has been used in videogames, and there are
other methods than neuroevolution to achieve this. Temporal difference learning methods can
be used for learing game strategies, support vector machines can be used for learning player
models, constrain models and answer set programming can be used for generating game content.
However, there are many reasons neuroevolution is interesting. Neuroevolution can be applied
to supervised, unsupervised, and reinforcement learning tasks, and only requires an evaluation
system to work for any of those tasks. It has leading performance in many problems compared to
other methods. In the classic reinforcement learning problem of pole balancing, Neuroevolution
beat all other methods for most problem parameters [8]. It has been shown that neuroevolution
can handle large action and state spaces very well, especially for direct action selection, and
it has been used in games like quake II, and even reading entire screen data for atari games to
select actions [6], [11], [14], [15]. Neuroevolution methods can have several forms of diversity
among its results, making many different strategy controllers, models, and content [1], [26].
Neuroevolution is not only interesting for its use in games, but can also be a game itself. In
games like Galactic Arms Race (GAR), NERO, Petalz, and Creatures, the game mechanics are
built around neuroevolution [10], [23], [18], [17], [9]. Needless to say, neuroevolution is an
interesting form of machine learning, with capabilites exceeding those of other methods.
In neuroevolution, evolutionary algorithms are used to develop the neural network parameters
as alternative to back-propagation. Evolutionary algorithms are inspired by the Darwinian theory
of evolution. The neural networks are encoded into artificial genomes and evolved based on
performance. Neuroevolution is population-based, meaning multiple genomes are encoded
into phenotypes, in this case, neural networks, and are tested each generation, based on their
predecessors. Well performing agent genomes are generally crossed and mutated, while poorly
performing agents are eliminated from the gene pool. By the theory of Darwinian evolution,
each generation of genomes generates better performing phenotypes.
A Neural network that evolves not only synaptic weights, but the topologies as well is called a
Topology and Weight Evolving Artificial Neural Network (TWEANN). TWEANNs traditionally
have a randomly generated initial structure, but many newer approaches use a minimal initial
structure. TWEANNs need a way of encoding the networks into their genome forms and there
are multiple ways of doing this. Direct encoding specifies in the genome every connection and
node that will appear in the phenotype, while implicit encoding usually only specifies rules for
constructing the phenotype. Implicit encoding is generally a more compact representation than
direct encoding, but usually requires more knowledge about the genetic and neural mechanisms.
Neuroevolution of Augmenting Topologies uses a a direct encoding, while Analog Genetic
encoding is an implicit encoding.

3.1

Neuroevolution of Augmenting Topologies

Neuroevolution of Augmenting Topologies (NEAT) is a Topology and Weight Evolving Artificial
Neural Network (TWEANN) method which tackles problems with neuroevolution such as the
competing conventions problem, also known as the permutations problem, fitness reduction from
innovation with speciation, and finding minimal solutions. NEAT uses Competing conventions,
speciation, and incremental growth for this, achieving well performing results. [24]
7
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Figure 3.1: The competing conventions problem. Both of these network provide the same results,
but their neurons are not represented in the same order. In this example, both offsprings are
missing important components.

3.1.1

Competing Conventions

A big problem for NE is the competing conventions problem, which means having more than one
way to express a solution to a weight optimization problem with neural networks. One example
would be an exact copy of another ANN with the exception that the hidden neurons are in another
order. This renders the two genomes incompatible for crossover as seen in figure 3.1 where
the 3 hidden neurons A, B, and C represent the same solution. Crossing [A,B,C] and [C,B,A]
could result in [C,B,C] which loses a third of the information both parents had. To solve this,
NEAT keeps historical markings, allowing the artificial synapsis of the genomes based on these
markings. This allows NEAT to add new structure without losing track of the different genes
over the course of the simulation.

3.1.2

Speciation

Mutation is a common way of adding new structure in neuroevolution. As mutation is performed,
a network’s fitness may decrease temporarily. For example, adding a new synapse may cause a
network to perform poorly at first, but by optimizing the weight of that synapse, the overall fitness
might become higher than the earlier version of the network. However, because of its initially
poor fitness value caused by the mutation, this innovation is less likely to survive. To avoid
punishing innovation, NEAT uses speciation, also known as niching. Because of the historical
information about the genes, NEAT can easily speciate, using explicit fitness sharing. Explicit
fitness sharing forces similar genomes to share their fitness payoff.[7] Because of this, the bigger
the species, the less fitness each member of the species gets, preventing larger species from
dominating the population. The adjusted fitness is calculated as following:
fi
k=1 sh(δ(i, k))

f i0 = Pn

(3.1)

when distance δ(i, k) is above the threshold δt , the sharing function sh is set to 0, otherwise

3.2. ANALOG GENETIC ENCODING
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1, reducing the number of organisms in the same species as organism i. The effect this has on the
overall population is protecting speciation.

3.1.3

Incremental Growth from Minimal Structure

NEAT starts its initial population with uniform neural networks with no hidden neurons, just
input neurons directly connected to output neurons. It is by mutation that new neurons or
connections are added. Because of this minimalistic initial structure, the dimensionality of the
search space is also minimized, giving NEAT a performance advantage over other common
TWEANN approaches.

3.2

Analog Genetic Encoding

Analog Genetic Encoding is quite different from NEAT. First an alphabet needs to be defined.
The size and type of elements in this alphabet can be decided based on convenience, but an
example would be all 26 uppercase letters in the ASCII alphabet. Characters from this alphabet
are used in one or more strings known as chromosomes. These chromosomes represent the
genome of a neural network. Neurons are encoded by a particular sequences of characters known
as tokens. For every token, there is a neuron, and different tokens can represent different kinds
of neurons, as shown in Figure 3.2. The genome is scanned sequentially as neuron tokens
are decoded into neurons, terminal sequences are the sets of characters between the neuron
tokens and the terminal tokens, and are scanned after finding a neuron token. These terminal
sequences of each node are aligned two at a time, and measured by similarity. This is known as
alignment score. The alignment score determines whether two nodes form a connection or not.
For example, if the output sequence of neuron A is aligned with the input sequence of neuron B,
then a synapse is formed between A and B, and the resulting weight from the alignment score is
the weight of this synapse. Each neuron has a number of inputs and outputs. Following a neuron
token are terminal tokens. The sequence of characters between the neuron token, and the first
terminal token, as well as the sequence between all terminals are called terminal sequences. The
amount of terminals can be specified, but normally in neural networks the first terminal sequence
represents the output of the neuron, and the second sequence, the input. These sequences are
translated into alignment scores to match inputs with outputs. The alignment scores in a given
range are converted into a range of real-valued weights, synaptic weights for the synapse between
the neurons. If the alignment score is under a certain threshold, no synapse is formed. The
entire network topology can thereby be represented by this sequence of characters. The exact
tokens can be specified by the user. An example would be to have neuron tokens be the sequence
"NE", while terminal tokens are "TE", but the length of the tokens, and the exact characters
are interchangeable as long as they can be found in the alphabet defined earlier. To add further
complexity to the neural network a parameter token can be added. This parameter token works in
a similar way terminal tokens do, and is translated into a parameter value that can then be used
in the activation function, or as any parameter in the neural network process. As we dwell into
neuromodulation later, we will find use for these parameters. Similarly to how other tokens can
be represented, the parameter token could for example be represented by the character sequence
"PA", and the number of parameters for each type of neuron can also be specified.

3.3

Neuromodulation

By adding a new type of neuron that has no effect on neuronal activity but instead regulates
the plasticity of neurons, we add an extremely useful feature to the network. As the modulator
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Figure 3.2: The Genotype-Phenotype mapping in AGE. The entire neural network is encoded as
a string. The first terminal sequence after a neuron token represents the input of the neuron, and
the second terminal sequence is its output. AGE allows us to easily add new devices and
variables into the evolution process. We can for example add neuromodulators "NE" besides the
normal neurons, and have them evolve parameters that alter the activation function or weights of
neurons. The sequences CMR, OJ, and FJZ are in this example according to the alignment score,
all aligning, forming connections.

is fed information, it alters all synaptic weights of targeted neurons, allowing us to change
the behavior of the network during its lifetime. Generally in neuroevolution, as the evolution
step is over, and the task has begun, no further learning is done by the network until the next
generation, but with neuromodulators, we allow the network to further optimize its synaptic
weights based on different situations. For example, in a video game where collectibles grant
rewards, there could be a scenario where the rewards are doubled, or halved. There could even
be cases where these collectibles are harmful to the player, and while an evolved neural network
without neuromodulators cannot adapt to this changing situation, the modulators could change
the weights based on the reward or punishment of collecting these rewards, and keep doing it
throughout the task, resulting in an adapting evolving neural network that learns throughout its
lifetime. See Figure 3.3. As far as we know, neuromodulation has never been used in video game
scenarios.

3.3. NEUROMODULATION
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Figure 3.3: A Neural network with a neuromodulator, influencing the connecting weights of two
normal neurons. The input synapses as well as output synapses of these neurons have their
weights altered as the neuromodulator’s signals change.

4

METHOD

Neither of the phenotypes from NEAT and AGE are structured for establishing any form of
memory. Cycles are ignored or not formed at all, making the neural networks only able to have
impulsive reactions to the input provided. For many 2-dimensional games, this is all you need.
In a 2D Platformer (like the classic Super Mario) extracting the environmental data is an easy
task, and this data can be translated to a suitable input for the networks to utilize. Many 3D
games require you to recognize and remember your orientation in 3D space, as well as what
the objective is, and even the fitness evaluation increases in complexity. It is far more complex
than getting as far to the right of a tiled map as possible, and distributing fitness based on this,
and for this reason, only 2D games are targeted for the experiments. The task is to develop
a 2D game environment in which neural networks navigate and try to adapt to. For the sake
of simplicity, let us define a player controlled by an artificially intelligent system as an agent.
Different environments are played by a population of agents. Each agent is controlled by an
artificial neural network, which receives information through a sensor component, and sends
information back through a controller component. This component maps and translates the signal
into a boolean value for a specific action of the agents. The basic navigational skills as well as
reactory skills are tested by having agents jump over pits, and avoiding hazardous objects to
reach the goal. The closer to the goal an agent gets, the better its fitness becomes, but dying to
traps reduces fitness and ends the game for that agent, making it important to avoid them at all
costs, while also making progress.

4.1

Input and Output

For all experiments, the following commands can be made. Up, down, right and left, are used as
directional commands, and one jump command as well as one run command is assigned, giving
us a total of 6 possible commands. These available commands are to virtualize the hand-held
controller used in video games. It is meant to have a key for every action, and can be used in
any game. All experiments are tile-based, meaning the environment is built on a set of tiles
with specified sizes. This allows us to more easily feed the surroundings to an agent’s neural
network, and use the same input-output format for all environments. It is virtually a simplified
input of the screen full of pixels, but a rather simplified and smaller version. This simplification
is due to the limitations of AGE requiring a device token for every kind of input, and even a
low resolution game of 640x480 would break the game due to enormous memory usage and
slowdowns from string comparisons, however as there is clear documentation of AGE and
instructions on applying neuromodulation to it, AGE was chosen as primary genetic encoding,
NEAT being second because of its potential of applying neuromodulation, and being one of the
best performing methods in many areas, not to mention its alternative form called hyperNEAT
which specializes in larger scale neural networks, and has also been used for general gameplay
attempts before, using raw pixels of the game screen [11]. In June 13th, 2015, a youtube user by
the name Sethbling published a video of Super Mario World on the Super Nintendo, being played
by an evolving artificial intelligence evolved through NEAT [20]. It showed the mario character
progressively getting better at reaching the goal of the super mario level, using a tiled input
structure, with success in easier levels. Similar results were found in a similar study by Togelius
et.al back in 2007 [25]. The entire screen shown in super mario world was down sampled into
a set of tiles, that represented the input of the neural network, and objects in the world were
translated into positive or negative signals of the overlapping tile. This is an interesting approach
to simplify and generalize game environments as input for neural networks. The input of the
artificial neural network is obtained from a sensor which tracks the agent’s surrounding tiles at a
13
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specific diameter. This format lets us change the vision for the agents in different experiments,
and is fairly simple to visually present and analyze. With similar input, and output in every game,
an agent is allowed to play different games with different rules, without having to be configured.
We can with this in mind, train our networks for general video game playing. Input data ranges
from -1 to 1, and in case of translating surrounding tiles, the following mapping was used. Empty
tiles are represented as 0, while hazards are -1 and solid tiles are 1. Because of this structure, the
input of the neural networks are at most times fed integer numbers, which might restrict the set
of different possible output values, though neuromodulation could increase the size of this set.
The exact structure of the input is explained for each experiment.

4.2

AGE Genetic Algorithm

The genetic algorithm used for AGE and AGEMOD is a rather simple one. 50 best performing
agents are selected, and among these a random wheel of fortune function determines which ones
are bred. The better your fitness, the bigger the chance of being selected for breeding, however,
there is still a chance of not being selected even after being the best performing agent, since we
use random selection. This might give us a lowered maximum fitness if the best performing agent
is not picked, but it also helps us diversify the population. By doing this we avoid having the
same agents always being chosen although they don’t necessarily provide any good offsprings.

4.3

AGE Configurations

A population of 100 is established for each test. The initial population is generated inside the
chromosome string with 2 of each devices, and all terminals required for the type, followed by 4
to 7 parameters. the terminal sequences are randomly generated. between the final parameter
token and the next device token is also a 50 character long randomly generated string to make
room for additional parameter tokens or device tokens. this allows the devices to extend easier.
A maximum chromosome size of 3000 is set to avoid having the neural networks growing too
big. Each agent is also limited to a maximum of 3 chromosomes, giving them a total of 9000
characters to utilize. Devices that do not find enough terminals are discarded at parsing to further
clean up the network. To match terminal sequences a substitution matrix (Figure 4.1) is used in
combination with the Smith-Waterman algorithm. The matrix matches characters with each other
to generate a score to determine the synaptic weight between neurons. A threshold parameter
is evolved to determine whether the synaptic weight is enough to result in a connection. this
threshold is a real value ranging from 0.0 to 1.0, with the default value as 0.0 in case no such
parameter is decoded.
The Terminal tokens are represented by the character sequences "TE" and parameter devices
are represented by "PA". For all neuron tokens, 3 characters are used. This is to obtain a higher
amount of terminals and parameters over neurons. The hidden standard neuron tokens are
represented by the characters "NEU", and the neuromodulators by "MOD". Input and output
neuron tokens start with the letters "I", and "O" as in "Input" and "Output". The following 2
letters range from "AA" to "ZZ" depending on the amount of possible inputs and outputs. The
first input for example is "IAA", and the second output is "OAB". Devices that link to the same
input are decoded as different neurons, while output neurons are decoded as the same neuron if
the token is the same. This is for convenience, as input neurons are not affected by other neurons,
and their inputs are the same. Therefore, whether input neurons appear multiple times or not
make no difference, however, as the output is the direct result of the connected neurons, splitting
the output neuron gives us two different results for the same output, therefore we merge all output
neurons that use the same output tokens, resulting in an output neuron that gains the connection

4.4. PARAMETER SETTINGS
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Figure 4.1: The substitution matrix used for transforming the network-specific values of
interaction strength between device terminals. It is a circulant matrix if the last column and row
are removed. every row and column is matched to a letter in the English alphabet, capital letters
only (A-Z). the last row and column are for any character outside of this alphabet.

configurations from all them. For further insight into structure and configurations of AGE, see
C.Mattiussi and D. Floreano’s work of evolving networks and circuits using AGE. [13]

4.4

Parameter Settings

All neural networks have evolving parameter values that add complexity to the network. The
first parameter is the activation parameter, which is used in the activation function to increase
the sum. The activation parameter ranges between 0.5, and the default value of 1.0, and divides
the sum before it is used in the sigmoid function. This applies to modulators as well. The
activation parameter is used to increase the variety and strengths of different neurons We divide
the signal sum sent to the activation function by this number. The second parameter value is the
threshold value, which ranges from its default parameter 0.0, to 1.0. Any synaptic weight under
the threshold results in the failure to connect the two neurons. This is needed to make sure the
networks don’t end up with every neuron connected, which would connect the neuromodulators
to every neuron as well. We want neuromodulators to be connected to only some of the neurons
to bind certain actions and rewards. If every neuron is connected, even if there is a very small
weight, the modulators would blow up the synaptic weights of all neurons, until they reach
maximum weight, where the network then becomes useless. The final 5 parameters are used
explicitly for neuromodulation. The scaling parameter ranges from 0.0 to 1.0, and scales the
weight change applied by the modulator. The other 4 are used as parameters in equation 4.1.
4w jl (t) = mo(t) · η · ( A · V (t)P(t) + B · V (t) + C · P(t) + D)

(4.1)
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This equation is used to calculate the weight change 4w jl (t) of a synapse between standard
neurons j and l. mo(t) is the sum of all modulatory signal received by the postsynaptic neuron l,
η is the scaling parameter V (t) is the pre-synaptic signal (output of neuron j), and P(t) is the
post-synaptic signal (input of neuron l). A, B, C and D are the last 4 evolvable parameters.

4.5

Experiment Structure and Data Collection

All experiments have a large set of agents play a game. They are all equally treated, and are
assigned the same start position, with the same goal, and rules of physics. Throughout the
lifetime of an agent, it is under constant evaluation. Every move changes its fitness value. After
an agents dies, or reaches the finish line, it is no longer evaluated, and waits for the round to
end by the set time limit. An agent still alive when the time limit is reached, immediately dies,
and is evaluated one last time. The maximum, the average, and the minimum fitness is stored
in an output file together with the generation number. A new generation is then created, which
continues the experiment with the same time limit, and evaluation method as the generation prior.
The experiment keeps running infinitely unless manually stopped by the user. Upon termination,
the output file is closed, and the fitness data can be analyzed. The maximum fitness allows us to
see how the neuroevolution methods’ best phenotypes are improving. It shows us the potential in
finding well performing agents. The average fitness can be compared to the maximum fitness to
show if there is any difference in performance of all agents, and how the population as a whole is
improving. To complete the range of the different agents’ performance, the minimum fitness is
also stored. Since the game game is played by a huge population, storing the exact progress of
every agent in every round quickly becomes a big set of data, that can not easily be evaluated. To
see the performance of the agents as the tests run, we therefore render the test on screen with
every agent starting at the same time, and the input and output of every network displayed on the
bottom of the screen. We can use this to spot the diversity of the agent solutions. As seen in
figure 5.1, the agents have a wide variety of solutions.

4.6

Fitness Evaluation

An appropriate fitness evaluation is crucial for neuroevolution to work, and in a platformer
game, there can be many contributing elements to fitness scores. First we need to evaluate the
complexity of the platformer game. There is a start, and a finish. There are pitfalls and spike
balls that kills the player. No collectibles are present for these tests, but there is a time limit.
With all this in mind, we want to have an agent that takes the most efficient and fast way possible,
while not dying, to reach the finish line. We need to add a fitness reduction for touching hazards,
and we need to increase fitness, the closer we get to the finish. Since we have a time limit, we
could either increase the fitness based on time spent after reaching the goal, but this limits the
fitness evaluation to after the round has ended, making us unable to give fitness feedback to the
network which is done in a later experiment. We want to be able to update fitness every frame to
measure accurately. So to reward fast agents, we punish unnecessary movement such as jumping
up and down without progressing. We add a variable for traveled distance. This leaves us with a
formula that rewards the agent based on progress, but punishes it based on movement, and hazard
collision. Something to keep in mind here is that we want to prioritize progress over efficiency,
since reaching the goal is most important, although an agent that manages to finish it in record
time is clearly the winner.

4.7. ALTERNATING ENVIRONMENTS
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The fitness is calculated according to equation 4.2, but keep in mind that equation 3.1 is
applied in NEAT’s case afterwards.
f i = −(di · 0.1) + pi + ei

(4.2)

The progress pi of agent i is the reduction in distance from start to finish, and is calculated, and
ei is the sum of all collected extra points earned during the lifetime such as reaching the goal.

4.7

Alternating Environments

A Round Robin experiment is performed 4 times using a set of 7 different environments,
prepared to be iterated through by the agents. Each round is played over 30 seconds, and each
environment is played 10 rounds before the next environment is loaded. Once the time runs
out, all agents are immediately killed and evaluated. The purpose of this experiment is to find
if the improved plasticity of the neuromodulatory agents allow them to adapt faster than their
standard neuroevolving counterparts. As the levels also loop, we can analyze the difference
in performance the second time they play the environments. Like the simple platformer test,
the population consists of 300 agents, where 100 of the agents belong to the AGE population,
another 100 to the NEAT population, and the rest to the neuromodulatory AGE population.
In this experiment we have changed the fitness evaluation function slightly by adding a
punishment of 100 fitness points to agents that never move. This is to discourage the reproduction
of non-functioning networks in situations where very few agents are making progress. We
have also given the initial population of AGE and AGEMOD the 4 first parameters, enabling
modulation of all neurons. The input has been changed in this experiment to include 3 extra
floating point values of which the first two represent the x- and y-axis of a normalized vector
pointing towards the finish line from the agent’s current position. The third value is a rewarding
input neuron that ranges from -1 to 1, and is a downscaled value of the fitness change from the
last frame, clamped from -100 to 100. The purpose of these 3 new input values is to provide extra
help in finding the finish line, and add a reward feedback. The fitness input could for example
be connected to a neuromodulator that increases the synaptic weights of certain connections if
the fitness change was positive. The normalized compass input’s purpose is to compensate for
the neural networks’ lack of memory and impaired vision, since they have no way to remember
where the goal is, or see it with their vision only ranging to the closest 25 tiles.

5

RESULTS

A set of test scenarios are played multiple times. In each scenario, the set of circumstances of
every agent is the same. They are all fed the same input, and navigate the same environment,
exactly at the same time. Agents cannot interact with each other, or change the environment for
other agents. The purpose is only to measure all agents at the same time for convenience.

Figure 5.1: A screenshot taken from one of the experiments. The colorful smiling shapes are the
agents, marked by their representative genetic encoding and algorithms. They all spawn at the
same spot, and start jumping around. In each round they cross and mutate, creating a better
performing generation that eventually reaches the finish line.

5.1

The Simple Platformer

The first test has NEAT, AGE and Neuromodulated AGE play one platformer stage for 1 minute
each round, over the span of 70 rounds. We cut off all tests at 70 generations as there is little
improvement after that, or the populations have reached the goal. Each evolving population
type has 100 agents playing at the same time, summing up the entire population to 300 each
round. The different agents are in no way interacting with each other, but try to reach the goal by
reading the environment. The phenotypes’ input consist of a 5x5 tiled visual representation of
their close surroundings. In other words, they can only see the 25 closest tiles, and use that to
avoid hazards such as spikes that immediately end the round for the agent colliding with them.
The input provided to the neural networks are the 25 surrounding tiles of the agent, and active
keys are left, right, jump, and run. The rest of the keys do nothing. In this test, the parameter
values were not added manually for AGE and AGEMOD, but had to be gathered and evolved
from the 50 character long string of non-data between devices. In other words, not all agents
established neuromodulatory features in the first generations. The motivation for this design
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choice was that parameter tokens only are 2 characters long and therefore more prone to appear.
All movements are accelerated movements, meaning the right key does not immediately move
you to the right at a constant speed, but instead starts accelerating you towards the right. This
is because of the more complex movements used in video games in general. Gravity pulls the
agents downwards, only to be stopped by solid brick tiles. The brick tiles functions as both floor,
walls, and ceiling. Besides brick tiles, there are spike tiles that instantly kills the agent, stopping
it until the round it over. All agents spawn at a set starting point in the environment every round.
Even if an agent made it to the goal in the previous round, all agents are returned to the starting
point, as the round has ended. This way we let the agents train the exact same environment over
and over. The test is run 8 times for 70 generation. The fitnesses of the types vary for each test,
but overall, the performance of neuromodulated AGE is the highest, beating both NEAT and
AGE in 5 out of 8 times, and being tied with AGE 2 times, and the remaining 1 time losing to
AGE after getting stuck and having no progress throughout the entire test. The average fitness of
neuromodulated AGE is also the highest in 6 out of 8 tests. Following is the results of one of the
tests, showing the maximum fitness of AGEMOD increase drastically after it was able to find a
structure that was able to efficiently beat one of the hard obstacles in the platformer game. 5.2.

Figure 5.2: One of the better performing results for Analog Genetic Encoding Agents with
Neuromodulation.
Naturally, the average fitness of AGEMod increased as a good performing agent with high
fitness gave offsprings with similar traits, and increasing the amount of well performing agents.
Meanwhile the minimum fitness remained around 0 for all methods in almost every generation.
The initial population obtained a maximum fitness of 1000 in every test, and the minimum fitness
of every generation made no improvements. There were times when a single agent managed
to gain great distance, obtaining a very high fitness above the average, and either ended up not
being bred in the next generation, or failed to give off any good offsprings for the next generation,
which made the maximum fitness drop in the next generation.

5.2. ALTERNATING ENVIRONMENTS
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Alternating Environments

The results show a highly fluctuating value for both the maximum, average and minimum fitness,
with no apparent overall winner, although certain network types were able to obtain fitness spikes
for different levels, however, this seems to be the result of pure random luck. The fitness spikes of
the different networks show how the environment has changed into a new one, either better suited
for the evolved state of the genomes, with the highest spikes occurring at generations 30-40, and
80-90. 5.3 5.4 To find whether there was any improvement in performance from the second time
the levels were played, we use a scatter plot with trendlines. 5.5. The plotted data spans all 4
tests’ 140 generations, averaging the fitness of each agent type. As it shows, the maximum fitness
as well as average fitness has increased the second time the levels were played by NEAT, however,
both AGE and AGEMOD made no improvements, suggesting there is no benefit in terms of
general adaptability of AGEMOD for this test. Although the AGEMOD agents seems to perform
better overall, the NEAT agent’s trendline is slowly gaining, suggesting it will eventually overtake
the AGE and AGEMOD agents in fitness. Notice that the data in generations 70-139 is flipped in
figure 5.5 to compensate for the uneven fitness results of different levels. This helps us find the
actual fitness increase between the first and second round the same environment is played.

5.3

Overall Characteristics

AGE and AGEMOD tended to jump around and waste more energy than NEAT, but also had
more diverse populations with many different paths. NEAT tended to split into a number of
species that followed similar paths. All network types had problems adjusting to levels that had
the finish line on the opposite side of the start, although in the alternating environment test we
included the compass input. AGE and AGEMOD had occasions when their best performing
agents disappeared from the population after being unluckily not chosen to breed, reducing the
best fitness of the population. Perhaps, we should have had the best performing agent always have
100% of being selected for breeding in AGE and AGEMOD after all. All the best performing
agents were the ones that made it furthest towards the finish line. Fast agents were not prioritized
over progressing ones, but in cases where both traits were inherited, the agents ended up with the
highest fitness. In a rare case an agent had been jumping around a lot, making a high amount
of unnecessary moves, but then eventually started slowly progressing, and skillfully jumping
over the hardest parts of the level to finally end up being the first agent to reach the finish line.
This agent naturally ended up with the highest fitness, but due to bad luck, still wasn’t selected
for mating. We spotted this with the help of the console output that happens after an agent
dies, showing the fitness as well as all contributions to the fitness score. The neuromodulatory
networks ended up with less uncertain agents that ran back and forth, due to the weight change
that could be triggered in different moments.
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Figure 5.3: The maximum fitness over the span of 140 generations. every 10 generation, a new
environment is selected in a specified order. 7 environments are played and every one of them is
played a second time after the first rotation.

Figure 5.4: The average fitness over the span of 140 generations. The level of difficulties in
different environments or different cause the fitness to spike.

5.3. OVERALL CHARACTERISTICS
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Figure 5.5: The trendlines of fitness over the generations across all levels. Notice: The data in
generations 70-139 are all flipped. This is to balance the fitness differences of the levels.
Flipping the second rounds of all levels matches each level with each other, giving us a more
accurate representation of the fitness increase in different methods. The data is the average of
the collected data from all 4 tests. The agents’ performances barely made any improvements the
second time the levels were played, with the exception of NEAT which had an increase in fitness
throughout the 140 generations.

6

DISCUSSION

6.1

The Simple Platformer

The following statements can be said regarding the simple platformer test. The initial population
of AGE and AGEMOD had a maximum fitness of 1000 every time. The minimum fitness
remained around 0 in every generation. Constructing the AGE networks are costly for large input
sets.
The neuroevolving agents with Analog Genetic Encoding had an increased performance
when neuromodulation was added to them, but their ability to adapt to different environments
did not increase, suggesting a more complex structure is required. General video game playing
could not be achieved with analog genetic encoding and neuromodulation alone. Finally, the
neuromodulatory networks increased the performance in both when playing alternating levels
and when playing the same level for a longer period of time, due to the added complexity in
possible moves by the agents, as well as the bias added in locked situations where an agent
instinctively runs back and forth because of the input it receives in 2 different positions.
Right now, we use one type of neuromodulator that exerts very low modulation unless
excited by a positive signal. In other words, it plays a big role in reward-motivated behavior like
dopamine, the organic chemical. If we were to introduce negative modulators that exerts strong
negative signals as punishment, could we end up with a neural network that is more cautious?
It would be interesting to see if we have could have gotten less poorly performing agents with
negative modulators, but perhaps it would have also caused less exploration.

6.1.1

Initial Population

The initial population of AGE and AGEMOD had next to equal performance, obtaining a
maximum fitness of 1000 every time. This is most likely due to two factors. The first factor
being the initial generation of neurons that adds 2 of each neuron type, and has every weight
and parameter be randomly generated, giving 100 agents a chance to generate a well performing
agent. The second factor is that the only requirement of the level selected to gain a fitness of 1000
or more is to run towards the right, and start jumping once there are no spikes above the agent. In
other words, a neural network must associate the jumping button with an empty or positive tile
above one or more tiles located above the agent. If a neural net fulfills this requirement, it is able
to obtain 1000 in fitness. The results show that the NEAT agents that did not have 2 of each
neuron type generated at generation 0 also did not have a maximum fitness of 1000.

6.1.2

Minimum Fitness

The minimum fitness remained low in every generation. This is due to the fact that the platformer
game is treacherous in many areas. A small change in an agent’s behavior can quickly turn
its performance from clearing every obstacle, to immediately jumping into spikes and dying.
Another factor is the fact that mating and mutation can produce damaged offsprings unable to
move, which in the case of the simple platformer test, results in a fitness of 0. The agents also
lose fitness upon dying to spikes, and also lose fitness from moving around too much. An agent
can also travel the wrong way, resulting in negative fitness.

6.1.3

Input Format

As the input for the simple platformer experiment contained no feedback on rewards or fluctuating
values that would change the situation of the agent, other than the surrounding tile data, the
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AGEMOD agents are unable to fully take advantage of the benefits of modulation as shown in the
work by A. Soltoggio, et.al. [21] However, because of the ability to change the weights of certain
synapses, the neuromodulation could have been responsible for making permanent changes in an
agent’s movements after reaching a certain point of the environment, enabling a different kind of
behavior after this point. Imagine a scenario where the surrounding tiles of an agent results in the
agent moving to the right. In this case it progresses through the environment until it comes to a
similar situation where the surrounding tiles are placed in the same way, however, on the way to
this location, a neuromodulatory signal has changed some of the synaptic weights, and this time
the agent jumps instead of running towards the right. AGE networks without neuromodulation
would not be able to display this performance and always react the same way to similar looking
environment, but the modulators changed the outcome the second time, which could be why
the overall performance of AGEMOD was higher in this experiment, especially because it can
gradually change the weights during a deadlock situation where an agent is stuck in an endless
loop.

6.2

Alternating Environments

The results of the alternating environments test seem to suggest that although the AGE and
AGEMOD agents gain an advantage over neat in the beginning, the NEAT agents slowly catch
up to the performance of AGEMOD. This could either mean that AGEMOD has difficulties
improving the fitness due to the best possible fitness already being found in some levels, or
that NEAT has an overall better way of adapting overtime. Overall, the AGE and AGEMOD
agents had no general fitness gain after revisiting environments, while NEAT was able to keep
improving throughout the experiment. AGEMOD had a very small increase in fitness, but this is
hardly sufficient to make a conclusion, as randomness also plays a role in the performance of
the agents. The best performing agents are still considered to be AGEMOD because of its best
overall fitness, averaging 250 over normal AGE. As mentioned earlier, NEAT does have a few
features making it a superior genetic algorithm than the one used by the AGE and AGEMOD
networks. It uses speciation to avoid damaged offsprings. It starts with a minimal structure,
removing unnecessary structure, and most importantly, it encourages innovation. This is believed
to be the biggest reason for NEATs slow but steady ascending fitness throughout the different
environments. If neuromodulation was to be applied to NEAT, it would most likely end up with
improved overall performance as well.

6.3

The Fitness Evaluation System and the Genetic Algorithm

After observing the many agents navigate the environments, it is clear that the fitness evaluation
system was completely fine for all experiments. The progress of agents and their speed gave
suitable fitness scores every time. However, what was made clear is the genetic algorithm’s
mating selection. In hindsight it would have been better to simply select all best 50 agents
and breed them with each other, and then keep them around for the next generation, while the
remaining 50 agents were replaced. This would have given us a population that never lost its best
performing agent.

7

CONCLUSIONS

We have shown that adding a neuromodulatory topology to a simple genetic algorithm with analog
genetic encoding, increases its capabilities of finding optimal solutions in a 2D environment.
This also applies to evolution over many different environments in shorter time spans. Because
neuromodulatory topologies are added in combination to normal neurons, and the neurodmoulatory signals are calculated in a similar way to normal signals, the additional computation for
neuromodulation is as costly as if the neuromodulators were additional standard neurons in the
networks, which is a linear increase. This is important to note, because it could mean that the
standard neural network structure could be replaced with a neuromodulatory structure. The
neuromodulatory structure could easily be added to many genetic algorithms, and therefore have
potential not only to show improvement in AGE for this particular experiment, but could improve
the results of many other genetic algorithms. What makes neuromodulation interesting is the fact
that it allows rewards to be directly translated into the transformation of a network, and with little
cost, this has potential as a new standard of forming neural network topologies, however, this
theory still needs to be tested in other scenarios, and with different genetic algorithms.
Neuromodulation did not seem to help find a suitable topology that works well with different
levels, as shown by the fact that there was little improvement the second time an environment
was played in experiment 2. This either means that the input type chosen does not provide
sufficient material for the networks to utilize to adapt with neuromodulation, that it doesn’t have
enough time to find a suitable network structure to alternate between different play stiles based
on the situations, or that it simply does not provide sufficient change in behavior for different
environments altogether. More testing with many more generations is required to fully determine
this. Perhaps a test with only 2 different environments, alternating between each other could be
an interesting approach.
The input structure of mapping the 25 adjacent tiles to the player position was sufficient
for the agents to navigate a simple environment, with the fitness guiding the direction of the
moving agents. In environments with the goal in the opposite direction from previously learned
environments, the agents had a hard time finding the goal at first, and at that time, a complete reset
would have performed better, where all agents pick a random direction. The added directional
input of an x and an y value did not seem to be used to counter this, suggesting that once again,
more iterations are needed to let the networks find a proper use for all the input. Together with an
appropriate fitness evaluation it can still guide the networks to the goal eventually. This shows
that as opposed to the prior tests with Super Mario type games by sethbling and Togelius et.al.
[20], [25], a rather simple and limited vision is sufficient. With a smaller input span, we have a
bigger chance to mutate and handle important input correctly, while further away tiles are ignored.
For example, if we have hazard right in front of us, that tile is crucial to be handled in the input.
With a range of 60 times 40 tiles, the chance that a mutation causes that exact tile to become a
trigger to perform an avoiding action is low. With a smaller input range, we have a bigger chance
to handle close tiles that matter more, at the cost of less vision for the neural network, but as
shown in this research, the neural networks were able to navigate the environments with this
limited input of 25 adjacent tiles. In other words, a minimal input structure with less unnecessary
nodes gives us better evolving neural network.
In the end, can we use neuromodulation to achieve general video game playing skills in an
artificial intelligence? The answer so far is no. Neuromodulation alone is not sufficient, but
it does add new functionality to a network that allows modification at lifetime, with a proper
system to structure the modulators correctly, and combining it with some other lifelong learning
methods, it could be useful in achieving general video game playing skills. More research is
27
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needed.
The fitness evaluation function ended up very accurate to calculate the performance of the
agents, encouraging both progress and efficiency, but also allowed straying from the path, and
giving us a diverse population.
Neuromodulation is useful for its plasticity, but overall, there are more promising methods
closer to general video game playing ability. Perhaps in combination with other methods it could
be found useful.

8

RECOMMENDATIONS AND FUTURE WORK

We used a tile system to help simplify the input for the neural networks, but the limitations of
AGE still forced us to keep a rather small input size. hyperNEAT is known to handle large
structures, and could be a great candidate to handle the entire screen’s seen tiles as input. A
combination of hyperNEAT and neuromodulation would be an interesting extension to this work.
Another interesting work is to compare NEAT with neuromodulatory topologies, against rtNEAT,
the real-time evolving version of NEAT used in NERO, in different input sizes to find the optimal
size. [23]
As discussed earlier, we only use rewarding neuromodulators that react to positive signals.
A neuromodulatory system that not only has rewarding neuromodulators, but punishing ones
can be an interesting research, to see how it affects behavior. A simulation of all the main
neuromodulators in the human brain might be an interesting research.
Besides neuromodulation, testing neuroevolving networks with plasticity in video games is
another interesting approach to general video game playing. In an experiment by A. Soltoggio,
neural networks obtained temporary plasticity through distal reward learning. [22]
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