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Abstract

Background. Getting realistic in 3D worlds has been a goal for the game industry since
its creation. With the knowledge of how light works; computing a realistic looking image
is possible. The problem is that it takes too much computational power for it to be able to
render in real-time with an acceptable frame rate. In a paper Jendersie, Kuri and Grosch
[8] and in a thesis by Kuri [9] they present a method of calculation light paths ahead-of-
time, that will then be used at run-time to get realistic light. The problem with this is that
only allows for static world.

Objectives and Research questions. The objective of this thesis is to continue the work
of the previously mentioned paper to allow the lighting system to be used for a dynamic
voxel world. Where it will update the internal data structures when the world changes.
Furthermore, this thesis will also answer how this lighting system is adapted for a voxel
world, and additionally it will give suggestions of what can be done next.

The questions this research will answer are:

* How can the creation algorithms of a Surfel and Light Cache GI system be optimized
so it can be used in real-time while having interactive frame-rates?

* In what aspects does a voxel world, compared to a vertex world, influence the im-
plementation of this GI system?

Methods. The research questions will be answer by implementing the lighting system
into a voxel engine and then optimizing it to allow to be use at run-time with interactable
frame-rates.
Results. The result gather shows that a speedup of about 2.5 can be achieved by parallel-
izing the tasks into their own thread, and by allowing the lighting data to be a few frames
behind.
Conclusions. The experiment was successful and it shows that the lighting system can
be optimized so it can be used at run-time. Additionally it explains how a voxel world
influences the implementation of this lighting system.

There is future work that can be done. For example, making a replication study where
the algorithms are implemented into more engines to validate the results, exploring more
optimization techniques, etc.

Keywords: global illumination, real-time, voxel, surfels, light probes
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Chapter 1

Introduction

Getting realistic in 3D worlds has been a goal for the game industry since its creation. With
the knowledge of how light works; computing a realistic looking image is possible. The
problem is that it takes too much computational power for it to be able to render in real-
time with an acceptable frame rate[1]. One algorithm that does this is called ray tracing,
which sends out millions of rays from every light source that will bounce across the scene
geometry and the rays properties will be modified base on what it bounces on. If the ray
ends up in the camera it will contribute to the final image.

So the industry have explored other algorithms and techniques that can be used to
emulating a realistic looking image, while still having good performance. Furthermore,
some of the most intensive operations, when possible, are moved from real-time to ahead-
of-time. For example rendering all the lights realistically ahead-of-time, which output is
then used during real-time rendering. This trick is used to keep frame-rates high while still
keeping the 3D world lighting looking correct. However, this technique has its downsides;
By pre-calculating where light is cast, the light sources can no longer be moved during
run-time. Consequently, if something move in front of the light source it will not block
the light nor cast a shadow. So by using this technique one will have to add more other
methods to compensate for the lack of real-time light computation.

Another pre-calculation technique is to calculate the path lights takes when bouncing
between geometry, compared to calculating the final light for each surface. On the per-
formance side it will be cheaper as the amount of light bounces needed can be greatly
reduced compared to ray tracing, and on the image realism it can give something that is
closer to ray tracing compared to other shading techniques. Furthermore, by focusing on
the world geometry instead of light sources, i.e. computing how light bounces from surface
to surface, you unlock the possibility of allowing light sources to move.

The problem is that creating these light paths can be computationally expensive and
thus previous research implementations do these calculations ahead-of-time; what can be
done to these previous explored algorithms to allow the creation of light paths in real-time,
to allow for the world to change. Furthermore, the implementation will be done inside of
a voxel engine to further expand on how this lighting system can be adapted for a different
kind of world representation.

1.1 Glossary

Before introducing the background a glossary need to be defined.

* Global Illumination - A lighting model that includes light rays that can bounce.

1



2 Chapter 1. Introduction

* Direct Light - Light from rays that cannot bounce.
* Indirect Light - Light from rays that can bounce.
* These are explained more in section 1.2.1.

* Surfel - A surface point data structure that describes the underlying surface. Used
for gathering direct light.

* Surface Group - A collection of surfels used for optimizations.

* Light Cache - A point in space that collects light from Surface Groups, using light
paths to create light bounces.

* Spherical Harmonics (SH) - Spherical Harmonics is a data compression structure
where you can encode the surface of a sphere cheaply in just a few floats. More in
1.2.3.

* Mapcube - The world is split up into equally sized cubes, where each cube contains
its own unique part of the world.

* Voxel - A small box, can almost be thought as an atom, used to build worlds. Al-
ternative to vertices. More in 1.2.2.

* Vertex - A voxel is used to build up worlds and models. A collection of vertices are
used in most game engines to represent their worlds. The most basic shape that can
be created is a triangle.

* Pre-calculation - Doing calculations before the game or applications is running.
Classic example is when you compile a world for game, i.e. you have a program
convert a detailed world format into a simpler optimized format.

* Real-time calculation - Calculations that are done during the run-time of the ap-
plication or game. The opposite of pre-calculate.

* Interactive frame-rate - The minimum frame per seconds to be able to interact with
the system. In this thesis this means a frame-rate of at least one frame per second.

* Voxelizing - When voxelizing you convert a world from being built up by vertices
to being built to voxels. This is useful as it gives a simpler world representation to
work with within some algorithms. A more thorough explaination can be found the
article Triangle mesh voxelization by Rosen [14].

1.2 Background

1.2.1 Global Illumination

One of the important techniques to render a realistic lighting model within a 3D world
is called Global illumination|21]. Sometimes this field is called Indirect illumination.
Indirect illumination refers to the concept that light can bounce. Where the opposite is
direct light, light that cannot bounce. An illustration of this is shown in Figure 1.1. In
the figure the black lines are the direct illumination. With only this type of illumination
system not everything would be lit in this scene. This is because there is a box that is
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blocking light rays from reaching the middle of the bottom box. By introducing indirect
illumination, the green arrow, light can bounce and make sure that the middle of the bottom
block will be lit. Another example of indirect light in action is shown in Figure 1.2.

Camera - World camera

Black - Direct light

Red - Light cannot reach

Green - Indirect light

Figure 1.1: The camera icon represents the 3D camera from where the user sees the world. The
black arrows represents where the light rays can directly reach a surface (direct light). The red
dotted line represents that the light ray cannot reach the bottom box, as there is a box in the way.
The green arrow shows how light can bounce around an obstacle (indirect light).

Figure 1.2: Shows the effect of indirect light. Left is a scene rendered with no indirect light while
the right scene is rendered with indirect light.

One way of getting great looking light while still having a high frame-rate is to in-
troduce pre-calculation, one of these techniques is called lightmap. A lightmap is where
you simulate light rays and then save down the calculated result into a texture, it will
then be used during run-time. The problem with this technique is that it can only handle
static worlds, with static light as all the lighting calculations are done ahead-of-time, as
explained by Channa [3].
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There has been work into getting the scene to be more dynamic by allowing both
moving light sources and moving objects within the 3D world. One of these papers is
‘Precomputed illuminance composition for real-time global illumination’ by Jendersie,
Kuri and Grosch [8], which is a conference paper based on the thesis by one of its author
Kuri [9] called ‘Spherical Illuminance Composition for Real-Time Indirect Illumination’.
In these papers they use surfels and light caches to optimize the transportation of indirect
lights across the world. Surfels can be thought of as discs that are placed on all surfaces in
the world. By using a pre-calculation step that will place these surfels and light caches on
all surfaces in the static world geometry, and then create light transportation paths between
them. It will make the real-time light propagation code simpler and faster, compared to
ray tracing, as all ray paths are already known.

1.2.2 Voxel Engine

Another research field unrelated to the previous, but still a field that needs to be explored,
is voxel 3D engines. Instead of building a 3D world by placing a lot of triangles, you build
the world using voxels. This is still a pretty new field as not a lot of companies work and
have released games that are based on voxel game engines.

In the paper ‘An Investigation in Implementing a C Voxel Game Engine with Destruct-
ible Terrain’ by Wilder [22] they explained that voxels can be used as an alternative to
triangles to represent a world. They do the comparison that a voxel is like a pixel, but in
three dimensions. They also explain the problem with voxels is that they require a lot of
memory to store, in their uncompress form. This is because if the world is N in length for
all directions, the storage is N and modifications could be as expensive as O(N°).

Solutions for these storage problem is to use some sort of compression like presented
in the paper °‘Efficient Sparse Voxel Octrees’ by Laine and Karras [10]. By storing the
voxels inside of sparse octrees, a tree structures that is efficient to traverse and it allows to
parts of the tree to be discarded if they empty. This means that a scene with only one voxel
would not take a lot memory to save, compared to if you had a big three dimentional array
where you have to store everything, including emptiness.

Furthermore, in the paper ‘GigaVoxels’ by Crassin et al. [4] they showcase how a
sparse octree can be used to implement rendering of large voxel data sets for real-time
application, by streaming only the data to the GPU when it is needed.

There have been previous work in using voxels to calculate global illumination, like
the paper ‘Voxel-based global illumination’ by Thiedemann et al. [19]. The technique that
this presents is by first making a voxel representation of the vertices world, in real-time,
and then applying a GI algorithm on top of the voxelized world. When working in a voxel
game engine this voxelization step is not needed. Furthermore, using a voxel game engine
will influence other parts of a light system.

1.2.3 Spherical Harmonics

Spherical Harmonics is a way of encoding the surface of a sphere using just a few floats
and a few basis functions. The original sphere surface can be reconstructed by combine
the result of the basis functions. The more floats the higher the accuracy is, but by instead
choosing just a few one can save a lot of memory and the resulting sphere surface can be
good enough.
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One use case for this is to encode a cubemap texture of the indirect light as the fine
details are not needed to get a good enough result. In the conference paper ‘Spherical
harmonic lighting’ by Green [6] they give some background on the SH topic and how one
could use them to set up global illumination in a game.

1.3 Aims and Objectives

The goal of this thesis is to propose a set of optimizations that can be applied to a surfel
lighting system so it can be used at run-time, and to explain changes that was needed to be
done to be able to use it this system withing a voxel engine. This thesis will focus only on
the calculation of the light paths and their data structures, not the actual light rendering.
This is because those parts are already covered by other papers. The focus is to port the
algorithms explained in the papers Jendersie, Kuri and Grosch [8] and Kuri [9], from being
needed to be run ahead-of-time to being able to run during run-time.

1.3.1 Objectives

Implement the ahead-of-time functionality mentioned in the mentioned papers.
Identify places of possible optimizations

Implement a Threading system to split up each sub task into its own thread.
Acquire metrics showing possible speedup.

Analyzing and discussing the results connected to the problem presented.

SN ol B

Present future work than can be done with this lighting system.

1.4 Research Questions

From the mentioned objective the following research questions was constructed.

RQ1 How can the creation algorithms of a Surfel and Light Cache GI system be optimized
so it can be used in real-time while having interactive frame-rates?

The motivation for this research questions is to continue the work of Kuri [9] and Jendersie,
Kuri and Grosch [8] to allow the lighting system to be in 3D engine that support modifiable
worlds. To allow for modifiable world the surfels calculations need to run at real-time
instead of ahead-of-time.

RQ2 In what aspects does a voxel world, compared to a vertex world, influence the im-
plementation of this GI system?

The motivation behind this research question is to explore what differences the implement-
ation will have if the surfel calculation algorithm is run on a voxel world instead of a vertex
world.
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1.5 Outline

Chapter 1 introduces what this thesis is about, what will be research, why this will be
research, and some background theory. Chapter 2 connects the thesis to what have previ-
ously been done within this field. Chapter 3 explains how the research question will be
answered, what experiment will be done, and how metrics will be collected. Chapter 4
presents the metrics that was collected during the experiment. Chapter 5 will analyze and
discuss the result from the previous chapter to explain what it means, and what it brings to
the project. Chapter 6 connects the method, discussion, and data to the research questions
to answer them. Furthermore, it presents some future work that can be done related to this
thesis and the topic at large.



Chapter 2

Related Work

Rendering light within a scene can be done in many ways, all with their own level of real-
istic accuracy. Choosing the right algorithm all depends on what one’s goal is for the end
product. If one needs to render a still image with high level of realism one might choose
ray tracing or path tracing. These features were recently only used for still images as they
took too much computational power. This partially changed with recent development in
the GPU section by NVIDIA with the release of their RTX series. These GPUs contain
ray tracing cores[13], which are specific parts of the GPU hardware that is made to do the
ray tracing computation. It is not a total replacement of a typical rasterization pipeline, as
full-screen ray tracing is still a huge task, which is why they recommend a hybrid approach
to mix rasterization with ray tracing to get the best of both worlds.

Next up are some techniques that has been used in been used in the industry for lighting
systems, when ray tracing was not a option for real-time scenes.

2.1 Early Lighting Models

In the article Light Mapping - Theory and Implementation by Channa [3] they explain
how per-pixel lighting using a lightmap, a texture that contains lighting information, can
be implemented. The lightmap texture will be mixed together with the geometries diffuse
texture to create the illusion of correct real-time lighting. The article is from 2003 and
their end goal is to provide information on how this implementation can be done because,
according to them, not everyone has implemented lightmaps into their engine.

The basic gist of the change is that you calculate a texture ahead-of-time that contains
all the light information, where the UV texture coordinates match the same as the diffuse
texture, and then changing the color output code of the shader from:

Color = Texturey;f use(uv) to
Color = Textureg; s fuse(wv) x Textureghimap(uv).

They go on to present other techniques used at the time, and their pros and cons. One
technique that was used was per vertex lighting. Here the lighting calculations are done per
vertex instead of per screen pixel. This is cheaper than doing it per pixel but the lighting
result might not be as good depending on the geometry.

Using lightmaps places restrictions on the scene rendered. It can only be static, as the
light calculations request that the world state is known. You can have the scene change,
but then you also need to pre-calculate a lightmap for this state as well to have the light
still be correct during run-time.
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2.2 Voxelization Lighting Models

One advancement to create a more realistic lighting system was to instead of working on
the world directly was to create a voxel representation of the world first, and then run a
light algorithm on that. Two papers published 2011 presented this idea, to use a voxel
representation to have a real-time dynamic light system with indirect light. The paper
‘Interactive Indirect Illumination Using Voxel Cone Tracing’ by Crassin et al. [5] uses
Voxel Cone Tracing and the paper ‘Voxel-based global illumination’ by Thiedemann et al.
[19] uses a texture atlas to aid the calculation of correct lighting calculation with bounces
to get indirect light.

The paper ‘Real-time diffuse global illumination based on voxelization’ Sans and
Ramirez [15] continues the work of the previously two mentioned papers by improving
the voxelization by accelerating the computation using the GPU and by applying state-of-
the-art algorithms and tricks.

2.3 Pre-computation lighting models

Pre-calculating the light for a scene as a topic never died out, as the result can be superior
to doing it in real-time since one can use a more advance and more expensive lighting
algorithms. Which are not limited by the restriction of having interactable frame-rates and
the run-time code becomes cheaper. The precalculations does not have to be a lightmap,
it could instead be an acceleration structure for the lighting calculations that are done at
run-time.

The conference paper ‘Real-time global illumination using precomputed light field
probes’ by McGuire et al. [12] they contributed with a light field probe data structure with
algorithms around it. The data structure encodes down radiance (colors), normals and
distances of geometry in a 360 degree view from the position of each of the light field
probes. This data can then be used to simulate ray tracing across the scene by bouncing
the rays using the probes’ data.

‘Real-time global illumination by precomputed local reconstruction from sparse radi-
ance probes’ by Silvennoinen and Lehtinen [16] pre-computes light paths and uses smart
interpolation to create a global illumination system that supports glossy surfaces and dy-
namic geometry.

‘Spherical Illuminance Composition for Real-Time Indirect Illumination” by Kuri [9]
presents a new way of pre-calculating light traversal paths across the scene with support
for lights to be able to be moved during run-time. This uses an iterative approach to
bounce light across the scene to achieve high frame-rates while allowing a single light to
illuminate the entire scene.

The conference paper ‘Precomputed illuminance composition for real-time global il-
lumination’ by Jendersie, Kuri and Grosch [8] which is based on the previous paper, im-
proves on the algorithms to get better performance.
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2.4 Incremental lighting models

Using an incremental real-time lighting model one can achieve results closer to what one
would get from an ahead-of-time calculations, while still having interactable framerate.
This is achieved by removing the restriction of every frame rendered having correct light-
ing. As a consequence, the correct result will accumulate over several frames. This is what
explain in the paper ‘Incrementally baked global illumination’ by Luksch, Wimmer and
Schwirzler [11].






Chapter 3

Method

This study will answer all of its research question using an optimized implementation
of the algorithms described in ‘Spherical Illuminance Composition for Real-Time Indir-
ect [llumination” by Kuri [9] and in ‘Precomputed illuminance composition for real-time
global illumination’ by Jendersie, Kuri and Grosch [8]. The first research question will be
answered by presenting the optimizations and measurements from the implementation, the
second will be answered by analyzing the implementation to present the changes needed
compared to the original implementation.

The implementation that is done is split up into a few parts that are all connected while
still remaining separate. Each part have their own challenges related to optimization and
to the usage of a voxel engine. We will present each part in their own section to provide
the required knowledge, how to implement it, what is done to optimize it.

Before the implementation details we will present what metrics will be used to answer
the research questions.

RQ1 is a quantitative experiment, where the amount of time it takes for the algorithms
to create and to update the data structures is collected for both the before and after each
optimization is done. Using this data it is possible to see what optimization are most im-
portant to be able to adapt the algorithms to run in real-time, thus being able to answer
RQ1. Furthermore, a hypothesis test will be conducted to make sure that the result is stat-
istically significantly. This is a quantitative experiment because it uses collected metrics
from the experiment to answer the research questions.

RQ?2 is quantitative descriptive study, it will be answered by highlighting the differ-
ences between the implementation that the conference paper by Jendersie, Kuri and Grosch
[8] presented, verse the implementation we did for a voxel engine. This excludes the op-
timizations used for RQ1 and will only contain the changes used to adapt the algorithms
to run in a voxel engine. For example where extra processing of data is needed and where
data is already available that would be required to be calculated for a vertex engine.

3.1 Engine Data Structures

Before explaining lighting data structures some engine data structures needs to be ex-
plained.

3.1.1 Voxel

A voxel is a small box with a specified material, that exist in world space.

11



12 Chapter 3. Method

3.1.2 Mapcube

The world is represented as grid of mapcubes, where each mapcube contains a grid of
voxels. They are used to be able to load and unload parts of the world during run-time.
Furthermore, they are used in this lighting system as a way of dividing the world updates
into manageable chunks, that are later used to optimize the algorithm implementations.

In this thesis mapcubes will have the size of 128x128x128 voxels. This size was chosen
to limit the threading overhead; The goal is to make sure that the worker threads can
maximize their time working on the problem instead of waiting for mutex locks to be
unlocked.

3.2 Lighting Data Structures

Here we will go through the implementation that is used to conduct the experiment to be
able to answer the research questions. Firstly the data structures / object concepts will be
explained and then some algorithms will be explained. A overview of the data structures
with their relationship is shown in Figure 3.1.

= Surfel

@ = Surface Group ’,»’ ),') : ‘\‘ @

Fgy = Form Factor

Lgy = Light Cache /,"” ®’l C-II-) \@
f, = Render target ’,"" /»" .E \\
Fsg g, e
4 6:
2 Q
e o
@ e e g

Figure 3.1: This figure represent an example scene with all the data structures that this system
uses, and their relationship. The small circles are surfels, the oval with ¢ are surface groups, the
circles named Fgy are form factor, the circles named Lgz are light caches, and the point f;. is an
example of how a point gets its light.

The clouds in the circles are representing spherical harmonics. The stripped lines represent light
paths and on each line there is a mathematics operation. The light-bulb is a light source and the
yellow arrows are the examples of light sent to surfels.

3.2.1 Surfel

A surfel can be thought of as a small light collector that is spread out uniformly on all the
world’s surfaces. It collects direct light from the light sources in the scene during run-time,
including the emissive property if the underlying surface is emissive.
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This part is represented as a small circle, with their color representing the color of the
underlying surface.

3.2.2 Surface Groups

A surface group is a collection of surfels that are: a) on the same surface, b) have the same
properties, and c) are close to each other. They are clustered together into this object to
simplify the light paths needed to be created.

This is represented as the oval with the ¢ symbol and they contain surfels.

3.2.3 Form Factor

Form Factor sit between the Surface Group and the light cache for a light path. It encodes
the visibility that the light cache have of the surface group in a spherical harmonic. This is
used when transmitting light across the path to make sure that the directional information
is correct. The color from the surface group will be multiplied with the spherical harmonic
before it is given to the Light cache.

This is represented as the circles named Flsy.

3.2.4 Light Caches

Light Caches are collectors of light from surface groups, that is transmitted via light paths
created with the form factors. They exist at the same location as the surface groups. They
take all light information from the form factors spherical harmonics and adds them to-
gether. This resulting spherical harmonic contains what color is received from which
direction.

This is represented as circles named Lgy.

3.2.5 Spherical Harmonics

Figure 3.2: Visualization of the basis function of each band that build up the spherical harmonics.
Each band is a float and the basis function is used to encode a value at a incoming direction.
Image by Inigo.quilez [7] / CC BY-SA (https://creativecommons.org/licenses/
by-sa/3.0)
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Spherical Harmonics are used to encode the visibility of the surface group from the light
cache, and save this value inside the form factor. Spherical Harmonics are also used inside
the light cache to encode light info and their color.

This is represented as the clouds inside the circles.

3.3 Algorithms

3.3.1 Poisson-Disk Sampling / Determine Surfel Locations

Figure 3.3: A generated Poisson-Disk in 3D that is used to query for voxels inside mapcubes.

Poisson-Disk Sampling is a way of generating a set of random points in N dimensions[2]
that can be used to do a uniform sampling. An example of a poisson-disk box used is
shown in Figure 3.3.

In our case it will be used in three dimensions and it is used to query each mapcube for
possible locations of surfels. If the queried locations contains a voxel and if it is connected
to air, a surfel will be place on its surface.

This is completely different compare to how the paper ‘Spherical Illuminance Com-
position for Real-Time Indirect Illumination” by Kuri [9] does it. They take each triangle
and places a number of surfels in its surface based on the objects and triangles size. They
can do this because triangles only have one side, the side that normal points in, and they
are infinitely thin so they know where to place the surfels. Voxels on the other hand are
cubes, so they have six surfaces, and they not stored in a one dimensional list but rather in
a more complicated data structure. Like a tree or a three dimensional list.

3.3.2 Surfel Grouping

Surfels will be grouped together into surface group based on the if they are close together,
and have the same material and normal. The location of the group will be in the center
between all the surfels.
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3.3.3 Light Cache Creation

For every surface group there will be a light cache in the same location. When creating
the light cache it will check the visibility to all the surface groups that are close to it. If the
visibility is clear to any part of the surface group it will create a light path with the help of
a Form Factor that have the visibility shape encoded into a spherical harmonic.

3.4 Optimizations

Now we will discuss the optimization done to the implementation to allow it to during
run-time. Before each optimization there will be an explanation of what the problem is
and how it will be solved.

3.4.1 Clustering

A sort of clustering is needed to identify which surface groups a light cache should take
its light information from. There are many different algorithms that can be used to achieve
this. In the paper ‘Spherical Illuminance Composition for Real-Time Indirect [llumination’
by Kuri [9] they examined both a k-d tree and HMAC. These are both valid algorithms, but
the negative of these are that they can be both slow and have high memory requirements.
This is not optimal for real-time calculations. So instead a custom graph algorithm was
chosen to be able to use the information already existing in the engine.

Each light cache will grab the surface groups that are close to the light cache by looping
through the surfel groups that are offset from —1 to 1 in all of the x, y and z axes. This
will reduce the number of surface groups that each light cache needs to check. This aids
the light cache creation algorithm explained in Section 3.3.3 since checking for line-of-
sight and then encoding the shape of the visibility requires sending out a lot of rays. Thus,
limiting world area that is checked greatly decreases the amount of surface groups needed
to be check, which can improve performance.

3.4.2 Multithreading

One of the optimizations’ technique is to use multiple threads to calculate the data struc-
tures. This gives access to more computational power compared to doing everything on
the main thread. However, it does have its downsides since a synchronizations step is
needed to make sure no race-conditions happen but the performance gain makes up for
that. Furthermore, one can choose to allow the data to arrive a few frames later instead of
being done the same frame. We chose to allow this as it makes sure that the main thread
never needs to wait for the calculations to be done before continuing, which makes the
synchronization code less costly and it allows for higher computational output.

A general overview of how the threads are structured is shown in Figure 3.4. In the
overview there are four thread types. The first one is the main thread that currently exist
inside the engine. Its job is to run all the updates needed for the next frame, handle events,
etc. This already exist there from the start. What we have added is to make it notify the
second thread, World Changed, of all the parts in the world that have changed. Another
change that was done to this thread is so it uses the latest available lighting information
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data structures to be able to render correct lighting for the scene. But as previously men-
tioned this information might not be 100% correct for the current frame because the data
is allowed to arrive later, but for the sake of keeping frame-rate high we think it is worth
it.

World Changed’s job is to take the updates from the Main Thread and format them
into work items, and then notify the Surfel Calculation Threads that there is work to do.
This thread exist here to further ease of the processing needed on the Main Thread.

Surfel Calculation works on chunks of work items at a time to limit the synchronization
penalty. For each work unit it will apply a pre-computed poisson disk to sample pseudo-
random voxels uniformly. If it found a voxel it will check so that it is connected to air,
1.e. it is a voxel on a surface of an object that should be illuminated by lightsources. All
the surfels it have found will be grouped into surface groups based on similar properties.
These groups will be sent to the World Grouper thread.

This thread type can have multiple instances since it is the most expensive operation
and the bottleneck in the updating code.

The World Grouper’s job is to take the newly created surface groups and stitch them in
into a data structure that represents all surface group for the entire world. It will also gen-
erate light transport paths with light caches that will then be sent to the lighting subsystem
in the engine.

The std: :mutex class was used to protect global data structures that multiple threads
use. This helped make sure that no raise conditions happens, so threads never reads incom-
plete data. Furthermore, the std: :condition_variable class was used to signal threads
that new data is available to be processed.
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(World Changed )

(Main Thread )

J Wait for update (A) (—
(Update world (physics, actions, etc))(—

o Collect changed

yes

y

Send updated parts to /Worker Changed/ thread (A) l (Calculate which world parts to recalculate) A

Schedule Surfel calculation on updated parts (B) >

(Surfel Calculation (Multiple instances) )

Wait for work (B)
(World Grouper)
(Apply Poisson Disk onto world part to find Surfels Iocations)
+ Wait for work (C)
(Group Surfels into SurfaceGroups)

(Combines SurfaceGroups between world parts borders)

Uses the latest available

lighting information from (D) e

>

[Save groups into global storage) K K
Generate Light transportation paths between groups A

Notify World Grouper (C) ) (Update lighting system with the latest lighting datastructures (D))

& &

Figure 3.4: This figure shows a high-level of what threads exists and what they contribute to
the final result. The Main Thread is the thread that the engine uses for normal operation and for
synchronizing tasks, it is important to never block this thread with heavy actions. Its job for our
operations is to notify the World Changed Thread with all the parts of the world that have changed.
The World Changed Thread jobs it to collect all the changes and schedule the updating of said part
using the Surfel Threads. Those threads job is to find good surfel locations using a Poisson Disk,
and then grouping matching surfels together.

The World Grouper’s job is group together surface group from the previous thread with the groups
that already exist inside the world, setup light transportation paths across the scene, and then give
this information to the lighting subsystem.

3.5 Experiment

To be able to answer the research question RQ1 an experiment needs to be conducted. This
involves timing the different parts of the calculation system to see what improvement have
been done and to be able to see if this system can be used in real-time. The optimization
are those that have previously been listed. In the Discussion chapter the optimization will
be further analyzed to what they brought to the end goal.

The independent variables in the experiment are if the optimizations have been applied
and how many threads are used during the experiment. The dependent variable is the
milliseconds it takes to calculate each mapcube.

The experiment is conducted by following using the instructions in Figure 3.5. It
will be conducted with the following thread counts for the surfel calculation thread: 1,
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2, 4, and 8. These were chosen based on the most recent Steam Hardware & Software
Survey[20]. There they present that 77.41% of all users have a CPU with at least four
cores. Furthermore, 66.07% of user have HyperThreading. This means that the most
common setup will have at least eight CPU threads, thus this was chosen as the maximum
thread limit.

It will be run multiple time to gain more data to limit the possible inconsistencies in
the result. The test is using the C++ class std: :chrono: :high_resolution_clock for
collecting the timings.

?

[Start the game engine and wait for everything to Ioad)

v

ics?
Need more metrlcs.l‘
ThreadCount = 1

Start whole test timer

(Time the MapCube Manager task when recalculating all the loaded mapcubes)

v

(Time the Surfel Calculation task when processing all the MapCube updated list, using ThreadCount threads.)
l (Choose a new location in the world)

( Time the World Grouper task when processing all the newly constructor SurfelGroups from the previous task)

Stop whole test timer
Export all the results

ThreadCount *= 2

ThreadCount <= 8§ Y€
alse

Figure 3.5: Flowchart of how the experiment is conducted.

From the resulting metrics the mean, standard deviation, and variance will be calcu-
lated to be able to perform statistical analysis.

3.5.1 Statistical analysis

A statistical analysis will be conducted using the Paired-Samples T-Test[17] algorithm.
The result of this analysis will provide an answer to the following hypothesis test, that in
turn helps answer RQ1.

H, There is no significant difference in performance before and after optimizations.
H, There is a significant difference in performance before and after optimizations.
The probability value (p-value) returned is compared against the significant value («),
which is set to be 0.05. If p < « is true the null hypothesis (3.5.1) is rejected. The

test is conducted using the R language using the following R command t.test (a, b,
alternative="greater", paired=TRUE, conf.level = 0.95)[18].
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Results

All tests are ran on the following platform:

CPU | AMD Ryzen 7 1800X @ 3.6Ghz
RAM | 32GB @ 2133MHz

GPU | GeForce RTX 2080 Ti

OS ArchLinux

The world that the experiment will be conducted in is a voxelized version of the
de_dust2 map from Counter Strike: Global Offensive. Example of how it looks can be
seen in Figure 4.1.

Figure 4.1: The test world that is used when running all the tests.

4.1 Before Optimizations

Without any optimizations the implementation have the following performance. The mean
value is 2.21998 millisecond per mapcube and the standard deviation is 1.05315.

19
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All tasks on one thread - Millisecond / MapCube

ms/MapCube

Mean = 2.21998 :
Standard deviation = 1.05315
I 1
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Test run

Figure 4.2: Performance of doing all parts on one threads, before optimizations
Raw Data: A.5

4.2 Mapcube Manager Performance Impact

The operation that are included in this metric is only what the mapcube manager do, which
is to collect is to schedule the surfel calculation threads. The Figure 4.3 shows the amount
of mapcube updates the manager thread it can schedule per millisecond. The mean value
is 823.026 mapcubes per millisecond and the standard deviation is 216.206.

Overhead of MapCubeManager - MapCube updates / Millisecond
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®
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Mean = 823.026 . . . . . . . . . . . .

Standard deviation =:216.206
1 1 L L

400

5 10 15 20 25 30 35 40 45 50 55 60 65 70 75

Test run

Figure 4.3: Performance of Mapcube Manager Thread
Raw Data: A.1

The previous mentioned data is on its own thread so it does not affect the frame-rate.
What does affect the frame-rate is telling mapcube manager that a mapcube has been
updated. The mean cost of this operation, as shown in Figure 4.4, is 73.1715 nanoseconds
and the standard deviation is 66.6549.
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Figure 4.4: Mapcube Manager performance impact on the main thread, when a mapcube have
been updated.

4.3 Surfel calculation and Surface Groups grouping

This metric includes the following operations which are done for each mapcube: a) query-
ing possible surfel locations according to the poisson-disc, b) verify that they are good
locations according to the rules, ¢) group together similar surfels based on their properties,
into surface groups,.

The mean values are 0.585493, 0.866807, 1.374836, and 1.769976 calculations per
millisecond and the standard deviations are 0.235226, 0.345325, 0.5648006, and 0.752001
for one, two, four, and eight threads respectively.

Surfel Calculation Thread - MapCube updates / Millisecond

1-Mean = 0.585493 ‘
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2- Mean 0.866807
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T thread
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1
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Figure 4.5: Performance of the surfels calculations and surface groups grouping thread
Raw Data: A.2
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Figure 4.6: The image on the left shows some of the surfels that the algorithm placed, and the
image on the right shows the surface groups it created based on the placed surfels. Note this does
not contain all the surfels placed.

Mean Standard deviation

1 Thread | 0.585493 0.235226
2 Threads | 0.866807 0.345325
4 Threads | 1.374836 0.564806
8 Threads | 1.769976 0.752001

Table 4.2: Mean and standard deviation from Figure 4.5.

4.4 World Grouper and GPU optimized data structures

This metric includes the following operations: a) take the newly created surface groups
and replace them within the world representation, b) calculate the visibility between all
the surface groups, c) create the GPU optimized data structure: surfels, surface groups,
and Light Caches..

The mean value is 18.2282 surface groups processed per millisecond and the standard
deviations is 5.33219.

World Group - SurfaceGroups processed / Millisecond

SurfaceGroups/ms

Mean = 18.2282 : : :
Standard deviation = 5.33219} i i

10 20 30 40 50 60 70

Test run

Figure 4.7: Performance of World Grouper Thread
Raw Data: A.3
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4.5 Whole Test Performance

This metric includes the timing of all the previous steps combined, from when updates are
queued until the GPU optimized data structures have been calculated.

Whole system performance - MapCube processed / Millisecond
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Figure 4.8: Performance of all parts together - Based on mapcube count
Raw Data: A.4
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Figure 4.9: The performance before optimization and after optimizations.
Do note that the No optimization is running on the main thread thus decreasing the frame-rate.
While the other lines are for computation that is done off the main thread, thus not directly affecting

the frame-rate.
Raw Data: A.5 and A.4

Figure 4.9 is a combination of Figure 4.8 and Figure 4.2 to be able to compare per-
formance of the calculations. The mean, standard deviation, and variance is calculated
using R from the previously mentioned data and displayed in Table 4.3.
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Mean Standard Deviation | Variance

No optimizations | 2.790715 1.100364 1.210803
1 Thread | 2.766978 0.977518 0.955542

2 Threads | 1.918968 0.668109 0.446370

4 Threads | 1.332863 0.394233 0.155420

8 Threads | 1.095271 0.304320 0.092611

Table 4.3: Mean, Standard Deviation and Variance for Figure 4.9 using data from: A.5 and A .4.

4.6 Statistical Analysis Result

The P-value result of the statistical analysis when running this R command t.test
(dataA, dataB, alternative="greater", paired=TRUE, conf.level = 0.95) [18],
where dataAl is the row and dataB is the column.

1 Thread | 2 Threads | 4 Threads | 8 Threads

No optimizations | [iHGS | [00023' | [0:0024] |
1 Thread - - -
0.0025
]

2 Threads - -
4 Threads m m

Table 4.4: The row is the dataa and the column is dataB in the previous mentioned R function.
The values that are less than o which is set to 0.05, are marked with green and otherwise red.

In the Table 4.4 the result of the statistical analysis test is presented. The green values
symbolized tests that rejects 3.5.1 and supports the alternative hypothesis 3.5.1, and the
red values symbolize tests that failed to reject 3.5.1.
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Analysis and Discussion

This chapter will analyze and discuss the method chapter and the results from the experi-
ment. The method chapter will be analyzed to be able to explain how the experiment was
designed to be able to answer the research questions, and there will be a discussion about
the validity of the output of the experiment. The result chapters data will be analyzed to
explain what the metrics mean in the context of the research answers.

5.1 Method and Experiment

The goals of the thesis is to answer the following two research questions: 1) How can the
creation algorithms of a Surfel and Light Cache GI system be optimized so it can be used
in real-time while having interactive frame-rates?, 2) In what aspects does a voxel world,
compared to a vertex world, influence the implementation of this GI system?.

As mentioned in earlier chapters, the first research question is answered by implement-
ing and optimizing the algorithms used to build a surfel and light cache representation of
the world. This is the implementation that the method chapter describes. The goal of the
implementation is to show how the system can be implemented, and the collected met-
rics are to show that the implementation is usable in real-time, whilst having interactable
frame-rate.

The metrics that was collected was chosen as they present each part of the implementa-
tion and their cost in the overall project. Furthermore, by plotting the data before and after
optimizations in the same figure it was possible to get a visualization of what performance
improvements there are, and by performing a statistical analysis it is possible to see if the
metrics are statistical significant.

5.2 Result Analysis

Here I will go through each section of the result and analyze what the result means.

Starting with the Before optimizations section and its Figure 4.2, we can see that it is
expensive as if the engine targeted 60 frame-per-second and this system was the only one
that was running it could only update an approximate of 7.5 mapcubes.

1000

16.66
2.21998

~ 7.50 Mapcubes calculated per frame. (5.2)

25



26 Chapter 5. Analysis and Discussion

This would be the best case, as engine often have other work it also needs to do each
frame, thus less than 7.5 can be updated. This is a problem because if the engine loads or
updated too many mapcube a lag-spike will be caused. Thus, having these unoptimized
tasks implemented into the main thread is discouraged and should either be done ahead-
of-time like in the paper by Jendersie, Kuri and Grosch [8] or be moved to separate threads
as mentioned in the following sections.

The Mapcube manager performance impact section is the first section show the per-
formance when optimizations have been applied and the threading structure is used. The
performance penalty for the main thread when using this threading structure is shown
in Figure 4.4, and it shows that it is only about 73 nanoseconds to notify the threading
system that a mapcube have been updated. This means that the performance increase is
30339.41%.

1milliseconds = 1000000nanoseconds (5.3)
2.21998 « 1000000

~ 41 4

73.1715 30339 54)

We can also see in this section the Figure 4.3. It shows the cost of introducing a map-
cube manager that does the scheduling of mapcube updated onto the Surfel calculation
thread pool. It shows that this thread can schedule a mean of 823.026 updates per milli-
seconds, which is the same as saying m * 1000000 ~ 1215 nanoseconds per update.

The Surfel calulation and Surface Groups grouping presents the Figure 4.5. This one
shows how the throughput increases with the addition of more threads to this expensive
task. By going from one to two threads you gain a speedup of %8606897 ~ 1 48 by going

0.585493
from two to four you gain a speedup of $2E2858 ~ 2.35, and by going from one to eighth
you gain a speedup of 119976 ~ 3 (2,

0.585493
The World Grouper and GPU optimized data structures is the last section that shows

the performance a thread. This section contains the Figure 4.7 that shows performance of
how fast it can update its internal world representation and generate the GPU optimized
data structures. Not that this one is not based on mapcubes but rather on the output of the
previous task which was surfel groups.

Finally, there is the conclusion section that summarizes the overall performance. With
the help of the Figure 4.9 and the Table 4.3 it is possible to the speed differences in the
calculation throughput. The equations 5.5, 5.6, 5.7, and 5.8 shows the speed differences
compared to no optimizations timings, where a value of one is the same speed. They
represent the speed difference for one thread, two threads, four threads, and eight threads
respectively.

2.790715 _

2766078~ 1009 -2
2.790715
TotRoas ~ L4542 (5.6)
2.790715
Tamoags ~ 20938 (5.7)
% ~ 2.5480 (5.8)

From this we can see that using the one thread setting is about as expensive as doing
everything on the main thread, but as mentioned earlier using one thread setting is better
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as it does not lock the main thread. Furthermore, with the help of the statistical analysis
in Section 4.6 we can see that speed difference is not statically significant. Whilst all
the other thread counts are shown to be statically significant. Additionally is shows that
increasing from one thread count to another is also statically significant.

5.3 Connecting to Previous Research

When comparing this research to previous research we can see that this system combines
some ideas, but is still pretty unique.

For example, this thesis uses ideas from the papers talking about voxelization. But
instead of working on real-time voxelization this thesis focuses on working in a voxel 3D
engine. These papers might raise questions about how lighting could work in native voxel
engine. Hopefully the answer to RQ2 can help answer these questions.

Additionally, the idea of removing of the restriction that every frame needs to have cor-
rect lighting, that the paper ‘Incrementally baked global illumination” by Luksch, Wimmer
and Schwirzler [11] presented, was used as an optimization to help answer the research
question RQ1.

5.4 Limitations and Validity of the Research

There are a few limitation and validity threats by this research. This includes that the
implementation was only implemented in one voxel engine. This could generate a bias
result that is only relevant to that specific engine. We have done everything we can to
abstract the engine and not focus on any engine specifics. So that as long as the engine
supports feature X, Y, and Z it will be able to implement our system by only implementing
their own communication layer between the surfel system and the world interaction.

A big limitation and validity threat of the result is that the result is only based on one
voxel engine. This is due to time constraints as there was no time to find more voxel
engines and to implement the system in them. It was parially counteracted by implement-
ing it inside an engine that is developed by Mutate AB instead of implementing it inside
a newly created from scratch engine. This should bring some authenticity as the engine
have other subsystems that also need computational power, which means that the compute-
time allocated for our system is less and all extra computational the lighting sub-system is
doing, is slowing down the whole engine.

Another limitation is that different mapcube sizes was never explored as an independ-
ent variable in the experiment. This was also due to time constraints and the results would
only be tied to this specific engine. It would be hard to generalize. This is because this
independent variable is tied to a lot of factors, including how the data is stored and what is
stored.

Another threat is the research was only tested on one computer. This is a problem
because the metrics are dependent on how fast the CPU is running, how well it handles
the CPU core communications, etc. By running all the tests on one machine and then
comparing the differences this threat was counteracted, but to further increase the accuracy
and limit the threat a replication study is needed. As mentioned later in the future work
section.






Chapter 6

Conclusions and Future Work

6.1 Conclusions

6.1.1 RQI1: How can the creation algorithms of a Surfel and Light
Cache GI system be optimized so it can be used in real-time
while having interactive frame-rates?

Answer: There is a few techniques that was used to allow the algorithms to be used while
having interactable frame-rates. The first one is to split the implementation so each part of
the calculation has its own worker thread. This alleviates the bottlenecks of having to wait
for each part to finish their work before continuing with the next task. This also allowed
for two further optimizations. The first one allowed the expensive parts, like the Surfel
calculation and Surface Group grouping, to use more than one thread, which lessened the
bottleneck this task has on the rest of the tasks. Additionally, it enables for the option to
allow the GPU data structures to be a few frames behind. This means that the lighting
subsystem in the engine does not need to wait for all the operation to be finished, and can
instead use the previously finished data instead.

Another technique used to split the world up into parts, called mapcube. This means
that the algorithms can run on small parts of the world at the same time, further helping the
paralleled implementation by limiting the amount of data each task need to process before
moving to the next part. This is adds more work that the World Grouper task needs to do,
as it now needs to stitch all the mapcubes together to create a whole world representation.
Luckily the upside of this is that it can use the mapcube concept to further optimize the
link creation between light caches and surface groups.

From the results metrics and the statistically analysis it showed that when moving from
a none-optimization implementation to a threaded implementation a thread count of more
than two is needed for the result to be statistically significant. A implementation using
two threads gives a speedup of 1.45, four thread gives a speedup of 2.09, and lastly eight
threads gives a speedup of 2.55.

6.1.2 RQ2: In what aspects does a voxel world, compared to a vertex
world, influence the implementation of this GI system?

Answer: There are a few aspects we found that influenced the implementation. These
aspects might not apply to all voxel engines as every engine is unique. In our case the
world was split up into mapcubes to make the amount of voxels manageable for the engine.

29
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This allowed our implementation to reuse this concept to manage the updating of the surfel
system.

The targeted engine have to manage multiple millions of voxels so some data will be
accessed different compared to a vertex engine. This is because the world data is packed
into a compression data-structures. Vertex engines usually keeps their vertices just in
plane old arrays. This influenced the implementation by making some of its calculation
operations more expensive as some data might not always be directly accessible.

Furthermore, the way to find surfels locations are different. Triangles only have one
surface, which is in the direction of its normal. Where as a voxel that have six surfaces,
as they are cubes. This meant that a different surface finding algorithm was needed for
choosing good surfel locations.

6.2 Future work

This thesis introduced a way of adapting the pre-calculation algorithms in the papers ‘Pre-
computed illuminance composition for real-time global illumination” and ‘Spherical Illu-
minance Composition for Real-Time Indirect Illumination’ to be used at run-time for a
voxel engine. This is just scratching the surface of how these techniques can be used for
lighting. There is more that can be explored to be able to find more fields where surfels
can be used, and where surfels are lacking compared to other techniques.

One of the big things that is needed is a Replication study. As this work was only
done on one voxel engine, and every engine is different, it needs to be replicated on other
voxel engines to increase the accuracy in the answer for RQ2. Other topics include:

Server-side computing / Distributed computing - If this is implemented in a multi-
player game the data structures could be calculated on the server. This could work as all
the code is view-independent and does not require a GPU to run. This could decrease the
demands of the clients, but will increase the demands of the server. Research into if this
is worth it could be interesting. Another topic that could be interesting would be to see
how well this would adapt into a distributed computing task where all the clients help each
other. So that the calculation results are shared between clients.

GPU Acceleration - Using a GPU to parallelize the calculation might be possible, it
could also cut down on the data transferred between the CPU and GPU.

Further optimizations - This thesis was structured around getting the sub tasks into
an optimized state where it could be used during run-time, with interactable frame-rates.
It did not focus on having the most optimal calculations. Thus, more work can be done on
getting the whole system more optimized. For example, communication between threads
could be improved. Possible solutions could be to use better data structures like lock-free
variants.

Sound subsystem - One place where surfels could be explored is within a sound sys-
tem, to allow sounds to bounce across a scene to increase the realism. Sounds could reuse
the same paths that light uses. If this would be feasible and if it would create a good output
could be explored.
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Appendix A

All the times will be displayed in milliseconds.

A.1 Mapcube Manager

Count ‘ Time (ms)

8033
8030
8030
8030
8030
8030
8030
8030
9896
9853
9853
9853
9853
9853
9853
9853
9853
9853
9853
9853
15111
13440
13440
13440
13440
13440
13440
13440
16061
15317

8.339634
12.592443
7.474871
7.994074
7.759571
8.298125
7.126181
7.453871
17.107844
8.627645
9.161978
9.181778
9.154079
8.683363
9.029612
9.034752
9.238476
9.301393
9.122590
9.339433
16.496763
13.885383
13.358470
12.706970
14.631680
13.913453
15.379847
12.364590
28.547812
19.111493
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15317
15317
15317
15317
15317
15317
22286
19923
19923
19923
25588
23869
23869
23869
43765
28820
28820
28820
28820
28820
28820
28820
31851
8034
8030
8030
8030
8030
8030
8030
8030
9861
9828
9828
9828
9828
9828
9828
9828
13693
12207
12207
12207
12207
12207
12207

22.395601
17.182051
15.875921
26.593922
29.241441
28.751916
24.814347
42.859772
25.022121
23.771959
62.953235
57.478502
37.248725
34.286366
52.105218
53.185895
47.881597
39.701099
38.563634
39.039429
40.873173
47.088972
72.672195
8.047133

7.954065

12.652411
7.723932

12.623412
7.571397

11.934603
12.535325
15.850363
16.327258
15.884761
14.823495
15.757646
15.746946
10.126798
16.470583
13.001170
12.790477
11.749978
19.781992
20.328005
11.795867
20.522469
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A.2. Surfel calculations

12207

19.665275

Table A.1: The performance impact of having a mapcube manager.
Used in Figure 4.3

A.2 Surfel calculations

One Thread \ Two Threads \ Four Threads \ Eight Threads \

32212.411494
32150.361963
19244.778438
19298.204106
19205.410859
24600.080680
24512.106006
16666.594683
16689.793140
22733.445574
29096.156576
31420.710220
31483.818379
30910.985886
30963.927228
18473.016592
18391.707583
23322.434051
23470.956044

21723.156982
21685.689235
12923.700436
12925.689765
12919.041900
16451.606225
16402.720228
11237.795751
11212.426501
15586.491379
19845.210124
21351.820782
21390.085325
20915.200819
20775.735388
12440.655572
12436.340474
15790.774717
15754.896461

8132.992692
8152.041356
8114.671845

7036.057824
6990.750698
9492.456264

8223.853998
8110.917271

9922.826711

13495.593079
13567.293514

10326.478616
10263.092166

12484.687598
13017.645858
13417.134062
12968.912456
13281.990118

11216.288693

9854.535021
10019.367831
6373.546528
6097.760239
6446.700389
8252.176567
8418.505332
5347.570919
5415.702845
7094.165878
9471.615996
9984.710427
10173.778904
10142.914502
10185.678817
7460.797273
6890.907278
7765.800404
8347.539344

Count |

Time (ms) |

32951

65902

98853
131804
164755
197706
230657
263608
292135
320662
349189
377716
406243

1517.787665
1687.972051
1733.169671
1656.573146
1747.7707824
1732.249649
1734.135552
1594.097448
1496.200238
2581.614960
2803.230754
4177.872101
3780.772743

Table A.2: The time it took for X threads to find and group surfel for Count mapcube.
Used in Figure 4.5
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434770
463297
491824
520351
548878
577405
605932
637146
668360
699574
730788
762002
793216
824430
855644
875769
895894
916019
936144
956269
976394
996519
1016644
1035709
1054774
1073839
1092904
1122963
1153022
1183081
1213140
1246427
1279714
1313001
1346288
1379575
1412862
1446149
1479436
32951
32951
32951
32951
32951
32951
32951
32951

2363.431738
2117.581340
1697.581815
1431.128199
1383.404467
1349.697104
1503.137185
1356.238562
1498.375222
1395.804466
1470.561877
1521.728854
1548.660534
1477.194343
1558.575730
1318.042007
942.796277

939.486488

946.414766

940.217876

926.703342

916.565244

948.380525

953.097350

968.845746

930.708978

934.473233

1598.056406
1565.135188
1582.429487
1733.505811
2706.488549
2148.091321
2659.136296
2181.170085
2669.487317
2166.327800
2673.841633
2195.756205
1569.145796
1435.970891
1517.132855
1433.849876
1357.782226
1357.124415
1344.455805
1318.571891
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28527
28527
28527
28527
28527
28527
28527
28527
32176
32207
32207
32207
32207
32207
32207
32207

1183.016719
1890.373876
1955.326479
3782.367993
4472.424862
5200.903890
3626.925574
2186.078313
1448.425947
1418.547306
1828.740092
2832.000549
2350.610533
1726.503346
1511.995512
1476.970180

Table A.3: The time it took for the world grouper to process Count surface groups.
Used in Figure 4.7

Mapcube Count ‘ Group Count ‘ One Thread ‘ Two Threads ‘ Four Threads ‘ Eight Threads ‘

8030 | 32951 32352.735508 | 22445.099491 | 14412.931939 | 11720.223737
8030 | 32951 32295.181899 | 22132.249922 | 14646.797217 | 11556.208551
9828 | 28527 22270.395934 | 14411.950429 | 10130.665598 | 8659.774072
9828 | 28527 20594.380525 | 16073.479313 | 13327.687833 | 11379.210323
12207 | 32207 26174.398746 | 17631.382554 | 12647.724413 | 9227.341387
12207 | 32207 24967.758274 | 17287.495010 | 11661.235630 | 10718.582159

Table A.4: The time it took for the whole system to run for Count mapcube.
Used in Figure 4.8

Count ‘ MapCube (ms) ‘ Surface Creation (ms) ‘ Surface Groups ‘ World Grouper (ms) ‘

8030 | 8.126541 32212.411494 32951 1517.787665
8030 | 7.341652 32150.361963 32951 1687.972051
9853 | 9.238476 19244.778438 32951 1656.573146
9853 | 9.134746 19298.204106 32951 1747.707824
9853 | 9.531226 19205.410859 32951 1732.249649
13440 | 13.713431 24600.080680 28527 1496.200238
13440 | 13.573162 24512.106006 28527 2581.614960
15317 | 26.395222 16666.594683 31214 1356.238562
15317 | 26.737285 16689.793140 31214 1498.375222
19923 | 42.459272 22733.445574 19065 953.097350
23869 | 37.542523 29096.156576 30059 1565.135188
28820 | 47.386593 31420.710220 33287 2706.488549
28820 | 47.842612 31483.818379 33287 2148.091321
8030 | 7.529332 30910.985886 32951 1569.145796
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8030 | 7.496832 30963.927228 32951 1435.970891
9828 | 15.584613 18473.016592 28527 1183.016719
9828 | 15.255881 18391.707583 28527 1890.373876
12207 | 12.804737 23322.434051 32176 1448.425947
12207 | 19.719294 23470.956044 32207 1418.547306

Table A.5: The time it took for the whole system to run for Count mapcube when not having any
threading optimizations.
Used in Figure 4.2
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