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Abstract

Background. The goal of our master’s thesis is to reduce the effectiveness of fuzzers
using coverage accounting. The method we chose to carry out our goal is based
on how the coverage accounting in TortoiseFuzz rates code paths to find memory
corruption bugs. It simply looks for functions that tend to cause vulnerabilities and
considers more to be better. Our approach is to insert extra function calls to these
memory functions inside fake code paths generated by anti-fuzzing.

Objectives. Our thesis researches the current anti-fuzzing techniques to figure
out which tool to extend with our counter to coverage accounting. We conduct an
experiment where we run several fuzzers on different benchmark programs to evaluate
our tool.

Methods. The foundation for the anti-fuzzing tool will be obtained by conduct-
ing a literature review, to evaluate current anti-fuzzing techniques, and how coverage
accounting prioritizes code paths. Afterward, an experiment will be conducted to
evaluate the created tool. To evaluate fuzzers the FuzzBench platform will be used,
a homogeneous test environment that allows future research to easier compare to old
research using a standard platform. Benchmarks representative of real-world appli-
cations will be chosen from within this platform. Each benchmark will be executed
in three versions, the original, one protected by a prior anti-fuzzing tool, and one
protected by our new anti-fuzzing tool.

Results. This experiment showed that our anti-fuzzing tool successfully lowered
the number of unique found bugs by TortoiseFuzz, even when the benchmark is
protected by a prior developed anti-fuzzing tool.

Conclusions. We can conclude, based on our results, that our tool shows promise
against a fuzzer using coverage accounting. Further study will push fuzzers to become
even better to overcome new anti-fuzzing methods.

Keywords: anti-fuzzing, fuzz testing, benchmarking, coverage-accounting, fuzzing
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Sammanfattning

Bakgrund. Målet med vår masteruppsats är att försöka reducera effektiviteten hos
fuzzers som använder sig av täckningsrapportering (coverage accounting). Metoden
vi använde för att genomföra vårt mål baserades på hur täckningsrapportering i
TortoiseFuzz betygsätter kodvägar för att hitta minneskorruptionsbuggar. Den letar
helt enkelt efter funktioner som tenderar att orsaka sårbarheter och anser att fler är
bättre. Vår idé var att föra in extra funktionsanrop till dessa minnesfunktioner inuti
de fejkade kodgrenarna som blivit genererade av anti-fuzzningen.

Syfte. Vår uppsats undersöker nuvarande anti-fuzzningstekniker för att evaluera
vilket verktyg som vår kontring mot täckningsrapportering ska baseras på. Vi utför
ett experiment där vi kör flera fuzzers på olika riktmärkesprogram för att utvärdera
vårt verktyg.

Metod. Den teoretiska grunden för anti-fuzzningsverktyget erhålls genom genom-
förandet av en litteraturstudie, med syfte att evaluera befintliga tekniker inom anti-
fuzzning, och erhålla förståelse över hur täckningsrapportering prioriterar kodgrenar.
Därefter kommer ett experiment att genomföras för att evaluera det framtagna verk-
tyget. För att sedan evaluera vårt verktyg mot TortoiseFuzz kommer FuzzBench att
användas, en homogen testmiljö utformad för att evaluera och jämföra fuzzers mot
varandra. Den är utformad för att underlätta för vidare forskning, där reproduktion
av ett experiment är enkelt, och resultat från tidigare forskning går att enkelt slå
samman. Riktmärkesprogrammen som är representativa av verkliga program kom-
mer väljas i denna plattform. Varje riktmärkesprogram kommer bli kopierad i tre
versioner, originalet, ett som är skyddat av ett tidigare anti-fuzzningsverktyg, och
ett skyddat av vårt nya anti-fuzzningsverktyg.

Resultat. Detta experiment visade att vårt anti-fuzzningsverktyg framgångsrikt
sänkte antalet unika funna buggar av TortoiseFuzz, även när riktmärkesprogrammen
skyddades av ett tidigare anti-fuzzningsverktyg.

Slutsatser. Vi drar slutsatsen, baserat på våra resultat, att vårt verktyg ser
lovande ut mot en fuzzer som använder täckningsrapportering. Vidare studier kom-
mer trycka på utvecklingen av fuzzers att bli ännu bättre för att överkomma nya
anti-fuzzing-metoder.

Nyckelord: anti-fuzzning, fuzz-testande, benchmarking, täckningsrapportering, fuz-
zning
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Chapter 1

Introduction

Cyber security breaches from hacker groups around the world are almost displayed
daily in newspapers these days. Cybercrime has even surpassed the illegal drug trade
in terms of revenue [44]. Which is the expectation when computers are everywhere
around us, from enormous data centers hosting large parts of the Internet to tiny
everyday house applications. Every single one of them runs software that potentially
has vulnerabilities that hackers can exploit.

Manually testing software can be tedious, and with the growth of code everywhere,
it would be practically impossible to test it all by hand. Instead, the focus has been
on creating ways of automating vulnerability discovery. One way to automatically
uncover bugs is by fuzzing. It has its roots in random testing in which the tool
would supply random input to a program, and if it crashed, it would record the
input. Fuzzing has come a long way since then, and now it is a mature way to
search for bugs. Fuzzers today use evolutionary algorithms in conjunction with
instrumentation of the program to create inputs that are more likely to crash, static
code analysis such as symbolic execution to bypass tight constraints, and taint-
analysis, which adds additional ways to see how the input affects different parts of the
application. However, this has also made it easier for malicious actors to use fuzzing
to their advantage. It does not require a high skill level to launch automatic fuzzing
campaigns to find vulnerabilities in common applications. In recent years, research
has come up that combats this by introducing anti-fuzzing [22, 34, 38]. Anti-fuzzing
aims to be an addition to an application before it is launched to the public. As the
name suggests, it makes it harder to fuzz applications. Developers of the application
can then choose trusted entities that are allowed to fuzz their application without
anti-fuzzing, while the general public and untrusted entities only have access to the
protected one.

1.1 Motivation

The interest in fuzzing has grown substantially in the last decade and continues to
do so [43]. Interest is not purely academic as industry giants such as Google and
Microsoft research fuzzing [30, 45]. They also provide platforms for large-scale con-
tinuous fuzzing utilizing hundreds of thousands of machines. Technological advances
like this have made fuzzing and automated vulnerability detection easier while simul-
taneously lowering the knowledge barrier for conducting a fuzzing campaign. Making
vulnerability discovery easier has good and bad sides depending on who searches for
bugs. Both malicious and good-willed actors can fuzz applications.

1



2 Chapter 1. Introduction

As of writing this thesis, the state-of-the-art anti-fuzzing tools are Antifuzz and
Fuzzification [34,38]. There is also currently only one fuzzer (to our knowledge) that
claims to counter anti-fuzzing, and that is TortoiseFuzz [65]. It does this by utiliz-
ing an input prioritization technique called coverage accounting. In broad strokes,
coverage accounting counts dangerous memory functions in the code and chooses to
focus on parts of code with many of these functions. Measuring fuzzing progress is
generally done in code coverage and bug finding. Therefore, anti-fuzzing measure-
ments are done with the same metrics but with the addition of target performance.
There is a risk of some overhead generation for the target program when anti-fuzzing
is applied. Code coverage and bug finding are good metrics for fuzzer evaluation.
Böhme et al. have shown that code coverage is strongly correlated to the number of
bugs found [11]. However, they found no strong agreement when comparing several
fuzzers based on code coverage, i.e., the fuzzer with the highest coverage does not
necessarily discover the most bugs. We believe it possible to hinder fuzzing with input
prioritization based on coverage accounting by inserting calls to memory functions
placed in fake branches generated by AntiFuzz.

1.2 Problem formulation
Fuzzing thrives in both the scientific and general communities for good and evil.
There is always a race between malicious and benevolent actors when fuzzing appli-
cations for bugs. Our research aims to improve the tools for developers to protect
themselves from automated fuzzing campaigns by actors of malicious intent. Earlier
work in anti-fuzzing has provided a basis for this as Edholm and Göransson [22]
were the first to write a research paper on the topic. Which was further developed
independently by Güler et al. [34] and Jung et al. [38]. Their works produced the
tools AntiFuzz and Fuzzification, respectively. Wang et al. later devised coverage ac-
counting and extended the fuzzer AFL to become TortoiseFuzz [65], which counters
the anti-fuzzing produced by Fuzzification and claims to counter current anti-fuzzing
techniques.

We investigate if it is possible to deceive TortoiseFuzz which uses the input priori-
tization technique coverage accounting into traversing fake code paths that it usually
dismisses. At the same time, we want to keep performance overhead to a minimum,
but it is not of big concern in this thesis as the authors of AntiFuzz have already
shown that their tool introduces negligible performance overhead. We will call our
tool FennecFuzz, and it is going to be an extension of AntiFuzz. Our extension will
include insertions of calls to memory functions such as malloc and strlen.

1.3 Research questions
We aim to evaluate current anti-fuzzing against coverage accounting on a modern
fuzzing benchmark platform. Our goal with this master’s thesis is to answer the
following research questions.

• RQ1 : How is bug-finding ability with coverage accounting affected by the
addition of fake branches with memory functions?
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• RQ2 : How does the addition of memory functions against coverage accounting
compare to techniques used by AntiFuzz?

• RQ3 : How does TortoiseFuzz compare against the anti-fuzzing techniques used
by AntiFuzz in contrast to Fuzzification?

To do this, we intend to run a fuzzing experiment in three parts. First, a baseline
experiment without any anti-fuzzing applied. The second and third parts will run
with applied anti-fuzzing by AntiFuzz and FennecFuzz, respectively. Our experiment
will consist of 151 benchmarks running in the benchmark suite FuzzBench [45], and
there will be ten fuzzers running on each benchmark. Our implementation will be
available at https://github.com/waddewaa/FennecFuzz to foster research on this
topic. With this experiment, we wish to further develop the field of fuzzing by
extending anti-fuzzing.

1.4 Scope & limitations
Our interest lies in giving software maintainers more and better options to make auto-
matic fuzzing difficult by extending existing anti-fuzzing techniques. The techniques
used by anti-fuzzing are supposed to hand maintainers more control over who can
efficiently fuzz their applications. Anti-fuzzing and obfuscation are similar because
they aim to make something more challenging. For obfuscation, the goal is to make
code harder for a human to understand. The scope does not include stopping human
intervention by analyzing our added steps and then removing them. We want to ex-
amine if we can insert function calls to memory operations often involved in memory
corruption bugs to faked code branches. We want to deceive coverage accounting
used by TortoiseFuzz. We also want to investigate if we can insert slow memory
accesses in the faked code branches. The reason is to slow down fuzzers further and
target not only fuzzers using coverage accounting. To limit the scope further we are
only interested in protecting applications written in C/C++, that are open-source.
We also limit the environment to be Linux-based. This is due to the tool creating a
C header file, and the evaluation platform for conducting the experiment is running
Ubuntu.

1.5 Thesis outline
• Chapter 2 presents relevant knowledge and theory needed to understand this

thesis. We do assume the reader to have a good understanding of computer
science.

• Chapter 3 displays research in similar fields that has either been inspiring or
even a basis for this thesis.

• Chapter 4 states the implementation details of our tool and how we conducted
our experiments.

1In reality, there are five benchmarks where each benchmark has three different versions, one for
the baseline without modifications and two with anti-fuzzing modifications.

https://github.com/waddewaa/FennecFuzz


4 Chapter 1. Introduction

• Chapter 5 shows the results of our experiments, and links to the complete data
with all figures and the raw data obtained.

• Chapter 6 answers our research questions and discusses results and limitations.

• Chapter 7 presents the conclusions drawn from our experiments and results.
Finally, it discusses future work.



Chapter 2

Background

In this chapter, the foundation to understand the thesis is laid. It will present how
fuzzers can be measured, as well as a foundation of what fuzzing is, and the different
categories that exist. Lastly, anti-fuzzing will be introduced, and what the goals of
it is.

2.1 Code coverage and bugs

To find bugs a fuzzer has to progress through the code of a program. A measure of
how much code has been fuzzed in a program is called code coverage. Without code
coverage, we cannot find bugs because bugs are found in code. Böhme et al. [11]
say that their experiments show a strong positive correlation between the achieved
coverage and the number of bugs a fuzzer finds. Code coverage and bug finding both
come with some difficulties or differences in how to measure them. There are several
ways to measure both. Bug finding, for instance, can be measured in how many bugs
were found in total or how long it took to find the first bug.

Distinguishing expected and unexpected behavior in a program is a hard problem
for a machine, and assuming that there is an oracle that can is not realistic [67]. In
software testing this is called the test oracle problem [5]. The oracle is a human
tester or some external mechanism that can determine if an input led to a correct
output.

2.2 Fuzzing

Fuzzing has its roots in random testing, which is at least as old as 1981 [20]. At
that time, the general perception was that the worst kind of software testing was
random testing. Duran and Ntafos demonstrated the cost-effectiveness of random
testing [21]. A “dumb” fuzzer in the 1980s would run a program and supply random
inputs. If an input led to a crash, we have found a bug. The fuzzer records the input
that caused the crash. This simple implementation was able to find bugs in old and
new software used in the real world [46]. A crash is easy to detect and is rarely
part of a program’s expected behavior. Not all bugs lead to crashes. Therefore, we
should note that not finding any crashes when fuzzing does not imply that there
are no bugs or vulnerabilities. To detect more subtle or complex bugs, we use tools
called sanitizers. The sanitizers inject assertions into the target. The assertions
check for specific errors, and if we encounter such an error, the assertion makes the

5



6 Chapter 2. Background

target program crash. Different sanitizers are used for different kinds of bugs e.g.,
AddressSanitizer [58] detects buffer overflows and use-after-free bugs.

Much has happened since then as software has grown in size and complexity. The
need for better performance and scalability has driven the development of fuzzing
techniques. Usability has improved significantly to the point of one group of re-
searchers being able to fuzz the top 500 packages in the Arch Linux User Repository
without human interaction. Out of those 500 packages, 200 contained binaries. The
researchers used a machine with 32 cores and 128 GB of RAM for two days of fuzzing.
The fuzzing resulted in 29 crashes, where 12 were exploitable [64].

Fuzzing has shown to be a demonstrably proficient way to discover bugs in soft-
ware without much, if any, human interaction. Ever since the release of AFL1 [69] in
2013 and the success it has had, research has further improved on fuzzing techniques.
AFL is a fuzzer created by M. Zalewski, that require practically no configuration, is
fast, reliable and sophisticated. This gave a strong foundation to build upon, which
is why it was such a huge leap the fuzzing community. Research has been done to im-
prove the fuzzing process by improving the way AFL instruments the target [27,56],
or by optimizing the input mutation and scheduling [9, 15, 60, 65]. Another way to
improve fuzzers is by combining fuzzers with common program analysis techniques,
such as taint-analysis, to reduce the mutations to ones that influence interesting
paths of the program [16,28,53]. There has also been great success by utilizing sym-
bolic execution and concolic execution, to trigger bugs that are hard to reach and
require very specific conditions [14, 30, 47, 61, 68]. For instance, efficient fuzz testing
on network services has been challenging for a long time. Papers such as Nyx-Net:
Network Fuzzing with Incremental Snapshots by Schumilo et al. [57] demonstrate
how far fuzzing has come over a relatively short period of time.

There exist multiple categories of fuzzers, as well as ways of categorizing them.
In a paper by Manès et al [43] the fuzzers are categorized into white-box, grey-box,
and black-box fuzzers. For our purposes, we deemed this categorization too broad
and coarse-grained, and instead use the categories blind, coverage-guided, and hybrid
fuzzing as done by Güler et al. [34].

2.2.1 Blind fuzzing techniques

Blind fuzzing contains the first generation of fuzzing techniques. The main problem
with these types of fuzzers is that random input may not lead to results of inter-
est. To combat this, the two most common techniques are generational fuzzing and
mutational fuzzing.

Generational fuzzing works with a specification of the input format. This speci-
fication of the format is required to be generated before using the fuzzer and created
manually for each fuzzing target. Using this specification, the fuzzer can create semi-
valid inputs of its own accord. As the format must be specified, this can become
difficult for complex systems, or when the format is unknown. The likelihood that
the documentation does not include all features also increases as program complex-
ity increases. Fuzzing with the need for human interaction is not very scalable. An
example of a generational fuzzer is PEACH fuzzer [32].

1AFL is named after the rabbit breed American Fuzzy Lop
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The second common technique, mutational fuzzing, relies on having a developed
seed corpus, which is a set of minimal inputs designed to generate maximum code
coverage, to mutate. A mutational fuzzer can generally not do more than random
mutations of the inputs and then detect if the input caused a crash. They have
no mechanisms to determine which code segments the input had any effects on,
or what inputs are required to reach new code segments. This is the reason why
the seed corpus has to reach a high code coverage when using mutational fuzzers.
Radamsa [36] and ZZUF [54] are examples of mutational fuzzers.

All in all, blind fuzzing is limited by the fact that the technique is not able to do
more than identify crashes, it has no insight into the progress it makes. This mostly
limits blind fuzzers to trivial bugs.

2.2.2 Coverage-guided fuzzing techniques

By using feedback mechanisms, coverage-guided fuzzers gain information about the
effects an input has on the program under test. AFL improved the efficiency of mu-
tational fuzzing by successfully introducing an efficient way of measuring coverage-
feedback of an application [69]. The general idea is to evaluate an input with the help
of the feedback mechanisms, and by utilizing some process like mutational or genera-
tional fuzzing, remove the inputs that do not lead to new code paths [34]. One of the
fastest methods is utilizing static instrumentation, which requires the source code of
the program under test. The source code is then compiled with additional code that
stores the coverage of each basic block. There are other instrumentation methods as
well, for example, dynamic binary instrumentation, which adds relevant code during
runtime, or hardware supported tracing, which uses hardware-level functionality of
supported CPUs, for example, Intel-PT.

2.2.3 Hybrid fuzzing techniques

Hybrid fuzzing is a category of fuzzers that utilize additional analysis techniques. In
the following subsections methods that can be included in this category are presented.

2.2.3.1 Taint tracking

Coverage-guided fuzzers aim to maximize the code coverage to trigger paths that
might contain bugs. To achieve this, taint tracking fuzzers tries to generate inputs
such that each input executes a different code path. However, that is not an easy
task. Taint tracking aims to solve that by creating better inputs that better can reach
new code paths. Taint tracking achieves this by tracking instructions that change
data and checking if the results are tainted or not. The results of this operation are
used to answer the questions about where and what to change in the input to reach
the desired code branch. However, this is an expensive operation, with limited use
cases. Due to many merge operations, this results in large memory consumption.
Several fuzzers utilize taint tracking, like Angora [16] and VUzzer [53].
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2.2.3.2 Symbolic execution

Symbolic execution works by setting symbolic values for inputs and constraints for
conditional branches. By doing this, expressions can be constructed to reach any
part of the code. To reach a specific code block, these constraints need to be solved.
Therefore by utilizing symbolic execution, inputs do not have to be generated and
tested but can be created for each part of the code that is interesting. There is how-
ever one major drawback with symbolic execution, path explosion, which results in
the number of possible paths growing exponentially with program size, and can even
be infinite in the case of an unbound loop condition. One example of fuzzers using
this approach is Klee [14]. Similar to other fuzzers, they optimize the constraints
before running the constraint solver, but this only partially mitigates the problem of
path explosion.

2.2.3.3 Concolic execution

Another way to minimize the path-explosion problem is to utilize concolic execution.
Concolic execution is a mix of symbolic execution and concrete execution. A benefit
of using this approach is that concrete execution is efficient at gaining code coverage
when the constraints are loose, while symbolic execution can be used to assist the
fuzzing process when the constraints are very precise. Two successful concolic exe-
cution engines are Driller and QSYM [61,68]. These tools have lead to multiple new
tools that further the capabilities for detecting new vulnerabilities and optimizing
when to switch between concrete and symbolic execution, for example QSIMP [47].

2.3 Anti-fuzzing

Delaying or preventing fuzzers from fuzzing a target is the essence of anti-fuzzing.
In many ways, anti-fuzzing is similar to obfuscation. The purpose is to hinder rather
than completely stop adversaries. Earlier anti-fuzzing research has attacked coverage-
guidance, stopped detection of crashes, slowed down execution, overloaded symbolic
execution engines, and more [22,34,38].

This field is relevant because maintainers of software should be able to fuzz their
software better than attackers. Maintainers should be able to share code without
anti-fuzzing to reliable parties. While also keeping the anti-fuzzing for regular users,
who may or may not be malicious.

As of writing this thesis, there are two published research papers examining anti-
fuzzing and one master’s thesis [22, 34, 38]. Escaping the Fuzz is the master’s thesis
and was the first (to our knowledge) anti-fuzzing paper with an experiment. AntiFuzz
and Fuzzification were tools developed later with corresponding published papers.
These tools employed various techniques to make fuzzing approaches ineffective on
protected applications. Recently a paper and its fuzzer implementation was released,
which had a fuzzing method capable of bypassing current anti-fuzzing techniques [65].
TortoiseFuzz is the fuzzers name, and the method it uses is an input prioritization
technique named coverage accounting. The authors designed coverage accounting to
use more metrics to evaluate branches and not only to consider code coverage. Their
tool would not try to reach the fake branches created by the current anti-fuzzing
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methods and, by doing so, circumvent the anti-fuzzing. In short, what coverage
accounting does is it uses metrics to rank the probability that a branch contains
memory corruption vulnerabilities.





Chapter 3

Related Work

In this chapter, work related to this thesis will be presented. First work related
to fuzzing in general is presented, and thereafter more specifics about the current
state-of-the-art anti-fuzzing. Lastly, work related to obfuscation will be presented,
and anti-analysis.

3.1 Fuzzing

Since the release of AFL, fuzzing research has grown substantially. From improving
or changing design choices such as extensions of the mutation algorithm [2,4,24,50,52]
to its bug-finding ability [6, 48, 49, 66], a lot has happened. Others have combined
AFL with methods such as taint-tracking [16,53] and concolic or symbolic execution
[37, 47, 61, 68]. Researchers have also heavily investigated feedback mechanisms to
improve AFL’s coverage guidance [4, 16, 27, 53, 56, 65]. Finally, after mutating and
receiving feedback on coverage AFL performs input scheduling (chooses which input
to fuzz next). Input scheduling has also been an area of meticulous study [3, 9, 10].

It appears to us that fuzzing is currently the most popular and best-suited method
for finding bugs and testing programs automatically. Researchers have published
many papers on fuzzing in different journals and at several conferences over the last
few years [6–9, 11, 24–26, 30, 37, 46, 48, 49, 52, 55, 57, 60, 65, 66]. Metzman et al. state
that over 120 fuzzing papers were published in 2020 [45] and Manès et al. write that
on GitHub there are more than a thousand public repositories related to fuzzing [43].

Recently, researchers have efficiently fuzzed previously difficult to fuzz network
services such as clients, servers, games, and the Inter-Process Communication inter-
face in Firefox by using a snapshot-based approach [57].

While the benefits of fuzzing are manifold, all advantages gained for good-willed
actors can be used by actors of less noble intentions. There is practically no difference
between a white hat hacker fuzzing an application and a black hat hacker doing
the same. The difference lies in what their choices are after finding a zero-day
vulnerability.

3.2 Anti-fuzzing

Because anti-fuzzing is a relatively new area of research, there are not as many
research contributions as there are for fuzzing. However, there are a few works
released. Currently, some have not released their tools to the public, for instance, Li

11
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et al. [40] and Edholm and Göransson [22]. While others, such as Jung et al. [38] and
Güler et al. [34], open-sourced their tools when they published their research papers.

3.2.1 Escaping the Fuzz

The master thesis from Edholm and Göransson is the oldest of the four stated works
in the paragraph above [22]. The thesis focuses on two mutational fuzzers, AFL [69]
and Honggfuzz [62], to find what their weaknesses are as well as evaluating them on
anti-fuzzing techniques. The technique categorization used is either active or passive.
Active techniques functioned like many anti-virus solutions. They would fingerprint
running processes by name or create a hash for each known fuzzer. Signature tech-
nique fingerprinting was also tested. The authors acknowledge that the techniques
would not be very scalable and be easy to avoid. However, the techniques do not im-
pact regular end users because the active countermeasures only run when a fuzzer is
fuzzing the program. The passive techniques would always be present in a program.
Their purpose was to make it harder for a fuzzer to fuzz efficiently, i.e., lowering the
fuzzers executions per second. Alternatively, to decrease the fuzzer’s perception of
the program by, e.g., masking crashes with custom signal handling.

3.2.2 Fuzzification

Fuzzification offers three techniques for anti-fuzzing [38]. Firstly, SpeedBump slows
down the execution speed for the program during fuzzing. It does this by inserting
delays to paths that normal execution rarely touches, but a fuzzer would. Secondly,
BranchTrap hides paths and corrupts coverage maps to impede the feedback logic of
the fuzzer. Specifically, it creates many input-sensitive jumps so that small changes in
input lead to a drastic change in the path of execution. Lastly, AntiHybrid impedes
hybrid fuzzing. To be more precise, against symbolic execution, it injects many forged
symbols with the intent of causing path explosions for the symbolic execution engine.
For taint-analysis, AntiHybrid changes explicit data-flows to implicit data-flows to
stop tracking of data-flows using taint-analysis.

3.2.3 AntiFuzz

AntiFuzz first establishes four assumptions about fuzzing that are needed to find
bugs [34]. The assumptions are:

1. Coverage yields relevant feedback

2. Crashes can be detected

3. Many executions per second

4. Constraints are solvable with symbolic execution

and by breaking these assumptions shared by many fuzzers Güler et al. hope to
provide a more general defense against fuzzers. The first assumption that coverage
yields relevant feedback takes form in coverage-guided fuzzers assuming that new
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code regions found by recent input mutations are triggered by new program behav-
ior. The amount of time allotted to generate more mutations for the input that found
new code regions is based on the coverage information. Assumption two, crashes can
be detected, is based on security-related bugs usually resulting in crashes. There-
fore, most tools that find bugs need to be able to, both in an efficient and scalable
manner, separate inputs that cause crashes and inputs that do not. The third as-
sumption, many executions per second, is required to efficiently create input files
that contain examples of valid input data that is expected by the program. The
fourth and final assumption, constraints are solvable with symbolic execution, target
hybrid fuzzers, or other tools utilizing concolic or symbolic execution. Tools like this
represent program behavior with symbols and solve equations formed by constraints
on said symbols. Solving the constraints becomes exponentially more difficult with
the complexity of a program which leads to problems like state explosions which take
an infeasible long time to solve.

Performing attacks on the coverage assumption that finding new coverage suggests
discovering new behavior by adding fake code irrelevant to the program’s normal
behavior. A fuzzer using a feedback mechanism will have useless information to
work with, resulting in it not being better than a blind fuzzer. To accomplish this,
Güler et al. use two techniques. The first technique calculates hashes for inputs and
chooses fake functions to call, which recursively calls the following fake function in a
function pointer table. Even the tiniest change of a single bit in the input will alter
the hash drastically, thus leading to almost any input proceeding in a new behavior.
The fake functions also result in many more edges to explore. Moreover, the second
technique instead injects fake code, which looks more like real code that should be
present in the actual input handling code. In the fake code, there are both easy- and
difficult-to-solve constraints. The purpose of the easy ones is to make noise against
legitimate coverage information. Meanwhile, the hard ones attract particular solving
strategies. To create such code, the authors generate random trees containing nested
conditions that range from easy to hard.

Subsequently, stopping crash detection now that coverage-fuzzers have lost most
of the benefits over blind fuzzers is performed by two techniques. A fuzzer can detect
crashes in several different ways. Güler et al. identify the three most common tech-
niques as observing exit status, catching crash signal by overwriting signal handler,
and using operating system level debugging interfaces like ptrace. The first tech-
nique applies standard anti-debugging procedures, and the second technique utilizes
a custom signal handler to exit gracefully and thereby mask crashes. A deliberate
segmentation fault is caused after installing the custom signal handler. The custom
handler handles the signal from the segmentation fault by ignoring it. This causes
outside observers to register crashes for all inputs.

The third assumption, many executions per second, is countered by introducing
a manufactured slowdown to the target program. While at the same time ensuring
performance is not diminished by only applying the slowdown when the input is
malformed. A regular user will likely not encounter or notice the slowdown as the
user would most often provide correct input, and the slowdown is 250 milliseconds
which probably goes unnoticed. Fuzzers are, in contrast, heavily affected by this
slowdown as they are usually able to generate more than 1000 executions per second.
The implementation of the slowdown itself can be as simple as a call to sleep().
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To make it more robust against code analysis and patching tools, an implementation
using computationally heavy tasks, e.g., encryption and decryption, can be used.

Finally, the last assumption, constraints are solvable with symbolic execution,
is broken by two techniques: input encryption and decryption and hash compar-
isons. They are both grounded in rewriting simple tasks to make their behavior
more difficult to reason about. The technique using hash comparisons replaces reg-
ular comparisons of input data to constants that then compare to hash values. The
product of which, in practice, is the same result but with much more complex com-
putations. For a symbolic execution engine, the expressions of symbols grow quite a
lot which causes the constraint solver to fail. For the second technique, a use block
cipher to encrypt and decrypt the input, which adds significant complexity for a
constraint solver but does not compromise the integrity of the input.

3.2.4 Vall-nut

In their paper [40] Li et al. present three techniques: seed queue explosion, seed at-
tenuation, and feedback contamination. The seed queue explosion technique uses an
existing approach by grey-box fuzzers that degrades seeds that lead to code branches
with error handling. Bugs are generally not found there. Vall-nut fools grey-box
fuzzers by causing them to hold on to inputs resulting in error handling code, which
causes an explosion of the seed queue. Seed attenuation, on the other hand, abuses
grey-box fuzzers liking compact seeds. Mutations of smaller seeds tend to be more
likely to encounter new code paths. Grey-box fuzzers trim seeds by removing bytes
to do this. Vall-nut tricks grey-box fuzzers to instead hold on to larger inputs for
seeds where the interesting bytes are attenuated. To accomplish this Vall-nut gives
more feedback when the size of a seed is big. Finally, feedback contamination uses
the grey-box feature of collecting feedback during runtime to find interesting inputs
for seeds. Vall-nut tries to contaminate the feedback of grey-box fuzzers by overfilling
the records of feedback and bringing in input with changing behavior.

3.3 Obfuscation

The use of software obfuscation is to defend intellectual property, e.g., proprietary
algorithms in code. Similarly, how anti-fuzzing is designed to defend programs from
fuzzing with malicious intentions. Other examples of obfuscation include disguising
the malicious behavior of a program. A simplified view of obfuscation is that pro-
grams or parts of them are changed to become convoluted and challenging to read
and understand. However, the program behavior regarding input to output must
remain the same. There is some overhead in terms of program size and runtime.
Overhead increases with greater incomprehension of code.

Methods used by obfuscation software include junk code injection that will never
run [17]. This code is then hidden behind conditional expressions with constant
answers [18]. Control flow can also be concealed by inserting paths that appear to be
different and are picked in a random fashion to burden dynamic analysis [51]. Self-
modifying code is another commonly utilized technique which both changes control-
flow and makes disassembly extraction more difficult [23, 29, 42]. Numerous tools
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exist that have been developed to obfuscate binaries, such as UPX [63], the ultimate
packer for eXecutables.

Obfuscation does, however, provide no effective protection against fuzzing, much
like anti-fuzzing provides no effective protection against reverse-engineering.





Chapter 4

Method

To gain the necessary knowledge to conduct our experiment, we first conducted
a literature review. The purpose was to familiarize ourselves with state-of-the-art
fuzzing and anti-fuzzing. Our idea was to deceive coverage accounting by adding
occurrences of the memory operations that it targets inside of fake code branches.
We chose to extend AntiFuzz with this capability. Our selection of AntiFuzz was
based on several factors. The main reason was that the TortoiseFuzz paper by Wang
et al. [65] was the only fuzzing paper that tried to counter anti-fuzzing. That paper
used Fuzzification, the only other current anti-fuzzing tool. We reasoned that it would
be of more interest to test TortoiseFuzz on AntiFuzz, rather than test it again on
Fuzzification but with different benchmarks. Another reason for choosing AntiFuzz
over Fuzzification was that the former is a Python program. It would take less time to
modify for our purposes than to modify Fuzzification, a C/C++ program considerably
larger than AntiFuzz. We elected to conduct an experiment to test our hypothesis. A
case study, for example, would have been less fitting as it does not test a hypothesis.
For the experiment, we used FuzzBench to run fuzzers on benchmarks with and
without anti-fuzzing. Our subjects were the benchmarks chosen in FuzzBench, and
they were separated into three groups. A group without anti-fuzzing and two groups
with anti-fuzzing by AntiFuzz and FennecFuzz, respectively. Dependent variables are
the number of bugs and code coverage. The independent variable is the application
of anti-fuzzing by AntiFuzz and FennecFuzz.

4.1 Background review of current state of the art

We conducted a literature review to familiarize ourselves with the recent research
on fuzz-testing and anti-fuzzing. When searching for scientific articles, we used
databases in BTH Summon, e.g., Scopus and IEEE Xplore. Our main search engines
for finding papers were those found in BTH Summon and Google Scholar. The
keywords that we found useful for screening papers were: anti-fuzzing, fuzz testing,
benchmarking, and fuzzing. We also searched with engines such as DuckDuckGo and
Google to find information not contained in research papers. One such great source
of knowledge that has been invaluable for us is the Awesome Fuzzing discord server.
It is a server where several prominent researchers and industry people discuss various
fuzzing-related topics. After finding suitable keywords for research papers we used a
snowballing technique to find additional papers on anti-fuzzing that are relevant to
the development of our tool.

When we found papers we thought could be of relevance we started to search for
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knowledge of the inner workings of anti-fuzzing techniques. Which methods were
used to hinder fuzzing so we can extend or improve aspects of them to combat
coverage accounting.

We investigated the different methods used by open-source tools published to-
gether with research papers to determine which fit our needs the best and would
allow us to modify it for our purposes within a reasonable time frame. For us to
find the best fitting method and tool to extend, we looked at several aspects. First,
we looked at what languages were used to create the tools. Then we considered the
complexity of the code, and lastly, what anti-fuzzing code the tools generate.

To obtain more information about anti-fuzzing, we did not want to limit ourselves
to only academic work. Therefore, we searched the web for blogs and online reports
that could be relevant. Most of which are generally made by security professionals
or companies. Our thoughts were that if we researched this, we might stumble on
some information that could help us further understand anti-fuzzing and that could,
in the long run, help us with the development of FennecFuzz.

We wanted to know how others have typically measured their experiments and
what tools they used. From experience we knew that a fuzzing campaign could take
a significant amount of time to run, especially on our low-end hardware. Therefore,
we needed to know what to do, with what tools, and if there were alternatives to
owning the computational capacity needed.

4.2 Implementation

In this section, we describe how we implemented functionality in the existing tool
AntiFuzz to overcome coverage accounting used in TortoiseFuzz.

4.2.1 Inner workings of AntiFuzz

At its core, AntiFuzz is built with two major components. The first is code blocks in
C, and the second is a Python script to generate a C header file based upon these code
blocks. The header file created does several things to make efficient fuzzing harder.
What this header contains is based upon the arguments given to the Python script,
including signal tampering and inserting time-consuming functions when fuzzing is
detected. It can also include fake code paths and add hash compares instead of
string compares to boggle down symbolic execution engines. The structure of a
simple application that has all protections enabled can be seen in figure 4.1. These
steps remove assumptions that fuzzers rely on [34]. The fake edges yield irrelevant
coverage feedback, which coverage-guided fuzzers expect to correlate with the actual
application. By hiding signals, crashes cannot be detected, resulting in fuzzers that
rely on crashing input being hindered. By adding a busy-wait when malformed input
is detected, the performance of fuzzers will be drastically decreased.

Lastly, symbolic and concolic execution engines require solvable constraints to
be efficient, and by encrypting and decrypting data, or by comparing the hashes of
values, these fuzzers cannot efficiently solve these constraints. To enable all of these
features in an application, the inclusion and initiation of the header file are necessary.
Where the application deals with malformed inputs, a function needs to be called
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which will create an artificial sleep. Lastly compares need to be replaced with new
compare functions, that compare the hash of a constant with the hash of a variable.
For our purposes, the fake code paths are of the most interest. When AntiFuzz is
initialized, the input to the program will determine the path to traverse these fake
code paths. These paths contain simple instructions that will not consume much
application performance. It will then continue with the normal execution. When
coverage-guided fuzzers fuzz the application, they will explore new fake paths for
each small change in input. This results in fuzzers exploring all fake code paths
while not progressing through the actual application.

Figure 4.1: Simple program and the same program protected by AntiFuzz. Anti-SE
refers to Anti-Symbolic Execution.

4.2.2 FennecFuzz modifications

Our goal is to deceive coverage accounting fuzzers to see the value of exploring these
fake code paths. To accomplish this, we modify these paths to contain functions
that are deemed dangerous and attractive for these fuzzers. Details of how these
functions were selected can be seen in section 5.1. There are performance drawbacks
because memory functions are slower than simple jumps and returns. It is impossible
to circumvent this problem entirely. But to minimize the performance degradation,
these functions are never called more than once per input. Instead, the path to these
functions differs, creating more code paths leading to these interesting functions. We
also inserted functions that are deemed interesting in a branch that is impossible to
reach in another set of fake code paths. The logic for these paths can be seen in figure
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4.2. The traversed code path is randomized for each input, resulting in the coverage
increasing. But due to the logical statement that always evaluates to false, these
interesting memory functions will never be reached. The goal of this is to create an
incentive for coverage-accounting fuzzers to try and reach the unreachable edge.

Figure 4.2: Flowchart of the fake code paths in FennecFuzz.

4.3 Dataset of fuzzers and benchmarks

For our datasets, we were interested in publicly available benchmarks and fuzzers. We
wanted to foster research and make it easier for others to reproduce our experiments
by using open datasets and releasing our implementation at https://github.com/
waddewaa/FennecFuzz. When searching for benchmark programs, we looked for pro-
grams written in C/C++ and which were in widespread use. We preferred programs
that had a history of bugs and fixes.

TortoiseFuzz is the only fuzzer designed to counter anti-fuzzing techniques by em-
ploying coverage accounting. We reasoned that we wanted to measure if our actions
made a difference on only coverage accounting fuzzers or if they also impacted other
fuzzers. Therefore we wanted to include fuzzers used widely by the community and
some from the academic world that showed promise. Our choices for fuzzers were
motivated by recommendations from Böhme et al. [11] and Metzman et al. [45], seen
in table 4.1, where they recommend at least ten representative programs with ten

https://github.com/waddewaa/FennecFuzz
https://github.com/waddewaa/FennecFuzz
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trials. Which then run for 12 hours for each pairing of fuzzer and program. The
experiment is divided into one code coverage benchmark and one bug finding bench-
mark. Initially, a downsized experiment was conducted, due to problems in running
the experiment in the cloud. For the downsized experiment, a subset of fuzzers was
used due to time constraints. The fuzzers chosen for this were AFL [69], AFL++ [25]
and TortoiseFuzz [65]. They were chosen based on the same recommendations.

Table 4.1: The fuzzers used in this experiment.

AFL [69] AFLFast [13] AFL++ [25]
AFLSmart [52] Entropic [9] FairFuzz [39]
Honggfuzz [62] LibFuzzer [59] MOPT [41]
TortoiseFuzz [65]

4.3.1 FuzzBench environment

The fuzzing community has struggled in converging toward a standard methodology
and tools for evaluating fuzzers. To solve this problem, Metzman et al. created
FuzzBench [45]. FuzzBench is an open-source platform and service that can be used
for free to evaluate fuzzers by Google, hosted in the Google Cloud Platform. The
main goal is to be easy to use, fast and reliable. Due to the standardized structure
of the platform, it is easy to evaluate and compare with prior research that uses the
same platform, and the experiments can be reproduced easily.

We decided to use FuzzBench to conduct our experiment. Fuzzbench contains
multiple benchmarks, so to filter through which to use, we discarded all not written
in C or C++. Of the remaining benchmarks, we chose five focused on finding bugs.
The benchmarks chosen can be seen in table 4.2. Out of these benchmarks, there
are three versions: the original benchmark, a version protected by AntiFuzz, and
finally, a version protected by FennecFuzz. Benchmarking will be further explained
in section 4.4.

Table 4.2: Benchmark list.

Name Number of experiments
libarchive_lib-archive_fuzzer 3
mruby-2018-05-23 3
muparser_set_eval_fuzzer 3
php_php-fuzz-parser-2020-07-25 3
wireshark_fuzz-shark_ip 3

All of the fuzzers to be evaluated, seen in table 4.1, were available in FuzzBench,
except for TortoiseFuzz. Therefore, we had to integrate it. By creating a fork of
FuzzBench and testing it locally, we could start to create the build files with the
help of one of the original authors of TortoiseFuzz. When it was working locally,
a pull request was submitted to FuzzBench, which starts the CI tests. With some
guidance from the FuzzBench maintainers, the integration could be finalized, and
TortoiseFuzz could be merged into FuzzBench.
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4.4 Benchmarking
To measure the impact of our anti-fuzzing tool, we ran three sets of experiments.
One experiment was with the unmodified anti-fuzzing, another was with our modi-
fied anti-fuzzing, and the final set was without anti-fuzzing. The naming convention
used in the rest of the paper will be benchmark_name followed by nothing, repre-
senting standard, or followed by which antifuzzing technology was used to protect
the benchmark. To determine the baseline performance for different fuzzers, we ran
each experiment at least 10 times for 23 hours to get a mean value. Because of the
randomness inherent in fuzzers, this was important.

4.4.1 Metrics

To measure the performance of the fuzzers on the different benchmarks, there are
two primary metrics used for this experiment. The first metric is code coverage over
time, and the second one is unique crashes over time. Code coverage can give an
indication of the traversal of the fake code paths. The second metric, unique crashes
over time, will indicate how fast, and how many, bugs can be found. By correlating
these metrics, it is possible to determine if the fake code paths trap the fuzzers
from not finding bugs, or if the fuzzers finds a similar amount of crashes per code
path. Code coverage is not a comparable metric for coverage accounting as for other
approaches. The reason is due to coverage accounting looking to increase coverage
of interesting code paths rather than all code paths. Consequently, this can result
in lower coverage but the same or higher number of found bugs.
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Results and Analysis

5.1 Initial data
In this report, results from two experiments will be presented. The main result will
come from the full-scale experiment that was conducted using FuzzBench. But prior
to this experiment, a small-scale experiment was conducted. From the small scale
experiment, we were able to gain full stack-traces for each crash, which the large
scale experiment lacked. This will be of interest later in the report. The small scale
experiment ran three fuzzers on each benchmark for 12 hours and each trial is rerun
five times. This is the bare minimum of trials and time for each trial as suggested by
Böhme et. al. [11], as fuzzing has inherent randomness. This small scale experiment
consumed about 3,5 CPU months worth of compute power.

The larger scale experiment was ran in the FuzzBench platform. The amount of
fuzzers was increased from three to ten, the number of trials was planned to go from
5 to 10+, but in some instances the amount of trials unfortunately did not reach 10
reruns. Lastly, the time for each trial was increased from 12 hours to 23 hours. In
the end, the large scale experiment consumed about 4 CPU years of compute power.

The result from the large scale experiment is also publicly available, and the
experiment can be verified and re-ran in the same environment for future research.

5.2 Background review of current state of the art
Through this review, we were able to confirm the research gap we initially thought
existed. The review also grounded our decision-making on previous work. Then we
did not have to reinvent the wheel or make wrong choices simply because we lacked
knowledge of earlier research. In this field of research, it was challenging to find
suitable search strings when looking for research papers. The main reason we en-
countered was different terminology among researchers, and Manès et al. discuss it
in their systematization of knowledge (SOK) paper [43]. Therefore, the snowballing
approach for collecting academic papers was appropriate. During the literature re-
view in early February 2022, we could find no more than three research papers on
anti-fuzzing and one to counter anti-fuzzing. We were using them as a foundation for
finding more research papers. A further selection of articles was based on work cited
frequently that seemed relevant to our research questions. The papers that formed
the foundation are:

• “AntiFuzz: Impeding fuzzing audits of binary executables” [34]
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• “Escaping the Fuzz - Evaluating Fuzzing Techniques and Fooling them with
Anti-Fuzzing” [22]

• “Fuzzification: Anti-fuzzing techniques” [38]

• “Not All Coverage Measurements Are Equal: Fuzzing by Coverage Accounting
for Input Prioritization” [65].

Our first paper found on the anti-fuzzing topic is a master’s thesis by Edholm and
Göransson [22]. It is the first published paper on anti-fuzzing that we could find and
the subsequent two fuzzing papers released by Güler et al. [34] and Jung et al. [38]
both cite it. We also found a paper on countering anti-fuzzing by Wang et al. [65].
When we found these papers and gathered other papers from their references, we
started to look for information on how coverage accounting overcomes anti-fuzzing
techniques. Knowing how coverage accounting overcomes anti-fuzzing was vital to
make our extension able to counter it.

Different fuzzers use different kinds of prioritization methods for choosing inputs.
The only such technique that we found in our literature review that counters anti-
fuzzing is coverage accounting used in TortoiseFuzz. Coverage accounting essentially
counts function calls that often appear in vulnerabilities. This information is gath-
ered from a Common Vulnerability and Exposure (CVE) dataset. Basic blocks and
edges are then evaluated based on how many function calls and operations regard-
ing memory are executed. A higher number is interesting when looking for memory
corruption bugs.

From the SOK survey by Manès et al. [43] we collected a lot of knowledge on
the current fuzzing situation. We got a general overview of some areas and could
then dive deeper into other areas of interest. However, the survey did not discuss
the benchmarking of fuzzers which we needed to look into. Our snowballing together
with our screening process using keywords led us to a paper by Metzman et al. [45], a
paper by Böhme et al. [11], and a paper by Hazim et al. [35] which were all valuable
benchmarking papers. The first two are using FuzzBench as a platform, the first
paper is actually the introduction of FuzzBench. The third by Hazim et al. presents
a collection of open-source libraries to evaluate fuzzers on. Weighing the advantages
and disadvantages of the respective bug benchmarks was almost purely speculative.
We decided to use FuzzBench because it alleviated us from running the experiments
on our hardware which Magma, the solution by Hazim et al., did not.

We did not look further into implementing another tool instead extending Fuzzi-
fication to gain a broader view of current anti-fuzzing and how it can be extended
to counter coverage accounting due to time constraints.

5.3 Coverage

A total of 15 benchmarks were run during this experiment. The benchmarks belong
to three groups, with five benchmarks in each. The first group is the unmodified
benchmark, the second group is protected by AntiFuzz, and the last group is pro-
tected by FennecFuzz. Each benchmark was run by 10 fuzzers and aimed for more
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than 10 trials1. Each fuzzer-benchmark pair and trial were run for 23 hours. In
figure 5.1 the code coverage growth can be seen for each fuzzer combined with the
wireshark_fuzzshark_ip benchmarks. When the benchmark is not protected by
any anti-fuzzing technology the maximum reached code regions is just under 479 000
edges. In contrast, when protection is enabled, either with AntiFuzz or FennecFuzz,
more than 500 000 edges are traversed. Further, when anti-fuzzing is enabled, the
95% confidence interval around the mean becomes narrower, from 14 000 to between
4 000 and 5 000 edges, depending on which anti-fuzzing protection is enabled. Figures
for all the benchmarks and the raw data can be found on https://www.fuzzbench.
com/reports/experimental/2022-04-25-fennecfuzz-bug2/index.html

Figure 5.1: Mean code coverage growth, across all trials, over time for the
Wireshark benchmarks. The error bands show the 95% confidence interval around

the mean code coverage.

1Some benchmarks however did not manage to complete all trials

https://www.fuzzbench.com/reports/experimental/2022-04-25-fennecfuzz-bug2/index.html
https://www.fuzzbench.com/reports/experimental/2022-04-25-fennecfuzz-bug2/index.html
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5.4 Coverage analysis

The results confirm that there are about 20 000 more edges traversed on the pro-
tected benchmarks. Both anti-fuzzing methods introduce fake code paths to deceive
coverage accounting, and therefore it is expected that that fuzzing these benchmarks
should yield a higher edge count, or hide more bugs. The result also shows that
the difference in the amount of traversed paths between AntiFuzz and FennecFuzz
is small. The traversal flow through these fake code paths is not altered in Fennec-
Fuzz compared to AntiFuzz, only the contents inside the edges, and therefore edge
coverage is not expected to be significantly different between these two techniques.

Another interesting observation from the result is that the 95% confidence interval
around the mean of reached code coverage is narrower for the benchmarks protected
by anti-fuzzing. As the fuzzers have to traverse the fake code paths, that are based
upon randomization, these paths are designed to be easy to find. As a portion of
the available code paths is easy to traverse, it is expected that the resulting code
coverage will be less spread. However, this reason alone does not necessarily explain
the big difference that is shown by these results.

When looking at the code coverage statistics of the php_php-fuzz-parser-2020-
07-25 benchmarks, the result differs from the other. The code coverage is similar
or lower on the protected benchmarks compared to the unprotected benchmark.
Further, the standard deviation is also larger on most of the benchmarks that employ
anti-fuzzing techniques. This result differs from the other benchmarks, and also from
the expected results, and will be further discussed later in this paper.

5.5 Bug findings

The data for the bug finding benchmarks were collected in the same experiment as
the coverage data discussed in section 5.3, and therefore the setup is identical. The
total number of unique bugs found in each fuzzer-benchmark pair can be seen in table
5.1. Further, the number of bugs found in each category of benchmarks can be seen
in table 5.2. In figure 5.2 a visualization of the mean bug coverage growth over time
in the variations of the wireshark_fuzzshark_ip benchmarks can be seen. Figures
for all the benchmarks and the raw data can be found on https://www.fuzzbench.
com/reports/experimental/2022-04-25-fennecfuzz-bug2/index.html

In the initial downsized experiment, the results where similar, but with less re-
liability than the results gained by the large scale experiment. In table 5.3 we see
the total number of bugs found. The stack-trace in this experiment had a higher
granularity, which showed that some bugs are introduced by AntiFuzz, and in ex-
tension also by FennecFuzz. In table 5.4 the total number of bugs found can be
seen, when omitting the bugs introduced by AntiFuzz. All of the crashes found
in libarchive_libarchive_fuzzer and muparser_set_eval_fuzzer variants are
found in the initialization functions of AntiFuzz and FennecFuzz. Further, one crash
was detected by all of the fuzzers in the wireshark_fuzzshark_ip-antifuzz and
wireshark_fuzzshark_ip-fennecfuzz benchmarks, which also reside in the initial-
ization of AntiFuzz and FennecFuzz. Lastly, in the mruby-2018-05-23-antifuzz
benchmark one bug found by both AFL and TortoiseFuzz is in the initialization

https://www.fuzzbench.com/reports/experimental/2022-04-25-fennecfuzz-bug2/index.html
https://www.fuzzbench.com/reports/experimental/2022-04-25-fennecfuzz-bug2/index.html
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step.
In the large scale experiment this can be seen too, but the stack-traces do not

provide enough information to reliably remove all of these bugs. Therefore this result
is also included for further discussion later in the report.

Table 5.1: Total number of unique bugs found on each benchmark.

Table 5.2: Total number of unique bugs found in each group of benchmark.

Type of benchmark Total
Standard 41
AntiFuzz 68

FennecFuzz 46

5.6 Bug analysis

The results show that FennecFuzz successfully outperforms AntiFuzz in hiding bugs
from fuzzers in general, as seen in figure 5.2. There are two instances where an
equal amount of bugs are found by all fuzzers combined, and three instances where
more bugs are found in the benchmarks protected by AntiFuzz. When comparing
using only TortoiseFuzz, the only fuzzer with coverage accounting, 14 more bugs
are found in benchmarks protected by AntiFuzz, compared to the same benchmarks
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Table 5.3: Total number of unique bugs found on each benchmark in the downsized
experiment.

Benchmark AFL AFL++ TortoiseFuzz Total
libarchive_libarchive_fuzzer 0 0 0 0

libarchive_libarchive_fuzzer-antifuzz 1 1 1 1
libarchive_libarchive_fuzzer-fennecfuzz 1 1 1 1

mruby-2018-05-23 4 1 5 7
mruby-2018-05-23-antifuzz 5 0 6 8

mruby-2018-05-23-fennecfuzz 4 1 5 6
muparser_set_eval_fuzzer 0 0 0 0

muparser_set_eval_fuzzer-antifuzz 1 1 1 1
muparser_set_eval_fuzzer-fennecfuzz 1 1 1 1

php_php-fuzz-parser-2020-07-25 3 0 2 3
php_php-fuzz-parser-2020-07-25-antifuzz 5 2 2 7

php_php-fuzz-parser-2020-07-25-fennecfuzz 5 0 1 6
wireshark_fuzzshark_ip 3 5 9 11

wireshark_fuzzshark_ip-antifuzz 6 4 4 6
wireshark_fuzzshark_ip-fennecfuzz 5 8 4 9

protected by FennecFuzz. This result is expected as the fake branches introduced
by FennecFuzz contain the functions that are deemed interesting by the coverage
accounting of TortoiseFuzz.

The smaller experiment did show that bugs were introduced by AntiFuzz and
FennecFuzz. However, all of the bugs in FennecFuzz were present in AntiFuzz as
well. As the large scale experiment ran for a significantly larger amount of time,
compared to the downscaled experiment, it is very likely that the found bugs from
AntiFuzz and FennecFuzz are also included in the found bugs in table 5.1
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Table 5.4: Total number of unique bugs found on each benchmark in the downsized
experiment, omitting bugs found in AntiFuzz and FennecFuzz.

Benchmark AFL AFL++ TortoiseFuzz Total
libarchive_libarchive_fuzzer 0 0 0 0

libarchive_libarchive_fuzzer-antifuzz 0 0 0 0
libarchive_libarchive_fuzzer-fennecfuzz 0 0 0 0

mruby-2018-05-23 4 1 5 7
mruby-2018-05-23-antifuzz 4 0 5 7

mruby-2018-05-23-fennecfuzz 4 1 5 6
muparser_set_eval_fuzzer 0 0 0 0

muparser_set_eval_fuzzer-antifuzz 0 0 0 0
muparser_set_eval_fuzzer-fennecfuzz 0 0 0 0

php_php-fuzz-parser-2020-07-25 3 0 2 3
php_php-fuzz-parser-2020-07-25-antifuzz 5 2 2 7

php_php-fuzz-parser-2020-07-25-fennecfuzz 5 0 1 6
wireshark_fuzzshark_ip 3 5 9 11

wireshark_fuzzshark_ip-antifuzz 5 3 3 5
wireshark_fuzzshark_ip-fennecfuzz 4 7 3 8
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Figure 5.2: Mean bug coverage growth, across all trials, over time for the Wireshark
benchmarks.



Chapter 6

Discussion

This chapter discusses limitations, results, and threats to validity. Firstly, the limita-
tions section will discuss what restricts our experiment. Secondly, the results section
discusses the actual results compared to our expectations. Finally, the section on
threats to validity will go over what could cast doubts on our experiment results.

6.1 Limitations

6.1.1 Background review of current state of the art

A limitation in our background review is that we missed some relevant related works.
For instance, it was not until the late stages of our experiment phase that we stumbled
upon a paper called “Vall-nut: Principled Anti-Grey box - Fuzzing” [40]. It used
slightly different keywords and terminology from what we used when searching for
papers, which presumably is why we missed it. However, the paper did not provide
the source code and was focused purely on grey-box fuzzers. We could, therefore, not
include any of it in our experiment. The theory and insights within were valuable. For
example, they also found that AntiFuzz did not perform as well as previously thought.
We could at least use them when writing our results and analysis section. Our choice
was to use the snowballing technique on our four initial papers [22, 34, 38, 65]. That
does not prove that we have been exhaustive in our search, and thus we could have
missed relevant research.

We extracted the dangerous memory functions from TortoiseFuzz which in turn
got them by crawling https://cve.mitre.org/. This does optimize our approach
to a specific version of TortoiseFuzz but we do not expect the vulnerable functions
topping the list of most commonly exploited, especially those from libc, to change
radically any time soon.

6.1.2 Implementation of FennecFuzz

Because FennecFuzz is an extension of AntiFuzz, where we essentially sprinkled in
some memory function calls, it will inherit bugs from AntiFuzz. We noticed this
in our experiment because fuzzers found bugs in code generated by AntiFuzz and
in extension also by FennecFuzz. The only bug found in AntiFuzz not present in
FennecFuzz originates from the original AntiFuzz code. Therefore, the bug should
also be present in FennecFuzz.
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Another limitation with the implementation step of FennecFuzz is the time it
takes to test changes during the development phase. To test if the changes compile
without error is rather quick, as then the program can be compiled as usual, even
though FennecFuzz with fake code paths is above 1 million lines of code. But when
it needs to be tested with a fuzzer, this time drastically increases. This is due to
the compiler then needing to perform more tasks, to enable instrumentation. In our
environment, the building process could take upwards of one hour. To then test it
out it could at times require a fuzzing campaign to run over the weekend to gain the
data needed to see if the changes had the desired effect. For future development,
it should be done in an environment where both the building of the fuzzer and
compiler is cached, and only the building of the benchmark is done for each change.
Our environment did not allow us to do this, as the entire process was required to be
cached, and if anything in the build process was altered, all parts had to be rebuilt.

6.1.3 Dataset of fuzzers and benchmarks

A representative selection of current state-of-the-art fuzzers is something we strived
to achieve. We hope that by choosing our benchmarks and fuzzers, with the recom-
mendations of Böhme et al. [11] in mind, we ended up with a diverse set of real-world
programs. Now for a fuzzer to be eligible for us to use in FuzzBench, someone had to
include it in the FuzzBench suite before our experiment. We did not have the time to
push another fuzzer other than TortoiseFuzz, which in itself took a lot of time. We
had to acquire help from a TortoiseFuzz author and a maintainer of FuzzBench to get
the fuzzer to work with the benchmarking platform. In any case, we contacted the
authors of TortoiseFuzz to make sure that we configured it correctly for FuzzBench.
To not cause it to perform worse than expected.

6.1.4 Benchmarking

Creating really good benchmarks that accurately measure how good a fuzzer is, has
been and still is an open problem for the fuzzing community [7]. Discussions among
researchers and in their blog posts [1,71] indicate that older benchmarks like LAVA-
M [19], with artificially added bugs, are better left to the past. Newer and improved
benchmarks such as FuzzBench [45] and Magma [35] tackle many issues but have to
our knowledge not solved the problem. However, they are the best current solution,
especially FuzzBench in our case, as it provides the computational power to run
fuzzing campaigns on a larger scale. FuzzBench also uses code coverage as a metric
which is interesting for us to view because anti-fuzzing attempts to reduce it. In
the end, FuzzBench had the most positive and relevant aspects we were looking for
compared to other benchmarking suites.

On that note, via FuzzBench, we were provided with a homogeneous system to
test our fuzzers and benchmarks on time without resorting to using different systems
to parallelize execution or pay large sums for cloud instances. However, we had
to downscale our initial experiment for our first draft because we could not run our
modified benchmarks ourselves on FuzzBench. Our mail contact at FuzzBench fell ill,
which delayed the start of our complete experiment by some time. Our emergency
solution to get any kind of result in time was to reduce the number of fuzzers to
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test and the trial time for each benchmark. We hosted this solution in a Google
Cloud project like FuzzBench but with a free trial license that did not allow us to
utilize more than 256 cores. A consequence of downscaling the experiment is a likely
increase in uncertainty.

Another benchmark issue related to benchmarking in general and not only bench-
marking of fuzzers is overfitting. It can happen that researchers knowingly or un-
knowingly start to adapt their fuzzers to the bugs in the benchmarks. An example
of this happening with a fuzzer is presented by Zeller et al. [70,71]. That particular
experiment used the LAVA-M dataset and the Angora fuzzer [16] outclassed all other
fuzzers. The authors claimed that the gradient descent algorithm was the cause for
success. However, upon further investigation, it was discovered that there was no
difference in using a random search algorithm in contrast to a gradient descent algo-
rithm. The reason is that synthetic bugs in LAVA-M are 32-bit magic byte values.
Angora could extract these values well because of its taint tracking, well-adapted
heuristics, and developments. Gradient descent was not a significant contributor to
this success. We hope that by choosing FuzzBench and using benchmarks taken from
real-world programs, we minimize the problem of overfitting.

Böhme et al. [11] cite other researchers that have tried to insert genuine bugs
found in programs to get around the issue of synthetic bugs. They claim that this
introduces a survivorship bias that can lead to fuzzers appearing to be doing well in
benchmarks. But then, in reality, they can only find previously discovered bugs, and
undiscovered bugs remain hidden. Introducing bugs to code has advantages, e.g.,
making the fuzzing process more economical as bugs are usually scarce in regular
programs. The downside of that is, as Böhme et al. discuss, the possibility of
masking other bugs. FuzzBench does not use such methods. Instead, it focuses on
real bugs.

6.1.5 Experiment

Looking at the results from the experiment, the claim that AntiFuzz is completely
successful in preventing bug-finding is not true for our experiment. For example,
AFL was evaluated in both our experiment and the AntiFuzz experiment, and its
development has not been active for several years. Meaning it should behave the same
way now as then. Reasons for this result could be that we configured the benchmarks
incorrectly for AntiFuzz or the programs from the LAVA-M dataset were not suited
for benchmarking. Our results could indicate that AntiFuzz does not work as well
as previously thought.

Then we had to push our modified benchmarks protected by anti-fuzzing tech-
nologies to FuzzBench. After some time, the FuzzBench maintainer decided that
instead of supporting anti-fuzzing benchmarks per default in FuzzBench, the main-
tainer could instead start the experiments for us on a separate fork. Unfortunately,
for us, this also took some time due to reasons beyond our control, as earlier discussed
in the benchmarking section above. If we wanted to have a result before the deadline,
we had to downscale the experiment heavily. A big reason for choosing FuzzBench
was that it would give us more time to run experiments and fine-tune FennecFuzz
if necessary. Working with FuzzBench did not go as smoothly as we anticipated it
would. In our minds, this was the less error-prone and difficult process compared to
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making FennecFuzz behave as intended. It turned out to be the other way around.
We had to spend a lot of time getting TortoiseFuzz to work in FuzzBench. Then
we modified all the benchmarks we intended to use by applying anti-fuzzing, and we
also made sure they worked.

Some of the results from this experiment, like the ones presented in this report,
did not run for 10+ trials. By examining the figures 5.1 and 5.2, we can see that some
graphs contain instances where their values decrease, which should not be possible.
The reason can be due to more trials completed in less than 23 hours, and their
results are included.

6.2 Results

6.2.1 Further improvements of AntiFuzz and FennecFuzz

Our results show that there are insertions of vulnerabilities in AntiFuzz functions to
the target programs. We believe this shows that we need to be careful when inserting
code into another program. Some validation processes could be performed to make
sure new vulnerabilities are not inserted by anti-fuzzing tools.

We saw that code coverage does not decrease for almost any fuzzer-benchmark
pair. Considering that AFL has not changed in any major way in the last few years, it
should behave the same as it did when Güler et al. ran the experiments for AntiFuzz.
So AFL is a constant in this scenario, and AntiFuzz is also a constant, seeing as the
initial commit on their GitHub is the only commit affecting functionality. Then
the only variables are the benchmark programs and our manual work in including
AntiFuzz and the corresponding function calls in the benchmarks. We did our very
best to follow the recommendations given in the documentation for AntiFuzz on both
the GitHub and in the research paper. However, that does not exonerate us from any
wrongdoing on that account. We believe that we satisfactorily met the requirements
for AntiFuzz to function properly. Furthermore, we support this belief with the
evaluation section written by Li et al. [40], where they also claim that AntiFuzz
barely reduces coverage. Therefore, we must then consider the benchmarks. Güler
et al. used the LAVA-M dataset consisting of:

• base64

• md5sum

• uniq

• who

from coreutils with injected synthetic bugs. The benchmarks of our choosing from
FuzzBench were:

• libarchive_libarchive_fuzzer

• mruby-2018-05-23

• muparser_set_eval_fuzzer
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• php_php-fuzz-parser-2020-07-25

• wireshark_fuzzshark_ip

We made the choices with Böhme et al.’s [11] recommendations in mind.
Similar or increased code coverage when introducing these fake code paths is,

however, in our opinion, not a negative result. As all code coverage is measured,
traversing these fake paths also increases coverage. Each input will first traverse
the fake code paths, and then continue the normal execution of the application.
This results in gaining coverage in both the fake code paths and the code paths
from the protected application. However, the purpose of these fake code paths is
to lead fuzzers into prioritizing these and spending fuzzing resources on code that
does not cause crashes. Therefore a better measurement should be the ratio of bugs
found for a set amount of code coverage. Looking at the initial results from the
downscaled experiment, and the wireshark_fuzzshark_ip benchmarks, we see that
the amount of code covered increased when the benchmark was protected by anti-
fuzzing technologies, but the total number of unique bugs found decreased. That
should be a better measurement, as neither code coverage, nor total bugs found, do
tell the entire story on their own.

However, in the larger experiment, the results differed. The code coverage was
either the same or higher on protected benchmarks, which is inline with the expected
outcome. What was not expected was that a consistent increase of bugs detected
could be observed in most of the protected benchmarks as well. The reason for this
is not clear by analyzing the data, but one explanation for this could be that due to
the increase of fuzzing resources, more of the newly introduced bugs from AntiFuzz
and FennecFuzz could be found in multiple benchmarks, compared to the downscaled
experiment. Unfortunately this can not be verified due to the lower granularity in
the stack-trace by the large experiment. It could also be a sign that anti-fuzzing
techniques do not perform as well with certain applications.

6.2.2 Anti-fuzzing effectiveness

The two anti-fuzzing technologies used in this experiment are AntiFuzz, created by
Güler et. al. [34] and our tool named FennecFuzz, which is based upon the code from
AntiFuzz. Both tools were used with the same arguments to create the header files
to include in the benchmarks. The header file created by FennecFuzz was 1.7 million
lines of code, resulting in a file size of 39MB. When compiling a program with this
header included, it will increase the size of the binary by 12.2MB. AntiFuzz on the
other hand will increase the binary size by 6.8MB. In smaller projects, or when disk
space is limited, this can be a disadvantage.

By comparing the results of the anti-fuzzing techniques, we see that FennecFuzz
does outperform AntiFuzz. There are two out of five instances where they per-
form similar, but with the remaining three benchmarks more bugs are found in the
benchmarks protected by AntiFuzz. The results does also show that FennecFuzz suc-
cessfully deceives TortoiseFuzz, the only fuzzer with coverage accounting, compared
to AntiFuzz.

When taking into consideration the initial experiment, where the bugs introduced
in AntiFuzz (and in extension also in FennecFuzz) could be omitted, they successfully
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lowered the number of bugs found, compared to when no anti-fuzzing is applied,
with a few exceptions. This might indicate that many bugs found in the bigger
experiment actually are introduced by AntiFuzz. However, to validate this, a new
set of experiments are needed with the increased granularity similar to by the smaller
experiment. An alternative is to ensure that the anti-fuzzing tools do not introduce
new bugs, and thereafter conduct the same experiment. This might however not
be practical, as it is impossible to ensure that none of the bugs are caused by the
anti-fuzzing tools, without verifying with complete stack-traces.

By generalizing AntiFuzz/FennecFuzz, it could soon reach a stage where it is no
longer only used in research. It currently lacks the feature to accept arguments to
create custom protection that works better for specific targets. A big problem with
these two anti-fuzzing techniques is that, currently, for a skilled person, it is not hard
to remove the fake code paths from a binary. However, this is out of the scope of
this experiment.

A concern with anti-fuzzing is the environmental effects it can have. If a mali-
cious actor conducts a fuzzing campaign on protected applications, they will need
to allocate more resources over a longer time to be able to find the same amount of
bugs. This increases electricity consumption, and possibly hardware consumption.
However, this might be a non-issue, as protected applications might steer these ac-
tors from using fuzzing altogether, and instead use a different approach. Another
outcome is that fuzzers will be improved to become more efficient to surpass these
protections, and therefore will result in more efficient fuzzers, that can be used on
unprotected applications and therefore lower resource consumption.

Another concern is that anti-fuzzing can be employed instead of actively searching
for bugs or employing external entities to search for bugs in the unprotected version
of the application. Anti-fuzzing does not remove bugs but simply makes them harder
to find. The sole purpose of anti-fuzzing is to make the bug-finding process harder
for untrusted entities compared to trusted ones. In the end, not taking advantage of
this would lead to a worse product for the end-users.

6.3 Threats to validity

Fuzzer benchmarking is a real challenge. Simply defining what a bug is to a computer
is difficult. Fortunately for us, that has not stopped researchers from creating and
publishing benchmark suites attempting to solve the issues. A large portion of all
fuzzing papers we have read have been using the LAVA-M dataset. It is frankly out-
dated by the current standard owing to using synthetic bugs. We have noticed that
this makes comparisons difficult as we got radically different results from AntiFuzz
on FuzzBench benchmarks compared to the results presented by Güler et al. [34]
using LAVA-M benchmarks.

AntiFuzz claims to overwrite custom signal handling to prevent any crash sig-
nals from coming through to a fuzzer like AFL which would completely remove any
chance of AFL finding a bug. However, in our experiments, AFL and other fuzzers
could find several bugs. We think that AntiFuzz fails to overwrite custom signal
handlers because fuzzers find bugs in FuzzBench benchmarks that have such han-
dling. We could have configured AntiFuzz wrong but we do not think so unless the
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documentation is faulty. Assuming that then the only change is the programs that
the anti-fuzzing is applied to. Either the programs from LAVA-M are unsuited for
this experiment or the FuzzBench platform and benchmarks cause issues.

The code coverage measurement could be misleading in some ways. In part due to
some code being fake code generated by anti-fuzzing and in part because of coverage
accounting not seeking to maximize coverage. We do believe that some of the code
coverage counts towards the anti-fuzz code as well as the original code. The extra
megabytes generated probably impact the coverage for different programs to varying
degrees. A smaller program would probably be affected more due to the fake code
taking up more of the total size and vice versa. It could also be a tricky metric to
use on coverage accounting seeing as this technique prioritizes certain paths instead
of trying to maximize the code coverage.





Chapter 7

Conclusions and Future Work

In this chapter, we present the conclusions of our experiment together with the most
important insights we gained from AntiFuzz and coverage accounting. Here we also
answer the research questions we posed, and finally, we introduce a section for future
work.

7.1 Conclusion

In this thesis, we investigated if it would be possible to deceive a fuzzer using coverage
accounting by extending AntiFuzz, an existing anti-fuzzing tool. The tool would not
only try to decrease code coverage and hide bugs, but it would also mislead a fuzzer
that previously had avoided the current anti-fuzzing methods. To accomplish this
feat, we strategically placed calls to memory functions in fake code paths at different
levels. Our results indicate that it is possible to mislead coverage accounting fuzzers,
by introducing said memory function. The experiment shows promising results for
FennecFuzz, but due to problems found within AntiFuzz, there are still uncertainties
if the added complexity is justified. The AntiFuzz tool was prior to this experiment
thought to remove the ability to find bugs by coverage-guided fuzzers, which proved
to be false. Instead, it also introduced new bugs into the application, that are now
also present in FennecFuzz. The AntiFuzz tool was before this experiment and the
experiment conducted by Li et al. [40], thought to remove the ability to find bugs
by coverage-guided fuzzers. This assumption proved to be false. Instead, it also
introduced new bugs into the application, which are now present in FennecFuzz.

Programs injected by our tool FennecFuzz do not significantly outperform or
underperform in code coverage reduction compared to AntiFuzz. The standard de-
viation of code coverage does swing in favor of FennecFuzz, but other statistics are
generally even.

Our experiment is focused on memory corruption bugs and hindering them from
getting discovered. There are other types of bugs, and techniques designed to find
them. We hope that our approach to hinder the discovery of memory corruption bugs
can lead to fuzzers overcoming our technique and becoming even better at detecting
hard-to-find bugs.

Bug benchmarks are hard to make and evaluating fuzzers is also difficult. Many
if not even most researchers have up until the release of FuzzBench and Magma used
the LAVA-M dataset which exclusively uses injected magic byte bugs that are not
representative of bugs found in regular programs. To us, it looks like bias has been
introduced by using a dataset of programs with unrealistic bugs.

39
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With this we are able to answer the research questions.
RQ1: How is bug-finding ability with coverage accounting affected by

the addition of fake branches with memory functions?
When the benchmarks are protected by FennecFuzz, our results show that Tor-

toiseFuzz finds more bugs compared to when they are unprotected. In the unpro-
tected benchmarks, TortoiseFuzz found 17 unique bugs in total, compared to the 25
unique bugs found when the benchmarks were protected. This is likely due to the new
bugs introduced by AntiFuzz, as our initial data, where these bugs could be omitted,
TortoiseFuzz found 16 unique bugs in the unprotected benchmarks, compared to 9
unique bugs in the benchmarks protected by FennecFuzz.

RQ2: How does the addition of memory functions against coverage
accounting compare to techniques used by AntiFuzz?

Coverage accounting fuzzers seem to perform worse on benchmarks protected by
FennecFuzz in comparison to when they are protected by AntiFuzz. Both the initial
data and the full scale experiment show that coverage accounting fuzzers find less
bugs in benchmarks protected by FennecFuzz. This was expected, as FennecFuzz
contains functions that are deemed interesting by coverage accounting fuzzers in the
fake code paths, which should in turn make these fuzzers prioritize the fake code
paths higher.

RQ3: How does TortoiseFuzz compare against the anti-fuzzing tech-
niques used by AntiFuzz in contrast to Fuzzification?

In the experiment conducted by Wang et al. [65] Tortoise performs well against
Fuzzification. In our experiment, when using TortoiseFuzz against benchmarks pro-
tected by AntiFuzz the results show that AntiFuzz does hide some bugs, but not all.
However, fuzzers previously found beaten by AntiFuzz did also find bugs in bench-
marks protected by AntiFuzz. As the Fuzzers and AntiFuzz have not been further
developed since it shows that prior benchmarks might have been mistakenly biased
towards AntiFuzz. This claim is also backed up by prior research by Li et. al. [40].

In summary, anti-fuzzing is an area that is not well explored by research as of
now but shows great potential for future application owners. With a little more
refining it could possibly be used soon by applications that want to increase the cost
of fuzzing for unauthorized entities, and in turn, discourage malicious actors from
targeting that application.

7.2 Future work

We believe it would be beneficial to conduct an experiment on the available anti-
fuzzing tools, currently Fuzzification and AntiFuzz, on a modern dataset of bench-
marks e.g., FuzzBench or Magma. LAVA-M has been criticized by many [12,31,33],
or rather there is no agreement on whether or not synthetic bugs portray regular
bugs realistically. Therefore, we think it would be interesting to see the results of
running old experiments on other benchmarks.

Something we thought of to optimize anti-fuzzing as a whole was separating all
different methods and techniques in tools for anti-fuzzing to measure and compare
the individual impact of each approach. We think it would be beneficial for the field
of fuzzing to know what affects code coverage and bug finding the most for fuzzers
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in order to develop them further.
Another thing we thought worthy of research was to see the difference in trying

to apply anti-fuzzing in a general or specific way. Would it be of more use to do
a general approach to C-programs or to try and attack specific fuzzers or classes
of fuzzers directly? Or would it be the most beneficial to do some middle ground
approach and start with a general approach to later get specific?





References

[1] C. Aschermann. (2020, Aug.) On Measuring and Visualizing Fuzzer
Performance. [Accessed 6. May 2022]. [Online]. Available: https://hexgolems.
com/2020/08/on-measuring-and-visualizing-fuzzer-performance

[2] C. Aschermann, T. Frassetto, T. Holz, P. Jauernig, A.-R. Sadeghi, and
D. Teuchert, “Nautilus: Fishing for deep bugs with grammars,” in Symposium
on Network and Distributed System Security (NDSS), 2019.

[3] C. Aschermann, S. Schumilo, A. Abbasi, and T. Holz, “Ijon: Exploring deep
state spaces via fuzzing,” in IEEE Symposium on Security and Privacy, 2020.

[4] C. Aschermann, S. Schumilo, T. Blazytko, R. Gawlik, and T. Holz, “Redqueen:
Fuzzing with input-to-state correspondence,” in Symposium on Network and
Distributed System Security (NDSS), 2019.

[5] E. T. Barr, M. Harman, P. McMinn, M. Shahbaz, and S. Yoo, “The oracle prob-
lem in software testing: A survey,” IEEE Transactions on Software Engineering,
vol. 41, no. 5, pp. 507–525, 2015.

[6] W. Blair, A. Mambretti, S. Arshad, M. Weissbacher, W. Robertson,
E. Kirda, and M. Egele, “HotFuzz: Discovering algorithmic denial-of-
service vulnerabilities through guided micro-fuzzing,” in Symposium on
Network and Distributed System Security (NDSS), 2020. [Online]. Available:
https://doi.org/10.14722%2Fndss.2020.24415

[7] M. Boehme, C. Cadar, and A. Roychoudhury, “Fuzzing: Challenges and reflec-
tions,” IEEE Software, vol. 38, no. 03, pp. 79–86, may 2021.

[8] M. Böhme and B. Falk, “Fuzzing: On the exponential cost of vulnerability
discovery,” in Proceedings of the 28th ACM Joint Meeting on European
Software Engineering Conference and Symposium on the Foundations of
Software Engineering, ser. ESEC/FSE 2020. New York, NY, USA:
Association for Computing Machinery, 2020, p. 713–724. [Online]. Available:
https://doi.org/10.1145/3368089.3409729

[9] M. Böhme, V. J. M. Manès, and S. K. Cha, “Boosting fuzzer efficiency:
An information theoretic perspective,” in Proceedings of the 28th ACM Joint
Meeting on European Software Engineering Conference and Symposium on
the Foundations of Software Engineering, ser. ESEC/FSE 2020. New York,
NY, USA: Association for Computing Machinery, 2020, p. 678–689. [Online].
Available: https://doi.org/10.1145/3368089.3409748

[10] M. Böhme, V.-T. Pham, M.-D. Nguyen, and A. Roychoudhury, “Directed
greybox fuzzing,” in Proceedings of the 2017 ACM SIGSAC Conference on

43

https://hexgolems.com/2020/08/on-measuring-and-visualizing-fuzzer-performance
https://hexgolems.com/2020/08/on-measuring-and-visualizing-fuzzer-performance
https://doi.org/10.14722%2Fndss.2020.24415
https://doi.org/10.1145/3368089.3409729
https://doi.org/10.1145/3368089.3409748


44 References

Computer and Communications Security, ser. CCS ’17. New York, NY, USA:
Association for Computing Machinery, 2017, p. 2329–2344. [Online]. Available:
https://doi.org/10.1145/3133956.3134020

[11] M. Böhme, L. Szekeres, and J. Metzman, “On the reliability of coverage-based
fuzzer benchmarking,” in Proceedings of the 44th International Conference on
Software Engineering, ser. ICSE ’22, 2022, pp. 1–13.

[12] J. Bundt, A. Fasano, B. Dolan-Gavitt, W. Robertson, and T. Leek, Evaluating
Synthetic Bugs. New York, NY, USA: Association for Computing Machinery,
2021, p. 716–730. [Online]. Available: https://doi.org/10.1145/3433210.3453096

[13] M. Böhme, V.-T. Pham, and A. Roychoudhury, “Coverage-based greybox fuzzing
as markov chain,” IEEE Transactions on Software Engineering, vol. 45, no. 5,
pp. 489–506, 2019.

[14] C. Cadar, D. Dunbar, and D. Engler, “Klee: Unassisted and automatic gener-
ation of high-coverage tests for complex systems programs,” in Proceedings of
the 8th USENIX Conference on Operating Systems Design and Implementation,
ser. OSDI’08. USA: USENIX Association, 2008, p. 209–224.

[15] S. K. Cha, M. Woo, and D. Brumley, “Program-adaptive mutational fuzzing,”
in 2015 IEEE Symposium on Security and Privacy, May 2015, pp. 725–741.

[16] P. Chen and H. Chen, “Angora: Efficient fuzzing by principled search,” in 2018
IEEE Symposium on Security and Privacy (SP), 2018, pp. 711–725.

[17] C. Collberg, C. Thomborson, and D. Low, “A taxonomy of obfuscating transfor-
mations,” http://www.cs.auckland.ac.nz/staff-cgi-bin/mjd/csTRcgi.pl?serial, 01
1997.

[18] ——, “Manufacturing cheap, resilient, and stealthy opaque constructs,” in
Proceedings of the 25th ACM SIGPLAN-SIGACT Symposium on Principles
of Programming Languages, ser. POPL ’98. New York, NY, USA:
Association for Computing Machinery, 1998, p. 184–196. [Online]. Available:
https://doi.org/10.1145/268946.268962

[19] B. Dolan-Gavitt, P. Hulin, E. Kirda, T. Leek, A. Mambretti, W. Robertson,
F. Ulrich, and R. Whelan, “Lava: Large-scale automated vulnerability addition,”
in 2016 IEEE Symposium on Security and Privacy (SP), 2016, pp. 110–121.

[20] J. W. Duran and S. Ntafos, “A report on random testing,” in Proceedings -
International Conference on Software Engineering, 1981.

[21] J. W. Duran and S. C. Ntafos, “An evaluation of random testing,” IEEE Trans-
actions on Software Engineering, vol. SE-10, no. 4, pp. 438–444, 1984.

[22] E. Edholm and D. Göransson, “Escaping the Fuzz - Evaluating Fuzzing
Techniques and Fooling them with Anti-Fuzzing,” Master’s thesis, Chalmers
University of Technology, 2016. [Online]. Available: https://hdl.handle.net/20.
500.12380/238600

[23] H. Fang, Y. Wu, S. Wang, and Y. Huang, “Multi-stage binary code obfuscation
using improved virtual machine,” in Information Security, X. Lai, J. Zhou, and
H. Li, Eds. Berlin, Heidelberg: Springer Berlin Heidelberg, 2011, pp. 168–181.

https://doi.org/10.1145/3133956.3134020
https://doi.org/10.1145/3433210.3453096
https://doi.org/10.1145/268946.268962
https://hdl.handle.net/20.500.12380/238600
https://hdl.handle.net/20.500.12380/238600


References 45

[24] A. Fioraldi, D. C. D’Elia, and E. Coppa, “WEIZZ: Automatic grey-box fuzzing
for structured binary formats,” in Proceedings of the 29th ACM SIGSOFT
International Symposium on Software Testing and Analysis, ser. ISSTA 2020.
New York, NY, USA: Association for Computing Machinery, 2020. [Online].
Available: https://doi.org/10.1145/3395363.3397372

[25] A. Fioraldi, D. Maier, H. Eißfeldt, and M. Heuse, “AFL++ : Combining
incremental steps of fuzzing research,” in 14th USENIX Workshop on Offensive
Technologies (WOOT 20). USENIX Association, Aug. 2020. [Online].
Available: https://www.usenix.org/conference/woot20/presentation/fioraldi

[26] A. Fioraldi, A. Mantovani, D. Maier, and D. Balzarotti, “Registered report:
Dissecting american fuzzy lop - a fuzzbench evaluation,” in FUZZING 2022,
1st International Fuzzing Workshop, 24 April 2022, San Diego, CA, USA /
Co-located with NDSS 2022, San Diego, 2022.

[27] S. Gan, C. Zhang, X. Qin, X. Tu, K. Li, Z. Pei, and Z. Chen, “Collafl: Path
sensitive fuzzing,” in 2018 IEEE Symposium on Security and Privacy (SP), May
2018, pp. 679–696.

[28] V. Ganesh, T. Leek, and M. Rinard, “Taint-based directed whitebox fuzzing,” in
2009 IEEE 31st International Conference on Software Engineering, May 2009,
pp. 474–484.

[29] J. Ge, S. Chaudhuri, and A. Tyagi, “Control flow based obfuscation,” in
Proceedings of the 5th ACM Workshop on Digital Rights Management, ser.
DRM ’05. New York, NY, USA: Association for Computing Machinery, 2005,
p. 83–92. [Online]. Available: https://doi.org/10.1145/1102546.1102561

[30] X. Ge, B. Niu, R. Brotzman, Y. Chen, H. Han, P. Godefroid, and W. Cui,
“Hyperfuzzer: An efficient hybrid fuzzer for virtual cpus,” in Proceedings of the
2021 ACM SIGSAC Conference on Computer and Communications Security,
ser. CCS ’21. New York, NY, USA: Association for Computing Machinery,
2021, p. 366–378. [Online]. Available: https://doi.org/10.1145/3460120.3484748

[31] S. Geng, Y. Li, Y. Du, J. Xu, Y. Liu, and B. Mao, “An empirical study on
benchmarks of artificial software vulnerabilities,” CoRR, vol. abs/2003.09561,
2020. [Online]. Available: https://arxiv.org/abs/2003.09561

[32] GitLab Secure Team. (2022, Feb) GitLab protocol fuzzer. [Accessed 6. May
2022]. [Online]. Available: https://gitlab.com/gitlab-org/security-products/
protocol-fuzzer-ce

[33] R. Gopinath, P. Görz, and A. Groce, “Mutation analysis: Answering the
fuzzing challenge,” CoRR, vol. abs/2201.11303, 2022. [Online]. Available:
https://arxiv.org/abs/2201.11303

[34] E. Güler, C. Aschermann, A. Abbasi, and T. Holz, “Antifuzz: Impeding fuzzing
audits of binary executables,” in Proceedings of the 28th USENIX Security Sym-
posium, 2019.

[35] A. Hazimeh, A. Herrera, and M. Payer, “Magma: A ground-truth fuzzing
benchmark,” Proc. ACM Meas. Anal. Comput. Syst., vol. 4, no. 3, Dec. 2020.
[Online]. Available: https://doi.org/10.1145/3428334

https://doi.org/10.1145/3395363.3397372
https://www.usenix.org/conference/woot20/presentation/fioraldi
https://doi.org/10.1145/1102546.1102561
https://doi.org/10.1145/3460120.3484748
https://arxiv.org/abs/2003.09561
https://gitlab.com/gitlab-org/security-products/protocol-fuzzer-ce
https://gitlab.com/gitlab-org/security-products/protocol-fuzzer-ce
https://arxiv.org/abs/2201.11303
https://doi.org/10.1145/3428334


46 References

[36] A. Helin. (2022, Feb) radamsa. [Accessed 6. May 2022]. [Online]. Available:
https://gitlab.com/akihe/radamsa

[37] H. Huang, P. Yao, R. Wu, Q. Shi, and C. Zhang, “Pangolin: Incremental hybrid
fuzzing with polyhedral path abstraction,” in 2020 IEEE Symposium on Security
and Privacy (SP), 2020, pp. 1613–1627.

[38] J. Jung, H. Hu, D. Solodukhin, D. Pagan, K. H. Lee, and T. Kim, “Fuzzifi-
cation: Anti-fuzzing techniques,” in Proceedings of the 28th USENIX Security
Symposium, 2019.

[39] C. Lemieux and K. Sen, FairFuzz: A Targeted Mutation Strategy
for Increasing Greybox Fuzz Testing Coverage. New York, NY, USA:
Association for Computing Machinery, 2018, p. 475–485. [Online]. Available:
https://doi.org/10.1145/3238147.3238176

[40] Y. Li, G. Meng, J. Xu, C. Zhang, H. Chen, X. Xie, H. Wang, and Y. Liu,
“Vall-nut: Principled anti-grey box - fuzzing,” in 2021 IEEE 32nd International
Symposium on Software Reliability Engineering (ISSRE), 2021, pp. 288–299.

[41] C. Lyu, S. Ji, C. Zhang, Y. Li, W.-H. Lee, Y. Song, and R. Beyah,
“MOPT: Optimized mutation scheduling for fuzzers,” in 28th USENIX Security
Symposium (USENIX Security 19). Santa Clara, CA: USENIX Association,
Aug. 2019, pp. 1949–1966. [Online]. Available: https://www.usenix.org/
conference/usenixsecurity19/presentation/lyu

[42] M. Madou, B. Anckaert, P. Moseley, S. Debray, B. De Sutter, and K. De Boss-
chere, “Software protection through dynamic code mutation,” in Information
Security Applications, J.-S. Song, T. Kwon, and M. Yung, Eds. Berlin, Heidel-
berg: Springer Berlin Heidelberg, 2006, pp. 194–206.

[43] V. J. M. Manes, H. Han, C. Han, S. K. Cha, M. Egele, E. J. Schwartz,
and M. Woo, “The art, science, and engineering of fuzzing: A survey,” 2018.
[Online]. Available: https://arxiv.org/abs/1812.00140

[44] METCLOUD team. (2022, Jan.) Targeting your business
is worth more to cartels than drug trade. [Accessed
6. May 2022]. [Online]. Available: https://www.metcloud.com/
targeting-your-business-is-worth-more-to-cartels-than-drug-trade

[45] J. Metzman, L. Szekeres, L. Simon, R. Sprabery, and A. Arya, “Fuzzbench:
An open fuzzer benchmarking platform and service,” in Proceedings of the
29th ACM Joint Meeting on European Software Engineering Conference and
Symposium on the Foundations of Software Engineering, ser. ESEC/FSE
2021. New York, NY, USA: Association for Computing Machinery, 2021, p.
1393–1403. [Online]. Available: https://doi.org/10.1145/3468264.3473932

[46] B. P. Miller, M. Zhang, and E. R. Heymann, “The relevance of classic fuzz
testing: Have we solved this one?” CoRR, vol. abs/2008.06537, 2020. [Online].
Available: https://arxiv.org/abs/2008.06537

[47] J. Näslund and H. Nero, “To force a bug : Extending hybrid fuzzing,” Master’s
thesis, Blekinge Institute of Technology, 2020.

https://gitlab.com/akihe/radamsa
https://doi.org/10.1145/3238147.3238176
https://www.usenix.org/conference/usenixsecurity19/presentation/lyu
https://www.usenix.org/conference/usenixsecurity19/presentation/lyu
https://arxiv.org/abs/1812.00140
https://www.metcloud.com/targeting-your-business-is-worth-more-to-cartels-than-drug-trade
https://www.metcloud.com/targeting-your-business-is-worth-more-to-cartels-than-drug-trade
https://doi.org/10.1145/3468264.3473932
https://arxiv.org/abs/2008.06537


References 47

[48] M.-D. Nguyen, S. Bardin, R. Bonichon, R. Groz, and M. Lemerre, “Binary-level
directed fuzzing for Use-After-Free vulnerabilities,” in 23rd International
Symposium on Research in Attacks, Intrusions and Defenses (RAID 2020).
San Sebastian: USENIX Association, 2020, pp. 47–62. [Online]. Available:
https://www.usenix.org/conference/raid2020/presentation/nguyen

[49] S. Österlund, K. Razavi, H. Bos, and C. Giuffrida, “ParmeSan: Sanitizer-
guided greybox fuzzing,” in 29th USENIX Security Symposium (USENIX
Security 20). USENIX Association, 2020, pp. 2289–2306. [Online]. Available:
https://www.usenix.org/conference/usenixsecurity20/presentation/osterlund

[50] R. Padhye, C. Lemieux, K. Sen, M. Papadakis, and Y. Le Traon, “Valid-
ity fuzzing and parametric generators for effective random testing,” in 2019
IEEE/ACM 41st International Conference on Software Engineering: Compan-
ion Proceedings (ICSE-Companion), 2019, pp. 266–267.

[51] A. Pawlowski, M. Contag, and T. Holz, “Probfuscation: An obfuscation ap-
proach using probabilistic control flows,” in Detection of Intrusions and Mal-
ware, and Vulnerability Assessment, J. Caballero, U. Zurutuza, and R. J. Ro-
dríguez, Eds. Cham: Springer International Publishing, 2016, pp. 165–185.

[52] V.-T. Pham, M. Böhme, A. E. Santosa, A. R. Căciulescu, and A. Roychoudhury,
“Smart greybox fuzzing,” IEEE Transactions on Software Engineering, vol. 47,
no. 9, pp. 1980–1997, 2019.

[53] S. Rawat, V. Jain, A. Kumar, L. Cojocar, C. Giuffrida, and H. Bos, “Vuzzer:
Application-aware evolutionary fuzzing,” in NDSS, 2017.

[54] samhocevar. (2022, Feb) zzuf. [Accessed 6. May 2022]. [Online]. Available:
https://github.com/samhocevar/zzuf

[55] S. Schumilo, C. Aschermann, A. Abbasi, S. Wör-ner, and T. Holz, “Nyx:
Greybox hypervisor fuzzing using fast snapshots and affine types,” in 30th
USENIX Security Symposium (USENIX Security 21), 2021. [Online]. Available:
https://www.usenix.org/conference/usenixsecurity21/presentation/schumilo

[56] S. Schumilo, C. Aschermann, R. Gawlik, S. Schinzel, and T. Holz, “Kafl:
Hardware-assisted feedback fuzzing for os kernels,” in Proceedings of the 26th
USENIX Conference on Security Symposium, ser. SEC’17. USA: USENIX
Association, 2017, p. 167–182.

[57] S. Schumilo, C. Aschermann, A. Jemmett, A. Abbasi, and T. Holz, “Nyx-net:
Network fuzzing with incremental snapshots,” CoRR, vol. abs/2111.03013,
2021. [Online]. Available: https://arxiv.org/abs/2111.03013

[58] K. Serebryany, D. Bruening, A. Potapenko, and D. Vyukov, “Addresssanitizer:
A fast address sanity checker,” in USENIX ATC 2012, 2012. [Online]. Avail-
able: https://www.usenix.org/conference/usenixfederatedconferencesweek/
addresssanitizer-fast-address-sanity-checker

[59] K. Serebryany. (2022, Feb) libfuzzer - a library for coverage-guided fuzz testing.
[Accessed 6. May 2022]. [Online]. Available: https://lcamtuf.coredump.cx/afl/

https://www.usenix.org/conference/raid2020/presentation/nguyen
https://www.usenix.org/conference/usenixsecurity20/presentation/osterlund
https://github.com/samhocevar/zzuf
https://www.usenix.org/conference/usenixsecurity21/presentation/schumilo
https://arxiv.org/abs/2111.03013
https://www.usenix.org/conference/usenixfederatedconferencesweek/addresssanitizer-fast-address-sanity-checker
https://www.usenix.org/conference/usenixfederatedconferencesweek/addresssanitizer-fast-address-sanity-checker
https://lcamtuf.coredump.cx/afl/


48 References

[60] D. She, A. Shah, and S. Jana, “Effective seed scheduling for fuzzing with graph
centrality analysis,” arXiv preprint arXiv:2203.12064, 2022.

[61] N. Stephens, J. Grosen, C. Salls, A. Dutcher, R. Wang, J. Corbetta, Y. Shoshi-
taishvili, C. Krügel, and G. Vigna, “Driller: Augmenting fuzzing through se-
lective symbolic execution,” in Symposium on Network and Distributed System
Security (NDSS). Symposium on Network and Distributed System Security,
2016.

[62] R. Swiecki. (2022, Mar) Honggfuzz. [Accessed 6. May 2022]. [Online]. Available:
https://github.com/google/honggfuzz

[63] U. Team. (2022, Mar.) UPX: the Ultimate Packer for eXecutables. [Accessed 8.
May 2022]. [Online]. Available: https://upx.github.io

[64] D. M. Vincent Ulitzsch, Bhargava Shastry. (2022, Feb) Follow The
White Rabbit. [Accessed 18. Feb. 2022]. [Online]. Available: https:
//github.com/fgsect/fexm

[65] Y. Wang, X. Jia, Y. Liu, K. Zeng, T. Bao, D. Wu, and P. Su, “Not All Coverage
Measurements Are Equal: Fuzzing by Coverage Accounting for Input Priori-
tization,” in Symposium on Network and Distributed System Security (NDSS),
2020.

[66] C. Wen, H. Wang, Y. Li, S. Qin, Y. Liu, Z. Xu, H. Chen, X. Xie, G. Pu,
and T. Liu, “Memlock: Memory usage guided fuzzing,” in Proceedings of the
ACM/IEEE 42nd International Conference on Software Engineering, ser. ICSE
’20. New York, NY, USA: Association for Computing Machinery, 2020, p.
765–777. [Online]. Available: https://doi.org/10.1145/3377811.3380396

[67] E. J. Weyuker, “On Testing Non-Testable Programs,” The Computer
Journal, vol. 25, no. 4, pp. 465–470, 11 1982. [Online]. Available:
https://doi.org/10.1093/comjnl/25.4.465

[68] I. Yun, S. Lee, M. Xu, Y. Jang, and T. Kim, “QSYM : A practical
concolic execution engine tailored for hybrid fuzzing,” in 27th USENIX
Security Symposium (USENIX Security 18). Baltimore, MD: USENIX
Association, Aug. 2018, pp. 745–761. [Online]. Available: https://www.usenix.
org/conference/usenixsecurity18/presentation/yun

[69] M. Zalewski. (2022, Feb) american fuzzy lop. [Accessed 6. May 2022]. [Online].
Available: https://lcamtuf.coredump.cx/afl/

[70] A. Zeller, S. Just, and K. Greshake. (2021, Dec.) When Results Are All That
Matters: Consequences. [Accessed 7. May 2022]. [Online]. Available: https:
//andreas-zeller.blogspot.com/2019/10/when-results-are-all-that-matters.html

[71] ——. (2021, Dec.) When Results Are All That Matters: The Case of the Angora
Fuzzer. [Accessed 6. May 2022]. [Online]. Available: https://andreas-zeller.
blogspot.com/2019/10/when-results-are-all-that-matters-case.html

https://github.com/google/honggfuzz
https://upx.github.io
https://github.com/fgsect/fexm
https://github.com/fgsect/fexm
https://doi.org/10.1145/3377811.3380396
https://doi.org/10.1093/comjnl/25.4.465
https://www.usenix.org/conference/usenixsecurity18/presentation/yun
https://www.usenix.org/conference/usenixsecurity18/presentation/yun
https://lcamtuf.coredump.cx/afl/
https://andreas-zeller.blogspot.com/2019/10/when-results-are-all-that-matters.html
https://andreas-zeller.blogspot.com/2019/10/when-results-are-all-that-matters.html
https://andreas-zeller.blogspot.com/2019/10/when-results-are-all-that-matters-case.html
https://andreas-zeller.blogspot.com/2019/10/when-results-are-all-that-matters-case.html




Faculty of Computing, Blekinge Institute of Technology, 371 79 Karlskrona, Sweden


	Abstract
	Sammanfattning
	Acknowledgments
	Introduction
	Motivation
	Problem formulation
	Research questions
	Scope & limitations
	Thesis outline

	Background
	Code coverage and bugs
	Fuzzing
	Blind fuzzing techniques
	Coverage-guided fuzzing techniques
	Hybrid fuzzing techniques

	Anti-fuzzing

	Related Work
	Fuzzing
	Anti-fuzzing
	Escaping the Fuzz
	Fuzzification
	AntiFuzz
	Vall-nut

	Obfuscation

	Method
	Background review of current state of the art
	Implementation
	Inner workings of AntiFuzz
	FennecFuzz modifications

	Dataset of fuzzers and benchmarks
	FuzzBench environment

	Benchmarking
	Metrics


	Results and Analysis
	Initial data
	Background review of current state of the art
	Coverage
	Coverage analysis
	Bug findings
	Bug analysis

	Discussion
	Limitations
	Background review of current state of the art
	Implementation of FennecFuzz
	Dataset of fuzzers and benchmarks
	Benchmarking
	Experiment

	Results
	Further improvements of AntiFuzz and FennecFuzz
	Anti-fuzzing effectiveness

	Threats to validity

	Conclusions and Future Work
	Conclusion
	Future work

	References

