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Abstract

Kubernetes is a free, open-source container orchestration system for deploying and
managing Docker containers that host microservices. Its cluster logs are extremely
helpful in determining the root cause of a failure. However, as systems become more
complex, locating failures becomes more difficult and time-consuming. This study
aims to identify the classification algorithms that accurately classify the given log
data and at the same time require fewer computational resources. Because the data
is quite large we begin we, expert-based feature selection to reduce the data size.
Following that, TF-IDF feature extraction is performed, and finally, we compare five
classification algorithms, SVM, KNN, random forest, gradient boosting and MLP
using several metrics. The results show that Random forest produces good accuracy
while requiring fewer computational resources compared to other algorithms.

Keywords: Kubernetes logs, feature selection, feature extraction, multi-class clas-
sification, Computational cost.
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Chapter 1

Introduction

Eric Schmidt, the former CEO of Google, once said, "There was 5 Exabytes of
information created between the dawn of civilisation through 2003, but that much
information is now created every 2 days, and the pace is increasing." [35]. This
estimate still holds in light of the fact that we produce 2.5 quintillion bytes of data
every day [29], and now we know that the data has become an integral part of our
society as we know it. With the enormous amount of data being generated daily,
businesses are in a race to unlock the business value of data and keep up with this
pace.

While the race is on, data scientists and data engineers have difficulty extracting
valuable business insights from data. To stay ahead of the competition, we must learn
to harness the true potential of big data. In this study, we attempt to solve a similar
problem by extracting useful information through machine learning and developer
experience. The important factor is not just collecting data but also extracting
useful information from the massive amounts of data collected by various systems
and devices.

In recent years, businesses that focus on software development are also looking at
the potential of data and have transitioned or are transitioning toward data-driven
development [15]. Using a data-driven approach to software development allows
for developing better software at lower costs. As a result, these companies try to
constantly experiment with the products used by their clients [15]. Data-driven
software development presents its own set of unique challenges, some of which this
study tries to address, which involves dealing with massive amounts of data generated
during software development.

Modern systems are becoming increasingly complex due to the increasing demand
for new features and keeping up with the latest trends. Due to the growing complexity
of modern systems [20], it is increasingly difficult to maintain a monolithic system
and make it available round the clock. A monolith is a software application whose
modules cannot be executed independently [14]; in simple terms, it is software that
does everything from data management to client communication. In this, if a single
module fails, then the entire system stops. Additionally, as described by N. Dragoni
et al. in his book [14], monolithic software has several drawbacks. To overcome these
drawbacks, organisations have started employing microservice-based architecture.

A microservice is a cohesive, independent process that interacts through mes-
sages [14]. The software modules, in this case, are independent and provide a specific
service. If a module fails, the software can continue to run with limited functionality,
adding flexibility and scalability as a single module can be scaled up or down inde-
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pendently depending on demand. The microservice architecture also gives an edge
to developers, as multiple teams of developers can work on several different microser-
vices simultaneously. Due to their distributed nature, microservices can be reused in
entirely different software. In fact, in our research, a single microservice is used in
10+ different software systems. In addition, these various software systems operate
in various computing environments. All of this is possible due to the microservice
architecture and its flexibility. However, as is always the case, this flexibility comes
at the expense of complexity.

The microservice must be designed and developed so that it is compatible with
all of the different software systems it will be used in, as well as support all of the
environments in which it is intended to run. Because several different software sys-
tems use a single microservice, a single unexpected behaviour in the microservice can
affect multiple systems, which can be very costly for organisations. Therefore, organ-
isations implement robust multistage testing procedures to ensure that microservices
behave as expected in all environments. In the final stage of testing, the microservice
is tested in an environment and the configuration in which it is intended to be used,
which also involves other microservices. When there is a failure in these kinds of
full-scale tests, it is much more challenging to determine the cause of failure because
the service under test doesn’t need to be faulty. Rather, the failure can be because
of several reasons, such as incorrect test cases, bugs in other microservices, incorrect
environment setup, and many more.

During the development of software projects, design professionals or DevOps
teams employ a log reporting method to assist themselves in tracking down software
bugs [31]. Log reporting is a technique in which all events are recorded during
the run-time of the system or a programme. A developer goes through these logs
whenever there is unexpected behaviour to find the cause. These logs play a vital
role in debugging, handling system failures and recovery, system analysis, etc. [31].
This is the area where this study is focused on.

The developers use logs generated during runtime to determine the cause of fail-
ure. However, because of the added complexity of full-scale tests, the amount of
logs developers must go through becomes quite large. Because several different mi-
croservices (in our case, 40+ microservices) operate in different environments, each
microservice generates several different logs, including service logs, OS-level logs,
transactional logs, and more. To determine the cause of the failure, the developers
manually go through all the logs. This brings us back to the issue discussed in the
beginning: we collect massive amounts of data but fail to extract meaningful infor-
mation. Due to the growing complexity of modern systems [20], it is increasingly
difficult to go through the log data to find bugs or failure reasons. As systems and
applications grow more complex and generate enormous event logs, anomaly detec-
tion in system logs has become crucial for major companies [39]. We must find and
resolve these flaws to make the system more efficient and reduce the burden on the
developer.

This study looks at a similar problem faced by Ericsson AB, where whenever a
full-scale test fails, it generates 450 MB of log data on average, and it takes around
"1 to 2 hours as an average time for initial analysis in order to identify the faulty
component," according to one of Ericsson’s developers. This study aims to find an
optimal and cost-effective way to reduce the time required for manual log analysis. To
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accomplish this, we try to harness information from developers’ experiences gained
over several years in manually determining the failure reason during the study. Then,
using this information, extract important logs and train a machine learning model
capable of predicting the cause of failure, which can be classified into five tiers. The
section below goes into greater detail about the problem we are attempting to solve.

1.1 Background

Ericsson is one of the leading providers of Information and Communication Technol-
ogy (ICT) to service providers [3]. Ericsson offers its customers a diverse range of
products, including cloud software and microservices development services. Ericsson
has created its own marketplace for microservices, similar to Google Play. Several
departments within Ericsson develop and maintain these microservices, and any cus-
tomer or department looking for a specific service can search the marketplace and
deploy it into their own systems. The article [36] discusses details regarding the
marketplace.

Consider an example that sheds light on the complexities. An accident at a
specific location has been reported to a fully automated emergency system. Several
services begin to work independently to help achieve a common goal. One service
locates and notifies the nearest ambulance; another continuously monitors real-time
traffic from traffic cameras, and yet another uses traffic data to plot the best route
for the ambulance. One service alerts the hospital to the impending emergency. At
the same time, another establishes communication between the first responder and
the doctors, allowing the doctor to assess the patient’s condition even before the
patient arrives at the hospital, giving them much-needed time to prepare.

All of these tasks must be completed in a matter of minutes, around the clock,
and on a large scale, as multiple emergencies may occur throughout the city simul-
taneously. Each service described in the preceding example can be classified as a
microservice. This can be very useful and efficient because other emergency services,
such as the fire department, can also use traffic monitoring data. Because the margin
of error is so small in such a situation, every microservice at Ericsson goes through
several stages of rigorous testing to ensure quality and reliability before being released
to the marketplace.

Although the development team tests the microservices to ensure that they meet
the requirements, a final full-scale test is performed that includes other microservices
and different environments to ensure everything fits perfectly. It is possible that
another microservice was recently updated, causing failures in the service under test.
Another aspect of such full-scale tests is the generation of pseudo-traffic. Because
it is impossible to create emergency situations, the testing team deploys a slew of
systems that mimic real-world emergencies and generate traffic to test the system
thoroughly.

1.1.1 Problem Description

Such full-scale tests have been shown to be effective in maintaining high quality,
but things become complicated when the test fails. Failures in such full-scale tests
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can result from a bug in the service under test or other microservices, human error
during the deployment process, unexpected behaviour of traffic generators, incorrect
test cases, environment-related problems, and network issues, among other things.

When a full-scale test fails at Ericsson, a developer or two goes through a massive
collection of logs that includes microservice-related logs, system logs, traffic logs, Ku-
bernetes cluster logs, and more. Kubernetes is an open-source container orchestration
system used to deploy and manage docker containers that host microservices [2] [6].
Because of the distributed nature of the services and deployment platforms, it is in-
credibly time-consuming to fetch all of the logs individually; thus, Ericsson employs
the JCat tool to aggregate all logs from various sources.

JCAT (Java Common Auto Tester) is a large test framework used by Ericsson
to test and verify equipment in telecommunication systems [21]. It is a feature and
system testing tool used by various Ericsson departments [26]. The JCAT tool is used
to generate reports from the above-mentioned logs. In the concerned department, the
JCat tool is used to perform full-scale tests. Whenever a failure occurs, the developer
must go through logs generated using JCat, which are also known as JCat logs [38].
Although JCat logs are extremely useful, finding the cause of a failure is becoming
increasingly difficult and time-consuming as systems become more complex. JCat
log sizes range from 200 MB to 900 MB; for comparison, the combined size of the
seven Harry Porter books is around 7 MB [1]. Finding the failure reason is like asking
to locate the single incorrectly written paragraph in all of Harry Porter’s books.

Everything we do in a business or organization immediately impacts operational
costs. As a result, the anticipated solution has some constraints. Most importantly,
in terms of required resources. There are solutions for complex tasks, but they
generally require extensive resources; such solutions can only be used in the real
world if the operational cost is justified. As previously discussed, developers are
actively involved in determining the cause of failure, so the solution’s operational
cost must be lower than its human counterpart to justify its usefulness. Because the
operational costs of the algorithms cannot be properly quantified, we must look at
the computational costs and resort to open-source and readily available solutions.

1.2 Scope

When a failure reason is discovered at Ericsson, it is classified into one of five cate-
gories: service bug, CICD bug, ARM, Cluster, and Other env. Each one corresponds
to a specific area where the failure occurred, such as a service bug, which corre-
sponds to a failure that occurred because something went wrong with micro-services.
Ericsson is able to assign responsibility for resolving problems by classifying fail-
ures in this manner; for example, teams developing microservices are responsible for
resolving failures classified as service bugs.

Developers who go through the logs and find the cause of the failure categorise
the failure among the five categories; there may be multiple reasons for failures that
fall into each of the five categories. However, due to time constraints and a lack of
appropriate data, we will only focus on finding the best machine learning technique
to classify the logs into five categories in this thesis.

This thesis’s main focus is on finding algorithms that produce the best results
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for the classification task and reducing the overall computational cost. This involves
identifying algorithms that produce good results while consuming fewer computa-
tional resources. To accomplish this, we attempt to reduce the amount of data that
must be processed before using several algorithms to perform classification tasks and
compare the algorithms using a variety of metrics.

1.2.1 Research Question

The following research questions are formalised to find a solution to the above-
described problem. Details regarding the selected algorithms will be discussed in
the later section.

RQ 1: Which feature of the data is relevant to the cause of failure in the log?

By answering this question, we can filter the data by removing irrelevant fea-
tures from the data. This will reduce the amount of data that needs to be
processed, proportionally reducing the computational cost.

RQ 2: Among the selected classification algorithms, which algorithms perform well
in terms of both accuracy and low computational cost for the given data?

This question will assist in selecting a pair of algorithms that balance accuracy
and computational resources.

1.2.2 Aim and objective

This research aims to find the best log classification algorithms that are accurate
and require fewer computational resources. This can be achieved by completing the
following objectives.

Collecting logs with the corresponding labels.

Finding the important features of the logs.

extracting the important logs from the collected logs.

Applying feature extraction to make log data algorithms friendly.

Training models on different classification algorithms.

Measurement of the performance of the models based on several metrics.

Analyse the results and report the findings.
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1.3 Outline

In the following chapters, we start with discussing several pieces of research that
inspired and motivated different aspects of this study in the related work section.
Then in the method section, we describe the methodology followed in this study and
discuss why some specific methods were followed. After that, in the result section, we
lay out the result and perform an analysis; then, we discuss the causality of the result
in the discussion section and end with giving a conclusion and discussing prospects
for future work.
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Related Work

David Camilo Corrales et al. [11] investigated feature selection in classification prob-
lems using expert knowledge and classic approaches (filter, wrapper, and embedding).
The authors used three human cancer datasets for feature selection: Breast Cancer,
Primary Tumor, and Central Nervous System. C4.5, K-Nearest Neighbors, Support
Vector Machine, and Multi-Layer Perceptron were trained using the best subset of
features from each cancer dataset. According to the authors, the wrapper method’s
subset of features achieves the highest average accuracy in the BC and PT datasets.
The embedding method’s subset of features in the CNS dataset achieves the highest
average accuracy. They also conclude that expert knowledge and feature selection
filter methods are faster, more accurate, and have a low computational cost. Based
on this conclusion, it was decided that feature selection will be based on expert
knowledge. Because the goal of this study is to achieve high accuracy at a low
computational cost

Vassallo et al. presented Bart [37], a system that helps developers identify and ef-
fectively correct build issues. Bart works on the build log, summarizing build failures
and suggesting solutions based on data from StackOverflow. The authors conducted
an empirical study with 17 developers to examine the effect of Bart on correcting
build breaks. Their findings show that developers value Bart for understanding build
breaks and that using Bart reduces the time required to fix a build break by 37% on
average. The authors also conducted qualitative research to understand better the
workflows and information needs of developers fixing builds in order to explain the
results of our experiment. They discovered that typical workflows differ significantly
across error categories and that certain infrequent build failures, such as infrastruc-
ture errors, are extremely difficult to investigate and resolve. Although the proposed
tool is effective, it has its limitations since it relies on StackOverflow and only tries to
address build failures; whereas the failure in this study that we are trying to address
ranges from bugs in software to issues related to OS kernel, Hence the tool is not
applicable to this study. But we found that the process used in the empirical study
was similar to that used in this study. In the empirical studies, the authors inter-
viewed the developers, and the results of this interview assisted us in understanding
the developers’ point of view. Based on this, the interview questions were formulated
in this study.

Rakesh et al. conducted a survey [39] to review recent research on log anomaly
detection using Deep Neural Networks. In addition, the survey provides an overview
of log parsing approaches, dataset types used for log analysis, and various concepts
proposed for Log Anomaly detection. The authors of this survey conclude that

7
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deep learning algorithms outperform traditional data mining and machine learning
methods. So the question arises as to why we should investigate better algorithms and
filtering techniques. This is mainly because this study also takes computational cost
into account and it is well known that deep learning requires a lot of computational
resources. Since this study is looking for algorithms which stricks a balance between
performance and computational cost, it is important to explore other options.

Moreover, consider the work of Onur et al. [40], who presented a log classification
system based on log data generated by VoIP (Voice over Internet Protocol) soft-
switch products. They aimed to detect the problem, route it to the appropriate
department, allocate resources, and solve software bugs faster and more efficiently.
For log classification, various machine learning algorithms were used. The results
show that the accuracy varies greatly depending on the word embedding technique
used, such as Bag of Words and TF-IDF. As a result, there is a chance that a
specific combination of algorithms could improve accuracy without requiring a lot
of computational resources. Furthermore, because the use case and domain of the
study are similar, this study employs the same algorithms for feature extraction and
classification.

Jeni et al. [22] conducted experiments using both simulated classifiers and three
major databases that differ in size, type of FACS coding, and degree of skew to ad-
dress the problem of skewed data for training classifiers. They also looked at how skew
affected threshold metrics like accuracy, F-score, Cohen’s kappa, and Krippendorf’s
alpha, as well as rank metrics like area under the receiver operating characteristic
(ROC) curve and precision-recall curve. They concluded that, with the exception
of the area under the ROC curve, all were significantly attenuated by skewed dis-
tributions. While skew had no effect on ROC, precision-recall curves suggest that
ROC may be used to mask poor performance. Their findings suggest that skew is
an important factor to consider when evaluating performance metrics. To avoid or
minimize skew-biased estimates of performance, they recommended reporting skew-
normalized scores along with the obtained ones. The data used in this study also
suffers from skew bias hence following their suggestion, F'1-Score was used to report
skew-normalized scores.

An article from Maxwell et al. [27] provides an overview of machine learning from
an applied standpoint. The authors concentrate on support vector machines, single
decision trees (DTs), Random Forests, boosted DTs, artificial neural networks, and
k-nearest neighbours, which are all relatively mature methods (k-NN). The selection
of an algorithm, training data requirements, user-defined parameter selection and
optimization, feature space impacts and reduction, and computational costs are all
taken into account. Among all these different aspects, the computational cost is
particularly interesting to this study. Here the authors estimated computational
cost with training and testing time; based on this, we also use training and testing
time to estimate computational cost.
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Method

In order to answer the research questions, two methods were used in this study. The
first is a survey in which developers are interviewed, and the second is an experiment
in which different algorithms are used. The findings are then combined to arrive at
a conclusion. Figure 3.1 summarizes the overall flow of this study. In the following
sections, we go into more detail about the method and the motivation for this flow.

Filtering based
on Expert
knowledge

* Support Vector
Machines
* K-Nearest Neighbors

Start gained by * TFIDF + Random Forest
* Gradient Boosting

performing
interviews * Multilayer Perceptron

) .

Feature Feature .
. . Training —— ML Model
selection Extraction

A

- All Done Measure &
Evaluate Metric | Test

A

Accuracy -

Fl1-score
Training Time New

Prediction Data
Time

Figure 3.1: Flow Diagram

3.1 Feature Selection

The process of selecting a subset of relevant features from the data for use in the
creation of a model is called feature selection (FS) [5]. Because data are not always
structured and collected for the purpose of machine learning in the real world, there
may be parts of it that are completely irrelevant for building machine learning mod-
els. Furthermore, there may be redundant data. This can sometimes affect model
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accuracy; even if accuracy is not affected, processing unnecessary data is always in-
efficient. As a result, only the features relevant to the machine learning models are
chosen. Figure 3.2 represents the feature selection process; here, out of ten features,
only three features are used to build models.

f] f2 f.‘i fl fS f(i fT f& fS) fl() f‘Z fF) f9

ny

feature
selection "2
3 — 7;

4 (%

ns ns

Figure 3.2: feature selection [10]

Feature selection plays a very crucial role in this study. As previously stated, the
average size of each log is 450MB, and a total of 882 logs were used in the experiment,
which total 397GB. Having such a large amount of data complicates the situation
because computational resources are limited in this study, and such a large amount
of data requires a lot of computational resources. As David et al. stated in their
paper that feature selection allows for reducing the high dimensionality in datasets
by selecting a subset of the most relevant features [11] hence we use feature selection
to reduce the size of data that need to be parsed. Feature selection not only reduces
data but also has a major advantage that is important in this research; that is, feature
selection reduces time, and computational cost [11]. Many models, particularly those
based on regression slopes and intercepts, will estimate parameters for each term in
the model, so feature selection can also help improve accuracy. As a result, the
presence of non-informative variables can increase uncertainty in predictions and
reduce the model’s overall effectiveness. [23].

The filter, wrapper, and embedded methods are the three main methods to select
the best feature in the feature selection. The wrapper and embedded methods select
a random subset and iterate over different subsets to find the best subset. Because
each feature set must be evaluated with the trained classifier, Wrapper methods
have a high computational cost when used in a large feature space. On the other
hand, embedded methods incorporate feature selection as part of the training process,
reducing the computational cost. However, the computational cost is still higher
when compared to Filter methods. Filter methods select features based on a ranking
criterion. While they are considered faster and have a lower computational cost, they
are unreliable in classification tasks compared to wrapper methods [11].

To overcome the limitations of these traditional feature selection methods, a
similarly effective expert knowledge-based feature selection is proposed to solve the
problem of high-dimensional data. The knowledge of experts is used in this method
to identify relevant features, which overcomes the limitations of the filter method.
However, credible expert knowledge must be available to identify the relevant fea-
ture. Because developers go through the process of identifying failures in our field of
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interest, their experience and insights gained over time can be used as a foundation
for expert knowledge. This knowledge can be leveraged to discover the logs’ impor-
tant features. Hence we used structured interviews to capture this knowledge. By
using this method, we were able to reduce computational costs.

3.1.1 Interview

The interview method is preferred because the task at hand is to understand how
failures are identified. The responsible department only has about 22-24 members,
forcing us to obtain as much information as possible with as few people as possible.
When using questionnaire forms, it is difficult to extract such information. Fur-
thermore, interviews allow us to ask follow-up questions based on the interviewee’s
responses. The interview method has been proven to be helpful when we look at
the study conducted by Vassallo et al. [37], where the authors performed a survey
on software build failures. Although the goal and intent of the interviews conducted
in this research are different from that of our research, we can observe the ques-
tions leads to insightful answers, which is exactly what we intend to gain from the
interviews.

3.1.1.1 Method

The interview structure primarily focuses on two aspects: how many people to inter-
view? And how to conduct an interview? We look at the developers’ day-to-day work
experience to answer the first question. There are approximately 12-14 developers
who are directly involved in finding failures; two of these developers are chosen at
random and assigned responsibility for finding failure reasons for one week. Aside
from these developers, there are approximately 3-4 developers responsible for all en-
vironments where the microservices are deployed and tested. From these two distinct
backgrounds, three developers were chosen from among the developers directly in-
volved in finding failures and one developer how was responsible for environments.
A total of four developers represents one-third of all developers involved, which is
sufficient for gaining diverse perspectives. Selecting more could have resulted in re-
dundancy, which is undesirable given the limited time available for interviews due to
the interviewees’ busy schedules.

The interviews were scheduled and conducted via video conferencing over Mi-
crosoft teams, as this is Ericsson’s preferred platform. Once the interview starts,
we record the entire conversation so that it can be reviewed later for further inves-
tigation. When we post the question to the interviewee, we ask them to provide
examples in which they share their screens and use logs of their choice. This gives
the interviewee the freedom and opportunity to express their point of view. After
the completion of all four interviews, the recordings are reviewed to identify com-
mon patterns followed by the interviewees. This will tell us which parts of the logs
contain the most error statements and are therefore important. This information is
then used to select features.
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3.1.1.2 Interview Design

Figure 3.3 depicts the interview’s flow. The interview begins by informing the inter-
viewee about the objective of the interview and obtaining verbal consent to record
the interview and use the information for the study. Following their consent, we ask
several questions about their background relevant to the study, such as their experi-
ence, role, responsibilities, frequency of finding failure reasons, and so on. This will
help us understand the interviewee’s competence.

Start Providing Information Knowingwho

& taking consent. are they?

Definingthe task to be
performed.
Inputs Needed
Steps Performed l
Output Needed
Stop

Figure 3.3: Interview Flow

After learning about the interviewer’s background, the interviewee is given a
scenario to solve. They are told that a failure has occurred and that they must
diagnose and determine the cause of the failure. They are then asked to perform
all the steps they normally perform to determine the cause of the failure. They are
free to use any log they want as an example. As previously stated, Jcat logs are a
collection of logs gathered from various systems. Because the collection process is
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explicit, each collected log can be deemed to be important in one way or another.
An experienced developer will obviously visit the sections of the log that commonly
contain the failure reason first. Because we are only interested in common cases in
this study, we can find the frequently visited logs first by providing a scenario and
the freedom to navigate.

While the interviewee navigates through the logs and describes the steps they
take, we ask questions about the steps they take and the various inputs they need
to find the reason for the failure. We also post follow-up questions based on their
responses. Once the developers have finished with their analysis, they have to report
their analysis as an output of their task, this output tells us what the expectation
of their analysis is; hence we try to learn about the output they require from the
log analysis to classify the cause of the failure correctly. By doing all these, we will
learn how a failure reason is identified and what important parts of the log that helps
in failure classification. The question asked in the interviews can be found in the
appendix section.

3.1.1.3 Inclusion Criteria

The interviewee can provide their perspective due to the open design of the interview
process. However, this open design leads to irrelevant information or is outside
the scope of this study. There is an acute problem in which developers are more
biased towards difficult-to-find issues. Because developers spend more time and
effort finding such problems, they expect a solution to help them when they struggle
to find the failure. However, because this is the first step, it makes sense to start
with the basics and broad issues and then move on to specific cases in the future.

As a result, an inclusion criterion is developed to address this issue. When an
interviewee discusses a case, we only take into account information that is common
in most cases and discard information that is unique to the case. When interviewees
walk us through various parts of the logs, only the parts of the logs visited by all or
the majority of the interviewees will be considered for the final result.

3.2 Data Cleaning

Data cleaning is the process of removing incorrect, incomplete or inaccurate data
from datasets. The data we're dealing with is generated by a system and is intended
to be human-readable; some of it may be there to make it easier to understand.
Punctuation and newline characters, for example, do not reveal much about the
error, but they are included so that the reader can properly interpret the error
lines. As a result, such characters can be removed without affecting the outcome.
Furthermore, removing such data reduces the overall amount of data that must be
processed, resulting in lower computational costs.

Figure 3.4 shows an example log with many different punctuations, arbitrary
numbers, spaces, empty lines, and many more elements that do not relate to any
error and can thus be removed. For an algorithm, the words "Error’ and ’error’ are
two distinct words because algorithms lack knowledge and understanding it interprets
both words as distinct even though the only difference is that one has an uppercase
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alphabet. As a result, all log elements are converted to lowercase letters to reduce
ambiguity.

2022-04-29 00:27:25:545

kubectl logs cm-loadtest-5c79cd848f-6rzrb --container=cm-loadtest-container --namespace=staging2 --timestamps --since-time= 04-28721:36:41.913000000Z

[Exit code: ©]2022-04-29 ©0:25:22:746

kubectl logs cm-subscriber-74b884f464-rkwdw --container=cm-subscriber --namespace=staging2 --timestamps --since-time=2022-04-28721:30:41.913000000Z
2022-04-28T722:09:49.0112758117 100.109.5.43 - - [29/Apr/2022 00:09:32] "POST / HTTP/1.1" 200 -

2022-04-28T722:09: 0113223337 -- =

2022-04-28T22: 0113283497 Exception happened during processing of request from (°100.109.5.43", 52982)
2022-04-28T722:09:49.011333775Z Traceback (most recent call last):

2022-04-28722:09:49.011338254Z File "/usr/1ib64/python3.6/socketserver.py”, line 320, in _handle_request_noblock
2022-04-28T722:09:49.0113424837 self.process_request(request, client_address)

2022-04-28T2 .011346380Z File "/usr/1ib64/python3.6/socketserver.py”, line 351, in process_request
2022-84-28T2: 9.011350745Z self.finish_request(request, client_address)

2022-04-28T722:09:49.011354667Z File "/usr/1ib64/python3.6/socketserver.py”, line 364, in finish_request
2022-04-28T2 .011357694Z self.RequestHandlerClass(request, client_address, self)

2022-04-28T2 .011360599Z File "/usr/1ib64/python3.6/socketserver.py™, line 724, in _ init__

2022-04-28T2. 9.0113646257Z self.handle()

2022-04-28722:09:49.011367227Z File "/usr/1ib64/python3.6/http/server.py”, line 418, in handle

2022-04-28T22: 0113699487 self.handle_one_request()

2022-04-28T722:09:49.011372457Z  File "/usr/1ib64/python3.6/http/server.py”, line 406, in handle_one_request
2022-04-28T722:09:49.011375114Z method()

2022-04-28T722:09:49.011377672Z File "webserver.py”, line 41, in do_POST

2022-84-28T722:09:49.011380397Z self.wfile.write("&1t;html&gt;&1t;body&gt;&1t;h1&gt;POST received!&lt;/h1&gt;&1t;/body&gt;&1t;/html&gt;™)
2022-04-28722:09:49.011383854Z File "/usr/1ib64/python3.6/socketserver.py”, line 803, in write
2022-04-28722:09:49.011386513Z self._sock.sendall(b)

Figure 3.4: Example log

The number pattern visible on the left side of Figure 3.4 is the time stamp of
the logs. The feature extraction in the following steps is based on the number of
characters occurrences. Because time stamps are unique, they will be discarded;
thus, these timestamps can be removed beforehand, reducing the extra processing
required in the following step. This also applies to other numerical elements like
IP addresses and line numbers. As a result, we eliminate all of the numbers. The
python regex library is used for data cleaning; Listing 3.1 shows the various regex
patterns used for data cleaning.

re_word = re.compile(’[~a-z_]?)
re_1_char = re.compile(r’\b\w\b|\b\w\w\b?)
re_space = re.compile(’\s+7)

Listing 3.1: Regex for data cleaning

kubect] logs loadtest rzrb contain dtest container namespace staging timesta i ime ode kubect] logs subscriber rkwdw container subscriber namespace staging mps since time apr post http
happened during pr r o recent call last file usr lib py i noblock self proc st re 3 usr 1ib python
e 1ib python
quest file usr lib python http s
1ib python sock r 1i r 1ib python ssl line sendall with memoryvi
ption happened during proce from traceback most recent call last file usr lib python sock
file usr 1ib python sockets line process_request self finish request request client_address file usr 1ib python socket:
elf file usr lib python socketserver line _ i elf handle file usr 1ib python http server line handle self handle_one_request file
handle_one_req elf wfile write html body post received body html file usr 1ib python socketserver line write self _sock sendall file usr 1ib python ssl line
memoryview data view view cast by iew typeerror memoryview by ike object required not str apr post http exception happened during processing request from traceback most recent call last file usr 1lib
cketserver line _handle_request_noblock self process_request request client_address file usr 1ib python socketserver line process_request self finish_request request client_address file usr lib python

1f requesthandlerclass request client_address self file usr lib python socketserver line _init__ self handle file usr 1ib python http s line handle self

1ib python http server line handle. t method file we e do_ 1f wfile write html body received body html file usr lib python socketserver line write self

line sendall with memc ata view vie yte_y r ryview bytes like ol requ r apr post http exception happened during processing request
file usr 1ib python

Figure 3.5: Clean log

The generated logs are a part of the code written by the developers; underscore
(’_7) is a commonly used character in the code, and words with an underscore rep-
resent some elements of the code that can be useful in determining which part of the
code has failed. As a result, underscores are not removed. Stopwords and stemming
are two popular methods for cleaning up text, but both rely on the English dictionary.
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Using such methods can have negative consequences; words like 'requesthandlerclass’
make sense to the reader but are not in the English vocabulary; because such words
can be associated with failure, both methods were avoided, and instead, all single
and double character words were removed. Finally, all tabs, newlines, and multiple
spaces are replaced with single spaces. Figure 3.5 depicts the final result of the data
cleaning.

3.3 Features Extraction

In Figure 3.5, one can see that there are many words in the form of text. As is
well known, machine learning methods typically perform some sort of mathematical
calculation to build a model. Because text data cannot be mathematically processed,
it must be converted to numerical data. The conversion should be done so that it
retains the important data features necessary for classification. As a result, we
employ Feature Extraction (FE) to transform the text data into numerical features.

In the field of natural language processing, word-to-vector, or word2vec, has be-
come a popular feature extraction method in recent years (NLP). Word2vec is very
effective at capturing both syntactic and semantic similarities between words, which
is necessary for extracting sentiment from text [28]. Although word2vec is an effec-
tive method, it is unsuitable for this study. This is due to the wide variation in the
size of each log. Figure 3.6 depicts this, with the y-axis representing the number
of characters in the log and the x-axis representing the number of logs. Word2vec
assigns a unique value to each word and replaces all of the words in the data with
that unique value; when used on large data sets, this results in a similarly large input
size that necessitates more computation resources.

Furthermore, padding is required for smaller logs. As a result, smaller logs will
require the same processing as the largest. Although the input size can be limited,
we find that approximately 90% of the logs have less than 60 million characters. But
there is no way to ensure that the error lines of a larger log are contained within the
limit, which is required for classification. Even if we somehow manage to overcome
these limitations, word2vec is highly effective when trying to extract sentiments that
require syntactic and semantic understanding; since the logs are abstract and do
not carry any sentiment as they are designed to be shot and precise, the additional
resources required for word2vec cannot be justified. Therefore, this study resorts to
using statistical measures for feature extraction.

Figure 3.6: log size
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3.3.1 TF-IDF

A very common feature extraction procedure for sentences and documents is the bag-
of-words approach (BOW). In this approach, we look at the histogram of the words
within the text, treating each word count as a feature [19]. One drawback of BOW
when limiting the feature size is that rare words are not considered because only the
most common words in all the documents are prioritized. Since we are dealing with
the log, the words related to the error generally occur once or twice in the entire log.
Therefore, TF-IDF (Term Frequency-Inverse Document Frequency) is used in this
study. This highlights words that are distinctive from the text. TF-IDF relates each
word in a document to how relevant it is to each word in that document and relates
it numerically. Consider a document d which is part of a larger corpus D. Rather
than representing each word w in d by its normalized count in the document (the
Term Frequency), as in the equation 3.1.

#a(w)
Zw’ed #d(w,)
TF-IDF weighting represents the inverse of the number of distinct documents in the

corpus in which this word occurred (Inverse Document Frequency), as in the equation
3.2 [19].

(3.1)

) D
Y wea Ha(w’) |{d € D:wed}|

In this study, the sklearn python library is used for building a feature vector. To
emphasize rare words, min _df, max df and ngram parameters are set as in listing
3.2. This ensures the feature is present in at least two logs but not more than 65% of
the total logs; this is because 65% of the logs belong to only two labels, if a feature
is present in more than 65% of the logs, then it is probably irrelevant to the error.
Along with this, ngrams are also included. ngrams are consecutive word sequences
of a given length. From the example, if there are two features, 'red’ and ’dog’, then
a combination such as 'red dog’ is also considered as a feature. This helps when
consecutive words denote an error.

x log (3.2)

from sklearn.feature_extraction.text import TfidfVectorizer
Vector = TfidfVectorizer (
input=’filename’,

min_df=2,

max_df=0.65,
ngram_range = ( 1, 3 ),
max_features=200000,
sublinear_tf = True)

Vector.fit(train_x)

Listing 3.2: Bag of words

3.4 Classification Algorithms

Classification algorithms are the final and most important part of the log classifi-
cation task. After the features are extracted from the training data, classification
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Algorithms are used to build a model, which is then used to make predictions. The
prediction accuracy is primarily determined by how well the model is built during
training. Machine learning is a broad concept that falls under the umbrella of ar-
tificial intelligence. Machine learning algorithms learn and recognize data patterns
without human intervention; this knowledge can then be used to make intelligent
decisions. Most of the time, the knowledge acquired through machine learning is so
complex that the human counterpart cannot replicate it.

The two main approaches for machine learning are supervised and unsupervised
learning. These differ in how patterns in the data are recognized; supervised learn-
ing uses both input and class data; in this case, patterns found in the input data
are related to the corresponding class data. Unsupervised learning relies solely on
input data to discover patterns in the data. This is accomplished by categorizing
or clustering the data points. Only supervised learning is used in this study be-
cause predictions must be made only for the specified classes (five categories listed
in section 1.2), which is not possible with unsupervised learning,.

Several algorithms are characterized as supervised machine learning; for this
study, the classification algorithms used by Onur et al. in the paper [40]| are cho-
sen. This is because the domain data that the authors deal with is similar to ours,
providing sufficient evidence that the algorithms used can be applied for log classi-
fication. Along with this, the authors experimented with various machine learning
algorithms; each of these algorithms is based on a different approach, such as graphs,
trees, deep learning, and so on. Because the data is new and unique, looking at such
diverse approaches helps us understand the performance of different approaches to
the data. In this study, only non-parametric algorithms were selected; this is because
nonparametric methods are good when there is a lot of data and no prior knowledge.
As a result, this reduces the need for selecting just the right features [33].

The following sections describe selected classification algorithms.

3.4.1 Support Vector Machines

When separating data belonging to multiple classes, SVM is most useful. It draws
a line between the points in the space. Its goal is to maximize the distance between
three-class points on a line [9]. It manipulates the simple mathematical model y
= wx-+y to allow linear domain division. There are two types of support vector
machines: linear and nonlinear. Suppose the data domain can be divided linearly
(e.g., straight line or hyperplane) to separate the classes in the original domain. In
that case, it is referred to as a linear support vector machine. A nonlinear support
vector machine is used when the data domain cannot be divided linearly and can be
transformed to a space called the feature space where the data domain can be divided
linearly to separate the classes [34]. The Support Vector Machine is implemented
in this study as shown in the listing 3.3. Since the data in use cannot be divided
linearly, the Nonlinear support vector machine opted with the kernel set to be linear.

from sklearn.svm import SVC

model_svm = SVC(kernel=’linear’)
model_svm.fit( train_x, train_y )

Listing 3.3: Support Vector Machines
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3.4.2 K-Nearest Neighbors

The Nearest Neighbors Classifier classification is accomplished by identifying the
query’s nearest neighbours and using those neighbours to determine the query’s class.
The KNN classification algorithm looks for points that are the closest to the new
point. K is the number of nearest neighbours of the unknown point. The algorithm’s
K amount is chosen to determine the estimated value of the results. The K value is
determined first, followed by the Euclidean distances between the other objects and
the target object. The distances are sorted in the appropriate order, and the nearest
neighbours are found based on the shortest distance. The nearest neighbour cate-
gories are collected first in the following operations, and the appropriate neighbour
category is chosen [12]. In this study, the K-Nearest Neighbors is implemented as
shown in the listing 3.4.

from sklearn.neighbors import KNeighborsClassifier

model_kn = KNeighborsClassifier ()
model _kn.fit( train_x, train_y )

Listing 3.4: K-Nearest Neighbors

3.4.3 Random Forest Classifier

Random forests are a tree predictor combination in which each tree is dependent
on the values of a random vector sampled independently and with the same dis-
tribution for all trees in the forest. As the number of trees in a forest grows, the
generalization error approaches a limit. The generalization error of a forest of tree
classifiers is determined by the strength of the individual trees in the forest as well as
their correlation [8]. As working logic, the random forest generates multiple decision
trees. Decision trees are random subsets drawn from the data set to which they are
connected. When a result is needed, the average value from these decision trees is
used, and the result is generated. The final estimate is based on the results obtained
during the decision forest formation process [40]. In this study, the Random Forest
Classifier is implemented as shown in the listing 3.5.

from sklearn.ensemble import RandomForestClassifier

model_rf = RandomForestClassifier(n_estimators=1000)
model _rf.fit( train_x, train_y )

Listing 3.5: Random Forest Classifier

3.4.4 Gradient Boosting Classifier

Boosting algorithms iteratively combine weak learners, i.e., slightly better than ran-
dom learners, into strong learners [17|. Gradient boosting builds additive regression
models by iteratively fitting a simple parameterized function (base learner) to current
"pseudo"-residuals using least squares. The pseudo-residuals are the gradient of the
loss function that is being minimized in relation to the model values at each training
data point evaluated in the current step [7]. In this study, the Gradient Boosting
Classifier is implemented as shown in the listing 3.6.
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from sklearn.ensemble import GradientBoostingClassifier

model_gb = GradientBoostingClassifier ()
model_gb.fit( train_x, train_y )

Listing 3.6: Gradient Boosting Classifier

3.4.5 Multilayer Perceptron

A multilayer Perceptron is a variant of Rosenblatt’s original Perceptron model pro-
posed in 1950 [32]. It has one or more hidden layers between its input and output
layers; neurons are organized in layers; connections are always directed from lower
layers to upper layers, and neurons within the same layer are not interconnected [30].
Sensor networks, also known as "feedforward neural networks," are multilayer percep-
trons. They are perceptron-based complex networks composed of neurons arranged
in layers. The input, hidden, and output layers can be distinguished between layers.
Interconnected multilayer perceptrons It means that every sensor in the layer is linked
to every sensor in the layer above it. On the other hand, the multilayer perceptron
can overcome the constraint while also representing complex decision boundaries [40].

In most cases, single-layer neural networks are used to solve linearly separable
classification problems. It does not produce good results in systems that cannot
be separated linearly, i.e. it cannot precisely classify the system. When solving
non-linear systems, multilayer artificial neural networks produce good results. The
state of being good; is determined by the network structure used, the number of
hidden layers and activation functions [40]. In this study, the Multilayer Perceptron
is implemented as shown in the listing 3.6. Lines 8-19 show different layers added
to the sequential model; the activation layer is set to softmax as it is the suitable
activation function for multiclass data. Callbacks are set to stop the model training
if there is no improvement for each epoch until a certain threshold. This reduces
overall training time and also the risk of overfitting.
from keras.models import Sequential
from keras.layers import Activation, Dropout, Dense
from tensorflow.keras.callbacks import EarlyStopping,

ModelCheckpoint

from tensorflow.keras.utils import to_categorical
import tensorflow_addons as tfa

def MLPModel (input_dim, nb_classes):
model = Sequential ()
model .add (Dense (256, input_dim=input_dim))
model .add (Activation(’relu’))
model.add (Dropout (0.2))
model . add (Dense (128))
model .add (Activation(’relu’))
model .add (Dropout (0.2))
model .add (Dense (nb_classes))
model .add (Activation(’softmax’))
f1_metric = tfa.metrics.F1Score(nb_classes,’weighted’)
opt = tf.keras.optimizers.Adam(learning rate=0.001)
model.compile(loss = ’categorical_crossentropy’,
optimizer = opt, metrics = [fl_metric]l)
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return model

input_dim = train_x.shape[1]
model_mlp = MLPModel (input_dim, 5)
5 keras_callbacks = [
EarlyStopping (monitor=’val_loss’, patience=30, mode=’min’,

min_delta=0.001),
ModelCheckpoint (mlp_model_dir , monitor=’val_loss’,
save_best_only=True, mode=’min’)

]

history = model_mlp.fit(train_x, train_y_cat,
batch_size=16,
epochs=500,

verbose=True,
callbacks=keras_callbacks,
validation_data=[test_x, test_y_cat])

Listing 3.7: Multilayer Perceptron

3.5 Experiment

The goal of this research is to find algorithms that are both accurate and have a
low computational cost. One method is to review litterateurs and studies conducted
by others on different algorithms; however, this method makes comparing different
algorithms difficult because each study uses different datasets and environments;
additionally, an algorithm can perform differently depending on the data. As a re-
sult, the experimental method was chosen for this study because different algorithms
could be tested on the given data in a static environment. An algorithm could be
recommended based on the statistical evidence obtained from the test.

3.5.1 Design

Figure 3.7 depicts the experiment’s flow. The numbers next to the directional arrows
represent the experiment’s sequential flow. Beginning with the feature selection, only
the parts of the logs deemed important as an outcome of the interview are collected.
The logs are then per-processed, which involves cleaning them. A dataset containing
all of the logs and their labels is created.

The dataset is then divided into two parts: training data (80% of the data) and
test data (20% of the data). As the name implies, training data will be used to train
and build models, while testing data will be used to measure model performance.
This is a typical setup in which the model is evaluated using data it has never seen
before, simulating a use case.

The training data is fed into the feature extraction algorithms, which generate
a vocabulary and convert the training data from text to feature vectors (numerical
data). This data is then fed into the classification algorithm, which constructs and
trains the model using the training data. Once the model is complete, testing data
is converted directly from the text to feature vectors using the vocabulary. The test
data labels are separated, and only the numerical log data is fed into the model.
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Figure 3.7: Experiment flow

Based on the input data, the model predicts the label. Then, the predicted labels
are compared to the actual labels, and various metrics are calculated.

3.5.2 Metrics

Because several algorithms are involved, it is necessary to determine which model is
best suited. A statistical approach was used to evaluate the model’s performance,
and the following metrics were collected during the experiment’s testing phase.

Here, accuracy and F1-Score are used to measure the predictive correctness of
the algorithms, whereas training time and prediction time are used for measuring
the computational cost. Prediction time is also considered because, as described
earlier, the set of algorithms should take less time than their human counterparts
when predicting the failure reason.

3.5.2.1 Accuracy

Accuracy is a de facto metric in classification problems that indicate the percent-
age of correct predictions. It is simple to calculate by dividing the number of correct
predictions by the total number of predictions. Because the data in this study is mul-
ticlass, that is, there are more than two classes for prediction (five in this case), the
accuracy for random classification is 20% (100/5 = 20). In this study, the accuracy
is calculated as shown in the listing 3.8.

1 from sklearn.metrics import accuracy_score
2

3 accuracy = accuracy_score(test_y, predicted_results)

Listing 3.8: Accuracy
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3.5.2.2 F1-Score

Accuracy is generally sufficient when working with balanced data; however, this study
deals with a highly imbalanced data set. It has been demonstrated that percentage
agreement, also known as accuracy, is particularly vulnerable to skew bias [22|. This
means that when the majority of data represents a single class and the classifier is
biased toward that class, the accuracy ignores the bias; for example, 100 data points
have to be classified into true or false, and among these data points, 90 belongs to
true class and rest belongs to the false class. If the classifier is biased towards the
true class and predicts all data points as true, then the accuracy will be 90%, which
implies that the model is good, but in reality, it is not. Hence, metrics that are
unaffected by data imbalance are required.

It has been shown that ROC was unaffected by skew, whereas Fl-score was
affected by skew only in one direction. While skew had no effect on ROC, the
precision-recall curves suggest that ROC may be used to mask poor performance
in some cases [22]. Hence in this study fl-score was selected as it represents the
harmonic mean of precision and recall; this is important as all the categories are
equally important. This is because Precision is the number of instances that are
relevant out of the total instances the model retrieved. The recall is The number
of instances that the model correctly identified as relevant out of the total relevant
instances [4]. In this study, the Fl-score is calculated as shown in the listing 3.9.

from sklearn.metrics import fl_score

accuracy = fl_score(test_y, predicted_results)

Listing 3.9: Fl-score

3.5.2.3 Training and Prediction time

Because the goal of the study is to compare algorithms based on both predictive
performance and computational cost, the computational cost is calculated by mea-
suring training and prediction times. In general, time complexity, also known as the
big-O notation, is frequently used to calculate the computational cost of algorithms;
however, it has been demonstrated that, while the big-O notation is not mathemati-
cally incorrect, it is incorrect as a model for real-world performance [24|. As a result,
other metrics are preferred when measuring real-world performance.

CPU and RAM usage can provide interesting insights into the computational cost,
but preliminary testing revealed that the algorithms’ high CPU usage impacted the
metrics collection mechanism because such a mechanism also requires CPU band-
width. A complex mechanism was required to measure the metrics, but due to
the limited time available for this study, such a mechanism was not implemented.
Instead, training and testing time was used in this study to demonstrate the algo-
rithms’ overall performance for a given hardware and software set. Furthermore,
several studies have estimated the computational cost of the algorithms using train-
ing and prediction time [25] [27]. Following in their footsteps, the computational
cost in this study is determined by training and prediction time. The listing 3.10
describes how the time metric is measured during model training.

1 from datetime import datetime
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3 start = datetime.now()

5 model.fit( train_x, train_y )

7 end = datetime.now ()
¢ total_time = round((((end - start).total_seconds())/60) ,4)

Listing 3.10: Training time

3.5.3 Experimental setup
3.5.3.1 Hardware configuration

Following are the hardware configuration used for data collection, training and testing
were conducted.

Operating System: Windows 10 Enterprise (21H2, Build 19044.1889)
System Manufacturer: HP
System Model: HP EliteBook x360 1040 G8 Notebook PC

Processor: 11th Gen Intel(R) Core(TM) i7-1185G7 @ 3.00GHz(8 CPUs)

Memory: 32768MB RAM (32 GB)
Memory Speed: 4267 MHz
Disk: Western Digital PC SN730 NVMe SSD 512 GB

3.5.3.2 Software configuration

The table 3.1 shows the software versions used in this study. The VScode is an IDE
in which Jupiter notebook was created. Jupiter notebook uses python to compile the
scripts. In the table 3.1, apart from the VScode and python, the rest are the python
libraries used in the scripts.

’ Package name \ Version ‘
Keras 2.9.0
matplotlib 3.5.1
numpy 1.21.5
pandas 1.4.3
Python 3.9.12
regex 2022.3.15
sklearn 1.0.2
tensorflow 2.9.1
tensorflow-addons | 0.17.1
VScode 1.70.2

Table 3.1: Software version
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3.5.3.3 Data collection

When a test fails at Ericsson, it is automatically reported, and a developer goes
through the logs to find the cause. Once the cause has been identified, the appropriate
label is assigned to the reported test but not to the log. As a result, a custom script
was created to associate the logs with their labels. This script generates a CSV file,
which contains a URL link to the logs, the test execution date, and the reason for
the failure (label). Following the identification of the important parts of the logs
through the feature selection process, a special script was created which the URL
from the CSV file and downloads only the important logs file. This script duplicates
the CSV file, replacing the log URL with the downloaded log directory.

Each of the downloaded log directories contained hundreds of small log files;
another script was used to combine all of these smaller files into a single file by
sequentially adding the contents of the smaller files. After combining all the logs
into a single file, the script duplicates the CSV file and replaces the directory names
with the single file name. The experiment now uses this CSV file as input.

3.5.3.4 Experiment procedure

In the experiment, first, the data is cleaned and divided into training and testing
sets, and vocabulary is generated using the TF-IDF feature extraction technique.
This vocabulary is saved as a pickle file, which saves system memory because TF-
IDF requires all data to be loaded into memory. In the following step, only the
saved pickle file is loaded, and the vectoriser sequentially converts each log data into
feature vectors without loading all logs into memory. This is required because the
amount of data is quite large, and loading all of the data into memory along with
the feature matrices will cause the system to run out of memory.

After the logs have been vectorized, the model is generated and trained using the
feature vectors of the training data for each of the chosen classification algorithms.
The trained model is then saved. The class labels are separated from the test data
once the model training is complete. Each trained model is loaded, and the feature
vectors from the test data are fed into the model. The model predicts labels for each
log. Metrics are calculated by comparing the predicted labels to the original labels.
The time taken during training and prediction is also measured and saved in a CSV
file alongside the other metrics.

This entire process is performed for two different sampling strategies. In one
of the sampling strategies, the data is randomly split, and 10-fold cross-validation
is performed using stratified kfold, which is the recommended scientific method.
This will let us understand which of the selected algorithms performs significantly
differently; by knowing this, we can learn how well the algorithms can perform for the
given data once we learn that it is important to know how the algorithms will perform
in the typical use case in which the model is expected to be used. In this study, the
typical use case means the setting where the model will be used at Ericsson; the
model will be trained on the currently available data (around six months of logs)
and then used for predicting failures occurring in future. Hence, a second sampling
strategy is used to measure the models’ performance in settings. In this sampling
strategy, then the logs will be sorted according to their creation time, and then kfold
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cross-validation is performed. Since only five months of data is available, using kfold
help in gaining more insight into the same setting, as it will allow us to rotate the
test data rather than just using four months of data for training and one month
for testing. By using this second sampling strategy, we could understand if there
would be any performance implication on the model performance when used in such
settings.

Population: Log data

Independent variable: Features vectors extracted from log data
Dependent variable: Class labels (Failure categories )
Treatment: Selected classification algorithms

Sampling strategy 1: Data split randomly into training, testing

Sampling strategy 2: Sorted data split into training, testing

3.5.3.5 Train and Test Data

In this study, since both experiments use 10 kfold cross-validations, the data is
equally divided into ten parts, and training is performed ten times. Here for each
iteration of training, among the ten parts of the data, one part is used for testing,
and the rest is used for training. Because there is data imbalance which can be seen
in figure 3.8 | a stratified kfold strategy is used, which reduces the risk of metric
bias. Although there are methods to deal with data imbalance, because there are a
lot of variations in the data under a single class, employing such methods can result
in artificial circumstances, which may also lead to performance degradation in the
expected use case, moreover, if we balance the dataset by revoking data points, the
resultant dataset will only have 200 data points which may not be enough. Hence to
handle this imbalance, only the algorithms and metrics which have been proven to
effectively handle the data imbalance are selected.

The figure 3.9 and figure 3.10 shows the data distribution of train and test data
for each class for a single fold. The listing 3.11 describes the arguments used for the
sampling strategy 1.

from sklearn.model_selection import StratifiedKFold

3 log_data_csv = pd.read_csv(’clean_w_data_pickel/clean_log_data.csv’)

1

k = 10

5 skf = StratifiedKFold(n_splits=k, shuffle=True, random_state=13)

for train_index, test_index in skf.split(log_data_csv[’data_file’],
log_data_csv[’label’]):
train_x = log_data_csv[’data_file’][train_index]
train_y = log_data_csv[’label’][train_index]
test_x = log_data_csv[’data_file’][test_index]
test_y = log_data_csv[’label’][test_index]

Listing 3.11: Sampling strategy 1
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Figure 3.8: Data distribution
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Figure 3.9: Train data distribution (Experiment 1)
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Figure 3.10: Test data distribution (Experiment 1)

As previously discussed, for sampling strategy 2, data is sorted before being
divided into train and test data. This means that the train data includes older logs
from December 2021 to February 2022, while the test data includes the most recent
logs from April 2022, and since kfolds are also used here, in the next fold, we will
have logs from January to April for training and logs form December for testing, this
timeline of the logs rotate for every fold. As a result, there is variation in the data
distribution for each class. The figure 3.11 and figure 3.12 shows the data distribution
of train and test data for each class. The listing 3.12 describes the arguments used
for the sampling strategy 2.

1 from sklearn.model_selection import KFold
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log_data_csv
log_data_csv
log_data_csv

k = 10
skf =
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= pd.read_csv(’clean_w_data_pickel/clean_log_data.csv’)

log_data_csv.sort_values (’EndTime’)
log_data_csv.reset_index (drop=True)

KFold(n_splits=k)

for train_index, test_index in skf.split(log_data_csv[’data_file’],
log_data_csv[’label?’]):

train_x =
train_y =
test_x

test_y

labels

300
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count

150

100

labels

count

ServiceBug

ServiceBug

log_data_csv[’data_file’][train_index]
log_data_csv[’label’][train_index]
log_data_csv[’data_file’] [test_index]
log_data_csv[’label’][test_index]

Listing 3.12: Sampling strategy 2
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Figure 3.11: Train data distribution (Experiment 2)
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Figure 3.12: Test data distribution (Experiment 2)

3.6 Statistical significance test

Cluster

Suppose we want to compare k algorithms over n data sets. In that case, we need
to use specialised significance tests to avoid our confidence level drops with each
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additional pairwise comparison between algorithms. Hence in this study, we use the
Friedman test; in this, we rank the performance of all k algorithms per data set from
best performance (rank 1) to worst performance (rank k). Let R;; denote the rank
of the j-th algorithm on the i-th data set, and let R; = (>, R;;)/n be the average
rank of the j-th algorithm. Under the null hypothesis that all algorithms perform
equally, these average ranks R; should be the same [16]. To test this, we calculate
the following quantities:

k+1

— 1
The average Rank R = - ; R, = —5— (3.3)
Centroid = ”Z (R; — E)Q (3.4)
J
Spread = b Z (Rij — E)2 (3.5)

n(k—1)

J

In this study, we calculate this by using python libraries. The listing 7?7 shows
how the Friedman test was performed. This gives an overall p-value. If the p-value
is less than the significance level alpha («), which is 0.05, then the null hypothesis
can be rejected.

The following null hypothesis is formed for this study:

Null hypothesis: All five classification algorithms perform equally in terms of
both accuracy and training time.

from scipy import stats

stats.friedmanchisquare( groupl, group2, group3)

Listing 3.13: Friedman test

When the null hypothesis rejects, a nemenyi post-hock test is performed in order
to perform a pair-vice comparison of the algorithms. The listing ?? shows how the
nemenyi test was performed. This gives individual p-values for each pair; if the p-
value is less than the significance level alpha («), which is 0.05, then it can be said
that algorithms are significantly different.

import scikit_posthocs as sp

3 data = np.array([ groupl, group2, group3])

sp.posthoc_nemenyi_friedman(data.T)

Listing 3.14: Friedman test

3.7 Visualisation

After the model training and test are finished, all the metrics data are saved as a CSV
file. To make the data more understandable, several visual aids were chosen. The
Data from the CSV file were loaded into excel sheets. To compare the results, the
results from the different tests were combined into one table. Important information
is filtered out. Some of the information is represented in tables, and the information
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which is harder to interpret is represented in the form of graphs generated using excel.
For accuracy and Fl-score, a higher data point represents better results, whereas a
lower data point for training and prediction time is the best. Although there are lots
of results, only the results that are deemed important are shown in the results.






Chapter 4

Results and Analysis

The following sections describe the results of the interview and the Experiments.

4.1 Interview results

The interviews in this study yielded some interesting findings that were found to be
very useful. The names of the interviewees are not discussed for obvious reasons, but
rather the word "Developer’ followed by the number is used to represent each of the
interviewees. The interview begins with an attempt to determine the demographics
of the interviewees. The table 4.1 describes the details about the interviewees.

Table 4.1: Interview Demographics

Questions Developer 1 | Developer 2 | Developer 3 | Developer 4
Experience 4 Years 3 Years 3 Years 1.5 years
System in- | Team  opera- . .
- . . . St St
Responsibility | tegration tions coordina- aging aging
. guardian guardian
infrastructure | tor
Back end sup- | troubleshooting .
. : Diagnose and
port for infras- | and automate | Technical Sup-
Tasks . report  prob-
tructure trou- | automation port
. lems
bleshooting parts

As previously discussed, the questions related to the task of finding the failure
reason were designed to give freedom to express; as a result, the answers were com-
prehensive; thus, the following discussion is the aggregated understanding of all four
interviews. After learning about the interviewees, the task of finding the reason for
failure was described, and the interviewees were asked to describe the things they
performed. Starting with how they get notified?, all four developers said there are
multiple ways; one is that they receive E-mail notifications. Other ways are that they
regularly check the dashboard or Spinnaker pipelines or look at SharePoint, where
all the failures are listed.

When the developers are notified, they attempt to locate the failed Jenkins build
that contained the Jcat log. After opening the Jcat logs, the developers navigate
to the log tree structure, which displays all the test cases. The developers examine
the failed test case, which includes an error message. Suppose the developers are

31
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familiar with the error message; they directly navigate to the log that they assumed
to contain the error and then conclude the failure reason. If the developers are unfa-
miliar with the error message, they begin digging into all the Kubernetes cluster logs;
interestingly, we discovered a pattern when developers began looking into the Kuber-
netes cluster logs. Before the developers looked in the cluster logs, they tried to find
which microservice produced the error message. Once they identify the microservice,
they go into pods/container or pods/describe the directory and search for the logs
related to the microservice, here pods is the parent directory which contains all the
logs related to the Kubernetes pods; this directory contains several sub-directories,
two of which are container and describe. If they do not find any evidence in the
logs related to the microservice, then the developers start looking into the logs of
the dependencies. The know-how on which logs to look at is gained from experience,
"from experience and from practice’ as said by developer 4.

After asking some follow-up questions, We discovered that most of the time, the
cause of failure is present in the pods/container and pods/describe logs; even if the
cause of failure is not present in these directories, there is always some evidence that
points towards possible causes, which can then be investigated further. Although
the developers have visited other directories, these directories do not overlap with
those visited by other developers. The overlap of pods/container and pods/describe
directories were identified during the third interview. To confirm this finding, we
explicitly asked developers 3 and 4 if pods/container and pods/describe containers
are important. Both developers did not directly agree with this statement, but they
agreed that these directories contained the error or relevant information for most
cases.

Since the scope of the thesis is only limited to covering the most common cases,
pods/container and pods/describe are flagged as important. To make a stronger case,
a further investigation was conducted. During the interviews, the developers were
asked how much information they needed to provide when reporting the failure. The
developers said that they usually describe the cause of the failure and then attach
the error log snippet along with the URL link to the log where the error log was
found. Based on this information, we manually looked into 50 different reports of
the failure. We found that 43 of the reported log snippets have the root directory
among pods/container or pods/describe or sometimes both. Based on this, it was
concluded that pods/container and pods/describe are important for most common
cases.

4.2 Experiment Results

After the interview phase is completed, the interview results are used to carry out the
Experiments. After analyzing the interviews, it was determined that the directories
pods/container and pods/describe are more important for locating failures. As a
result, the experiment phase begins with downloading the logs from both directories.
This step can be skipped in a production environment because the following steps
can use the logs directly when scripts are deployed on the server. Furthermore,
downloading files over the internet is highly dependent on connection speed and
strength, which are uncontrollable; because of these factors downloading time is not
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included in the results.

Once all of the files have been downloaded, the total size of all 882 logs is around
36.5 GB, with an average of 41.3 MB for each log. Although this is still quite large,
it is significantly less than the original logs, which have an average of 450 MB in
size. Based on the data, we can estimate that feature selection resulted in a 90.82%
reduction in data size. This clearly saves a significant amount of computational
resources. The next step is to combine all of the files from each log into a single file;
this takes a significant amount of time because the script must read and write all
of the files. Table 4.2 displays the total time required to combine all 882 log files.
Figure 3.6 depicts the size distribution of the combined files. Based on the operations
performed, we can conclude that this is not a CPU-intensive task but rather one that
necessitates a large number of disk read/write operations.

Pre-processing Steps Time
Combining files 163 min
Cleaning 110 min

Table 4.2: Preprocessing Time

After combining the files into a single log file, the next step is to clean the files,
which involves removing all of the logs’ irrelevant elements. This is an important
step because it removes noise from the data. This also takes a significant amount
of time; table 4.2 shows the time required for cleaning. As a result of this cleaning
process, the size of the logs is reduced to 17.6 GB, a reduction of 51.78% from the
combined logs. This results in a 96.08% reduction in the size of the original logs.
From this, it is evident that the computational resources required for processing are
reduced even further.

We proceed from data pre-processing to feature extraction. First, the vocabulary
is generated using the training data in feature extraction. This vocabulary is used
to replace the log’s text data with a predefined set of features; these features are
defined when the vocabulary is built. In this study, vocabularies were created for
each fold for both experiments. Therefore a total of 20 vocabularies were generated
using the TF-IDF feature extraction technique. Once the vocabulary is generated,
the train and test data is converted into feature vectors using the vocabulary. Table
4.3 shows the time it took to build the vocabulary and vectorise data in minutes.

Algorithm Vocabulary Vectorize Total

BOW 149.32 136.07 285.40 Min

Table 4.3: Feature Extraction

For the data, it is evident that it took nearly four days just to build vocabulary
and convert the data to feature vectors for 20 folds; it would have taken much longer
if we had used full data. Credits for this reduction in processing time can be mainly
given to feature selection.
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4.2.1 Experiment 1

The results presented in this section only apply to sampling strategy 1. After vec-
torizing the train and test data, the training data, along with the class labels, are
fed into the classification algorithms, which generate a model. This model is used for
prediction; test data is fed into the model, which predicts class labels. Metrics are
calculated by comparing these labels to the original values. In this study, we plan to
find the best algorithm /s using different factors, which are accuracy, fl-score, train-
ing time and prediction time. To reach a conclusion, we filter out the step of the
algorithm by step based on different factors. First, we start with accuracy, followed
by fl-score and then training and prediction time. By doing so, we can concentrate
on important data points only and also reach a conclusion faster.

Algorithm SVM KNN Random Forest Gradient Boosting MLP
fold 1 0.6966 (1) 0.618 (5) 0.6854 (2) 0.6742 (3.5) 0.6742 (3.5)
fold 2 0.6742 (4)  0.6629 (5) 0.764 (1) 0.7528 (2) 0.7191 (3)
fold 3 0.7159 (2.5)  0.6136 (5) 0.7159 (2.5) 0.7614 (1) 0.6705 (4)
fold 4 0.6477 (4) 0.625 (5) 0.7159 (2) 0.7386 (1) 0.6705 (3)
fold 5 0.6705 (2)  0.6023 (5) 0.6591 (3) 0.6932 (1) 0.6136 (4)
fold 6 0.7727 (2.5)  0.6705 (5) 0.75 (4) 0.7841 (1) 0.7727 (2.5)
fold 7 0.6477 (5)  0.7386 (2) 0.7614 (1) 0.6818 (4) 0.7045 (3)
fold 8 0.6818 (4.5) 0.6818 (4.5) 0.75 (1) 0.7273 (2) 0.6932 (3)
fold 9 0.6364 (4)  0.6136 (5) 0.6932 (2.5) 0.6932 (2.5) 0.7841 (1)
fold 10 0.7614 (4) 0.75 (5) 0.7841 (2.5) 0.7955 (1) 0.7841 (2.5)
Average Accuracy 0.6905 0.6576 0.7279 0.7302 0.7086
Average Rank 3.35 4.65 2.15 1.9 2.95

Table 4.4: Accuracy for experiment 1

We start by comparing the accuracies of the algorithms, the table 4.4 represents
the accuracies for each fold for all five algorithms. Along with the accuracy, the
columns contain ranks in rounded brackets. The algorithms with the highest accuracy
are given the highest rank (1), ascending to the lowest rank (5) for the least accuracy;
after performing a Fredman statistical significance test on these results, we get the
following results:

Q = 19.12
P-value = 0.000744404

As the p-value is less than « (0.05), We can statistically reject the null hypothesis,
which is all algorithms perform equally. Now to understand which algorithms are
statistically different, we perform a nemenyi test. The table 4.5 represents the p-
value for each combination of algorithms. From these results, we can observe that
p-values in bold are less than « (0.05). This means both random forest and gradient
boosting are significantly different from KNN.

When we look at the figure 4.1, We can clearly see that KNN has lower accuracy.
Hence we can conclude that KNN performs poorly; based on this conclusion, we will
not consider KNN for further analysis.

Now we concentrate on the fl-scores for the remaining algorithms; similar to
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SVM | KNN Random Gradl.ent MLP
Forest Boosting
SVM 1.0000 | 0.3517 | 0.4374 0.2418 0.9000
KNN 0.3517 | 1.0000 | 0.0037 0.0010 0.1143
Random | a0y 10 0037 | 1.0000 | 0.9000 0.7633
Forest
Gradient | ;151 0010 | 0.9000 | 1.0000 0.5626
Boosting
MLP 0.9000 | 0.1143 | 0.7633 0.5626 1.0000
Table 4.5: Pair-vise P-values for accuracy in experiment 1
Accuracy
vie
Gradient Boosting |
Random Forest -
v
svv -
06200 06400 0.6600 06800 07000  0.7200  0.7400
Figure 4.1: Accuracy for Experiment 1
Algorithm SVM KNN Random Forest Gradient Boosting MLP
fold_1 0.6604 (3) 0.6159 (5) 0.6728 (1) 0.6498 (4) 0.661 (2)
fold_2 0.6428 (5) 0.6573 (4) 0.7424 (1) 0.7329 (2) 0.706 (3)
fold_3 0.6941 (3) 0.6081 (5) 0.7067 (2) 0.7484 (1) 0.6548 (4)
fold_4 0.6109 (5) 0.6208 (4) 0.703 (2) 0.7194 (1) 0.6467 (3)
fold_5 0.6349 (3) 0.5948 (4) 0.644 (2) 0.6653 (1) 0.5798 (5)
fold_6 0.7375 (3)  0.6532 (5) 0.7321 (4) 0.7741 (1) 0.7648 (2)
fold 7 0.6102 (5) 0.7351 (2) 0.7365 (1) 0.651 (4) 0.6925 (3)
fold_8 0.6496 (4) 0.644 (5) 0.7111 (1) 0.6935 (2) 0.6541 (3)
fold_9 0.6098 (4) 0.6092 (5) 0.692 (2) 0.6703 (3) 0.7742 (1)
fold_10 0.7299 (4) 0.7252 (5) 0.766 (2) 0.7659 (3) 0.7768 (1)
Average Fl-score 0.6580 0.6464 0.7106 0.7071 0.6911
Average Rank 3.9 4.4 1.8 2.2 2.7

Table 4.6: F1l-score for experiment 1

accuracy, the table 4.6 represents the Fl-scores for each fold followed by its rank.
We get the following results when we perform the Friedman test.
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Q = 19.76
P-value = 0.000556928

Since the p-value is less than « (0.05), We can statistically reject the null hypoth-
esis for Fl-score also. Same as before, we perform the nemenyi test to determine
which algorithms are statistically different. The table 4.5 represents the p-value of
F1l-score for each combination of algorithms. These results show that the p-value
in bold is less than « (0.05). This means random forest and SVM are significantly
different in terms of the F'1-score. One thing to note is that the calculations are done
for all five algorithms, but only results for four are shown in the table; this is because
of the reason mentioned above. Please refer to the appendix for full results.

Random | Gradient
SVM Forest Boosting MLP
SVM 1.0000 | 0.0248 0.1143 0.4374
Random Forest 0.0248 | 1.0000 0.9000 0.6830
Gradient Boosting | 0.1143 | 0.9000 1.0000 0.9000

MLP 0.4374 | 0.6830 0.9000 1.0000

Table 4.7: Pair-vise P-values for Fl-score in experiment 1

When we compare the F1 scores of random forests and SVM, in figure 4.2, we
can clearly see that SVM has a lower Fl-score compared to random forest. Hence
we can conclude that KNN performs poorly; based on this conclusion, we will not
consider SVM for further analysis.

F1-score

MLP
Gradient_Boosting

Random Forest

SVM

0.6300 0.6400 0.6500 0.6600 0.6700 0.6800 0.6900 0.7000 0.7100 0.7200

Figure 4.2: Fl-score for Experiment 1

From the above results, we can say that random forest, gradient boosting, and
MLP performed statistical similar in terms of both F1l-score and accuracy. Now we
look at The Training and prediction time. Figure 4.3 represents the average training
time in minutes for all 10 folds; Just by looking at the graph, we can conclude that
gradient boosting takes a significantly long time for training when compared to other
algorithms. Since we are aiming to find algorithms that require fewer computational
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resources, based on this observation, we will not consider gradient boosting for further
analysis.

Average Training time
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Figure 4.3: Average Training time for Experiment 1

Since it is difficult to interpret the performance of remaining algorithms with gra-
dient boosting, we compare the training time of random forest and MLP separately.
In figure 4.4, we can observe the training time(minutes) of MLP and random forest
side by side. Although the results of the statistical significance test for the training
time of all five algorithms say MLP and random forest are similar, when we compare
these algorithms side by side, we can clearly observe that MLP takes more than 2x
longer for training on the same amount of data.

Average Training time

0 0.5 1 1:5 2 2.5 3 35 4 4.5

Figure 4.4: Average Training of MLP and Random forest for Experiment 1

Finally, we look at the prediction time. In figure 4.5, we can observe the time
taken for prediction in munites for all five algorithms. Although we can observe a
significant difference, in reality, all five algorithms, including SVM, finish predictions
in less than five seconds, which does not have any significant implication in the
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use case where this is expected to be used. Hence it makes sense to ignore the
prediction time completely when comparing the algorithms. Hence we can conclude
that random forest performs better in terms of both accuracy and training time.

Average Predection Time
MLP
Gradient_Boosting

Random Forest

KNN

SVM

0 0.01 002 003 004 005 006 0.07 008 0.09

Figure 4.5: Average prediction time for Experiment 1

4.2.2 Experiment 2

The purpose of this experiment is to evaluate the model’s performance in a pro-
duction environment, which will aid in understanding how the model will perform
in the topical use case where it is expected to be used. Instead of comparing the
results between the algorithms as we did in experiment 1, we compare the results of
experiment 2 with the results of experiment 1. This would allow us to understand
how sampling strategy 2 affects the model’s performance.

Exp 1 vs Exp 2
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Figure 4.6: Accuracy for Experiment 1 & 2

Figure 4.6 depicts the accuracies of 10 folds for experiment 1 and experiment
2 side by side. In the bar graph, it is evident that the accuracies have decreased



4.2. Experiment Results

39

significantly for experiment 2 when compared to experiment 1 for all the algorithms.

This depicts that in the typical use case, the model performance degrades.

Accuracy

fold_1 fold_2 fold_3 fold_4 fold_s fold_6 fold_7 fold_8 fold_9 fold_10

———Random Forest === Gradient_Boosting MLP

Figure 4.7: Accuracy of 10 folds for Experiment 1

Accuracy_sort
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———Random Forest === Gradient_Boosting MLP

Figure 4.8: Accuracy of 10 folds for Experiment 2

To understand this decrease in performance better, we look at figure 4.7 and
figure 4.8. These figures depict the accuracies for each fold for the random forest,
gradient boosting and MLP. On comparing these two figures, we can see how the
accuracies were affected. For experiment 1, although there are some irregularities,
the accuracy has remained fairly constant overall. But when we look at experiment
2, the irregularities in the accuracy are quite high. The accuracy of the 10th fold is
especially interesting as it is an exact representation of the actual use case, and we
can observe a significant fall in accuracy. An in-depth investigation is needed to find
the cause of this performance decrease.






Chapter 5

Discussion

We start this section by answering the research questions and then following some
discussion on the results and threats to validity.

RQ 1: Which feature of the data is relevant to the cause of failure in the log?

The intention behind this question is to identify relevant logs for feature selec-
tion. We chose to gain the necessary knowledge through expert knowledge to answer
this question. Four interviews were conducted with developers who had extensive
experience in locating failures. Based on these interviews and additional research,
we were able to identify two log directories that are more important than the oth-
ers. The two directories that cover the most common cases are pods/container and
pods/describe. Although there are directories that are important for specific cases,
because the study’s scope is limited to the most common cases, directories related
to specific cases were excluded.

When we look at the results, we can see that answering this question has a
significant impact. In experiment 1, we achieved 79.55% accuracy at peak, which
is particularly impressive for multiclass classification. This is even more impressive
given that only 9% of the original full data was used. It is evident that using expert
knowledge for feature selection has significantly reduced the overall computational
cost for this case.

RQ 2: Among the selected classification algorithms, which algorithm performs well
in terms of both accuracy and low computational cost for the given data?

This question aims to identify the algorithm that achieves a good balance between
classification accuracy and computational cost. To answer this question, an experi-
ment was performed to compare SVM, KNN, random forest, gradient boosting, and
MLP. After the experiment, the results were compared to select the best-performing
algorithm for the given data. Starting with accuracy, KNN was disqualified. After
comparing the F'1 scores, SVM was disqualified. Finally, after comparing the training
time, it was found that the random forest performed better in terms of both accuracy
and training time.

Some of the random forest’s characteristics contribute to its performance; for
example, it can handle large inputs efficiently. It calculates which variables are
important for classification and can be used for screening. In problems of interest,
screening identifies relevant input variables and eliminates less important variables. It
reduces the dimensionality of the problems, which helps to save computational costs,
as seen in this study. Furthermore, using the InTrees framework, RF provides not
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only variable importance but also human-understandable decision rules. The InTrees
framework extracts information from trees in the form of rules, prunes redundant
rules, and leaves the forest with non-redundant rules [13].

The performance of random forest can be attributed to some of its features; it
is able to handle large inputs efficiently. It estimates which variables are important
for classification; this could be used for screening. Screening identifies relevant input
variables and removes less important variables in the problems of interest. It reduces
the dimensionality of the problems, which contributes to saving computational costs,
as we observed in this study. Furthermore, RF provides not only variable importance
but also provides human understandable decision rules using the InTrees framework.
The InTrees framework extracts information from the trees in the form of rules, and
prunes redundant rules, and leaves the non-redundant rules in the forest.

We also ran another experiment in which the sampling strategy was sorted by
execution time. This aided in simulating the typical use case in which the models are
expected to run. This resulted in an interesting discovery: we observed a significant
decrease in model performance. There could be two major reasons for this drop in
performance. One reason could be data imbalance, while another could be dynamic
data.

The term dynamic data refers to data that changes gradually over time. For
example, if the disease classification model is trained on disease data prior to covid
and then used to predict covid causes after covid, the model will be unable to predict
covid regardless of how well it predicts other diseases. Model drift, also known as
model decay [18], is a phenomenon in machine learning in which the accuracy of the
model gradually decreases. Assuming that the data used in this study are affected
by this phenomenon, in which log data changes over time, The decreases in accuracy
in the 10th fold (figure 4.8)support this assumption which means that data of the
10th fold is not similar to the rest of the folds. If the decrease in accuracy is caused
by changes in the data, then this regular change in data can be observed at the 5th
and Tth folds.

Another piece of evidence to back this assumption is, during the interviews, some
interviewees stated that when a new failure occurs that has not been seen before,
someone investigates it and opens a ticket to fix the bug. While the fix is being
worked on, several other tests continue to fail due to the same bug. Once the fix is
available, the tests that failed due to the bug will gradually disappear. According to
one interviewee, such failures usually last one or two months, and once fixed, they
rarely see the same error again. From this, we can say that the cause of failure is
only relevant for a few months before being replaced by new failures. This theory is
also supported by the department’s workflow, which is CICD, in which the software
and backend code is constantly evolving. In this case, older code is gradually phased
out and replaced by newer, better code. Even if the error lines in the old and new
code are technically identical, the structure can differ, which could result in model
drift.

If we consider this evidence, it is more probable that the decrease in model per-
formance is due to model drift. However, this cannot be said for sure because the
decrease in performance could be because of both data imbalance and model drift.
Further investigations are needed to confirm the casualty, as this is out of the scope
of this thesis. To effectively deal with such problems in machine learning, the clas-
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sification algorithm must be able to learn patterns that allow it to predict logs even
when their orientation and structure have changed. For this specific case, we would
recommend developing a mechanism that begins by implementing a system that
continuously aggregates failed logs with their corresponding labels; once a sufficient
number of logs are gathered, logs from the pods/container and pods/describe di-
rectories are combined and cleaned, and a vocabulary is built using TF-IDF. After
creating the vocabulary, the logs should be converted to a feature matrix. Following
that, a random forest model should be trained. Once trained, the model can be used
to make predictions. Every week, the newly classified logs should be converted into a
feature matrix, and the same random forest model should be trained again using the
new data; finally, a new vocabulary should be generated, and the model should be
trained completely once every two or three months. This comprehensive end-to-end
mechanism will aid in maintaining model performance without requiring significant
computational resources.

5.1 Threats to Validity

As always, there are several threats to the study’s validity. Starting with the fea-
ture selection, it is possible to include additional directories, which could result in
improved performance. But on the other hand, it is entirely possible that using only
one director or a subset of logs will result in the same or greater accuracy. However,
we did not find compelling arguments for including/excluding directories, and due
to the time constraints of this study, we did not attempt to compare performance
using different combinations of directories.

We removed all the numbers during the log-cleaning step of this study. Generally,
network error lines contained numbers such as 408, 500, and so on. Because these
are universal and constant, excluding them from the cleaning process can result in
better results. Such numbers may necessitate additional code and pattern matching;
however, these numbers are typically followed by text describing the error, so we did
not implement such pattern matching.

In this study, we used ngrams to build vocabulary using TF-IDF, which also con-
siders the n adjacent words as a feature. The time required to build the vocabulary
could have been reduced if this had not been used. However, we are unsure whether
this will have an impact on the accuracy. However, because the error line is usu-
ally in the form of statements with multiple words, it makes sense to use ngrams.
Apart from that, we limited the maximum feature count to 200000 because having
more features caused the system to run out of memory; however, if memory is not a
constraint, having more features may result in greater accuracy.

The classification algorithms used in this study are the vanilla versions of those
algorithms. It could be argued that some variants of these algorithms can perform
exceptional better, which is entirely correct; however, because this study is the first
of its kind for given data, it makes sense to try out different kinds of algorithms and
then look into variants of the algorithms that have performed better for this specific
data in the future.






Chapter 6

Conclusions and Future Work

In this study, we attempted to find a combination of algorithms that produce high
accuracy while requiring minimal computational resources for categorizing large-scale
Kubernetes cluster logs into five categories. Because each log is 450 MB on average,
processing such a massive amount of data necessitates a large number of computa-
tional resources, so the feature selection method is used to cherry-pick the relevant
parts of the logs. This feature was chosen based on expert knowledge obtained from
interviews with four experienced developers. As a result, the log size was reduced by
91%, resulting in a significant reduction in computational cost.

Following the identification of the relevant logs, several preprocessing steps were
performed on those logs, including log file combining and cleaning. Because log data
is in the form of text, it must be converted into feature vectors before algorithms
can use it. The data was converted into feature vectors using the feature extraction
method. TF-IDF feature extraction is used in this as we found it more suitable for the
given data and the requirements of this research. Finally, five different classification
algorithms were chosen. We trained and tested classification algorithms using a
ten-fold cross-validation method and measured several metrics.

Two sampling strategies were used; one implements the scientific method of ran-
domly splitting data, while the other uses a time-sorted split, representing the pro-
duction environment. Following an analysis of the results for sampling strategy 1, it
was determined that random forest outperforms SVM, KNN, gradient boosting and
MLP in terms of accuracy and computational cost. The results of sampling strategy
2 revealed a significant decline in model performance when we compared the results
of both sampling strategies side by side.

In this study, we also found that feature selection using expert knowledge can
be extremely useful in reducing computational costs. As illustrated, this can be
extremely useful when dealing with large amounts of data; in our case, it resulted
in a significant reduction in computational cost. We were also able to identify some
evidence that shows that the data is dynamic and leads to the phenomenon of model
drift.

6.1 Future Work

There are several ways to broaden the scope of this research, including investigating
the performance of different variants of Random Forest variants, gradient boosting,
and MLP. These algorithms have performed well, and adjusting hyperparameters
can lead to higher accuracies. An extensive study can be conducted to prove the

45



46 Chapter 6. Conclusions and Future Work

occurrence of model drifting and find appropriate and effective ways to deal with the
phenomenon of model drift; This can be extremely useful when deploying solutions in
the real world. Another possible but difficult future task is to find a way to deal with
rare cases effectively; this could help developers as we discovered that developers also
struggle to deal with such issues.
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Appendix A

Supplemental Information

A.1 Interview Questions:

Following the questions asked during the interview.

A.1.1 Providing information & taking consent:

1.

This interview is not to Judge the competence of the interviewee.

This interview is to understand the manual procedure followed to find the
actual cause of the failure and to understand how it can be automated.

Do you consent for the interview to be recorded?
Do you consent for information provided by you to be published in a publicly

available document? The information will be synthesized and aggregated in
such a way that it cannot be traced back to the individual.

A.1.2 who are they:

Knowing who are they:

. Role

General experience, topic specific experience.
Responsibility related to group, services and products.
Frequency in performing staging operation.

Description on their tasks for example, what services they are responsible for.

A.1.3 Defining Task:

e A failure is occurred in the testing operations, you must diagnose and report

the problem.

o1
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A.1.4 Steps Performed:

1. How do you know about the problem? How do you get notified?

2. How and from where do you start finding the failure reasons?

a. What do you look for?

b. What steps and tasks do you perform commonly?

A.1.5 Input Needed:

1. What are the inputs (logs, files, information etc.) that you need to
determine failure reason?

2. Which part of the logs (files) are important and are relevant or irrel-
evant?

A.1.6 Output:

1. What is the output of your task?

2. When you need to raise a ticket? and what and how much informa-
tion do you need to provide?

3. If you assume this (CICD bug or any) could be the failure reason, then what
tasks do you perform or where do you look? What are the challenges that you
face while performing these tasks?

4. Which tasks are difficult/easy to perform and why?

5. Which failure reasons are difficult/easy to find and why?

A.1.7 Follow up questions: (to be asked if not answered)

1. What indicates it is a specific reason for failure?

2. Do you perform any of the following actions, is yes then in which situation and
why?

Looking at recent code changes.

o op

Looking at changes in environment, tools, versions etc.

Jenkins build history, previously failed builds.

/0

Documentation related to services, test etc.
e. Do you try to reproduce the problem or retrigger pipeline?

f. Do you consult any one from you team or from other teams?

3. What happens when there is a disagreement on the failure reason if any, when
multiple stakeholders are involved and how do you solve disagreement?
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4. Are the inputs readily available?

5. Who uses the output that you provide?

A.2 Full results

Figure A.1 depicts the directory structure of a single log; this figure shows the ex-
tensiveness and complexity of the logs. The highlighted parts are the two directories
that have been identified as important.

Figure A.1: Log directory structure

In the following tables, the columns training and prediction represent the training
time and prediction time in minutes.
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VM KNN Random | Gradient MLP

Forest Boosting

SVM 1.0000 | 0.9000 | 0.0248 0.1143 0.4374

KNN 0.9000 | 1.0000 | 0.0022 0.0160 0.1143

Random 0.0248 | 0.0022 | 1.0000 0.9000 0.6830
Forest

Cracient | 1143 10,0160 | 0.9000 | 1.0000 | 0.9000
Boosting

MLP 0.4374 | 0.1143 | 0.6830 0.9000 1.0000

Table A.1: Pair-vise P-values for Fl-score in experiment 1

algorithm fold 1| fold 2| fold 3 |fold 4| fold 5| fold 6 |fold 7 |fold 8 |fold 9 |fold 10 | Average
vectorise 135.467 | 136.638 | 138.467 | 140.36 | 136.136 | 134.12 | 136.43 | 133.944 | 134.327 | 134.9115 | 136.0799
SVM 0.8932 | 0.8687 | 0.8281 | 0.9081 | 0.7913 | 0.8115 | 0.764 0.8076 | 0.9254 | 0.8487 0.84466
KNN 0.0046 | 0.0045 | 0.0044 | 0.0037 | 0.0039 | 0.0041 | 0.004 0.0045 | 0.0047 | 0.0038 0.00422
Random Forest 2.1487 | 1.6731 | 1.647 1.7296 | 1.5423 | 1.5775 | 1.69 1.6657 | 1.7723 | 1.5733 1.70195
Gradient Boosting | 136.707 | 107.838 | 109.417 | 110.738 | 109.305 | 105.697 | 105.744 | 107.135 | 108.377 | 106.7673 | 110.7726
MLP 3.6002 | 3.5054 | 4.3237 | 4.2415 | 4.0227 | 3.9975 | 4.4286 | 4.397 4.2908 | 4.212 4.11094

Table A.2: Tranning time

algorithm fold 1| fold 2| fold 3| fold 4| fold 5| fold 6 |fold 7 |fold 8 | fold 9 |fold 10 | Average
SVM 0.082 0.0707 | 0.1063 | 0.0833 | 0.0833 | 0.078 0.0826 | 0.0825 | 0.0727 | 0.0792 0.08206
KNN 0.015 0.0153 | 0.0173 | 0.0125 | 0.0155 | 0.016 0.0131 | 0.0138 | 0.0155 | 0.0132 0.01472
Random Forest 0.0056 | 0.0059 | 0.0094 | 0.0065 | 0.0069 | 0.0055 | 0.005 0.0053 | 0.0052 | 0.0064 0.00617
Gradient Boosting | 0.0014 | 0.0013 | 0.0023 | 0.0016 | 0.0017 | 0.0013 | 0.0013 | 0.0013 | 0.0014 | 0.0014 0.0015
MLP 0.0052 | 0.0044 | 0.0057 | 0.0049 | 0.0056 | 0.0054 | 0.0047 | 0.0047 | 0.0059 | 0.0052 0.00517

Table A.3: Prediction Time
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