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Abstract

With an ever growing digital landscape, ensuring that online content is accessible
for everyone is a must. By adhering to guidelines like the Web Content Accessibility
Guidelines (WCAG), developers can ensure their applications meet established stan-
dards in the field of accessibility. However, verifying compliance with these guidelines
can be a tedious task. A promising solution is the use of Web Accessibility evalu-
ation tools within a continuous integration (CI) and continuous deployment (CD)
environment.

This study explores a selection of open-source Web Accessibility evaluation tools
and investigates how easily they can be integrated into a CI/CD environment. Fur-
ther, the study examines the effectiveness of such tools in detecting violations of the
WCAG within a CI/CD environment. The tools selected for this study are: Asqata-
sun, Deque Systems’ Axe-Core CLI, Squiz Labs’ HTML_CodeSniffer, and IBM’s
Equal Access Accessibility Checker. In order to conduct our evaluation of the tools,
a testing website with a specific number of WCAG violations was developed. The
implementation details and code for this project are discussed in Chapter 3 and are
available on GitHub. Given that the source code for this study is stored in a GitHub
repository, GitHub Actions was chosen for testing the tools within a CI/CD environ-
ment. The tools performance was assessed based on metrics measuring the accuracy
of error identification, error positioning, and error description.

The results indicate that the selected Web Accessibility evaluation tools detect
approximately 20% of all errors on a given web page on average. This finding suggests
that while these tools can support development teams in identifying accessibility
issues on web pages, manual testing is still required to ensure comprehensive Web
Accessibility compliance.

Keywords: Web Accessibility, Continuous Integration, Continuous Deployment,
WCAG, Web Accessibility Evaluation Tools
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Chapter 1

Introduction

As the world undergoes increasing digitalization, ensuring the accessibility of online
resources for all becomes crucial. Web Accessibility refers to the practice of designing
and developing web applications in a way that guarantees that individuals with
varying auditory, cognitive, neurological, physical, visual and verbal abilities can
view, navigate and interact with them [34]. The objective of this field of research
and work is to provide unrestricted access as well as a good user experience for
all users, regardless of their abilities. The Web Accessibility Initiative (WAI) by
the World Wide Web Consortium (W3C) has become the foremost reference work
for Web Accessibility, with its Web Content Accessibility Guidelines (WCAG) often
adopted as the golden standard and codified into law in various countries around the
world [22, 29, 36].

However, achieving accessibility in online resources presents a challenge for devel-
opment teams tasked with designing and maintaining these applications. Balancing
the myriad of requirements from both employers and end-users demands a convenient
and efficient integration of Web Accessibility into the development process. In this
context, the emergence of Web Accessibility evaluation tools that seamlessly integrate
into the Continuous Integration and Continuous Deployment (CI/CD) pipeline is a
promising solution.

With this study, our primary objective is to identify and examine open source
Web Accessibility evaluation tools that can seamlessly integrate into the continuous
testing environment of a CI/CD pipeline. Through our study, we seek to contribute
valuable insights that can empower development teams to prioritize Web Accessibility
throughout the software development life-cycle.

1.1 Background

Before delving into the details of this study, it is important to clarify the two main
concepts. The first concept is the WCAG, which provides the guidelines and criteria
that need to be followed in order to create a more inclusive web. In Section 1.1.1,
we delve deeper into the background and process of the WCAG. The other concept
is CI/CD, which provides automation in the process of integrating and deploying
software. In Section 1.1.2, we explain the importance of CI/CD and how it is utilized
in this study.

1



2 Chapter 1. Introduction

1.1.1 Web Content Accessibility Guidelines

The World Wide Web Consortium (W3C) is tasked with the development of inter-
national standards for the web. One of its key initiatives is the Web Accessibility
Initiative (WAI), which was established to unite individuals from diverse backgrounds
in efforts to enhance web accessibility by developing support resources and standards
which undergo extensive review. There are five milestones that a standard needs to
pass before becoming a W3C recommendation, which is considered a web standard.
The process begins with the publication of a working draft, which involves asking for
community input and reviews. After the input and feedback have been implemented,
the draft is published again as a wide review working draft, which provides the com-
plete draft for review. The candidate recommendation phase then ensures technical
viability through real world projects, the draft may change based on practical expe-
riences. When the technical report has passed the candidate recommendation, the
report is submitted to W3C membership for endorsement. Finally, when the report
has enough support from the members of W3C, its director, and the public, it is then
finalized as a W3C recommendation [38].

WAI has been responsible for several W3C recommendations, one of them being
the WCAG. The WCAG 2.1 consists of 13 guidelines, for each guideline there are
success criteria that can be tested. The criteria exist in three levels: A, AA, and
AAA, with level A being the lowest level of conformance and AAA being the highest.
While newer guidelines, such as WCAG 2.2, have been released, this study focuses
on version 2.1. At the time of writing, WCAG 2.2 has only been available for a few
months and has not been widely adopted, whereas version 2.1 has been utilized since
its release in 2018. It is also important to note that the guidelines in the 2.X series
are backwards compatible and newer versions do not deprecate older ones. WCAG
is intended for developers working with web related content, whether it be a website
or tooling. In order for the web content to conform with the guidelines, it needs to
satisfy the success criteria, meaning that no content violates the success criteria [39].

1.1.2 Continuous Integration and Continuous Deployment

Continuous Integration (CI) is a fundamental software development practice em-
braced across the industry. CI is extremely helpful when multiple developers collab-
orate on a project, ensuring seamless coordination and version control. It involves
automatically integrating code changes from multiple developers into a shared repos-
itory, each integration triggers automated build and test processes to verify that the
codebase remains functional and stable [11, 16].

Continuous Deployment (CD) is another fundamental software development prac-
tice that can be considered an extension of CI. While CI makes sure the code can be
integrated continuously, CD takes this a step further by automating the deployment
of successfully tested code to production environments. This in turn yields faster,
more secure, and regular deployment of software. Once the CI pipeline is completed
successfully, the CD pipeline takes over. In the CD pipeline, acceptance tests and
quality evaluations are often executed to ensure that the changes meet the necessary
standards. If these tests pass, the code can be automatically pushed to production
or another target environment. It is also worth mentioning that while CD is fully
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automated, a manual approval for deployment can be implemented and is known as
Continuous Delivery (CDE), ensuring changes are deployed only when authorized
[13, 27].

There are numerous books and articles on how to implement a CI/CD pipeline,
such as [6, 31]. Moreover, there are many platforms, which offer CI/CD tools such as
GitHub Actions or GitLab CI/CD. In this study, the CI/CD service GitHub Actions
was utilized to run the Web Accessibility evaluation tools due to its convenience, as
the code for this investigation is stored and shared on a GitHub repository. A GitHub
Actions CI/CD pipeline consists typically of a workflow, which is a configurable
automated process that consists of a set of instructions. These instructions are
further divided into jobs, which are like individual steps within the instructions.
GitHub Actions workflows are triggered by events on the repository such as pushes
or pull requests, and can be configured to activate solely on specific branches within
the repository [5, 17]. The GitHub Actions CI/CD pipeline created for this study is
further detailed in Sections 3.3 and 4.1.

1.2 Research Motive

Ensuring Web Accessibility is, in many countries, a matter of adhering to laws that
prohibit discrimination against persons with disabilities. However, Web Accessibility
standards not only enhance the user experience for individuals with disabilities but
extend benefits to all users. The W3C highlights various scenarios where accessibility
improvements positively impact individuals without disabilities, such as accommo-
dating different input modes, addressing the needs of ageing individuals, temporary
disabilities like a broken arm, situational limitations such as environments where
audio cannot be used and catering to individuals with slower internet connections
[34]. Nevertheless, Web Accessibility is not a one-time task but rather a continu-
ous effort. To address accessibility issues, web application creators and development
teams require tools and support to achieve satisfactory standards.

There are multiple approaches to achieving and maintaining Web Accessibility
standards. Web product managers may opt for regular accessibility audits, typically
conducted by external experts, despite the associated costs, as this remains the most
efficient way to identify accessibility issues. Another method is investing in the ed-
ucation of developers responsible for creating and maintaining applications. This
approach might also require some monetary commitment but proves most effective
in ensuring the long-term accessibility of web applications, as common issues are ad-
dressed from the outset. Many developers also employ Web Accessibility evaluation
tools, such as browser extensions and website scanners, for uncovering accessibility
issues through manual testing. This is usually done as a separate, often optional,
step before or after deployment. What sets Web Accessibility tools that integrate
into CI/CD pipelines apart is their ability to seamlessly incorporate Web Accessi-
bility directly into the development process, with no skip option. Beyond assisting
developers in identifying and resolving issues during the development process, these
tools have the potential to familiarize them with accessibility matters.

The value of our research lies in offering insights into existing open source tools
designed to address Web Accessibility issues throughout the coding process as an
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integral part of the CI/CD pipeline. Our primary objective is to conduct empirical
research that evaluates and compares a selected set of tools (see Section 3.1). We
aim to illuminate the advantages of these tools while also highlighting any current
shortcomings.

1.3 Research Questions

With this study, our aim is to investigate and analyze the integration of Web Ac-
cessibility principles into CI/CD pipelines, with a specific focus on the utilization of
open source Web Accessibility evaluation tools. Specifically, our objectives are:

• to explore the principles of Web Accessibility

• to identify open source Web Accessibility evaluation tools that are suitable for
integrating into the automated testing framework of a CI/CD pipeline

• to evaluate the usefulness of open source Web Accessibility evaluation tools
within CI/CD environment

• to contribute to the research about Web Accessibility tools

• to gain insights about how development teams can integrate Web Accessibility
into their development life-cycle

From these objectives, two key research questions emerge that we aim to answer with
this study:

RQ1. What open source evaluation tools are available for assessing Web Accessibility
guideline compliance of code within a CI/CD pipeline?

RQ2. How effective are these Web Accessibility evaluation tools in ensuring continu-
ous compliance with accessibility standards for web applications?

By answering these questions we hope to uncover the practical benefits and chal-
lenges of incorporating open source Web Accessibility evaluation tools into the au-
tomated testing framework of a CI/CD pipeline.

1.4 Study Scope

The aim of this study is to evaluate open-source Web Accessibility evaluation tools
that can be integrated into a CI/CD pipeline. Furthermore, this study focuses on
tools that use the WCAG 2.1 or similar guidelines that match the criteria, like
Asqatasun with RGAA4 [10], which is a French standard based on WCAG 2.1.
A decision to exclude the WCAG Robust principle was also made and is further
explained in 3.2.4.
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1.5 Outline
Chapter 1 sets the stage by introducing Web Accessibility, WCAG, CI/CD, and
the significance of our work. Following this, Chapter 2 delves into related work,
providing further insights into existing literature on Web Accessibility. In Chapter
3, we detail how we conducted our research, including tool selection, test website
development, and the implementation of WCAG criteria. Additionally, we present
the evaluation metrics utilized in our study. Chapter 4, presents the findings from
testing our selected tools on the testing website and evaluates their performance using
our metrics. Chapter 5, examines our findings and addresses our research questions,
providing context and analysis. In Chapter 6, we conclude our study by summarizing
the outcomes of this study. The report ends with Chapter 7, where we reflect on
potential improvements and future research directions.





Chapter 2

Related Work

When conducting a literature search in the BTH library database for "Web Ac-
cessibility," we retrieved over 180,000 results. Within this vast body of literature,
extensive research is available discussing guidelines for creating and assessing the
accessibility of web content, as seen in [2, 25]. Additionally, numerous articles and
collection chapters explore and compile lists of tools and techniques for evaluating
the accessibility of web applications, as in [1, 26]. However, despite this extensive
literature and numerous studies, it is challenging to find comparative studies of Web
Accessibility evaluation tools. One source published in 2023 notes this issue [4]:

“Despite the availability of a wide array of accessibility testing tools (ap-
proximately 75 according to W3C), most tools are underrated, and even
web designers and developers have no idea about these tools and their
effectiveness [...] This limited number of comparative analyses is not suf-
ficient to show the usefulness of the existing automated tools. Thus, it is
crucial to devote continued effort to perform further comparative analysis
considering the benefits of automatic testing tools in future accessibility
research.”

Below, we review a selection of related works that examine and evaluate Web
Accessibility evaluation tools. It is important to note that this is not an extensive
list. For a more comprehensive overview, Ara et al. [4] provide a systematic literature
review of Web Accessibility research.

In Thatcher et al.’s reference book for Web Accessibility [30], first published in
2006, a chapter is dedicated to the evaluation of six commercial Web Accessibility
evaluation tools. The evaluation is based on their ability to detect violations on 70
manually evaluated test files. The study revealed that the investigated tools have
inherent limitations as they cannot comprehensively cover all aspects and thus cannot
fully replace human evaluation in assessing web accessibility. However, Thatcher et
al. [30] note that the tools excel in tasks such as examining numerous pages to
identify missing alt attributes or label elements, which would be tedious for humans.

Vigo et al. [32] conducted an in-depth study and evaluated the effectiveness of six
automated Web Accessibility tools in achieving WCAG 2.0 conformance in terms of
coverage, completeness, and correctness. Their analysis revealed that relying solely
on automated tests means that half of the success criteria won’t be analyzed, and of
those analyzed, only four out of ten will be detected, with a risk of generating false
positives. However, since this study was conducted over 10 years ago, their results
are likely outdated.

7
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In a 2020 study, Alsaeedi [3] examined the tools WAVE and SiteImprove on
six selected homepages of Saudi public universities to evaluate their effectiveness.
The author utilized the Coverage Error Ratio (CER) metric to measure the tools’
ability to accurately detect accessibility issues. The study revealed that SiteImprove
demonstrated better overall performance compared to WAVE. The study concludes
that by emphasizing the importance of utilizing both automatic web accessibility
evaluation tools and manual evaluation by human experts to ensure a comprehensive
assessment of a website’s accessibility.

In the same year, Padure & Pribeanu [24] examined six accessibility evaluation
tools: AChecker, Cynthia Says, Mauve, TAW, Total Validator and WAVE. The aim
of the study was to conduct a comparative analysis of these tools on six Romanian
municipal websites to gain insights into their strengths and weaknesses in addressing
accessibility concerns. AChecker, TAW, and Total Validator were identified as the
most suitable tools for large-scale evaluations due to their ability to provide compact
yet detailed reports. The study revealed significant differences in the results obtained
with different accessibility evaluation tools, highlighting the importance of using
multiple tools to increase confidence in the evaluation outcomes.

Note that these comparative studies focus on standalone web applications or
browser extensions, which cannot be integrated into a CI pipeline. It appears that
research has primarily focused on Web Accessibility evaluation tools used as a sep-
arate step in the development process. Therefore, there is a need for comparative
studies like ours. To the best of our knowledge, only Engblom [12] conducted an
empirical investigation of Web Accessibility evaluation tools for CI/CD pipelines.1

Engblom [12] explored various Web Accessibility evaluation tools that can seam-
lessly integrate into a CI/CD pipeline and identified three tools, Pa11y, Cypress-axe,
and Pa11y CI, for her study. To test their ability to find Accessibility issues, she
created a test website containing systematic WCAG 2.1 criteria violations. Her
investigation revealed that while automated accessibility testing tools offer valuable
assistance in identifying accessibility issues automatically, they are not yet fully effec-
tive in providing comprehensive evaluations. The results from this study align with
the findings from the research on Web Accessibility standalone tools and browser
extensions.

Our study aims to complement and build upon Engblom’s research by inves-
tigating a different selection of Web Accessibility evaluation tools that seamlessly
integrate into a CI/CD pipeline. We seek to enhance the current research body by
providing a test environment template. At the time of writing, Engblom does not
provide access to the test website she created and utilized to evaluate the selected
tools. Therefore, part of our study involves creating a test website, which will be
made publicly available for transparency and future research purposes. Our study
will not only offer development teams insights into Web Accessibility tools that can
be integrated into their CI/CD pipeline but also contribute to the body of research
around automated Web Accessibility evaluation tools.

1At the time of writing, this Master thesis had been handed-in a few months prior and had not
yet been published. We obtained a PDF copy of the study by contacting the Aalto University.



Chapter 3

Method

The aim of this project is to evaluate the effectiveness of a selection of accessibility
testing tools within the context of a CI/CD pipeline. To achieve this goal, we cre-
ated a testing environment consisting of a dummy website. This website contains
intentional accessibility faults and serves as the focal point for our evaluation efforts.
Details about the website are provided in Section 3.2. In Section 3.1, we discuss the
four open-source accessibility testing tools chosen based on their capabilities to detect
a variety of accessibility issues and their compatibility with CI pipeline integration.
We also created a GitHub repository and integrated it with GitHub Actions to es-
tablish a CI pipeline, as outlined in Section 3.3. To assess the efficacy of these tools
in identifying and reporting accessibility issues on the website, we devised specific
evaluation metrics. These metrics, detailed in Section 3.4, were tailored to reflect the
evaluation’s criteria and objectives, providing a structured framework for analyzing
the testing results.

3.1 Web Accessibility Evaluation Tools

The topic of the study was developed in collaboration with the Web/Mobile team
at IT Services Office (ID) at Bern University. The specific requirements and needs
of the ID team, likely resonating with most web development teams, influenced the
selection of tools for this study. Specifically, we focused our attention on open source
tools that can seamlessly and efficiently integrate into a CI pipeline, utilize a rule-set
that ensures compliance with WCAG 2.1, and adequately capture accessibility issues.
The advantages of open source tools are that they are cost-free, readily accessible
and do not tie users to a specific vendor. On the other hand, there are no guarantees
of maintenance, satisfactory quality or performance. So when choosing the tools for
this study, we further considered factors such as maintainability, package dependency,
data privacy and performance.

Below, we have compiled the list of Web Accessibility Evaluation tools that we
examine in this study, each accompanied by a brief description. Note that these were
picked from the W3C website [35].

• Asqatasun is a cost-free, open source tool used to analyze websites for web
accessibility issues and for search engine optimization (SEO). Asqatasun has
been under continuous development since 2007, albeit under different aliases
[14]. The tool is based on the RGGA 4, which corresponds to the levels A and
AA of the WCAG 2.1 [10].

9
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• Deque Systems’ Axe-Core CLI is an open source accessibility testing engine
for both websites and other HTML-based user interfaces designed to work with
all modern web techniques. Axe is actively being supported by Deque Systems
which is a significant accessibility vendor. The Axe CLI tool, accessible for
installation through Node Package Manager (NPM), is open-source. The tool
allows support for the WCAG 2.0, 2.1, 2.2 on level A, AA and AAA [7].

• Squiz Labs’ HTML_CodeSniffer is a tool that checks HTML documents
or source code for accessibility violations. It follows rule-sets that encompass
the three conformance levels of WCAG 2.1. Additionally, it can be customized
to assess compliance with in-house standards. This feature can prove useful
in situations where ensuring consistency across a website is important. The
HTML_CodeSniffer can be installed via NPM and run via the terminal [28].

• IBM’s Equal Access Accessibility Checker consists of a set of open source
tools dedicated to validating web code for accessibility concerns. These tools
operate on IBM’s accessibility-checker-engine and their latest release complies
with the levels A and AA of the WCAG 2.2 [20]. In this study, we will test the
NodeJS module package, which is open-source and can be installed via NPM.
The Accessibility Checker offers validation capabilities for files, directories, and
URLs, making it highly adaptable [19].

Maintainability and package dependency are two important considerations when
committing to integrating an open source tool in ones development process. During
the selection of tools, we ensured that the ones listed above are actively maintained
and have minimal dependencies. During our tool search, we noticed that some were
built upon others. Several tools rely for example on Axe and/or HTML_CodeSniffer
[15, 23]. We excluded these tools to focus on independent tools and reduce the risk
of dependency issues. Concerning maintainability, it is important to note that the
extent of maintenance varies across different tools.

In general, many open source projects prioritize user privacy and transparency,
aiming to provide users with control over their data. However, data collection prac-
tices can vary. It is therefore vital to review privacy policies. IBM has demonstrated
commendable transparency in documenting that their Equal Access tools do not col-
lect nor send data to third-party platforms [21], highlighting their commitment to
privacy and data security. The Axe CLI tool most likely falls under Deque Systems’
term of use and privacy policy [9]. To the best of our knowledge, we could not find
a dedicated privacy policy available on the website or in the documentation for the
other tools. The HTML_CodeSniffer runs locally either through the terminal or
within the browser and does not appear to collect user data. The situation is equally
unclear for the Asqatasun tool.

Performance is another factor to take into account when selecting Web Accessi-
bility evaluation tools. The chosen tools demonstrate variances in their approaches,
with some focusing on code evaluation while others validate web pages using head-
less browsers. Continuously running scans on an entire website may not be the most
effective approach for accessibility validation. Instead, focusing on testing only web
pages that have been altered could prove to be a preferred strategy. Especially con-
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sidering that CI/CD pipeline platforms (such as GitHub Actions) have limitations
[18], having an efficient pipeline is essential for optimizing workflow.

Before outlining the testing environment for our evaluation of the aforementioned
tools, it is important to briefly discuss the limitations of the tools above. In general,
all automated Web Accessibility evaluation tools, whether open source or commercial,
can only detect certain types of issues, mainly those that can be identified through
code analysis. Some guidelines require contextual understanding, an area in which
automated tools often fall short. As a result, while these automated tools can be
valuable, they may still produce inaccuracies such as false positives (identifying non-
existent issues) or false negatives (missing actual issues), highlighting the necessity
for expert manual evaluation for precise assessments [34].

3.2 Test Website

For our study, we created a test website that includes WCAG violations. The pur-
pose was to create a controlled environment for the performance assessment of the
Web Accessibility evaluation tools. The website was designed using HTML, CSS,
JavaScript and locally hosted via the Express.js framework to facilitate URL-based
testing tool requirements. Composed of five pages, three are relevant for testing:
Perceivable, Operable, and Understandable. These test pages are named after the
principles in the WCAG. Note that there are a total of four principles (Perceivable,
Operable, Understandable, and Robust). The first three principles were selected based
on their initial descriptions, as they all seemed tangible and testable. The Robust
principle was excluded from this study, as explained in 3.2.4. Violations were de-
liberately included on the Perceivable, Operable, and Understandable pages for each
implemented criterion, ranging from easily detectable, like missing alternative text
on images, to those requiring additional context for identification. Due to time con-
straints, we prioritized implementing the criteria that we judged to be the easiest to
implement, based on the documentation found on W3C’s website [41]. The test web-
site maintains a consistent structure across its pages, except for the Understandable
page, which intentionally deviates to highlight the criterion of consistent navigation.
This deviation involves swapping the positions of the header and footer elements.

Each page contains a set of guidelines and criteria presented in a standardized
layout, as shown in Figure 3.1. Each guideline and its corresponding criterion are
introduced by a main heading. Typically, the criterion section includes explana-
tory text followed by examples displayed in two boxes: one green, indicating correct
implementation, and one red, depicting incorrect approaches. Additional informa-
tion, denoted by a yellow box, may accompany certain criteria, showcasing existing
implementation, examples from other pages, or relevant details.

The examples created are mostly derived directly from those provided by W3C.
It was determined that incorporating as much as possible from their examples would
enhance the credibility of our testing site, as they are the ones establishing the rules.
For rules lacking clear examples or any examples at all, we had to formulate our own
interpretations based on the information provided by W3C [41]. To further enhance
our credibility, we sought a review from the Web/Mobile team at IT Services Office
(ID) at Bern University.
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Figure 3.1: Layout of a test case on the test website

In this chapter, we present the implemented criteria for each principle along with
examples of their violations. In order to avoid confusion in later chapters, it is
important to highlight the difference between the number of criteria and violations
reported for each principle and the number of criteria and violations reported for
each test web page. Each of the three test web pages is dedicated to evaluating
criteria violations based on one of the principles after which it is named. However,
due to certain restrictions, some pages also include criteria from other principles. For
example, criterion 3.1.1 Language of page mandates identifying the primary language
using the lang attribute within the HTML tag. To illustrate various test cases, a
wrongful primary language was added to the Understandable page, while the lang
attribute was deliberately removed from the Perceivable page. This approach was
necessary since the HTML tag is singular within HTML documents. Please bear
in mind that this is the rationale behind the discrepancies between the numbers
presented in tables in this chapter and those in chapter 4, in which we discuss the
results obtained by the selected tools for each test web page. Now that we’ve clarified
this point, let’s explore the implemented criteria and violations for each principle.

3.2.1 Perceivable Criteria

The WCAG Perceivable principle focuses on ensuring that digital content such as
information and user interface components is presented in a way that is accessible to
all users. This principle addresses various aspects of content presentation and sensory
experience to make information perceivable. As seen in Table 3.1, the Perceivable
principle consists of twenty-nine criteria, eight of which are implemented on the test
website’s Perceivable web page. In the following text, the implemented criteria will
be explained along with the examples.
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Table 3.1: A list of the WCAG’s Perceivable criteria

Criterion Implemented
1.1.1: Non-text Content ✓
1.2.1: Audio-only and Video-only (Prerecorded)
1.2.2: Captions (Prerecorded)
1.2.3: Audio Description or Media Alternative (Prerecorded)
1.2.4: Captions (Live)
1.2.5: Audio Description (Prerecorded)
1.2.6: Sign Language (Prerecorded)
1.2.7: Extended Audio Description (Prerecorded)
1.2.8: Media Alternative (Prerecorded)
1.2.9: Audio-only (Live)
1.3.1: Info and Relationships ✓
1.3.2: Meaningful Sequence ✓
1.3.3: Sensory Characteristics ✓
1.3.4: Orientation ✓
1.3.5: Identify Input Purpose
1.3.6: Identify Purpose
1.4.1: Use of Color ✓
1.4.2: Audio Control
1.4.3: Contrast (Minimum) ✓
1.4.4: Resize Text
1.4.5: Images of Text
1.4.6: Contrast (Enhanced) ✓
1.4.7: Low or No Background Audio
1.4.8: Visual Presentation
1.4.9: Images of Text (No Exception)
1.4.10: Reflow
1.4.11: Non-text Contrast
1.4.12: Text Spacing
1.4.13: Content on Hover or Focus
Total: 29 8

Non-text Content (1.1.1)

This criterion states that all non-text content, such as emoticons, ASCII art, or
images, should in most cases provide a text alternative that serves the equivalent
purpose. The reason behind this is to convey visual information for people who are
visually impaired and might rely on screen readers or other assistive technology to
access content. The three examples featured on the test website illustrate scenarios
where the text alternative is missing, where a non-descriptive text alternative fails
to convey information, and where an exception to text alternatives applies, such
as when the non-text content is purely decorative, meaning it serves no functional
purpose other than visual aesthetics. Figure 3.2 shows one of the test cases created
for criterion 1.1.1 on the Perceivable web page.
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Figure 3.2: Test case for criterion 1.1.1 showcasing decorative image

Info and Relationships (1.3.1)

This criterion emphasizes the importance of ensuring that information conveyed by
visual elements, such as layout and structure, is also available in text form or can be
programmatically determined. For example, a heading can be visually determined
by the font size and often by bolder font, but to convey it programmatically, we
must use the appropriate heading elements available. The examples implemented
provide test cases for scenarios where the heading order is incorrect (see Figure 3.3),
an ordered list lacks list items, and a table fails to convey its headers.

Figure 3.3: Test case for criterion 1.3.1 showcasing headings in incorrect order

Meaningful Sequence (1.3.2)

The Meaningful Sequence criterion states that content should preserve a meaningful
sequence even when a user agent provides an alternative presentation. For example,
having two columns of text where the right one is written first programmatically
breaks the meaningful sequence when reading from left to right. Furthermore, this
principle applies to sequencing in text as well. For instance, formatting text with a
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blank space between the characters, e.g. “W E L C O M E”, may result in screen
readers reading each letter separately. By using CSS, it is possible to space the
characters without affecting the meaning. This test case was derived from the W3C
example F32 [37], and the column example was adapted from the examples provided
in W3C understanding 1.3.2 [40].

Sensory Characteristics (1.3.3)

Sensory Characteristics specifies that instructions for comprehending and navigating
content should not depend on a single sensory attribute, such as color, shape, size, or
sound. For this, an example was adapted from W3C example F26 [37]. The example
involves a navigation menu containing only icons without any other way to identify
them.

Orientation (1.3.4)

Orientation states that content should not be restricted based on the orientation
of the device, ensuring visibility across all available views, such as portrait and
landscape. The example is taken from W3C example F100 [37] and demonstrates
this principle by revealing content exclusively in portrait orientation.

Use of Color (1.4.1)

This criterion communicates the importance of not relying only on color to convey
information or actions visually. Two test cases were implemented on the website
based on the W3C examples F73 and F81 [37]. The first example features a link that
only uses a different color instead of both a different color and an underline. The
second example involves a submitted form where fields have not been filled in. In the
form with errors, only the color red is used to indicate the missing fields, whereas
the other form also includes error text.

Minimum Contrast and Enhanced Contrast (1.4.3, 1.4.6)

The minimum contrast and enhanced contrast criteria are quite similar, differing
primarily in the required contrast ratio between background and foreground, which
is notably higher for the enhanced criterion. These criteria are in place to ensure
sufficient contrast on web pages. For each criterion, three test cases were implemented
based on the ratios explained within the criterion, which can be found in W3C
understanding 1.4.3 and 1.4.6. These tests include sufficient contrast on normal text,
large scale text (defined as text with a font size of at least 18pt), and another large
scale text where the font is 14pt and bold, which also meets the criteria for sufficient
contrast. To verify sufficient contrast for the tests, webAIM’s contrast checker was
utilized for contrast control [33].

Table 3.2: Violations implemented for each Perceivable criterion

Criterion Violations
1.1.1 Non-text Content 3
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Continuation of Table 3.2
Criterion Violations
1.3.1 Info and Relationships 3
1.3.2 Meaningful Sequence 2
1.3.3 Sensory Characteristics 1
1.3.4 Orientation 1
1.4.1 Use of Color 2
1.4.3 Contrast (Minimum) 3
1.4.6 Contrast (Enhanced) 3
Total: 8 18

Table 3.2 summarizes the aforementioned criteria that have been implemented,
along with the number of violations per criterion.

3.2.2 Operable Criteria

The WCAG Operable principle is centered around ensuring that websites and digital
platforms are navigable and interactive for all users, regardless of their abilities or
devices used. This principle addresses various aspects of navigation and interaction
functionalities to enhance accessibility and usability. As seen in Table 3.3, the Op-
erable principle consists of twenty-nine criteria, six of which are implemented on the
test website’s Operable web page. In the following text, the implemented criteria
will be explained along with the examples.

Table 3.3: A list of the WCAG’s Operable criteria

Criterion Implemented
2.1.1: Keyboard ✓
2.1.2: No Keyboard Trap
2.1.3: Keyboard (No Exception)
2.1.4: Character Key Shortcuts
2.2.1: Timing Adjustable
2.2.2: Pause, Stop, Hide ✓
2.2.3: No Timing
2.2.4: Interruptions
2.2.5: Re-authenticating
2.2.6: Timeouts
2.3.1: Three Flashes or Below Threshold ✓
2.3.2: Three Flashes ✓
2.3.3: Animation from Interactions
2.4.1: Bypass Blocks
2.4.2: Page Titled ✓
2.4.3: Focus Order ✓
2.4.4: Link Purpose (In Context)
2.4.5: Multiple Ways
2.4.6: Headings and Labels
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Continuation of Table 3.3
Criterion Implemented
2.4.7: Focus Visible
2.4.8: Location
2.4.9: Link Purpose (Link Only)
2.4.10: Section Headings
2.5.1: Pointer Gestures
2.5.2: Pointer Cancellation
2.5.3: Label in Name
2.5.4: Motion Actuation
2.5.5: Target Size
2.5.6: Concurrent Input Mechanisms
Total: 29 6

Keyboard (2.1.1)

To meet the keyboard criterion, a keyboard interface must be implemented to en-
sure that all functionality on the page is operable through it. An exception to this
requirement is elaborated upon in detail on the page explaining the criterion, which
can be found in W3C Understanding 2.1.1 [40]. For this criterion, three examples
were implemented: two were directly drawn from the W3C examples F42 and F55
[37], and the third is an adaptation of a test procedure found in example F55 [37].
In this example, the focus shifts from the element after 3 seconds without the user
having any control and therefore focus does not remain on the element until the user
moves it.

Pause, Stop, Hide (2.2.2)

This criterion states that any moving, blinking, or scrolling information that starts
automatically and lasts more than five seconds should be able to be paused, stopped,
or hidden by the user, unless the movement is essential to the functionality. The
example given for this criterion is an adaptation of the W3C examples F4 and F50
[37] and includes a blinking sale sign that cannot be stopped.

Three Flashes or Below Threshold and Three Flashes (2.3.1, 2.3.2)

The criteria are very similar, but the Three Flashes or Below Threshold criterion
is slightly more lenient. The difference is that Three Flashes or Below Threshold
allows for more than three flashes per second if the flashing is dim enough or in a
small enough area, whereas Three Flashes strictly states that the web page should
not contain anything that flashes more than three times per second. For these cri-
teria, one example was implemented with flashing text that flashes five times per
second. The example was implemented based on the information provided by W3C
in understanding 2.3.1 and 2.3.2 [40].
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Page Titled (2.4.2)

This criterion states that a web page is supposed to have a title and that the title
should describe the topic or purpose of the page. For this criterion two examples
were implemented on two different pages since the title tag is only allowed once per
page. On the Perceivable web page, the title What is a title? was implemented,
which is non-descriptive. This is an adaptation of the examples given by W3C in
F25 [37]. On the Operable page, no title was implemented at all.

Focus Order (2.4.3)

Focus Order states that a web page that allows sequential navigation and these
navigation sequences impact meaning or functionality, focus is given to components
in an order that maintains their significance and functionality. An example of this
can be found when using the tab key to navigate the navigation menu positioned
at the top of the page. The provided example, drawn from W3C example F44 [37],
demonstrates a deviation from the intended sequential navigation order.

Table 3.4: Violations implemented for each Operable criterion

Criterion Violations
2.1.1: Keyboard 3
2.2.2: Pause, Stop, Hide 1
2.3.1: Three Flashes or Below Threshold 1
2.3.2: Three Flashes 1
2.4.2: Page Titled 2
2.4.3: Focus Order 3
Total: 6 11

Table 3.4 summarizes the aforementioned criteria that have been implemented,
along with the number of violations per criterion.

3.2.3 Understandable Criteria

The WCAG Understandable principle emphasizes the importance of presenting con-
tent in a clear and understandable manner, ensuring that all users can easily compre-
hend the information provided. This principle aims to make digital content accessible
to individuals with diverse cognitive abilities, language skills, and literacy levels. As
seen in Table 3.5, the Understandable principle consists of seventeen criteria, ten
of which are implemented on the test website’s Understandable web page. In the
following text, the implemented criteria will be explained along with the examples
implemented.

Table 3.5: A list of the WCAG’s Understandable criteria

Criterion Implemented
3.1.1: Language of Page ✓
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Continuation of Table 3.5
Criterion Implemented
3.1.2: Language of Parts ✓
3.1.3: Unusual Words ✓
3.1.4: Abbreviations ✓
3.1.5: Reading Level
3.1.6: Pronunciation
3.2.1: On Focus ✓
3.2.2: On Input ✓
3.2.3: Consistent Navigation ✓
3.2.4: Consistent Identification ✓
3.2.5: Change on Request
3.3.1: Error Identification ✓
3.3.2: Labels or Instructions ✓
3.3.3: Error Suggestion
3.3.4: Error Prevention (Legal, Financial, Data)
3.3.5: Help
3.3.6: Error Prevention (All)
Total: 17 10

Language of Page and Language of Parts (3.1.1, 3.1.2)

The criterion Language of Page stresses the necessity of programmatically determin-
ing the default language of a web page. In contrast, the criterion of Language of
Parts focuses on bilingual pages where the default language has been set, yet cer-
tain content segments may be written in another language. Consequently, each such
segment should be tagged with its corresponding language using the lang attribute.
There are a few exceptions for when the lang attribute is not required, which are
detailed in W3C understanding 3.1.2 [40].Two examples exist for Language of Page.
One exists on the Perceivable page where the lang attribute is removed from the
HTML element altogether, and the other example is a wrongful declaration of de-
fault language on the Understandable page.The example provided for Language of
Parts contains two texts written in languages other than the default language of the
page without the lang attribute.

Unusual Words and Abbreviations (3.1.3, 3.1.4)

The Unusual Words and Abbreviations criteria share similarities. Unusual Words
requires a mechanism for identifying definitions of uncommon words or phrases, in-
cluding idioms and jargon. Conversely, Abbreviations necessitates a mechanism for
revealing the expanded form or meaning of abbreviations. In our scenario, the mech-
anism is the dictionary web page available on the site, containing explanations for
both the abbreviations and unusual words presented in the examples.
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On Focus (3.2.1)

On Focus states that when a component receives focus, it should not cause a change of
context. This criterion aims to ensure predictable functionality while users navigate
through the web page. An example implemented, provided under the intent in W3C
understanding 3.2.1 [40], illustrates a change of context, such as when a component
receives focus, it shifts to another component.

On Input (3.2.2)

Similar to On Focus, On Input states that changing any components does not auto-
matically cause a change of context, except when the user has been informed that
this behavior will occur immediately. An example implemented is adapted from the
W3C F36 example [37], where a select form will be submitted immediately once the
user chooses an option.

Consistent Navigation (3.2.3)

This criterion focuses on navigation elements appearing consistently on multiple web
pages within the same web application unless changed by the user. This criterion
exists to encourage consistent presentation and layout. While considering W3C ex-
ample F66 [37] as a potential example, we found it more effective to demonstrate
by swapping the positions of the header and footer elements on the Understandable
web page, rather than swapping the order inside the navigation menu.

Consistent Identification (3.2.4)

Consistent Identification emphasizes the importance of having components with the
same functionality being displayed in a consistent manner. To evaluate this criterion,
a search function was implemented across all pages. The component is named Search
consistently across all pages, except on the Understandable page, where it is labeled
Find. This example draws from the W3C example F31 [37].

Error Identification (3.3.1)

The Error Identification criterion focuses on the importance of notifying the user
when an error occurs and enabling them to understand the nature of the problem.
To achieve this, error messages should be as specific as possible. For this criterion
an example containing a form was implemented. If the form is not correctly filled
in when submitted the text ‘Something went wrong.’ will show up which is not
sufficient for the user to identify the error.

Labels or Instructions (3.3.2)

This criterion focuses on ensuring that labels or instructions are provided when
the content requires input from the user. The primary goal is to minimize errors
and incomplete submissions by ensuring that users understand what information is
required and how to provide it correctly. The example mentioned earlier, regarding a
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form not handling Error Identification properly, was elaborated upon, and the labels
for that form were removed in order to provide an example for this criterion.

Table 3.6: Violations implemented for each Understandable criterion

Criterion Violations
3.1.1: Language of Page 2
3.1.2: Language of Parts 2
3.1.3: Unusual Words 2
3.1.4: Abbreviations 3
3.2.1: On Focus 1
3.2.2: On Input 1
3.2.3: Consistent Navigation 1
3.2.4: Consistent Identification 1
3.3.1: Error Identification 1
3.3.2: Labels or Instructions 2
Total: 10 16

Table 3.6 summarizes the aforementioned criteria that have been implemented,
along with the number of violations per criterion.

3.2.4 Robust

The WCAG robust principle emphasizes that a web page’s content must be robust
enough to be interpreted by a wide range of user agents, including assistive technolo-
gies. While we recognize that this principle is as important as the other three, we
decided not to include the robust principle in our study. The robust criteria are less
tangible than the ones from the other three principles and thus are more challenging
to test with specific test cases. Further, it was important to limit the scope of our
test website in order to respect the deadlines given for this project.

3.3 GitHub Repository and GitHub Actions

The test website created for our experiment is hosted on GitHub Pages and can be
viewed through a public link.1 The source code for the test website is available in
our GitHub repository.2 Additionally, the repository contains all scripts necessary
to run the selected Web Accessibility evaluation tools and generate the data for this
study. Finally, the repository includes the GitHub Actions workflows we created as
part of our study to ensure that the Web Accessibility evaluation tools, described in
Section 3.1, can be integrated into a CI/CD pipeline. The integration of the tools
into a GitHub Actions CI/CD pipeline is detailed in Section 4.1. We chose GitHub
Actions as our CI/CD platform due to its convenience, given that we use GitHub to
store, manage, and share our code.

1See https://idasm-unibe-ch.github.io/unibe-web-accessibility.
2See https://github.com/idasm-unibe-ch/unibe-web-accessibility/tree/master/public.

https://idasm-unibe-ch.github.io/unibe-web-accessibility
https://github.com/idasm-unibe-ch/unibe-web-accessibility/tree/master/public
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3.4 Evaluation Metrics
We maintain a clear record of how many violations of WCAG criteria have been
introduced on the test website (as detailed in Section 3.2), which enables us to test
the selected Web Accessibility evaluation tools and compare their results against the
benchmark for each test web page. We developed three distinct metrics for our study:

1. Criteria identification ∑
successfully identified criteria∑
implemented WCAG criteria

2. Error description evaluation∑
correctly identified error descriptions∑

implemented WCAG criteria violations

3. Error position evaluation∑
correctly identified error locations∑

implemented WCAG criteria violations

The first metric focuses on the number of WCAG criteria addressed on the test
website. By analyzing each error reported in relation to the WCAG criteria it ad-
dresses, we can determine how many criteria each tool managed to detect among
those implemented across the test web pages.

The second and third metric focus on the number of violations introduced onto
each test web page and the number of errors reported by each tool. Simply comparing
the total number of violations implemented on each test web page against the number
of reported errors by each tool for the web page disregards whether these errors
indicate actual WCAG violations present on the page or whether they are false
alarms. Therefore, we established that the tools would be evaluated based on the
quality of error descriptions and their positions, as an error warning is only useful if
it includes a detailed description of the issue and accurately identifies its location on
the page. Hence, based on the results report, we assessed both the error description
and the provided error position for each identified error. This approach allows for a
more nuanced comparison.

Previous research has employed sophisticated metrics, such as those in [3, 30],
which were not suitable for the scope of this project. Another common approach in
previous studies is to simply use the number of errors reported by each tool, as seen
in [1, 12, 24]. However, this approach does not distinguish between true positives
(errors reported by the tools that are present on the webpage) and false positives
(errors reported by the tools that are not actually present on the webpage). Following
a similar approach to Vigo et al. [32], though less detailed, we developed metrics
appropriate for this study’s scope that account for the difference between true and
false positives.
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Results and Analysis

In this chapter, we analyze the outcomes of our investigation of Web Accessibility
evaluation tools, which manifest in two main results. Firstly, we gained insights
about the tools’ capabilities for seamless integration into a CI/CD pipeline. Our
experiences are detailed in Section 4.1. Secondly, we assessed their performance
within the context of our test website by means of the evaluation metrics defined in
Section 3.4. These results are presented in Section 4.2.

4.1 Integration into a CI/CD Pipeline

In this section, we relate our observations for creating a Web Accessibility CI/CD
pipeline in GitHub Actions. The installation and dependency management varies
among the tools, so in Section 4.1.1 we offer a brief presentation of the requirements
for each tool in order to be able to run audits for a given web page. In Section 4.1.2,
we present the configuration and customization options that the different tools offer
to the user. In Section 4.1.3, we describe the state of the documentation for each
tool. Finally in Section 4.1.4, we explain how the tools were integrated into a GitHub
Actions workflow.

4.1.1 Installation

Deque Systems’ Axe-Core CLI, IBM’s Equal Access Accessibility Checker and Squiz
Labs’ HTML_CodeSniffer can all be installed via the Node.js JavaScript package
manager NPM. At the time of writing, we noted that the version of one of Accessi-
bility Checker’s dependencies (i.e. Puppeteer) was deprecated, leading to a warning
during the installation process. Once installed, Accessibility Checker was ready to use
[19]. However, after installing Axe, one needs to separately install the webdriver(s)
of the browser(s) one wishes to use [8]. In our case, we opted for the ChromeDriver
package for the Google Chrome browser. HTML_CodeSniffer further requires the
installation of Grunt CLI, a JavaScript task runner, and Puppeteer for the tool to
interact with a given web page via Google Chrome [28].

Unlike the other tools, Asqatasun is installed by downloading a folder containing
the source code. Asqatasun runs via a docker compose file, with which one can
either access an API or web application via a given port. Note that running a docker
compose file requires the installation of Docker. For our study, we favored a terminal
based interaction with the tools so we downloaded the required files for the Asqatasun
API [14].

23
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4.1.2 Configuration and Customization

All tools offer some degree of customization. Axe can be customized via a selection of
command options [8]. Accessibility Checker, on the other hand, can be customized via
a yml-configuration file, which is added in the root of the project. This file allows the
user to change the default settings for audits. For our study, we changed the default
policies to the latest version of the WCAG 2.1 in order to obtain comparable results.1
HTML_CodeSniffer differs again from the other tools. It is run via a JavaScript file,
which allows for customization as well but requires some programming and JavaScript
knowledge.2 Asqatasun offers some configuration options such as changing the ports
for the API or web application.3 However, from all the tools examined in this study,
we found Asqatasun to allow least customization.

4.1.3 Documentation

We have observed shortcomings in the documentation across all tools. Specifically,
there’s a lack of guidance on integrating the tools into testing frameworks such as
CI/CD pipelines. Despite emphasizing that Asqatasun "can be included in Continu-
ous Integration thanks to its API" [14], there is to the best of our knowledge no sec-
tion dedicated to it in the documentation. Since we could not find any instruction in
the documentation provided for Axe, Accessibility Checker and HTML_CodeSniffer,
the task was more challenging than expected. To tackle this problem, we consulted
Adrian Bolonio’s blog article, that explains how to integrate Axe with a CI pipeline
using a GitHub Actions workflow [5]. While this solution did not entirely meet our
needs, it served as a useful template for further development.

4.1.4 Integration into GitHub Actions Workflow

Once installed and running correctly locally, it was simple enough to integrate Axe
and Accessibility Checker into a CI/CD pipeline. Beyond the code from Adrian
Bolonio’s tutorial [5], we had to install and specify the version and path of the
ChromeDriver in order to run Axe within our GitHub Actions workflow. Note that
Axe requires the flag "–exit" in order to trigger a job fail when the tool detects errors
on the web page examined. Accessibility Checker did not require any additional
installations or programming as it provides a complete solution on GitHub Actions
and automatically triggers a job fail if the tool finds errors on the web page under
examination.

On the other hand, the solution for integrating HTML_CodeSniffer and Asqata-
sun into our GitHub Actions workflow was not as straightforward as they required
additional programming. We successfully integrated HTML_CodeSniffer into our
CI pipeline by modifying the tool’s JavaScript file to read an input argument from
the command line (i.e. the web page to audit) and terminate the script with an exit

1See https://github.com/idasm-unibe-ch/unibe-web-accessibility/blob/master/.achecker.yml
2See https://github.com/idasm-unibe-ch/unibe-web-accessibility/blob/master/html_cs.js
3See https://github.com/idasm-unibe-ch/unibe-web-accessibility/blob/master/asqatasun-

docker/api-5.0.0-rc.2_ubuntu-18.04/.env.dist

.achecker.yml
html_cs.js
.env.dist
.env.dist
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status of 1 in order to trigger a job fail in case of errors detected on the audited web
page.

Despite our best efforts, we were unable to successfully integrate Asqatasun into
our CI pipeline within the given time limitations of this project. The primary chal-
lenge stemmed from the time required to initiate the tool’s containers, conduct an
audit of a specified web page, and retrieve information regarding the number of er-
rors detected on that web page. It is important to note that generating an audit
and accessing its content are two distinct steps in Asqatasun. Between these steps,
we had to specify a minimum sleep time of 10 seconds to ensure the tool’s proper
execution and accurate generation of the audit on GitHub Actions. However, these
delays resulted in the job timing out before all steps could be executed successfully.
While we managed to partially address this issue by extending the job timeout, we
encountered another significant challenge with the tool. We were only able to au-
dit our website in its publicly deployed form. Despite dedicating several hours to
researching a solution, we were unable to generate audits of our test web pages in
development mode, which seems a common issue faced by Asqatasun users. As a
result, although we were able to obtain audits for all pages of our test website, we
were unable to effectively utilize Asqatasun within a CI pipeline setting.

4.2 Performance on Test Website
In this section, we present the results obtained from the Web Accessibility evaluation
tools’ audits of the three test web pages — Perceivable, Operable, Understandable
— on our test website. In Section 4.2.1, we discuss the format and analysis of the
audit results. In Sections 4.2.2, 4.2.3 and 4.2.4, we present the audit results and their
analysis. Lastly, Section 4.2.5 provides a summary of the findings in the form of an
overview of the tools’ overall performance on the test website.

4.2.1 Analysis of Audit Results

To streamline testing, we automated the process of conducting an audit for each test
web page with each Web Accessibility evaluation tool. It is worth noting that the
results generated by these tools come in different formats. Axe and Accessibility
Checker summarize the results from each web page audit into JSON files, whereas
Asqatasun provides the results in CSV files. By default, HTML_CodeSniffer simply
prints the results in the terminal, so we saved the output of each audit into plain text
files for further analysis. Once all tests were completed and all audits generated, we
extracted the most pertinent information for our study into a comprehensive report
for easier and clearer comparison. This report includes the following details about
each error identified by the different audits:

• Tool: The name of the tool that detected the error.

• Url: The name of the web page, on which the error occurred.

• Error name: The name or title provided as identification of the error.

• Error description: The description of the error.
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• Error position: The error’s location on the web page.

• Error help: Link to web page with further details about the error.

In addition to a description, Axe and Accessibility Checker provide a link to a
documentation page for additional information about the detected error. Further,
HTML_CodeSniffer provides the guideline violated by the error in the error name.
In the following, we consider this extra information as an extension of the error
description. Note that the error descriptions obtained from Asqatasun were only
available in French. Further, to the best of our knowledge, Asqatasun does not
provide any specific details about the location of the errors detected.

To evaluate the performance of each Web Accessibility evaluation tool, we metic-
ulously reviewed every reported error, analyzing the criterion it addresses, its error
description, and, if provided, the location identified for the error. Then we computed
the score for each evaluation metric (see Section 3.4). Metric 1 evaluates the percent-
age of successfully identified criteria out of the total criteria implemented on the test
website. Metrics 2 and 3 both concern the total WCAG violations introduced on the
test website. Metric 2 measures the percentage of correctly identified errors based
on their description, while Metric 3 assesses it based on their position provided in
the results report. In the subsequent sections, we present the audit results alongside
the analysis findings.

4.2.2 Perceivable Web Page

Table 4.1 provides a summary of all criteria incorporated into the Perceivable web
page, along with the count of violations introduced for each criterion. The first col-
umn lists all criteria present on the page. It is worth noting that most criteria belong
to the Perceivable principle, but criterion 2.4.2 Page Title falls under the Operable
principle, and 3.1.1 Language of Page belongs to the Understandable principle. These
criteria were included on the Perceivable web page due to space constraints and to
maintain a clear separation of concerns for certain test cases across the Operable and
Understandable web pages. In total, we implemented 10 criteria on this web page.

The second column of Table 4.1 displays the number of violations introduced on
the Perceivable web page as part of the test cases for each criterion. In total, we
worked in 20 violations. It is important to note that these violations were inten-
tionally implemented on the web page for testing purposes. While there may be
additional violations of WCAG criteria across the pages of the test website, we can
be certain that there are at least 20 violations on the Perceivable page that the test-
ing tools could detect. With this information in mind, let’s delve into the results
obtained by the testing tools for the Perceivable web page.

Table 4.1: Criteria and violations implemented on the Perceivable page

Criterion Violations
1.1.1 Non-text Content 3
1.3.1 Info and Relationships 3
1.3.2 Meaningful Sequence 2
1.3.3 Sensory Characteristics 1
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Continuation of Table 4.1
Criterion Violations
1.3.4 Orientation 1
1.4.1 Use of Color 2
1.4.3 Contrast (Minimum) 3
1.4.6 Contrast (Enhanced) 3
2.4.2 Page Titled 1
3.1.1 Language of Page 1
Total: 10 20

Table 4.2 presents the results from the audits of the Perceivable web page. The
first column lists all Web Accessibility evaluation tools, while the second column
provides the total number of errors reported by each tool. Asqatasun identified
the fewest errors (5), whereas Axe detected the highest number of errors (7), closely
followed by Accessibility Checker and HTML_CodeSniffer, both identifying 6 errors.
When comparing these results with the details provided in Table 4.1, we observe that
out of the 20 violations intentionally introduced on the page, the testing tools, on
average, detected only a third. However, it is important to note that the errors
flagged by the tools may not necessarily coincide with the violations implemented on
the page. For a more accurate comparison, further scrutiny of the errors obtained
from the tools is necessary.

Table 4.2: Errors reported on the Perceivable page

Tool Errors reported
Accessibility Checker 6
Axe 7
HTML_CodeSniffer 6
Asqatasun 5

As part of the analysis of the results in Table 4.2, we examined each error reported
by the tools for the Perceivable web page to determine which criteria it addressed.
The results from this analysis can then be compared with the list of criteria imple-
mented on the page. Table 4.3 illustrates which implemented criteria were correctly
identified by the testing tools. The analysis of the results reveals that Accessibility
Checker, Axe and HTML_CodeSniffer successfully identified 4 out of the 10 criteria
implemented on the page. However, Asqatasun only identified 3 out of the 10 cri-
teria, missing criterion 1.1.1 Non-text Content among others. This finding suggests
that the testing tools found less than half of the criteria implemented on the page
(see Table 4.6).

Another aspect, that we scrutinized in our analysis, is the error description and
location provided by the Web Accessibility evaluation tools for each error. The
insights from this examination are presented in Tables 4.4 and 4.5. Specifically,
Table 4.4 contains the findings from the evaluation of the descriptions provided for
the errors reported for the Perceivable web page. The first column of the table lists
all the Web Accessibility evaluation tools. The center column contains the results
from the error description analysis, divided into two further columns labeled T(rue)
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Table 4.3: Criteria detected on the Perceivable page

Criteria Accessibility Checker Axe HTML_CodeSniffer Asqatasun
1.1.1 ✓ ✓ ✓
1.3.1 ✓ ✓ ✓ ✓
1.3.2
1.3.3
1.3.4
1.4.1
1.4.3 ✓ ✓ ✓ ✓
1.4.6
2.4.2
3.1.1 ✓ ✓ ✓ ✓

Total: 10 4 4 4 3

and F(alse) respectively. Column T provides the sum of descriptions evaluated as
clear and accurate for each tool, while Column F contains the sum of inaccurate
error descriptions for each tool. The rightmost column summarizes the total count
of errors reported by each tool for the Perceivable page (cf. Table 4.2). The findings
from the analysis of the error descriptions indicate that all errors reported for the
Perceivable page are evaluated as accurate.

Table 4.5 presents the findings of the error position analysis for each error reported
for the Perceivable page. The table reflects the results in Table 4.4, except for
Asqatasun. As explained in Section 4.2.1, Asqatasun does not provide a location for
the reported errors. The findings illustrated in Table 4.4 and 4.5 both suggests that
the errors reported by the tools do indeed relate to the violations introduced on the
Perceivable web page.

Table 4.4: Evaluation of error descriptions reported for the Perceivable page

Tool Error description Total errors reportedT F
Accessibility Checker 6 0 6
Axe 7 0 7
HTML_CodeSniffer 6 0 6
Asqatasun 5 0 5

Table 4.5: Evaluation of error positions reported for the Perceivable page

Tool Error position Total errors reportedT F
Accessibility Checker 6 0 6
Axe 7 0 7
HTML_CodeSniffer 6 0 6
Asqatasun - - 5
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Based on the analysis outcomes presented in Tables 4.3, 4.4, and 4.5, we can
compute the evaluation metrics for each tool in order to assess their overall perfor-
mance on the Perceivable web page. The calculated percentages are shown in Table
4.6. Metric 1 represents the percentage of successfully identified criteria out of the
total criteria implemented on the web page. Metric 2 represents the percentage of
correctly identified errors based on their description out of the total violations intro-
duced on the web page, and Metric 3 assesses it based on their position provided in
the results report.

Table 4.6: Evaluation metrics for results on Perceivable page

Metric Accessibility Checker Axe HTML_CodeSniffer Asqatasun
1. Criteria 0,40 0,40 0,40 0,30
2. Description 0,30 0,35 0,30 0,25
3. Position 0,30 0,35 0,30 0
Average 0,33 0,36 0,33 0,18

Table 4.6 indicates that on average the testing tools were able to detect approxi-
mately 30% of the WCAG violations introduced on the Perceivable web page. Axe
performs best among all four testing tools with an average score of 36%. Axe is
closely followed by Accessibility Checker and HTML_CodeSniffer, both achieving
an average score of 33%. Asqatasun ranks last with an average score of 18%.

4.2.3 Operable Web Page

Table 4.7 provides an overview of all criteria implemented on the Operable web
page, along with the count of violations associated with each criterion. The table
indicates that the Operable web page contains a total of 6 criteria, all falling under
the Operable principle. Additionally, it reveals that the web page has a total of
10 violations. While there may be further violations of WCAG criteria on this test
web page, the Operable page contains at least 10 violations that testing tools could
identify.

Table 4.7: Criteria and violations implemented on the Operable page

Criterion Violations
2.1.1 Keyboard 3
2.2.2 Pause, Stop, Hide 1
2.3.1 Three Flashes or Below Threshold 1
2.3.2 Three Flashes 1
2.4.2 Page Titled 1
2.4.3 Focus Order 3
Total: 6 10

The results of the audits conducted on the Operable web page using each test-
ing tool are summarized in 4.8. The table reveals that Axe detected the highest
number of errors (7), followed by Accessibility Checker (4). Both Asqatasun and
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HTML_CodeSniffer report only one error each for this web page. When comparing
these values to the number of violations identified on the Operable page (cf. Table
4.7), we observe that the tools performed relatively poorly in terms of error detec-
tion. As previously noted, the errors reported by the Web Accessibility tools may not
precisely correspond to the violations implemented on the page. For a more accurate
comparison, the errors flagged by the testing tools require further analysis.

Table 4.8: Errors reported on the Operable page

Tool Errors reported
Accessibility Checker 4
Axe 7
HTML_CodeSniffer 1
Asqatasun 1

Table 4.9 presents the results of the initial error analysis. Based on the number of
criteria that have been implemented on the Operable web page, we can determine the
correctly identified criteria for each tool by examining the errors they flagged. The
values in Table 4.9 indicate that all four tools correctly identified criterion 2.4.2 Page
Titled. Additionally, Axe identified criterion 2.4.3 Focus Order, successfully recog-
nizing 2 out of 6 criteria. Accessibility Checker, HTML_CodeSniffer, and Asqatasun
each managed to identify only one out of the six criteria integrated on the page.

Table 4.9: Criteria detected on the Operable page

Criteria Accessibility Checker Axe HTML_CodeSniffer Asqatasun
2.1.1
2.2.2
2.3.1
2.3.2
2.4.2 ✓ ✓ ✓ ✓
2.4.3 ✓

Total: 6 1 2 1 1

During the analysis, we encountered challenges in assessing some errors reported
by Accessibility Checker and by Axe regarding whether they corresponded to one
of the criteria implemented on the page. The errors describe color contrast issues
between text and background, typically associated with Perceivable criterion 1.4.3.
However, it could be argued that the errors indicate criteria 2.2.2, 2.3.1 or 2.3.2,
which address accessibility concerns with flashing elements on a web page. Table
4.10 provides details of one such ambiguous error as an example. While the color
contrast issue could be viewed as adjacent to a flashing issue, the connection is not
necessarily apparent. Ultimately, we opted for a stricter approach in presenting the
results. Therefore, the ambiguous errors reported by Accessibility Checker and Axe
were not counted or included in the overview in 4.9.

Let’s now delve into the analysis of the description and location of each error
reported by the Web Accessibility evaluation tools. Table 4.11 specifies the results
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Table 4.10: Ambiguous error reported by Axe

Error name Error description Error position Criterion
color-contrast Ensures the contrast

between foreground
and background colors
meets WCAG 2 AA
minimum contrast
ratio thresholds

<h4>SALE</h4> 1.4.3

of the error description analysis. Upon examining the description of each error re-
ported by Accessibility Checker, we discover that only one out of the 4 flagged errors
corresponds to one of the violations present on the Operable web page. This suggests
that Accessibility Checker incorrectly identified 3 errors on the page. Regarding Axe,
the analysis of its error descriptions also reveals 3 false identifications. Only 4 out of
the 7 reported errors by Axe coincide with the violations that we introduced on the
page. Finally Table 4.11 indicates that the errors detected by HTML_CodeSniffer
and Asqatasun on the Operable web page successfully warn the user of a violation
introduced on that page.

Table 4.11: Evaluation of error descriptions reported for the Operable page

Tool Error description Total errors reportedT F
Accessibility Checker 1 3 4
Axe 4 3 7
HTML_CodeSniffer 1 0 1
Asqatasun 1 0 1

Table 4.12: Evaluation of error positions reported for the Operable page

Tool Error position Total errors reportedT F
Accessibility Checker 2 2 4
Axe 4 3 7
HTML_CodeSniffer 1 0 1
Asqatasun - - 1

As presented in Table 4.12, the analysis of the error position provided for each
reported error reveals similar findings for Axe and HTML_CodeSniffer. Regarding
Accessibility Checker, the findings for the errors reported by the tool differ from the
results in Table 4.11. The values suggest that, concerning error positions, Accessibil-
ity Checker successfully identified the location of two violations implemented on the
page. Comparing the findings for Accessibility Checker in Tables 4.11 and 4.12, we
find that although two errors were accurately located by the tool, one of them was
accompanied by an inappropriate description of the error at hand. As for Asqatasun,
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we cannot compare the results from Tables 4.11 and 4.12 since the tool only provides
a description of the error without specifying its location.

Table 4.13 displays the percentages for the evaluation metrics derived from the
analysis outcomes presented in Tables 4.9, 4.11, and 4.12. Note that for the calcula-
tion of Metrics 2 and 3, we use the number of true errors for each tool (see column T
in Tables 4.11 and 4.12). The table reveals that the testing tools detected between 8
and 37% of the WCAG violations implemented on the Operable web page. Axe no-
tably outperformed the other testing tools with an average score of 37%. Accessibility
Checker achieved an average score of 15%, closely followed by HTML_CodeSniffer
with an average of 12%. Asqatasun only achieved an average of 8%, according to
our findings.

Table 4.13: Evaluation metrics for results on Operable page

Metric Accessibility Checker Axe HTML_CodeSniffer Asqatasun
1. Criteria 0,16 0,33 0,16 0,16
2. Description 0,10 0,40 0,10 0,10
3. Position 0,20 0,40 0,10 0
Average 0,15 0,37 0,12 0,08

4.2.4 Understandable Web Page

Table 4.14 summarizes all criteria integrated into the Understandable web page,
along with the count of violations introduced for each criterion. The table indicates
that a total of 10 criteria and 15 violations were implemented on the Understandable
page. As emphasized previously, while there may be additional violations of WCAG
criteria on this particular test web page, we can be sure that there are at least 15
violations on the Understandable page that could be detected by the testing tools.

Table 4.15 presents the results obtained through the audits performed on the
Understandable web page. Each row in the table provides the name of the testing
tool and the number of errors it reported for the page examined. HTML_CodeSniffer
detected the highest number of errors (5), followed by Accessibility Checker and Axe,
both identifying 2 errors. Asqatasun reports only one error. Comparing the values
in Table 4.15 to the number of 15 violations found on the Understandable page (refer
to Table 4.14), we observe a relatively poor performance of the tools. Let’s further
examine these findings by analyzing the errors in view of which criteria the tools
detected (see Table 4.9).

Table 4.14: Criteria and violations implemented on the Understandable page

Criterion Violations
3.1.1 Language of Page 1
3.1.2 Language of Parts 2
3.1.3 Unusual Words 2
3.1.4 Abbreviations 3
3.2.1 On Focus 1
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Continuation of Table 4.14
Criterion Violations
3.2.2 On Input 1
3.2.3 Consistent Navigation 1
3.2.4 Consistent Identification 1
3.3.1 Error Identification 1
3.3.2 Labels or Instructions 2
Total: 10 15

Table 4.15: Errors reported on the Understandable page

Tool Errors reported
Accessibility Checker 2
Axe 2
HTML_CodeSniffer 5
Asqatasun 1

Table 4.16 displays which implemented criteria were correctly identified by the
testing tools. Accessibility Checker, Axe, and HTML_CodeSniffer successfully de-
tected criterion 3.3.2. Among all tools, Asqatasun was the only one to miss detect-
ing criterion 3.3.2. However, it is the only one to accurately detect criterion 3.1.2.
HTML_CodeSniffer uniquely identified criterion 3.2.2. Thus, HTML_CodeSniffer
was able to detect 2 out of 6 criteria, while the other tools each correctly identified
only one criterion out of the total criteria implemented on the page.

Table 4.16: Criteria detected on the Understandable page

Criteria Accessibility Checker Axe HTML_CodeSniffer Asqatasun
3.1.1
3.1.2 ✓
3.1.3
3.1.4
3.2.1
3.2.2 ✓
3.2.3
3.2.4
3.3.1
3.3.2 ✓ ✓ ✓

Total: 10 1 1 2 1

HTML_CodeSniffer reported two noteworthy errors, detailed in Table 4.17. As
indicated in the rightmost column of the table, HTML_CodeSniffer suggests that
criterion 4.1.2 is violated at two locations on the Understandable web page. Note
that criterion 4.1.2 falls under the Robust principle. As explained in Section 3.2.4,
we opted to limit our study’s scope to the Perceivable, Operable, and Understandable
principles. Therefore, the violations of Robust criteria detected by HTML_CodeSniffer
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were not intentionally introduced on our test website. Nevertheless, the criteria vi-
olations identified by HTML_CodeSniffer are justifiable. It is accurate that the
elements listed under "Error position" (see third column from the left in Table 4.17)
appear without an associated label element on the Understandable test web page.

Table 4.17: Ambiguous error reported by HTML_CodeSniffer

Error Name Error description Error position Criterion
WCAG2AA-
Principle4-
Guideline4-
1-4-1-2-H91-
InputText-
Name

This textinput ele-
ment does not have
a name available to
an accessibility API.
Valid names are:
label element, title
undefined, aria-label
undefined, aria-
labelledby undefined.

<input type="text"
id="unameWrong"
name="unameWrong"
required="">

4.1.2

WCAG2AA-
Principle4-
Guideline4-
1-4-1-2-H91-
InputPassword-
Name

This passwordinput
element does not have
a name available to
an accessibility API.
Valid names are:
label element, title
undefined, aria-label
undefined, aria-
labelledby undefined.

<input
type="password"
id="passwordWrong"
name="passwordWrong"
required="">

4.1.2

While the Robust criteria violations reported by HTML_CodeSniffer are indeed
true errors on the Understandable web page, we disregard them in Tables 4.18 and
4.19. The purpose of these tables is to demonstrate how many of the errors reported
by the tools accurately describe and locate the violations that we introduced on the
web page for testing purposes. Instead of displaying the total sum of 5 errors for
HTML_CodeSniffer in the rightmost column of Tables 4.18 and 4.19, the value for
total errors reported is adjusted to 3, marked by an asterisk next to the value. With
this adjustment in mind, let’s now examine the results from the error description
and position analysis.

Table 4.18: Evaluation of error descriptions reported for the Understandable page

Tool Error description Total errors reportedT F
Accessibility Checker 2 0 2
Axe 2 0 2
HTML_CodeSniffer 3 0 3*
Asqatasun 1 0 1
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Table 4.19: Evaluation of error positions reported for the Understandable page

Tool Error position Total errors reportedT F
Accessibility Checker 2 0 2
Axe 2 0 2
HTML_CodeSniffer 3 0 3*
Asqatasun - - 1

Table 4.18 indicate that each error reported for the Understandable page by the
different tools was evaluated as accurate based on its description. The same holds
true for the error positions provided for each error, as shown in Table 4.19, except for
Asqatasun, which does not provide that information in its audit reports. Thus, all
errors identified by the tools were found to be true violations on the Understandable
web page.

Table 4.20: Evaluation metrics for results on Understandable page

Metric Accessibility Checker Axe HTML_CodeSniffer Asqatasun
1. Criteria 0,10 0,10 0,20 0,10
2. Description 0,13 0,13 0,20 0,06
3. Position 0,13 0,13 0,20 0
Average 0,12 0,12 0,20 0,05

Table 4.20 shows the testing tools performance on the Understandable page by
means of the evaluation metrics outlined in Section 3.4. The table indicates that
the testing tools detected between 5 and 20% of the WCAG violations implemented
on the web page. While HTML_CodeSniffer just managed to detect 20% of the
violations implemented on the page, Accessibility Checker, Asqatasun, and Axe per-
formed well below that percentage. Asqatasun only secured an average score of 5%.
Accessibility Checker and Axe both achieved an average of 12%.

4.2.5 Summary of Findings

In this section, we provide a summary of the findings presented in Sections 4.2.2,
4.2.3, and 4.2.4, in order to evaluate the overall performance of the testing tools
on the entire test website based on the evaluation metrics outlined in Section 3.4.
To begin, let’s review the results from the previous sections. Table 4.21 presents a
summary of the total WCAG criteria and violations implemented on the test website.
The table indicates that the test website encompasses a total of 24 WCAG criteria, 8
of which fall under the Perceivable principle, 6 under the Operable principle, and 10
under the Understandable principle. Additionally, the test website contains a total
of 45 violations.

Table 4.22 provides a summary of the total errors reported by each testing tool
for every test web page. According to the overview, Axe detected the highest number
of errors on the test website among all tools. However, when considering the total
violations on the test website, this number appears less significant. Out of the



36 Chapter 4. Results and Analysis

Table 4.21: Sum of criteria and violations implemented on the test website

Principle Criteria Violations
Perceivable 8 20
Operable 6 10
Understandable 10 15
Sum 24 45

45 violations introduced on the test website, Axe only detected 16. Accessibility
Checker and HTML_CodeSniffer both reported 12 errors across all test web pages.
Asqatasun reported only 7 out of 45 violations. However, as noted in the previous
sections, these findings do not consider whether the reported errors were accurate or
not. Let’s thus delve into the analysis of the recorded errors.

Table 4.22: Sum of errors detected by each tools on the test website

Test web page Accessibility Checker Axe HTML_CodeSniffer Asqatasun
Perceivable 6 7 6 5
Operable 4 7 1 1
Understandable 2 2 5 1
Sum 12 16 12 7

Table 4.23 summarizes the results from the criteria analysis, which was con-
ducted to calculate Metric 1. Among all testing tools, Axe and HTML_CodeSniffer
show the strongest performance in this category, successfully identifying 7 out of 24
implemented WCAG criteria across all test web pages. Accessibility Checker and
Asqatasun closely follow with 6 and 5 out of 24, respectively. However, when com-
paring these totals with the 24 implemented criteria on the test website, the overall
performance seems modest. The percentage of successfully identified criteria for each
tool in relation to all implemented criteria is shown in Table 4.26.

Table 4.23: Sum of successfully identified criteria on the test website by each tool

Test web page Accessibility Checker Axe HTML_CodeSniffer Asqatasun
Perceivable 4 4 4 3
Operable 1 2 1 1
Understandable 1 1 2 1
Sum 6 7 7 5

Tables 4.24 and 4.25 outline the results from the error description and position
analysis, which was conducted to assess the validity of the errors reported by each
tool and compute evaluation Metrics 2 and 3. Although the tables display similar
outcomes, there are minor discrepancies. For instance, while 9 out of the 12 errors
reported by the Accessibility Checker were deemed true based on their description
(see Table 4.24), 10 were assessed as true based on their position (see Table 4.25).
Asqatasun shows variations in values in Tables 4.24 and 4.25 due to lacking error
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position information. Nevertheless, all errors reported by Asqatasun (i.e. 7 out of 7)
were considered legitimate violations according to their description (see Table 4.24).

Regarding Axe and HTML_CodeSniffer, Tables 4.24 and 4.25 show no difference
between the error assessment based on the provided descriptions and error positions.
For Axe, 13 out of 16 reported errors were confirmed to be actual errors on the
website. For HTML_CodeSniffer, all reported errors were deemed actual violations
present on the test website. Note the asterisk next to the values for the Understand-
able page in Tables 4.24 and 4.25. As explained in Section 4.2.4, 2 out of 5 reported
errors for the Understandable page were excluded from our study’s scope.

Based on the findings in Tables 4.24 and 4.25, Metrics 2 and 3 were calculated
for each tool and summarized in Table 4.26. This table offers an overview of the
performance evaluation of each testing tool on our test website, based on the defined
metrics.

Table 4.24: Sum of correctly and incorrectly identified error descriptions

Test web page Accessibility Checker Axe HTML_CodeSniffer Asqatasun
T F T F T F T F

Perceivable 6 0 7 0 6 0 5 0
Operable 1 3 4 3 1 0 1 0
Understandable 2 0 2 0 3* 0 1 0
Sum 9 3 13 3 10 0 7 0

Table 4.25: Sum of correctly and incorrectly identified error positions

Test web page Accessibility Checker Axe HTML_CodeSniffer Asqatasun
T F T F T F T F

Perceivable 6 0 7 0 6 0 0 0
Operable 2 2 4 3 1 0 0 0
Understandable 2 0 2 0 3* 0 0 0
Sum 10 2 13 3 10 0 0 0

Table 4.26 reveals that Axe achieves the highest overall performance average
among all testing tools chosen for this study. As indicated in the table, Axe correctly
reports 29% of the criteria violations introduced on the test website. HTML_Code-
Sniffer secures the second position with an overall performance average of 24%, closely
followed by Accessibility Checker with an average of 22%. Asqatasun ranks last with
an overall performance average of 12%.

The table suggests that successfully identifying the criteria implemented on the
test website was comparatively easier than correctly identifying the violations cre-
ated for them. HTML_CodeSniffer, Accessibility Checker and Asqatasun all exhibit
higher percentages for Metric 1 compared to Metrics 2 and 3. Additionally, upon com-
paring Metrics 2 and 3, it becomes apparent that Accessibility Checker is slightly bet-
ter at locating violations than providing precise descriptions for them, whereas Axe
and HTML_CodeSniffer show consistent performance across both metrics. Com-
paring Metrics 1 and 2, Asqatasun appears to be less proficient at identifying errors
compared to the other testing tools included in this study.
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Table 4.26: Evaluation metrics for results on test website

Metric Accessibility Checker Axe HTML_CodeSniffer Asqatasun
1. Criteria 0,25 0,29 0,29 0,21
2. Description 0,20 0,29 0,22 0,15
3. Position 0,22 0,29 0,22 0
Average 0,22 0,29 0,24 0,12

In summary, the results from our study suggest that the selected Web Accessi-
bility evaluation tools detect on average 21% of all errors present on a web page.
The findings presented in this chapter further indicate that some Web Accessibility
evaluation tools perform better than others. Moreover, our study has shown that
three out of the four tools can be implemented in a CI/CD pipeline with varying
degrees of additional effort.
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Discussion

In this chapter, we examine the findings presented in the previous chapter in the
context of our research questions and prior studies. It is particularly intriguing to
draw comparisons with Emma Engblom’s study [12], as it closely aligns with ours.
For convenience, our research questions are restated below (see Section 1.3):

RQ1. What open source evaluation tools are available for assessing Web Accessibility
guideline compliance of code within a CI/CD pipeline?

RQ2. How effective are these Web Accessibility evaluation tools in ensuring continu-
ous compliance with accessibility standards for web applications?

In Section 5.1, we delve into a discussion of the testing tools, focusing on their
suitability for integration within a CI pipeline. Section 5.2 is dedicated to an in-depth
discussion of the performance of the Web Accessibility evaluation tools on the test
website. Lastly, we reflect on our method and consider the strengths and weaknesses
of our test website in Section 5.3.

5.1 Web Accessibility Evaluation Tools in CI
While there is a wide selection of Web Accessibility evaluation tools available on the
internet, many of them are standalone applications used separately from the devel-
opment process, such as browser extensions (see Chapter 2). The list of evaluation
tools for assessing Web Accessibility guideline compliance of code within a CI/CD
pipeline is more modest. Engblom’s research indicates that a significant portion of
such tools are "add-on packages" and/or tailored for specific technologies such as
JavaScript frameworks [12]. In our selection process, detailed in Section 3.1, we
selected IBM’s Equal Access Accessibility Checker, Deque Systems’ Axe-Core CLI,
Squiz Labs’ HTML_CodeSniffer, and Asqatasun. We chose these tools because they
were advertised as suitable for integration into a CI/CD pipeline and met additional
requirements crucial for this study, such as being open source, well-maintained, and
independent of other tools.

In her study [12], Engblom investigates the tools Pa11y, Cypress-axe and Pa11y
CI. Pa11y is a Web Accessibility evaluation tool that can be executed via the com-
mand line or Node.js, making it suitable for integration into a CI/CD pipeline. How-
ever, we did not include it in our study because it utilizes Axe and HTML_CodeSniffer.
In fact, Engblom evaluated Pa11y by treating each of its built-in runners, Axe and
HTML_CodeSniffer, as separate tools. Instead of adopting this approach, we chose
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to assess Axe and HTML_CodeSniffer independently from Pa11y and its dependen-
cies as standalone tools.

Additionally, Engblom explores Cypress-axe, which enables running Deque Sys-
tems’ Axe-Core inside the frontend testing framework Cypress. We also decided to
exclude this tool from our study because it is based on Axe, as the name suggests.
The same rationale applies to Pa11y CI, the third tool examined by Engblom. Al-
though designed to operate in CI environments, Pa11y CI is built on Pa11y and
therefore incorporates Axe and HTML_CodeSniffer. In our study, we aimed to
evaluate tools that are independent of each other to determine which underlying al-
gorithm performs best. Nonetheless, it will be interesting to compare our evaluation
results (see Section 5.2).

As presented in the Chapter 4, we successfully created a CI pipeline on GitHub
Actions utilizing three out of the four Web Accessibility evaluation tools for this
study. Despite our best efforts, we couldn’t effectively integrate Asqatasun into a
CI pipeline setting due to several hurdles (see Section 4.1.4). Specifically, we were
only able to audit our website in its publicly deployed form, despite our efforts to
find a solution. This limitation prevented us from generating audits for our test
web pages in development mode, which is, however, a fundamental aspect of a CI
pipeline. Another hurdle with Asqatasun was that generating an audit and accessing
its content are separate steps. Note that this is not the case for the other tools
examined in this study. To ensure proper execution and accurate audit generation
for Asqatasun on GitHub Actions, we had to set a minimum sleep time of 10 seconds.
However, these delays led to the job timeout before all steps could be completed
successfully. This study thus uncovered several obstacles with Asqatasun that render
it unsuitable for integration into a CI/CD pipeline.

Among all tools, we found Accessibility Checker and Axe to be the easiest to
integrate into our GitHub Actions workflow (i.e. CI pipeline). This is because they
required the least amount of time and effort for installation and integration and
allowed for easy customization through configuration files and/or command options.
In comparison, HTML_CodeSniffer demanded more configuration and coding but
this did not hinder its integration into CI pipeline. Whether this characteristic of
HTML_CodeSniffer is perceived as a weakness depends on the users’ preferences.
Engblom, for instance, favored tools in her study that did not require additional
programming [12].

In general, unless the tool is inherently unsuitable for integration into a CI
pipeline, the ease of integrating a testing tool mostly depends on the user’s skill
level, the CI environment, and their specific needs. Our findings are significant, as
documentation or tutorials on this specific use case are scarce. Furthermore, this part
of our study highlighted that, despite claims of suitability, open-source tools may not
have been tested within a CI pipeline, as in the case of Asqatasun. It’s worth noting
that Engblom’s Master’s thesis [12] does not explicitly assess the chosen Accessibility
testing tools’ suitability within an example CI pipeline, thus not offering itself for
comparison. Apart from Engblom’s thesis, to the best of our knowledge, there are
no other studies that have investigated Web Accessibility evaluation tools integrated
into a CI/CD pipeline.

To conclude this discussion, our study answers the first research question (i.e.
RQ1) by identifying three evaluation tools capable of assessing WCAG compli-
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ance of code and seamlessly integrating into a CI/CD pipeline. While Asqatasun
has been found to be unsuitable for this use case, Accessibility Checker, Axe, and
HTML_CodeSniffer have been successfully integrated into a CI/CD pipeline. In the
following section, we will further elaborate on this by reviewing which tool performs
most effectively in terms of detecting WCAG violations.

5.2 Web Accessibility Evaluation Tools Performance

In this section, we discuss the performance of the Web Accessibility evaluation tools
examined in this study. It is essential to note that our findings, detailed in Sec-
tion 4, cannot be directly compared with those of Engblom’s study. The primary
reason for this discrepancy is that we chose to test different tools. However, as ex-
plained in the preceding section, all tools selected by Engblom utilize Axe and/or
HTML_CodeSniffer at their core. Comparing our findings about the performance of
the tools will provide interesting insights into which ones yield the best performance.

Furthermore, our results are not directly comparable due to the distinct test-
ing environments in which they were obtained. While our test websites do share
similarities, there are significant differences. For instance, Engblom covered all four
principles, whereas we focused solely on the Perceivable, Operable, and Understand-
able principles. Additionally, Engblom implemented more WCAG criteria on the
test website than we were able to incorporate on ours. Nevertheless, it is possible to
compare the general findings regarding the performance of Web Accessibility between
the studies, despite differences in tool selection and testing environment.

Let’s begin the discussion by revisiting the findings from our study. The out-
come of the results analysis in Section 4 indicates that the testing tools detected
between 18% and 36% of the violations implemented on the Perceivable web page,
with Axe achieving the highest and Asqatasun achieving the lowest average score.
As a reminder, this page mainly contains WCAG criteria violations belonging to
the Perceivable principle. Through an in-depth analysis of the errors reported by
the tools, we confirmed that all errors correspond to violations implemented on this
page. On average, the testing tools thus detect approximately 30% of all the viola-
tions introduced on the Perceivable web page.

For the results obtained from the Operable web page, the range of average scores
is wider than for the Perceivable web page. Our findings show that the testing tools
detected between 8% and 37% of the violations implemented on the Operable web
page. The analysis of the errors reported for this web page by the tools reveals that
a fraction of all errors reported by Axe and Accessibility Checker are false alarms,
meaning reports of errors that are not present on the page. However, among all
tools, Axe again shows the best performance. On average, the testing tools detect
just 18% of all the violations introduced on the Operable web page, which is notably
lower than the average computed for the Perceivable web page.

The findings from the Understandable web page reveal that the testing tools
detected between 5% and 20% of the violations implemented on this test page. This
time, HTML_CodeSniffer outperformed Axe and the other tools. The analysis of the
errors reported by the tools confirmed that all errors correspond to true violations
implemented on this page. On average, the testing tools detect approximately 12%
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of all violations on the Understandable page.
The findings concerning the performance on the different test web pages suggest

that the tools are more adept at identifying violations of the Perceivable principle
and, comparatively, struggle more with detecting violations belonging to the Under-
standable and Operable principles. Engblom’s study reveals similar results.While
Pa11y, Cypress-axe and Pa11y CI, collectively were able to detect 68 out of 102
violations of the Perceivable principle, they achieved comparatively lower averages
for violations belonging to the Operable and Understandable principles. Her results
indicate that the tools, collectively, identified 13 out of 44 violations for the Operable
principle and 6 out of 21 violations for the Understandable principle.

Regarding the overall performance of the investigated tools, our findings show
that they detected between 12% and 29% of the violations implemented across the
test website’s web pages. This signifies an average of 21% of errors detected by the
tools out of the total WCAG violations implemented on the page. When running an
Axe audit on a web page, the following disclaimer is printed in the terminal along with
the errors detected: "Please note that only 20% to 50% of all accessibility issues can
automatically be detected". According to this, our overall average score lies within
the given range, albeit towards the lower limit. Based on the results presented by
Engblom, the study suggests an overall average score falling within 20% and 50% as
well. Note that Engblom abstains from explicitly discussing the overall performance
of the tools in terms of percentages. This is therefore our interpretation of her
findings and not her claims.

Our results show that overall Axe demonstrated the best performance among
all tools. HTML_CodeSniffer secured the second position, closely followed by Ac-
cessibility Checker. Asqatasun ranked last relative to the performance of the other
tools. Engblom study reveals that Pa11y using the HTML_CodeSniffer runner and
Cypress-axe demonstrated better performance than Pa11y using the Axe runner and
Pa11y CI based on the number of violations these tools detected on the testing
website. Comparing these results, we observe that in our study Axe outperformed
HTML_CodeSniffer, while Engblom notes that Pa11y with HTML_CodeSniffer per-
forms better than Cypress-axe or Pa11y using the Axe runner. Our results seem to
contradict each other. Engblom notes that, despite using the same algorithm at their
core, the tools examined demonstrated varying performance. Based on her findings,
it seems that whether a tool performs better than another cannot be attributed solely
to its baseline algorithm. A comparison with our findings further strengthens this
point.

As detailed in Section 3.1, Axe was developed by Deque Systems, a major vendor
in the field of Web Accessibility service provider. It might therefore be unsurprising
that the tool outperforms the other tools selected for this study. Based on our insights
gained during this study, we found that Axe not only provides good descriptions and
precise locations for the errors in its audit reports but also offers Web Accessibility
assistance in the form of links to further details about the given violation. The same is
true for Accessibility Checker. This feature is, in our opinion, a significant advantage
over other tools because it offers a comprehensive insight into the accessibility issue
at hand.

Instead of providing a link to further information, HTML_CodeSniffer includes
a reference to the WCAG violation it detects in the error name. For instance, the
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violations belonging to the Robust principle that HTML_CodeSniffer detects on the
Understandable web page (see Table 4.17 in Section 4.2.4) are accurately given the
following names:

• WCAG2AA-Principle4-Guideline4-1-4-1-2-H91-InputText-Name

• WCAG2AA-Principle4-Guideline4-1-4-1-2-H91-InputPassword-Name

Note how the tool supports the user by mentioning in the name that the error
reported belongs to principle 4, guideline 4.1, criterion 4.1.2, which can then be
looked up on the W3C website.1 Similarly, Asqatasun refers to the French equivalent
of the WCAG, i.e. RGAA (Référentiel général d’amélioration de l’accessibilité), in
the audit report. In fact, this is where we obtained the descriptions examined in this
study [10]. RGAA is structured into topics, also referred to as themes, which are
again divided into different criteria, which in turn have a varying amount of tests.2 In
the audit reports, Asqatasun provides the theme, criteria, and test the error reported
refers to within the RGAA.

To conclude this discussion, our study answers the second research question (i.e.
RQ2) by evaluating the performance of the testing tools selected for this study based
on their ability to successfully pick up WCAG violations on the web page under
examination as well as their ability to provide a description and a location for that
error. While Accessibility Checker and HTML_CodeSniffer perform relatively well,
Axe performs best among the tools in terms of detecting WCAG violations on our test
website. Asqatasun has been shown to be suboptimal for the use case investigated
in this study. Similar to findings in previous studies, we observed that the tools can
only help in detecting a fraction of the Web Accessibility guideline violations on any
given page. As detailed above, our findings suggest that the tools detect, on average,
approximately 20% of the errors present on a web page.

5.3 Test Website Implementation

As described in Chapter 3, we made the decision to develop our own test website in
order to assess the usefulness of the Web Accessibility evaluation tools examined in
this study. This has proven to be a very efficient method. Other studies have opted
for utilizing existing websites for the assessment of Web Accessibility evaluation ap-
plications or browser extension (see for example [3] or [24]). However, this approach
would have made our study more challenging to replicate, as these websites may
undergo changes at any given time. Additionally, creating our own testing website
allowed us greater structure and control over the number of violations present.

However, one downside is that the implemented violations may not accurately
reflect real-world scenarios. Specifically, the examples implemented could be consid-
ered exaggerated, such as the absence of labels for a form or an ordered list lacking
list items. Upon reviewing related works that have implemented their own website
for testing, we found that transparency was somewhat lacking (see [12]). This led us

1See Principle 4, Guideline 4.1, Criterion 4.1.2.
2See criteres_v4.1.json on our GitHub Repository.

https://www.w3.org/TR/WCAG21/#name-role-value
https://github.com/idasm-unibe-ch/unibe-web-accessibility/blob/master/asqatasun-docker/criteres_v4.1.json
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to prioritize transparency throughout our study. As a result, the GitHub repository
will remain public for readers to access the source code of our test website, enabling
them to clone, use, alter, and iterate upon it as they see fit.

In hindsight, we have identified several improvements that would benefit our
testing website. For instance, we could have implemented each success criterion on
its own page and used the main page as a navigation hub to access each criterion
separately, thus enhancing the modularity of the testing process. However, adopting
this approach would have required running the testing tools on each individual page
or ensuring that each testing tool included a crawling mechanism to delve deeper
into the web pages.

Moreover, the testing website and the study as a whole would benefit from im-
plementing more of the missing criteria, as indicated in Tables 3.1, 3.3, and 3.5.
Currently, the tools are being tested for twenty-four out of seventy-five criteria. Im-
plementing all criteria, including those related to the robust principle, would enable
a more complete assessment of the tools. However, given the time constraints, im-
plementing violations for all criteria was not feasible for us.

One alternative approach could have been to pivot the study to focus on a certain
level of conformance, such as A, AA, or AAA. However, this approach has limita-
tions, as rules like 1.4.6 Contrast Enhanced build upon lower-level conformance rules,
such as 1.4.3 Contrast Minimum. Another approach would have been to focus on
fully implementing one of the principles. While not perfect, this approach would
have provided a more comprehensive assessment of the testing tools within that par-
ticular principle. In conclusion, our test website would benefit from improvement
and adjustments, but it provides a solid template for future research endeavors.



Chapter 6
Conclusions

In the introduction of this report, we outlined the challenges faced by development
teams regarding the Web Accessibility of the web content they create and maintain.
We highlighted that a highly promising solution involves integrating Web Accessi-
bility evaluation tools into the development process through a CI/CD pipeline. To
explore the efficacy of this solution, we formulated two research questions, detailed in
Section 1.3, and reviewed previous research in Chapter 2. Our investigation focused
on exploring tool options that can seamlessly integrate into a CI/CD pipeline, and
on assessing a selection of tools in terms of their ability to identify Web Accessibility
issues in the code. To this end, we created a controlled test environment in the form
of a website containing systematical WCAG 2.1 violations, as outlined in Chapter 3.

Our exploration identified three Web Accessibility evaluation tools that seam-
lessly integrate into a CI/CD pipeline: Deque Systems’ Axe-Core CLI, Squiz Labs’
HTML_CodeSniffer, and IBM’s Equal Access Accessibility Checker. We also exam-
ined Asqatasun, but found it unsuitable for the use case investigated in this study.
The results analysis from our experiment revealed that Axe performs best among
the tools in terms of detecting WCAG violations on our test website. Consistent
with findings from previous studies on Web Accessibility evaluation tools (see among
others [3, 12, 24, 30, 32]), we observed that these tools can only detect a fraction of
the Web Accessibility guideline violations on any given page. Our findings suggest
that, on average, the tools detect approximately 20% of the errors present on a web
page. Therefore, the support provided by these tools is limited, as they cannot detect
all Web Accessibility violations on a given web page. They cannot yet fully replace
human evaluation in assessing web accessibility. However, as Thatcher et al. [30]
noted, they can assist developers in the tedious task of examining numerous web
pages and identifying some Accessibility issues.

Our study contributes to the research body by offering an in-depth comparison
of four Web Accessibility evaluation tools: Deque Systems’ Axe-Core CLI, Squiz
Labs’ HTML_CodeSniffer, IBM’s Equal Access Accessibility Checker, and Asqata-
sun. However, there is a clear need for more comparative studies like this one. In
the next chapter, we discuss potential improvements to this study and explore future
research topics.
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Chapter 7
Future Work

An important outcome of this study is the test website created for the performance
analysis of Web Accessibility evaluation tools, which is publicly available on GitHub.
This resource not only promotes transparency but also serves as a foundation for
future research. As discussed in Section 5.3, future work could enhance our test
website to enable a more comprehensive assessment of Web Accessibility evaluation
tools. Specifically, the test website could be expanded to include test cases for all
criteria of the four WCAG principles. Additionally, restructuring the website to
feature a dedicated page for each criterion would facilitate more independent testing
of the various criteria.

Another potential improvement and future research is the development of a robust
method for comparative testing of different Web Accessibility tools. This entails not
only creating an improved version of the test website but also establishing metrics
for future comparative studies to utilize in their results analyses. This would be
a significant contribution to the field, as there is currently no consensus on the
appropriate metrics for results analysis. As described in Chapter 2, previous studies
have employed different methodologies, complicating the comparison of results. We
encountered this issue ourselves when comparing our findings with Engblom’s study
in Section 5.2.

A controlled and refined test environment, in the form of a web application with
well-defined metrics, would provide a solid foundation for future comparative studies.
Such a platform would enable the testing and comparison of more Web Accessibility
evaluation tools, focusing on their usability and ability to detect Web Accessibility
guideline violations. It would also enable an investigation into which types of WCAG
criteria violations are most commonly detected by different tools.
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