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Abstract

Background This study explores how AI and machine learning are transforming
satellite imagery analysis, focusing on object detection for environmental monitor-
ing and disaster management. This thesis conducts a comparative analysis between
Vision Transformers and traditional CNN architectures for satellite imagery object
detection, aiming to determine their performance in terms of accuracy, execution
time, and parameter fine-tuning implications.

Objective This thesis investigates the comparative performance of Vision Trans-
formers and traditional CNN architectures for satellite imagery object detection,
aiming to determine their suitability in replacing CNNs and potentially setting new
benchmarks in accuracy and efficiency. The study addresses a critical gap in the lit-
erature by evaluating key metrics such as accuracy, IOU, and execution time, offering
valuable insights for advancing satellite imagery analysis in fields like environmental
monitoring and disaster management.

Method The proposed method involves doing a literature review to find the suitable
CNN-based models and the Vision Transformers and then we perform the experi-
mentation by training a YOLO v3, YOLO v5, Vision Transformer, and Swim Trans-
formers and then comparing their performance using metrics such as IOU, execution
time, and accuracy.

Results The results demonstrate improved performance metrics across YOLO v3,
YOLO v5, Vision Transformer, and Swin Transformer models after fine-tuning, in-
cluding higher IOU scores, enhanced accuracy, and reduced execution times. These
findings underscore the effectiveness of fine-tuning in optimizing model performance
for satellite imagery object detection tasks, with Vision Transformer exhibiting the
highest IOU of 0.85 and Swin Transformer achieving a notable accuracy increase to
93%.

Conclusion.The predictive modeling of Our study shows the significance of fine-
tuning in enhancing object detection models using satellite images. Among the
models we tested, the Vision Transformer stood out, by getting better enhancements
in IOU and accuracy. This highlights the importance of choosing the right model
and fine-tuning approach for satellite image tasks, suggesting there’s more to explore
for better performance in different situations.

Keywords: Satellite imagery analysis, Object detection, Vision Transformers, Tra-
ditional CNN architectures, YOLO, accuracy, execution time, parameter fine-tuning,
literature review
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Chapter 1

Introduction

The advent of artificial intelligence (AI) and machine learning has revolutionized the
field of satellite imagery analysis, presenting novel methods to address the longstand-
ing challenge of object detection. This evolution marks a significant shift from tradi-
tional image processing techniques, leveraging the power of deep learning to enhance
the accuracy and efficiency of detecting objects from vast volumes of satellite data.
Among these advancements, Convolutional Neural Networks (CNNs) have emerged
as a foundational technology, setting a high standard for performance in satellite im-
agery analysis. However, the introduction of Vision Transformers, originating from
breakthroughs in natural language processing, suggests a paradigm shift, proposing
an alternative that might surpass the established benchmarks set by CNNs.

The integration of Vision Transformers into the realm of computer vision, and
specifically into satellite object detection tasks, opens a new avenue for research. This
approach promises several advantages over CNNs, including the ability to capture
long-range dependencies and a more flexible attention mechanism. Despite these the-
oretical benefits, the application of Vision Transformers to satellite imagery analysis
remains underexplored, especially regarding direct comparison with CNNs in this
context. The existing literature provides a fragmented view, with a substantial focus
on the general capabilities of these models in various domains of computer vision but
limited insight into their performance in the nuanced and complex field of satellite
imagery analysis.

Addressing this gap, this thesis aims to conduct a thorough comparative analysis
between Vision Transformers and traditional CNN architectures for object detection
in satellite imagery. The focus will be on evaluating key performance metrics such
as accuracy, Intersection Over Union (IOU), execution time, and the implications of
fine-tuning model parameters on these outcomes. Through this analysis, the research
seeks to determine whether Vision Transformers can serve as a viable replacement
for CNNs in satellite object detection frameworks, potentially setting a new standard
for accuracy and efficiency in this critical field.

This investigation is not only of academic interest but also holds significant im-
plications for practical applications in environmental monitoring, urban planning,
and disaster management. By providing a detailed evaluation of these cutting-edge
technologies, the thesis aspires to contribute valuable insights that could guide fu-
ture research directions and enhance the capabilities of satellite imagery analysis for
societal benefit.
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4 Chapter 1. Introduction

1.1 Problem Statement
The lack of comprehensive comparative analysis between Vision Transformers and
traditional Convolutional Neural Networks (CNNs) for object detection in satellite
imagery analysis creates a critical gap in understanding their respective performance
metrics, including accuracy, Intersection Over Union (IOU), and execution time.
This research problem seeks to address this gap by conducting a thorough evaluation
to determine whether Vision Transformers can serve as a superior alternative to
CNNs in satellite object detection frameworks. By assessing the implications of fine-
tuning model parameters on these outcomes, the study aims to provide clear insights
into the potential of Vision Transformers to set new standards for accuracy and
efficiency in satellite imagery analysis, thereby advancing practical applications in
environmental monitoring, urban planning, and disaster management.

1.2 Aims and Objectives

Aim:

This thesis aims to assess whether Vision Transformers can effectively replace con-
ventional CNN-based models in satellite object detection frameworks by comparing
accuracy, IOU, execution time, and parameter fine-tuning impact. The study seeks
to determine if Vision Transformers presents a superior alternative in the realm of
satellite imagery analysis.

Objectives:

To achieve the stated aim, the thesis is structured around several specific, measurable,
and operational objectives:

• Performance Comparison: To compare Vision Transformers and CNNs in
terms of detection accuracy and IOU scores when applied to satellite imagery
object detection tasks. This involves evaluating both architectures on a single
dataset, to ensure a fair comparison.

• Execution Time Analysis: To assess the execution time of both architec-
tures, measuring the speed of training and inference. This objective aims to
identify which mode offers a more efficient solution for processing satellite im-
agery data.

• Parameter Fine-Tuning Impact: To investigate how fine-tuning the param-
eters of Vision Transformers and CNNs affects their performance in satellite
imagery object detection. This includes exploring different configurations to
optimize each model for higher accuracy and efficiency.

• Model Scalability and Robustness: To evaluate the scalability and robust-
ness of Vision Transformers and CNNs across various satellite imagery datasets,
featuring different resolutions and object scales. This will help determine the
versatility and applicability of each model to diverse real-world scenarios.
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1.3 Research Questions

RQ1(a): What are the popular choices of CNN-based models for satellite
object detection?

Motivation: Within the domain of satellite object detection, a critical factor in-
fluencing model performance is the choice of the CNN-based models responsible for
extracting informative features from imagery. This research question (RQ 1(a)) seeks
to identify and evaluate the most prevalent CNN architectures employed for this pur-
pose. Examining these popular models will provide a foundation for comparison and
shed light on the architectural characteristics that contribute to their success in
satellite object detection tasks.

RQ1(b): What are the popular choices of Vision Transformers for satellite
object detection?

Motivation: Given the recent breakthrough performance of Vision Transformers
(ViTs) in computer vision tasks, RQ 1(b) delves into their potential architectures
for satellite object detection. This research question seeks to identify and evaluate
prominent ViT models that have been adapted or specifically designed for this do-
main. By analyzing these emerging trends, we can assess the suitability of ViTs for
capturing long-range dependencies critical for accurate object detection in satellite
imagery. This investigation holds promise for potentially surpassing the limitations
of traditional CNN models and propelling the advancement of satellite object detec-
tion.

RQ2: How effective is the Vision Transformer in object detection using
satellite images compared to traditional CNN-based models network al-
gorithms in satellite object detection?

Motivation: Building upon the identified CNN and ViT models from RQ 1, RQ
2 establishes a comparative evaluation framework. This research question aims to
assess the relative merits of these approaches in satellite object detection through
a battery of performance metrics. Intersection over Union (IOU) will quantify de-
tection accuracy, while execution time and model scalability will shed light on their
efficiency in terms of speed and resource requirements. This comprehensive compar-
ison will provide valuable insights into the strengths and weaknesses of each model
for satellite object detection tasks.

RQ 3: How will fine-tuning parameters help to improve the learning al-
gorithms for both CNN and Vision Transformers?

Following the comparative analysis of RQ 2, RQ 3 delves into optimization strate-
gies. It investigates how fine-tuning hyperparameters and model parameters can
improve the performance of CNN and Vision Transformers in satellite object detec-
tion. By analyzing the impact of fine-tuning on metrics like IOU and execution time,
this research question seeks to identify optimization practices that lead to enhanced
accuracy and efficiency for both types.
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1.4 Ethical Aspects
Integrating Convolutional Neural Networks (CNNs) and Vision Transformers (ViTs)
into satellite imagery analysis raises important ethical, societal, and sustainability
considerations. We must ensure that these advanced technologies are applied re-
sponsibly and their benefits are equitably distributed across societies. Our project
prioritizes ethical considerations by implementing robust data handling practices to
protect privacy and prevent misuse in surveillance.

Moreover, by enhancing object detection capabilities, our project aims to con-
tribute positively to society by facilitating environmental monitoring, disaster re-
sponse, and urban development. This addresses pressing global challenges and can
potentially save lives and protect communities.

However, we are mindful of the societal implications, such as the risk of exacer-
bating social inequalities. Therefore, we are committed to ensuring that the benefits
of our technology reach diverse communities and are not disproportionately enjoyed
by privileged groups.

Furthermore, we acknowledge the environmental impact of deploying deep learn-
ing models, including energy consumption and carbon emissions. To address this,
our project prioritizes efficiency optimizations and the adoption of green comput-
ing practices, thus minimizing our ecological footprint. Our project takes a vigilant
approach to considering the ethical, societal, and sustainability aspects of satellite
imagery analysis.

1.5 Outline
The outline of the thesis study is discussed below:

• Chapter 1: Introduction - This chapter sets the stage for the study by
identifying the problem under investigation and outlining the research goals
and specific questions that will guide our inquiry.

• Chapter 2: Contextual Background - This chapter provides a comprehen-
sive understanding of the background context relevant to the main subjects of
our research, laying the foundation for our investigation.

• Chapter 3: Literature Review - This chapter examines previous research
that is pertinent to our study, exploring various aspects relevant to our research
inquiry.

• Chapter 4: Methodology - This chapter details the methodologies employed
in conducting our research, explaining the chosen methods and outlining the
step-by-step procedures involved.

• Chapter 5: Results and Analysis - This chapter presents the outcomes of
our research and conducts a thorough analysis of the results produced by our
chosen methods, offering clear interpretations of these findings.
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• Chapter 6: Discussion - This chapter engages in an in-depth discussion
about the results and potential limitations of our work, providing a compre-
hensive perspective on these aspects.

• Chapter 7: Conclusion and Future Work - This chapter concludes the
study by summarizing the findings and suggesting future possibilities for further
research and development.





Chapter 2

Background

2.1 Machine Learning

Machine learning, nestled within the broader field of artificial intelligence (AI), stands
as a transformative force reshaping how computers interact with and interpret the
world around them. At its core, machine learning harnesses the power of data to
equip computers with the ability to learn and improve from experience rather than re-
lying solely on predetermined instructions. Through the development of sophisticated
algorithms and statistical models, machines gain the capacity to discern intricate
patterns, extract meaningful insights, and make informed decisions autonomously.
This paradigm shift from traditional programming paradigms has unlocked a realm
of possibilities, empowering machines to tackle complex tasks with unprecedented
precision and efficiency [7].

By liberating computers from the constraints of explicit programming, machine
learning paves the way for a new era of intelligent automation and decision-making.
Through exposure to vast amounts of data, machine learning algorithms discern
underlying patterns, trends, and relationships, transforming raw information into
actionable intelligence. Armed with this acquired knowledge, machines can navigate
diverse scenarios, anticipate outcomes, and adapt their behavior accordingly. From
predicting customer preferences to diagnosing medical conditions, the applications of
machine learning span a multitude of domains, revolutionizing industries and redefin-
ing human-computer interaction. As the field continues to evolve and mature, the
potential for machine learning to drive innovation and shape the future of technology
remains boundless [68].

Key Concepts in Machine Learning

1. Data: Data is the foundation of machine learning. It can be structured or un-
structured, and it encompasses any information that a computer can process.
This data is used to train machine learning models.

2. Features and Labels: In supervised learning, datasets consist of features (input
variables) and labels (output variables). The goal is to learn the relationship
between the features and labels to make predictions on new, unseen data.

3. Training, Validation, and Testing: Machine learning models are trained on a
training dataset, validated on a separate validation dataset to tune hyperparam-

9



10 Chapter 2. Background

eters and evaluate performance, and tested on a testing dataset to assess their
generalization ability.

4. Types of Learning:

– Supervised Learning: In supervised learning, the model is trained on labeled
data, where each input is associated with a corresponding output. The model
learns to map inputs to outputs [34].

– Unsupervised Learning: Unsupervised learning involves training models on
unlabeled data. The goal is to discover patterns, structures, or relationships
within the data [52].

– Semi-supervised Learning: Semi-supervised learning combines elements of
supervised and unsupervised learning, where the model is trained on a combi-
nation of labeled and unlabeled data [69].

– Reinforcement Learning: Reinforcement learning involves training agents
to interact with an environment and learn optimal strategies through trial and
error, guided by a reward signal [55].

5. Algorithms and Models:

– Regression: Regression algorithms are used for predicting continuous out-
comes. Linear regression, polynomial regression, and support vector regression
are examples of regression techniques [1].

– Classification: Classification algorithms are used for predicting categorical
outcomes. Examples include logistic regression, decision trees, random forests,
and neural networks [1].

– Clustering: Clustering algorithms are used to group similar data points to-
gether based on their characteristics. K-means clustering and hierarchical clus-
tering are common clustering techniques [1].

– Dimensionality Reduction: Dimensionality reduction techniques like princi-
pal component analysis (PCA) and t-distributed stochastic neighbor embedding
(t-SNE) are used to reduce the number of features in a dataset while preserving
important information [1].

2.2 Deep Learning

Deep learning is a type of machine learning that uses deep neural networks, which are
made up of layers of interconnected nodes, to mimic the way humans learn. These
networks are designed to automatically learn and understand complex patterns from
raw data. A typical deep neural network consists of an input layer, one or more
hidden layers, and an output layer. Data moves through these layers, with each layer
containing multiple nodes that apply mathematical operations to the input data.
This process allows the network to gradually learn and represent intricate patterns
in the data. The output layer produces the final prediction or classification [23].
What makes deep learning effective is its hierarchical structure, enabling the network
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Figure 2.1: Deep learning architecture [42].

to learn increasingly abstract features in successive layers. This ability allows it to
tackle challenging tasks with high accuracy.

Key Concepts in Deep Learning

1. Neural Networks: Neural networks are computational models inspired by the
structure and function of biological brains. They consist of interconnected nodes,
or neurons, organized into layers. Each neuron applies a weighted sum of its
inputs, followed by a nonlinear activation function, to produce an output [5].

2. Deep Neural Networks (DNNs): Deep neural networks are neural networks
with multiple hidden layers between the input and output layers. These deep
architectures enable the networks to learn hierarchical representations of data,
where higher layers capture more abstract features [45].

3. Activation Functions: Activation functions introduce nonlinearity into neural
networks, allowing them to approximate complex functions. Common activation
functions include sigmoid, tanh, ReLU (Rectified Linear Unit), and softmax [45].

4. Training Algorithms: Training deep neural networks involves optimizing their
parameters (weights and biases) to minimize a loss function that quantifies the
difference between predicted and actual outputs. Gradient-based optimization al-
gorithms, such as stochastic gradient descent (SGD) and its variants (e.g., Adam,
RMSprop), are commonly used for this purpose [45].

5. Backpropagation: Backpropagation is a key algorithm for training deep neural
networks. It involves computing gradients of the loss function with respect to the
network parameters using the chain rule of calculus and updating the parameters
in the direction that reduces the loss [24].
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6. Convolutional Neural Networks (CNNs): CNNs are a specialized type of
deep neural network designed for processing structured grid-like data, such as
images. They leverage convolutional layers to automatically learn hierarchical
spatial features from input data, making them highly effective for tasks like image
classification, object detection, and image segmentation [57].

7. Recurrent Neural Networks (RNNs): RNNs are neural networks designed
to handle sequential data by maintaining a hidden state that captures temporal
dependencies between inputs. They are commonly used in tasks such as natural
language processing, time series prediction, and sequence generation [48].

2.3 Vision Transformers

Vision Transformers (ViTs) represent a groundbreaking approach to computer vision
tasks, revolutionizing the traditional convolutional neural network (CNN) architec-
tures that have long dominated the field. Introduced in the seminal paper "An
Image is Worth 16x16 Words: Transformers for Image Recognition at Scale" by
Alexey Dosovitskiy et al., Vision Transformers leverage the power of transformer ar-
chitectures, originally developed for natural language processing, to directly process
image data [9].

Figure 2.2: Vision Transformer architecture [2].

Key Concepts Vision Transformers

1. Transformer Architecture: Transformers are a class of deep learning models
based on a self-attention mechanism that allows each part of the input sequence
to attend to other parts, enabling the model to capture global dependencies. In
the context of Vision Transformers, this architecture is adapted to process image
patches as tokens, facilitating the modeling of long-range spatial relationships [2].
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2. Image Patch Embeddings: Unlike traditional CNNs, which operate on pixel
grids, Vision Transformers divide input images into smaller fixed-size patches and
linearly project them into high-dimensional embeddings. These patch embeddings
serve as the input to the transformer encoder, enabling the model to process
images in a sequence-based manner [2].

3. Self-Attention Mechanism: The core component of transformers, self-attention
mechanisms allow the model to weigh the importance of different parts of the in-
put sequence when making predictions. By attending to relevant patches, Vision
Transformers can capture global context and spatial dependencies within images,
leading to superior performance in tasks such as object recognition and segmen-
tation.

4. Positional Encoding: Since transformers do not inherently understand the se-
quential order of input tokens, positional encodings are added to the input em-
beddings to provide information about the spatial arrangement of patches within
the image. This allows the model to capture spatial relationships between patches
and maintain positional information during processing [9].

5. Classification and Segmentation: Vision Transformers can be adapted for var-
ious computer vision tasks, including image classification, object detection, and
semantic segmentation. By integrating classification heads or additional trans-
former layers tailored to specific tasks, Vision Transformers can achieve state-of-
the-art performance across a wide range of benchmarks [9].

2.4 Convolutional Neural Network (CNN)
A Convolutional Neural Network (CNN) represents a sophisticated deep learning ar-
chitecture tailored specifically for tasks in image recognition and computer vision.
Inspired by the intricate workings of the human visual system, CNNs employ in-
terconnected layers of nodes to progressively learn and extract hierarchical features
from images. These networks excel at capturing spatial patterns and reducing di-
mensionality through the strategic application of convolutional and pooling layers,
as depicted in Figure 2.3. By leveraging convolutional filters and pooling techniques,
CNNs effectively extract salient features from raw data while preserving essential
information [57]. Their unparalleled capability to process visual data has sparked
a revolution across various fields, including object detection, facial recognition, and
medical image analysis. Among the fundamental components of CNNs are:

• Convolution Layers: These layers employ filters to detect significant features
within the data, playing a pivotal role in tasks such as image recognition [37].

• Pooling Layers: Responsible for condensing data while retaining crucial in-
formation, pooling layers facilitate translation-invariant feature recognition
through methods like max pooling [?, 8, 31, 32,37].

• Fully Connected Layers: Also referred to as dense layers, they generate high-
level predictions by connecting flattened features from preceding layers. This
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connectivity enables CNNs to tackle complex tasks like classification or regres-
sion with remarkable accuracy and efficiency [60].

Figure 2.3: CNN architecture [47].

2.5 Object Detection

Object detection is a computer vision method crucial for identifying and pinpoint-
ing items within images or video frames. It plays a vital role in various fields like
autonomous driving, surveillance, and augmented reality [66].

Typically, object detection techniques entail two main stages: region proposal
and classification. The first stage involves identifying potential object locations us-
ing methods like selective search or area proposal networks. Subsequently, each
proposed region undergoes classification to determine whether it contains the object
of interest. Deep learning, particularly convolutional neural networks (CNNs), is
commonly employed for this purpose [58, 62].

Within object detection, three prominent algorithms stand out: faster R-CNN,
YOLO (You Only Look Once), and SSD (Single Shot Detector). These algorithms
vary in terms of their speed, accuracy, and suitability for different applications.

2.5.1 Image annotation

Image annotations play a crucial role in object detection algorithms, aiding in lo-
cating and identifying objects within images [41]. They come in various forms, each
serving specific purposes in computer vision applications:

1. Rectangular bounding box: Rectangular bounding box annotations provide
a simple yet effective way to mark objects in images, enclosing them within a
rectangular boundary.

2. Polygonal annotations: Polygonal annotations offer greater flexibility by
outlining objects with interconnected vertices, enabling precise delineation of
object shapes, particularly for irregular geometries.



2.6. Algorithms 15

3. 3D cuboid: These annotations extend beyond 2D bounding boxes, offering
a comprehensive representation of volumetric objects like cars or buildings,
crucial for tasks requiring spatial understanding.

4. Line annotations: These are utilized to highlight linear features or bound-
aries in images, employing straight or curved lines to denote object edges or
contours, aiding in various tasks such as road detection or edge highlighting.

2.6 Algorithms

In our research, we employ various algorithms to address the specific needs and
objectives of each approach we are investigating. These algorithmic choices have
been carefully done based on our comprehensive literature review as outlined in
Section 4.1. Below, we provide a description of the algorithms that are used in our
current research.

You Only Look Once (YOLO)

YOLO, short for You Only Look Once, is a pioneering real-time object detection
algorithm in the field of computer vision. Its innovative approach transformed object
detection by introducing a single-pass processing method, unlike previous techniques
that required multiple iterations. At its core, YOLO divides an image into a grid
and simultaneously predicts bounding boxes and class probabilities for each grid
cell. This efficient approach enables YOLO to swiftly identify objects within an
image without sacrificing accuracy [18,22].

The operation of YOLO involves several key steps. First, the input image is
divided into a grid, with each grid cell responsible for predicting bounding boxes
and associated class probabilities. YOLO predicts bounding boxes by specifying
their coordinates (x, y, width, height) within each grid cell. Alongside bounding
box predictions, YOLO assigns a confidence score to indicate the likelihood of an
object being present within the box and the accuracy of the class prediction. Fi-
nally, YOLO applies Non-Maximum Suppression (NMS) to refine the detections by
removing duplicate bounding boxes and improving localization accuracy [50].

Due to its speed and accuracy, YOLO gained widespread popularity and found
applications in various domains such as autonomous driving, surveillance systems,
and robotics. Its ability to provide real-time object detection capabilities made it an
indispensable tool for tasks requiring rapid analysis of visual data.

2.6.1 YOLOv3

YOLO (You Only Look Once) V3 is a state-of-the-art object detection algorithm that
revolutionized real-time object detection tasks. Introduced as an advancement over
its predecessors, YOLO V3 significantly improved detection accuracy while main-
taining impressive speed, making it a popular choice for various computer vision
applications. Leveraging deep convolutional neural networks, YOLO V3 divides the
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Figure 2.4: YOLO architecture [21].

input image into a grid and predicts bounding boxes and class probabilities for each
grid cell simultaneously. Its innovative architecture, featuring multiple detection lay-
ers with different scales, enables the detection of objects of various sizes and shapes
with remarkable precision [20].

Since its inception, YOLO V3 has been widely adopted in industries ranging from
autonomous vehicles and surveillance systems to augmented reality applications. Its
ability to detect objects in real-time with high accuracy has made it an invaluable
tool for tasks requiring rapid and reliable object recognition. Continuously refined
through iterations and enhanced with advanced techniques, YOLO V3 remains at the
forefront of object detection algorithms, driving innovations and empowering diverse
applications across industries [50].

2.6.2 YOLOv5

YOLOv5 represents the latest iteration in the YOLO series, developed by Ultralytics.
Building upon the success of its predecessors, YOLOv5 aims to further enhance
speed and accuracy while maintaining simplicity and ease of use. One of the key
advancements in YOLOv5 is its new architecture, which utilizes a fully convolutional
neural network (CNN) backbone combined with a detection head. This architecture
enables YOLOv5 to efficiently predict bounding boxes and class probabilities with
improved performance [51].

YOLOv5 offers different model variants, ranging from YOLOv5s to YOLOv5x,
with varying model sizes and computational requirements. Users can choose the
variant that best suits their application’s needs, balancing speed and accuracy ac-
cording to their preferences. Despite the variations in model size, YOLOv5 consis-
tently delivers state-of-the-art performance on various object detection benchmarks,
demonstrating superior accuracy compared to its predecessors [51].

In addition to its performance improvements, YOLOv5 prioritizes ease of use and



2.7. Performance Metrics 17

accessibility. It provides pre-trained models and simple inference scripts, enabling
users to quickly deploy object detection solutions without extensive training or ex-
pertise. Moreover, YOLOv5 benefits from a vibrant open-source community, foster-
ing collaboration and innovation in the development of object detection technology.
YOLOv5 represents a significant advancement in real-time object detection, offering
improved performance, versatility, and user-friendliness. Its combination of speed,
accuracy, and ease of use makes it a valuable tool for a wide range of applications in
computer vision and beyond [28].

2.6.3 Swin Transformer

The Swin Transformer, short for "Shifted Window Transformer," is an innovative ar-
chitecture designed to enhance the efficiency and performance of traditional Trans-
formers in processing images. Introduced in 2021 by researchers at Microsoft Re-
search Asia, SWin Transformer utilizes a novel window-based self-attention mech-
anism that reduces computational complexity while maintaining strong modeling
capabilities. By rearranging the self-attention mechanism to operate within local
shifted windows rather than global contexts, the SWin Transformer achieves impres-
sive results in various computer vision tasks, making it a promising advancement in
the field of deep learning for image processing [27].

2.7 Performance Metrics

For measuring the efficiency and performance of the algorithms, performance metrics
are used [14]. In this research, several performance metrics were employed to compare
the performance of the algorithms used. The algorithm’s performance was analyzed
using recall, precision,

2.7.1 Intersection over Union (IoU)

Intersection over Union (IoU) is a widely used evaluation metric in the field of com-
puter vision, particularly in tasks such as object detection, instance segmentation,
and image segmentation. It is used to measure the accuracy of object localization by
comparing the overlap between the predicted bounding box (or segmentation mask)
and the ground truth bounding box (or mask) [61].

IoU is calculated by dividing the area of intersection between the predicted and
ground truth bounding boxes by the area of their union. It is expressed as a ratio
ranging from 0 to 1, where higher values indicate better overlap and thus better
localization accuracy.

Here’s the formula for computing IoU between two bounding boxes:

IoU =
Area of Intersection

Area of Union
Where:
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• The "Area of Intersection" refers to the area shared by the predicted and ground
truth bounding boxes.

• The "Area of Union" refers to the total area covered by both the predicted and
ground truth bounding boxes.

For example, if the predicted bounding box perfectly matches the ground truth
bounding box, the IoU would be 1. Conversely, if there is no overlap between the
predicted and ground truth bounding boxes, the IoU would be 0.

IoU is a crucial metric for evaluating the performance of object detection and
segmentation algorithms as it provides a quantitative measure of how well the model
localizes objects within an image. Higher IoU values indicate better localization
accuracy and are desirable for tasks where precise object localization is essential.

2. Recall

Recall sometimes referred to as sensitivity, measures how well a model can locate
all relevant instances. It concentrates on true positives to show how effectively the
model captures actual positives. Relevant for situations where it would be expensive
to miss positive results [36].

Recall = Tp / (Tp + Fn)

• Tn = True negative

• Tp = True positive

• Fp = False positive

• Fn = False negative

3. Precision:

Precision assesses the accuracy of positive predictions by comparing true positives
to predicted positives. It’s crucial when minimizing false positives is essential, as in
medical diagnoses or fraud detection [36].

Precision = TP / (TP + FP)
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Related Work

The journey from Convolutional Neural Networks (CNNs) to Vision Transformers
(ViTs) in satellite object detection reflects a significant evolution in deep learning ap-
proaches, driven by the quest for more accurate and efficient models. Early adoption
of CNNs, as highlighted by "Haryono et al." [16], demonstrated their effectiveness
in extracting and processing spatial features from satellite imagery, setting a high
benchmark in the field.

The advent of Vision Transformers, as introduced by "Dosovitskiy et al." [13],
marked a paradigm shift, leveraging attention mechanisms to capture long-range
dependencies in image data, a feature particularly beneficial for the complex and
varied landscape of satellite imagery. This shift was further explored in studies like
those by "Deininger et al." [11] and "Jeeveswaran et al." [17], which compared the
application of ViTs and CNNs, revealing the potential of ViTs to offer competitive,
if not superior, performance in detecting objects across diverse satellite landscapes.

Continued research has delved into not just the performance but also the adapt-
ability and efficiency of these architectures. "Kishaan Jeeveswaran et al." [17]’s
work provides an in-depth comparative analysis, emphasizing the robustness of ViTs
against various adversarial and environmental challenges encountered in satellite im-
agery analysis. The exploration of hybrid models that synergize the local processing
strengths of CNNs with the global perspective of ViTs presents a promising avenue
for enhancing object detection accuracy and efficiency.

Recent contributions from "Bazi et al." [4] and "Zhang et al." [64] have expanded
the discourse, examining the application of ViTs in remote sensing and their com-
parative performance against CNNs. These studies highlight ViTs’ versatility and
adaptability, suggesting their growing relevance in satellite imagery analysis and be-
yond.

The "Y Li et al." [26] explored the use of plain Vision Transformer (ViT) back-
bones for object detection, eliminating the need for hierarchical designs. Their ap-
proach, ViTDet, achieved competitive results without complex adaptations, reaching
up to 61.3 APbox on COCO dataset using ImageNet-1K pre-training. This research
highlights the potential of plain-backbone detectors, maintaining the independence
of general-purpose backbones and task-specific designs, akin to advancements in NLP
with models like GPT and BERT. The study suggests decoupling pre-training from
fine-tuning as a methodology beneficial for computer vision, drawing parallels to
advancements in NLP and fostering cross-disciplinary collaboration.

19
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The "C Zhang et al." [63] introduced EIA-PVT, a novel pyramid Transformer
framework, for oriented object detection in remote sensing images, addressing key
challenges like computational complexity and inductive bias. Their method leverages
token sparsity, global-local semantic relations, and angle tokenization to enhance effi-
ciency and accuracy. EIA-PVT outperformed previous approaches by effectively uti-
lizing vision Transformers over CNNs, demonstrated through experiments on DOTA
and DIOR-R datasets. This work highlights the potential of Transformer-based ap-
proaches in remote sensing object detection, showcasing advancements in efficiency
and orientation learning.

The "Q Li et al." [25] explored Transformer-based frameworks for remote sens-
ing object detection, combining CNN and modified Transformer for end-to-end de-
tection. They proposed TRD, leveraging Transformer’s long-distance relationship
capabilities for global spatial awareness. Through experiments, they demonstrated
the superiority of T-TRD-DA, integrating attention-based transferring backbone and
data augmentation, especially in detecting small objects, showcasing the potential of
Transformer-based approaches in remote sensing.

The "X Jiang et al." [19] proposed RAST-YOLO, combining Region Attention
and Swin Transformer, for remote sensing object detection. By addressing challenges
like complex backgrounds and small-scale targets, RAST-YOLO achieved state-of-
the-art accuracy on DIOR and TGRS-HRRSD datasets, surpassing baseline networks
by 5% and 2.3% in mean average precision, respectively. This approach leverages the
RA mechanism for global background extraction and the C3D module for multi-scale
target detection, demonstrating improved performance over mainstream and existing
remote sensing object detection algorithms.

The "L Wang et al." [54] investigated the effectiveness of ViTDet, a Vision Trans-
former Detector, for aerial image object detection, addressing challenges like bird’s-
eye view perspective and complex backgrounds. Experimenting on Airbus Aircraft,
RarePlanes, and DOTA datasets, ViTDet consistently outperformed CNN counter-
parts, showing up to 17% improvement in average precision for horizontal bounding
box detection and competitive performance for oriented bounding box detection.
Their study establishes ViTDet as a promising backbone for challenging aerial image
analysis and provides a baseline for future research in this domain.

The "AB Amjoud" [2] conducted a comprehensive review of object detection
methods under deep learning, categorizing them into four main approaches: two-
stage anchor-based, one-stage anchor-based, anchor-free, and transformer-based de-
tectors. They evaluated these models on major databases like Pascal VOC and
MS-COCO, finding that single-stage detectors have improved and rival the accuracy
of two-stage detectors. Transformer-based detectors, such as Swin-L and Swin V2,
achieved significant results, highlighting the evolving landscape of object detection
research. The study identifies promising future directions, including speed-accuracy
trade-offs, tiny object detection, 3D object detection, multi-modal object detection,
and few-shot learning, addressing various challenges and applications in the field.

Furthermore, the exploration of specialized applications and optimization strate-
gies for these deep learning models has enriched the field. Works by "Liu et al." [25]
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and "Pang et al." [38] on leveraging transfer learning and advanced data augmenta-
tion techniques for ViTs and CNNs underscore the continuous efforts to refine model
performance and applicability in satellite object detection. These studies contribute
to a deeper understanding of the strengths and limitations of both architectures,
guiding future research towards more sophisticated and application-specific models.

Ultimately, the collective research on the evolution, comparative analysis, and
practical implementation of Convolutional Neural Networks (CNNs) and Vision Trans-
formers (ViTs) within the realm of satellite object detection underscores the remark-
able progress and the continually shifting landscape of this research field. As investi-
gations proceed and novel approaches in model architecture and training techniques
are explored, this area of study is propelled forward, offering promising improvements
in the analysis of satellite imagery for diverse and impactful applications.
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Methodology

In this chapter, we’ll explain how we approached answering the research questions
and why we made those choices. To address research questions RQ1(a) and RQ1(b),
we reviewed existing literature. However, for research questions RQ2 and RQ3, we
conducted experiments instead.

4.1 Literature Review

A thorough exploration of existing literature stands as a cornerstone in advancing
our comprehension of any subject matter. This endeavor not only provides a robust
foundation for future inquiries but also offers critical insights into prevailing method-
ologies and trends. In our study, the significance of a comprehensive literature review
is underscored, particularly in addressing three pivotal research questions [53].

The primary inquiry, RQ1(a), delves into the choices of CNN-based models for
satellite object detection. The literature review serves as an indispensable tool in
this question, enabling us to discern diverse approaches adopted within this domain.
Concurrently, RQ1(b) endeavors to choose the Vision Transformers for satellite ob-
ject detection. Similarly, RQ2 and RQ3 direct attention toward the selection of
algorithms essential for crafting comparisons the those architectures. Herein, the
literature review plays a pivotal role in navigating this intricate terrain.

To orchestrate a comprehensive review, a meticulous search strategy was exe-
cuted, leveraging renowned academic databases such as Google Scholar, ScienceDi-
rect, and IEEE Xplore, among others. Our methodology embraced a snowballing
approach [56], harnessing the collective wisdom of pertinent papers to conduct both
forward and backward searches. This iterative process facilitated the discovery of
additional scholarly sources germane to our inquiry.

Inclusion Criteria:

1. Relevance to current research and dissemination through reputable channels
such as conferences, journals, and books.

2. Publication date after 2023 to ensure alignment with recent technical advance-
ments.

3. Availability of associated work in BIBtext format.

23
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4. Demonstration of substantive contribution to the field, showcasing innovative
methodologies or findings.

5. Adherence to high standards of academic rigor and credibility, including peer-
reviewed publications and reputable publishing platforms.

Exclusion Criteria:

1. Lack of full-text availability, thereby hindering thorough examination and eval-
uation.

2. Non-English publications, as language barriers are excluded.

3. Duplicate publications, ensuring redundancy is minimized within the literature
review process.

4. Works lacking clear relevance or applicability to the research objectives, main-
taining focus on pertinent contributions.

5. Publications preceding 2015, as the aim is to incorporate recent advancements
and developments in the field.

A stringent set of criteria was employed to ascertain the relevance of identified
works. Inclusion criteria mandated a close alignment with contemporary research,
disseminated through reputable channels including conferences, journals, and books.
To ensure currency, only publications postdating 2015 were considered. Furthermore,
adherence to the BIBtext format was imperative for inclusion [44].

Conversely, exclusion criteria were rigorously enforced. Works lacking full-text
accessibility were omitted from consideration, as were articles not published in En-
glish, thus preserving the integrity and coherence of the review process.

In essence, our approach to literature review embodies a meticulous and rigorous
pursuit of knowledge, aimed at enriching our understanding of the subject matter
and paving the way for innovative research endeavors.

To answer related research questions, this study uses a literature review method-
ology [3]. This study has a primary goal, which is to assess the CNN-based network
responsible for extracting informative features from imagery in RQ1(a). To achieve
this goal, the study starts by reviewing existing research papers in this area to un-
derstand the different methods that have to be used. Another question this study
addresses RQ1(b) is about finding suitable ViT models used in image classification.
This is done by conducting a thorough review of the literature study. Similarly, RQ2
focuses on the selection of algorithms used to build upon the identified CNN based
models and ViTs from RQ 1(a), and RQ 1(b) to establish a comparative evaluation
framework. The literature review is performed to address what algorithms are to
be used in this architecture. The results of this study, as presented in the research,
bring together valuable insights gathered from various research sources, providing a
strong foundation for the subsequent phases of the investigation.
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Paper Title Conclusions drawn

Swin-Transformer-Enabled
YOLOv5 with Attention Mecha-
nism for Small Object Detection
on Satellite Images [15].

The authors adapted YOLOv5 for satellite
image object detection, addressing scale and
background complexity challenges. They
added new feature fusion layers and Swin
Transformer Prediction Heads (SPHs) to
enhance small object detection and re-
duce computational complexity. Integra-
tion of Normalization-based Attention Mod-
ules (NAMs) improved attention perfor-
mance. The modified SPH-YOLOv5 model
surpassed baseline YOLOv5, achieving a
0.071 increase in mean Average Precision
(mAP) on the DOTA dataset. Testing on
NWPU-VHR10 and DOTA datasets vali-
dated the model’s effectiveness, outperform-
ing other models. These enhancements tai-
lored YOLOv5 for satellite image character-
istics, promising improved object detection
accuracy.

Comparison of Object Detection
Algorithms for Street-level Ob-
ject [33].

In this research paper authored by Marti-
nus Grady Naftali, experiments were con-
ducted to identify various objects present
on streets, such as cars and buses. The
study compared the performance of different
models including SSD MobileNetv2 FPN-lite
320X320, YOLOV3, YOLOV4, YOLOV5s,
and YOLOV5l. The findings indicate
that YOLOV5l, MobileNetv2 FPN-lite, and
YOLOV5s demonstrate promising results in
achieving an optimal balance between accu-
racy and speed for real-time object detection
tasks on streets, including those pertinent to
self-driving cars.

Comparing YOLOV3, YOLOV4,
and YOLOV5 for Autonomous
Landing Spot Detecting in Faulty
UAVs [35].

In this study the authors were conducted the
experiments to identify safe landing spots for
UAVs. Three object detection algorithms,
namely YOLOv3, YOLOv4, and YOLOv5l,
were compared using a large aerial dataset.
The findings suggest that YOLOv5l performs
better than YOLOv3 and YOLOv4 in terms
of both mean Average Precision (mAP) and
execution speed.
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Paper Title Conclusions drawn

A Comparative Study of
YOLOv5 and YOLOv7 Ob-
ject Detection Algorithms [67].

The authors compared YOLOv5 and
YOLOv7 using a custom model trained
on a dataset for Remote Weapon Station.
YOLOv5 demonstrated better performance
in precision, mAP@0.5, and mAP@0.5:0.95,
with a 4.0% increase in accuracy compared
to YOLOv7. Despite YOLOv7 showing a
higher recall value during testing, YOLOv5
emerged as the superior algorithm overall.
These findings suggest that YOLOv5 is
more effective for object detection tasks,
particularly in scenarios involving persons,
handguns, rifles, and knives.

TPH-YOLOv5: Improved
YOLOv5 Based on Transformer
Prediction Head for Object
Detection on Drone-captured
Scenarios [70].

The authors developed TPH-YOLOv5 to ad-
dress challenges in object detection on drone-
captured scenarios, including scale varia-
tions and motion blur. TPH-YOLOv5 in-
corporates an additional prediction head
for different-scale objects and Transformer
Prediction Heads (TPH) with self-attention
mechanisms. Integration of the convolu-
tional block attention model (CBAM) en-
hances attention in dense object scenarios.
Experimental results on the VisDrone2021
dataset showed TPH-YOLOv5 outperform-
ing previous methods, achieving an AP
of 39.18% and securing 5th place in the
VisDrone Challenge 2021. Compared to
YOLOv5, TPH-YOLOv5 demonstrated a
notable 7% improvement, proving its effec-
tiveness in drone-captured scenarios.

Deep Learning-Based Automatic
Detection of Ships: An Experi-
mental Study Using Satellite Im-
ages [39]

The authors developed an automatic ship
detection system using deep learning meth-
ods, specifically YOLOv3, YOLOv4, and
YOLOv5 algorithms, comparing their perfor-
mance on satellite imagery datasets. They
found YOLOv5 to achieve the highest accu-
racy of 99%, outperforming YOLOv4 (98%)
and YOLOv3 (97%). The study concludes
that YOLOv5 is the most effective algorithm
for ship detection from satellite images.
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Paper Title Conclusions drawn

A Comprehensive Survey of
Transformers for Computer
Vision [46].

The authors surveyed the use of Vision
Transformers (ViTs) in computer vision
tasks, highlighting their advantages over
Convolutional Neural Networks (CNNs).
They reviewed various ViT models and their
applications in tasks like image coding, clas-
sification, and object detection. ViTs outper-
formed traditional DL models in tasks such
as image classification and object detection
due to their self-attention mechanism. The
study also identified challenges like compu-
tational costs and provided future research
directions, noting Google’s ViT22B as a sig-
nificant advancement in large CV models.

ViT-YOLO:Transformer-Based
YOLO for Object Detection [65].

The authors devised ViT-YOLO to improve
object detection in drone-captured images,
employing an enhanced backbone architec-
ture, MHSA-Darknet, with multi-head self-
attention for global context and feature ex-
traction. They introduced a weighted BiFPN
for cross-scale feature fusion and utilized
techniques like TTA and WBF for enhanced
accuracy. ViT-YOLO demonstrated supe-
rior performance, achieving top results in the
VisDrone-DET 2021 challenge with mAP of
39.41% and 41% for test-challenge and test-
dev datasets, respectively.

Aerial Image Object Detection
with Vision Transformer Detector
(VITDET) [54].

The authors explored the efficacy of Vision
Transformer Detector (ViTDet) for aerial
image object detection, recognizing its rel-
evance in geoscientific research. Through
experiments on datasets like Airbus Air-
craft, RarePlanes, and DOTA, ViTDet con-
sistently outperformed CNN counterparts by
up to 17% on average precision. This indi-
cates ViTDet’s potential in handling chal-
lenges like bird’s-eye view perspective and
complex backgrounds in aerial image analy-
sis. Its competitive performance in oriented
bounding box (OBB) object detection under-
scores its suitability for such tasks.
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Paper Title Conclusions drawn

Using Clean Energy Satellites to
Interpret Imagery: A Satellite
IoT Oriented Lightweight Object
Detection Framework for SAR
Ship Detection [59].

This paper introduces YOLO-ViTSS, a
lightweight object detection algorithm tai-
lored to detect ship targets in SAR im-
ages for on-orbit deployment. Combining
YOLO and Vision Transformer techniques,
YOLO-ViTSS achieves high precision with
low computational power consumption, mak-
ing it suitable for satellite-based processing.
Experiments on the SSDD dataset demon-
strate its lightweight features with an im-
pressive mean Average Precision (mAP) of
96.6%, showcasing its effectiveness for real-
time SAR image interpretation in space-
based IoT applications.

4.2 Experimentation

From RQ1(a) and RQ(b) we identify the popular choices of CNN-based models and
investigate the adoption and adaptation of Vision Transformers for satellite object
detection are pivotal steps in understanding the architectural preferences within the
field. This comprehensive inquiry involves an extensive literature study, analyzing
the performance of various CNN architectures alongside Vision Transformer models
on satellite imagery datasets. By closely examining the results of the literature review
for both CNNs and ViTs and seeing how well they fit to perform object detection.
We hope to find out why they’re so commonly used and successful in satellite object
detection tasks. Also, by looking closely at how Vision Transformers can capture
the objects in satellite images, we can better understand if they’re a good fit for
analyzing satellite imagery. This can be justified in the RQ2 and RQ3 by conducting
the experimentation used for the research questions. So, that the circumstances for
the study can be controlled to facilitate the research. The whole experiment is carried
out in a way shown in Figure 4.1

Answering RQ2: Comparing Vision Transformers with traditional CNN-based
models in satellite object detection demands a rigorous experimental evaluation.
This comparative analysis will involve training and testing both types of models on
standardized datasets, quantifying their performance using metrics such as Intersec-
tion over Union (IOU), execution time, and model scalability. Through systematic
experimentation, we aim to elucidate the relative strengths and weaknesses of each
model type, providing actionable insights into their applicability and potential ad-
vancements in satellite object detection.

Answering RQ3: Exploring the role of fine-tuning parameters in optimizing
CNN-based models and Vision Transformers for satellite object detection requires a
nuanced investigation into optimization strategies. By conducting experiments that
involve fine-tuning hyperparameters and model parameters, we aim to assess their
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impact on key performance metrics such as IOU and execution time. This empirical
analysis will enable us to identify fine-tuning practices that yield improved accuracy
and efficiency for both types, thereby enhancing the effectiveness of satellite object
detection algorithms.

Figure 4.1: Experimentation architecture.

4.2.1 Experimental Setup

In this section, we detail the working environment used to conduct the experiments
for this thesis. This environment was chosen for its suitability in implementing the
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anticipated results and ensuring consistency for future reference.

4.2.1.1 Software Requirements

We opted for the use of the "Jupyter Notebook" platform for programming purposes,
known for its open-source nature [30]. This web-based platform has become widely
popular for building machine learning models. Its capabilities include facilitating
result visualization and enabling thorough examination of each model step.

Python serves as the primary programming language for implementing the se-
lected algorithms during the experimental phase. Python’s widespread usage and
reputation for simplicity and effectiveness in execution guided this decision. Addi-
tionally, Python 3 offers a rich set of pre-built libraries, greatly simplifying the model
programming process.

The following libraries were utilized:

• os: Provides a portable way of interacting with the operating system. It’s used
for managing file paths and directories [43].

• numpy (np): Fundamental package for scientific computing with Python.
Used for array manipulation and mathematical operations [29].

• keras: High-level neural networks API, written in Python. Used for build-
ing and training deep learning models [6]. (Note: Keras can run on top of
TensorFlow or Theano.)

• matplotlib.pyplot as plt: Plotting library for Python. Used for visualizing
data and images [43].

• cv2: OpenCV (Open Source Computer Vision Library). Used for image pro-
cessing and computer vision tasks [43].

• scipy.io: Scientific computation library that builds on NumPy. Used for read-
ing and writing files [40].

• shutil: Module providing a high-level interface for file operations. Used for file
manipulation tasks like unpacking archives [43].

• tensorflow: TensorFlow is an open-source machine learning framework devel-
oped by Google. It provides a comprehensive ecosystem of tools for building
and deploying machine learning models [12].

• pytorch: PyTorch is an open-source machine-learning library developed by
Facebook. It offers dynamic computational graphs and tensors with GPU ac-
celeration, making it popular for deep learning research and development [49].

4.2.1.2 Hardware environment

The hardware used for this research is depicted in below Table 4.2.
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System Asus ROG Zephyrus G16

CPU Intel(R) Core(TM) i7 13620H processor

GPU GeForce RTX 4090

Installed RAM 16GB

Operating System Windows 11

Table 4.2: Hardware environment

4.2.2 DataSet

The RarePlanes dataset was developed collaboratively by CosmiQ Works and AI [10].
Reverie represents a novel fusion of real and synthetic satellite imagery designed to
support computer vision algorithms in the automated detection and characterization
of aircraft from an overhead perspective. By combining both real-world and synthetic
data, RarePlanes aims to leverage the advantages of each to enhance algorithm per-
formance while reducing the need for extensive manual data collection efforts.

The real portion of the dataset comprises 253 high-resolution satellite scenes cap-
tured by Maxar WorldView-3 satellites, offering coverage over 112 distinct locations
and spanning a total area of 2,142 square kilometers as we can see in Figure4.2.
Within these scenes, a meticulous annotation process has resulted in the identifica-
tion and labeling of 14,700 individual aircraft instances. Each annotated aircraft is
accompanied by a rich set of attributes, including fine-grained details such as aircraft
length, wingspan, wing shape, propulsion type, and more.

In parallel, the synthetic dataset was generated using AI. Reverie’s advanced sim-
ulation platform provides an additional 50,000 synthetic satellite images for training
and evaluation purposes. These synthetic images, augmented with approximately
630,000 aircraft annotations, offer a diverse and expansive dataset that complements
the real-world imagery. Importantly, the synthetic aircraft instances are annotated
with the same detailed attributes as their real counterparts, ensuring consistency and
compatibility between the two datasets.

The data collection process for the RarePlanes dataset involved a meticulous
approach to ensure quality and relevance. Satellite scenes were acquired through
Maxar WorldView-3 satellites, capturing imagery from various geographical locations
worldwide. Subsequently, human annotators meticulously labeled aircraft instances
within the real dataset, providing detailed attribute information for each aircraft.
Concurrently, synthetic satellite images were generated using AI. Reverie’s simula-
tion platform, with synthetic aircraft instances annotated using the same attribute
schema as the real dataset. This rigorous process ensures that both the real and
synthetic datasets are aligned and suitable for training and evaluating computer vi-
sion algorithms. Researchers and practitioners can access the RarePlanes dataset
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through the AWS Open-Data Program, enabling widespread experimentation and
advancement in aircraft detection and classification from satellite imagery.

Figure 4.2: Sample Images of RarePlanes dataset

4.2.3 Challenges in Large Satellite Imagery

Large satellite imagery, often exceeding 10K-by-10K pixels, presents formidable chal-
lenges for object detection. Firstly, memory constraints pose a significant hurdle, as
processing and storing such large images demand substantial GPU resources. More-
over, the sparsity of objects within these images exacerbates the issue, as large regions
may contain no objects at all. This not only wastes computational resources but
also complicates the training process by introducing irrelevant data. Additionally,
the inherent class imbalance within the dataset further compounds the challenges.
Certain object classes may be underrepresented, leading to biased performance of
object detectors. Lastly, the presence of closely clustered objects poses a consider-
able challenge for traditional object detection methods, as they struggle to accurately
identify objects within such dense configurations.

4.2.4 Strategies for Mitigation

To address these challenges, several strategies are employed. Block processing is a
key technique, wherein the image is divided into smaller, manageable blocks. This
allows for better utilization of GPU resources and facilitates more efficient processing.
Automatic sampling of blocks ensures that training data contains objects of interest,
thus mitigating the effects of sparsity and class imbalance. Moreover, class balancing
techniques are applied to ensure that all object classes are adequately represented in
the training data, thus minimizing bias in the object detector’s performance. Finally,
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the use of rotated rectangle bounding boxes helps address the challenge of detecting
closely clustered objects by providing a more accurate representation of their spatial
extent.

4.2.5 Training the Models

4.2.5.1 Preparing the Data for Modeling

Preparing satellite imagery data for object detection involves several intricate steps.
Firstly, the conversion of ROI labels from latitude and longitude coordinates to in-
trinsic image coordinates is crucial for aligning labels with image data, laying the
foundation for subsequent processing. Next, seamless integration of label data with
image filenames creates a cohesive datastore, followed by a transformation process
ensuring alignment between bounding boxes and images. Extracting bounding boxes
and labels enables identification of regions of interest, vital for training the object
detection model. Visualizing ground truth images with associated bounding boxes
provides insights into spatial distribution, aiding informed decisions during model
development. Comprehensive analysis of dataset statistics, including object sizes
and class distribution, guides subsequent training steps, ensuring effective handling
of issues like class imbalance. Finally, selecting blocks for training and validation,
particularly for large satellite imagery, ensures representative samples and balanced
class distribution, crucial for training a robust object detector.

In this phase of our research, informed by the outcomes of a comprehensive sys-
tematic literature review in Section 4.1, we have selected prominent algorithms such
as YOLO v3, YOLO v5, ViT, and Swin Transformer as potential algorithms for our
study. The essence of our modeling process involves several pivotal stages.

Initially, the chosen algorithms are thoroughly preprocessed, including tailored
adjustments to align with the unique attributes of our dataset. Subsequently, the
dataset is partitioned into distinct subsets, namely the training, validation, and test
sets with a distribution of 70%, 15%, and 15%, respectively. This deliberate division
empowers us to progressively fine-tune the model’s hyperparameters, enhancing its
predictive capabilities iteratively.

Throughout the training process, the selected algorithms thoroughly gather in-
sights from the inherent patterns and interdependencies within the training data.
This iterative learning process facilitates a gradual augmentation of their proficiency
in accurate detection.

In this phase of our research, we’ve looked at various algorithms like YOLO v3,
YOLO v5, ViT, and Swin Transformer based on what we learned from a detailed
review of existing studies (see Section 4.1). Our goal is to find the best algorithm
for our study, and we’re following a few key steps.

First, we’re getting these algorithms ready for our specific dataset by making
some adjustments. Then, we’re dividing our dataset into three parts: training, vali-
dation, and test sets. Most of the data (70%) goes into the training set, while smaller
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portions (15% each) are set aside for validation and testing. This setup allows us to
tweak our model’s settings over time to make it better at predicting.

As we train our models, they learn from the patterns and relationships within
the training data. This learning process happens bit by bit, gradually improving the
models’ ability to spot things accurately. It’s like they’re slowly getting better at
their job as they analyze more and more data.

4.2.6 Object detection using YOLO v3

4.2.6.1 Adjusting Batch Size:

In training an object detector with YOLO v3, the adjustment of batch size, denoted
as B, plays a crucial role in efficient GPU resource management. By selecting a
smaller batch size, such as B = 64 or B = 32, the processing of larger input images
becomes smoother, enhancing memory management. The batch size determines the
number of samples processed before updating the model’s parameters during each
iteration of training. With a smaller batch size, the GPU can handle more frequent
updates, which can expedite convergence.

4.2.6.2 Configuring Training Options:

Central to YOLO v3 training is the configuration of various training options, repre-
sented by a set of parameters. These parameters include the optimization algorithm,
maximum number of epochs Nepochs, initial learning rate η0, and learning rate sched-
ule. Let θ denote the model parameters to be optimized. The training objective is
to minimize a predefined loss function L(θ) over the training dataset D. Common
optimization algorithms such as Stochastic Gradient Descent (SGD) with momen-
tum or Adam can be employed. Additionally, the learning rate schedule may be set
to decrease the learning rate over time, facilitating convergence.

4.2.6.3 Defining Loss Function:

During training, the model parameters are iteratively optimized to minimize a pre-
defined loss function. In YOLO v3, this loss function is typically composed of three
components: localization loss Lloc, confidence loss Lconf, and classification loss Lcls.
Thus, the overall loss function L(θ) is a combination of these components, aimed
at minimizing the disparity between predicted bounding boxes and ground truth
bounding boxes, while also ensuring accurate classification.

4.2.6.4 Iterative Training:

The training process involves iteratively updating the model parameters to minimize
the loss function over multiple epochs. At each epoch t, the model parameters θ are
updated using the gradients computed from a batch of training data Bt. This update
follows the rules of the chosen optimization algorithm, adjusting the parameters to
move closer to the optimal solution. Training continues until the maximum number
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of epochs Nepochs is reached or until convergence criteria are satisfied.

Upon completion of training, the trained YOLO v3 object detector is saved for
future use. This involves optimization using the Finetunning parameters θ of the
model as well as its architecture. The saved model can then be conveniently deployed
for various applications and scenarios, facilitating its retrieval and utilization.

4.2.7 Object detection using YOLO v5

4.2.7.1 Adjust Batch Size:

In training an object detector with YOLO v5, it’s crucial to adjust the batch size
to effectively manage GPU resources. By reducing the batch size, such as to 8, it
ensures smoother memory management, particularly when processing larger input
images.

4.2.7.2 Configure Training Options:

Configuring the training options is vital. This involves setting parameters like the
optimization algorithm, maximum number of epochs, initial learning rate, learning
rate schedule, and more. These parameters guide the optimization process during
training, influencing the model’s convergence and performance.

4.2.7.3 Iteratively Optimize Model Parameters:

During the training process itself, the model parameters are iteratively optimized to
minimize a predefined loss function. This optimization occurs over multiple epochs,
leveraging the specified training options to govern the learning process effectively.

Training a YOLO v5 object detector involves adjusting batch sizes, configuring
training options, optimizing model parameters through iterative training, and finally,
saving the trained model for future utilization. These steps collectively contribute
to the development of accurate and efficient object detection models.

4.2.8 Vision Transformers (ViT) Adaption For Object detec-
tion

4.2.8.1 Patch Extraction

Satellite images are typically large and high-resolution. The first step in our imple-
mentation is the patch extraction process. Given our satellite imagery, we employ a
patch extraction layer to divide the images into non-overlapping patches of a prede-
fined size. Each patch represents a localized region of the satellite image.

Mathematically, if an input satellite image has dimensions W ×H, and we choose
a patch size of P × P , then the number of patches extracted can be calculated as:

Number of patches =
⌊
W

P

⌋
×
⌊
H

P

⌋
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4.2.8.2 Patch Encoding

Following patch extraction, we implement a patch encoding layer. This layer per-
forms two main transformations: projection and positional encoding. The projec-
tion operation involves projecting each patch into a higher-dimensional space using
a dense layer, capturing complex features within the patch. This involves projecting
the patch into a higher-dimensional space using a trainable linear projection followed
by a non-linear activation function such as ReLU.

Mathematically, for a given patch xi, the projection operation can be represented
as:

Projection(xi) = ReLU(Wproj · xi + bproj)

where Wproj is the weight matrix and bproj is the bias vector of the projection layer.

Additionally, we include positional encodings to provide spatial information to
the model. This can be achieved by adding sinusoidal positional embeddings to the
projected patch representations. The positional encoding for a patch at position i
and dimension j can be defined as:

PosEnc(i, j) =

{
sin
(

i
10000(2j/d)

)
if j is even

cos
(

i
10000(2j/d)

)
if j is odd

where d is the dimensionality of the positional encoding.

4.2.8.3 Transformer Blocks

The core of our implementation lies in the ViT model, which comprises multiple
Transformer blocks. Each Transformer block consists of several layers, including
self-attention mechanisms, feedforward neural networks (MLP), skip connections,
and layer normalization.

1. Self-Attention: Self-attention allows the model to weigh the importance of
different patches with respect to each other. Mathematically, the self-attention
mechanism computes the attention scores αij between patch i and patch j as:

αij = softmax

(
(Qi ·KT

j )

dk

)

where Qi, Kj, and dk represent the query, key, and dimensionality of the key
vectors, respectively.

2. Layer Normalization: Layer normalization is applied to normalize the en-
coded patches prior to the attention mechanism
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3. Multi-Head Attention: To capture different aspects of spatial relationships,
multi-head attention is employed, where the self-attention mechanism is per-
formed multiple times in parallel. The output of each attention head is con-
catenated and linearly transformed to obtain the final multi-head attention
output.

4. Skip Connection 1 and Layer Normalization 2: Skip Connection 1 in-
volves adding the original encoded patches back to the attention output, fa-
cilitating information flow and gradient propagation. Layer Normalization 2
normalizes the output of the previous step before passing it through the MLP.

5. Feedforward Neural Network (MLP): After attention mechanisms, the
features are passed through a feedforward neural network, typically consist-
ing of two fully connected layers with ReLU activations. Mathematically, the
output of the feedforward network can be expressed as:

FFN(x) = ReLU(W2 · (ReLU(W1 · x+ b1)) + b2)

where W1, W2 are weight matrices and b1, b2 are bias vectors of the two layers.

6. Skip Connection 2: Skip Connection 2 adds the MLP output back to the
combined output from the previous step, ensuring effective feature fusion and
information flow.

4.2.9 Object Detection using Swin Transformer

Inspired by the Visual Transformer architecture, we sought to enhance our network’s
performance. The Swin Transformer architecture, explains its significance and how
it differs from other transformer-based models like ViT. To leverage the strengths
of this architecture, we incorporated Swin Transformer encoder blocks into every
prediction head of our network.

4.2.9.1 Patch Embedding

Once the patches are extracted, we embed each patch to capture its features. This
involves projecting the patch into a higher-dimensional space using a trainable linear
projection followed by a non-linear activation function such as ReLU. Mathemati-
cally, for a given patch xi, the projection operation can be represented as:

Projection(xi) = ReLU(Wproj · xi + bproj)

where Wproj is the weight matrix and bproj is the bias vector of the projection
layer.

4.2.9.2 Patch Embedding Transformation

After the initial projection, a series of transformations are applied to the patch
embeddings to capture hierarchical information across different scales. This involves
dividing the patches into non-overlapping groups and processing them sequentially
through multiple Swin Transformer layers.
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4.2.9.3 Swin Transformer Layers

Each Swin Transformer layer consists of self-attention mechanisms and feedforward
neural networks. The self-attention mechanism allows the model to weigh the impor-
tance of different patches with respect to each other, while the feedforward neural
networks further process the features.

1. Self-Attention
The self-attention mechanism computes the attention scores αij between patch
i and patch j as:

αij = softmax

(
Qi ·KT

j√
dk

)
where Qi, Kj, and dk represent the query, key, and dimensionality of the key
vectors, respectively.

2. Multi-Head Attention
Multi-head attention is employed to capture different aspects of spatial rela-
tionships. The self-attention mechanism is performed multiple times in parallel,
and the output of each attention head is concatenated and linearly transformed
to obtain the final multi-head attention output.

3. Feedforward Neural Network (MLP)
After the attention mechanisms, the features are passed through a feedforward
neural network, typically consisting of two fully connected layers with ReLU
activations. The output of the feedforward network can be expressed as:

FFN(x) = ReLU(W2 · (ReLU(W1 · x+ b1)) + b2)

where W1, W2 are weight matrices and b1, b2 are bias vectors of the two layers.

4. Skip Connections and Layer Normalization
Skip connections are employed to facilitate gradient flow and alleviate the van-
ishing gradient problem. The output of each layer is added to its input before
passing through the subsequent layer. Layer normalization is applied to stabi-
lize training by normalizing the activations of each layer.

By applying these steps, the Swin Transformer architecture can effectively han-
dle satellite imagery by capturing spatial dependencies across different scales and
hierarchies.

4.2.10 Validation

The validation process in the context of object detection using satellite images plays a
pivotal role in assessing the efficacy of the model image data. This critical checkpoint
unfolds through a series of methodical steps aimed at comprehensively evaluating the
model’s performance. Initially, the dataset is partitioned into distinct subsets: the
training set and the validation set. The training set is utilized to train the model,
enabling it to discern intricate patterns within the satellite image data. Meanwhile,



4.2. Experimentation 39

the validation set is reserved for performance evaluation purposes, serving as a rep-
resentative sample of unseen data.

During the training phase, the model processes inputs from the training set,
iteratively adjusting its parameters to optimize performance [36]. As the training
progresses, the model develops the ability to recognize and localize objects of interest
within satellite images.

Subsequently, the model’s predictions are aligned against the true labels present
in the validation set. This alignment facilitates a meticulous appraisal of the model’s
accuracy and predictive capacity, allowing for a thorough examination of its perfor-
mance in detecting and classifying objects within satellite imagery.

To quantify the model’s performance, a range of metrics are employed, including
accuracy, precision, recall, and Intersection over Union (IoU). These metrics collec-
tively shed light on various facets of the model’s predictive capability in a classifica-
tion scenario. Accuracy measures the overall correctness of the model’s predictions,
while precision and recall provide insights into its ability to correctly identify rele-
vant objects and minimize false positives. IoU, on the other hand, assesses the spatial
overlap between predicted and ground truth bounding boxes, offering a nuanced un-
derstanding of the model’s localization accuracy.

Through the validation process, the model’s performance is rigorously evaluated,
providing valuable insights into its effectiveness in object detection tasks using satel-
lite imagery. By systematically assessing its predictive accuracy and localization
capabilities on unseen data, the validation process serves as a crucial validation
mechanism, ensuring the reliability and generalizability of the model’s outputs in
real-world applications.





Chapter 5
Results and Analysis

5.1 Literature Review Results
After thoroughly examining the existing literature in Section 4.1, our study provides
an extensive overview of research papers focusing on methods for object detection
and their practical uses across different fields. Each paper looks into various aspects
of object detection, like the problems it faces, the methods used, and how well they
perform. By bringing together the findings from these papers, we summarize the
outcomes of our literature review, particularly focusing on the algorithms chosen for
our research in Table 5.1. Our analysis will explain why we picked these algorithms
for our experiments.

Paper Title Algorithms Used Algorithms
Considered

Swin-Transformer-Enabled YOLOv5
with Attention Mechanism for Small
Object Detection on Satellite Im-
ages [15]

YOLOv5 YOLOv5,
Swin Trans-
former

Comparison of Object Detection Algo-
rithms for Street-level Object [33].

MobileNetv2,
YOLOv3, YOLOv4,
YOLOv5s, YOLOv5l

YOLOv3,
YOLOv5

Comparing YOLOV3, YOLOV4, and
YOLOV5 for Autonomous Landing
Spot Detecting in Faulty UAVs [35]

YOLOv3, YOLOv4,
YOLOv5l

YOLOv3,
YOLOv5

A Comparative Study of YOLOv5 and
YOLOv7 Object Detection Algorithms
[67]

YOLOv5 YOLOv5

TPH-YOLOv5: Improved YOLOv5
Based on Transformer Prediction
Head for Object Detection on Drone-
captured Scenarios [70]

YOLOv5 YOLOv5,
Swin Trans-
former

Deep Learning-Based Automatic De-
tection of Ships: An Experimental
Study Using Satellite Images [39]

YOLOv3, YOLOv4,
YOLOv5

YOLOv3,
YOLOv5

A Comprehensive Survey of Transform-
ers for Computer Vision [46]

Vision Transformers
(ViTs)

ViTs

41
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ViT-YOLO:Transformer-Based YOLO
for Object Detection [65]

YOLOv5 YOLOv5,
Vision Trans-
formers

Aerial Image Object Detection with Vi-
sion Transformer Detector (VITDET)
[54]

Vision Transformers
(ViTs)

ViTs

Using Clean Energy Satellites to Inter-
pret Imagery: A Satellite IoT Oriented
Lightweight Object Detection Frame-
work for SAR Ship Detection [59]

YOLO, Vision Trans-
formers (ViTs)

YOLO, ViTs,
Swin Trans-
former

Table 5.1: Literature Review Results

The surveyed papers demonstrate a nuanced approach to algorithm selection,
tailored to specific application domains. For instance, in satellite image object de-
tection [15] , a fusion of YOLOv5 and Swin Transformer strategically combines speed
and accuracy, addressing challenges like small object detection and complex back-
grounds. Similarly, in UAV landing spot detection [35], YOLOv3 and YOLOv5
are preferred for their balance between precision and real-time performance, with
YOLOv5l providing insights into complexity-performance trade-offs.

In street-level object detection [33], MobileNetv2, YOLOv3, YOLOv4, YOLOv5s,
and YOLOv5l are compared, emphasizing real-time capabilities crucial for tasks
like self-driving cars. YOLOv5 also outperforms YOLOv7 in firearm and person
detection [67]. TPH-YOLOv5 [70] addresses challenges in drone-captured scenarios,
improving performance in dense object environments.

For ship detection [39], YOLOv5’s superior accuracy makes it the preferred choice.
ViTs emerge as promising alternatives to CNNs in computer vision tasks, with ViT-
YOLO [65] showcasing competitive performance in object detection, particularly in
drone-captured images. In aerial image object detection [54], ViTs excel in han-
dling challenges like bird’s-eye views and complex backgrounds. Finally, combining
YOLO and ViTs in interpreting satellite imagery [59] aims at robust frameworks for
environmental monitoring and disaster management.

5.2 Experimentation Results

5.2.1 YOLO v3

5.2.1.1 Initial Model Performance:

Before fine-tuning, in Table 5.2 the YOLO v3 model achieved an Intersection over
Union (IOU) score of 0.73, indicating the degree of overlap between predicted and
ground truth bounding boxes. This suggests that the initial model’s accuracy in
detecting rare planes in satellite images was moderate but had room for improvement.
The execution time of the model was 3450 seconds, reflecting the time taken for
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processing and analyzing images. While this duration may be acceptable depending
on the application, there was potential for optimization to reduce processing time.

In terms of accuracy, the initial YOLO v3 model performed at 88%, indicating
a high proportion of correct predictions compared to the ground truth labels. This
suggests that the model had a solid foundation but could benefit from enhancements
to improve its predictive power. The precision of the initial model was measured
at 0.82, indicating the proportion of true positive predictions among all positive
predictions made by the model. While relatively good, there was still room for
improvement in minimizing false positives.

Similarly, the recall of the initial model was 0.86, indicating the proportion of
true positives successfully detected by the model out of all ground truth positives.
This suggests that the model had a high capability to capture relevant objects but
could further increase its sensitivity. The number of parameters in the initial YOLO
v3 model was 62 million, reflecting the complexity and size of the model architecture.
Despite having a considerable number of parameters, there was room for improvement
in model performance.

The initial YOLO v3 model was trained for 50 epochs, representing the number
of passes the entire dataset went through during the training process. While 50
epochs provided a foundation for the model, there was potential for further training
to enhance performance.

5.2.1.2 Performance After Fine-tuning:

After fine-tuning, in Table 5.2 the YOLO v3 model demonstrated improvements
across various performance metrics, indicating enhanced capability in detecting rare
planes in satellite images. The IOU score increased from 0.73 to 0.75 after fine-
tuning, suggesting better alignment between predicted and ground truth bounding
boxes. This indicates improved accuracy in object localization. The execution time
decreased from 3450 seconds to 3250 seconds after fine-tuning, reflecting optimization
efforts that resulted in faster processing and analysis of images. This improvement
enhances the model’s efficiency, particularly for real-time applications. The accuracy
of the YOLO v3 model improved from 88% to 90% after fine-tuning, indicating a
higher proportion of correct predictions compared to the ground truth labels. This
suggests that fine-tuning helped the model further refine its predictive power and
class differentiation.

The precision of the model increased from 0.82 to 0.85 after fine-tuning, indicating
a higher proportion of true positive predictions among all positive predictions made
by the model. This suggests a reduction in false positives and increased confidence
in predictions. Similarly, the recall of the model increased from 0.86 to 0.88 after
fine-tuning, indicating a higher proportion of true positives successfully detected out
of all ground truth positives. This suggests further improvement in sensitivity to
rare planes.

Despite the improvements in performance metrics, the number of parameters
increased slightly from 62 million to 64 million after fine-tuning, indicating adjust-
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ments or additions to the model architecture to improve performance. The number
of epochs for training increased from 50 to 75 after fine-tuning, allowing the model
to undergo additional training iterations and further refine its learned features. This
likely contributed to the observed improvements in performance metrics.

Metric Before Fine-tuning After Fine-tuning
IOU 0.73 0.75
Execution Time 3450 s 3250 s
Accuracy 88% 90%
Precision 0.82 0.85
Recall 0.86 0.88
Params 62M 64M
Epochs 50 75

Table 5.2: Model Performance Before and After Fine-tuning

5.2.2 YOLO v5

5.2.2.1 Initial Model Performance:

Before fine-tuning, in Table 5.3 the YOLOv5 model achieved an Intersection over
Union (IOU) score of 0.78, indicating a substantial overlap between predicted and
ground truth bounding boxes. This suggests that the initial model had a strong abil-
ity to accurately detect objects, including rare planes, in satellite images. The exe-
cution time of the model was 2785 seconds, indicating the time taken for processing
and analyzing images. This duration was relatively efficient, indicating the model’s
suitability for real-time applications. In terms of accuracy, the initial YOLOv5 model
performed at 90%, indicating a high proportion of correct predictions compared to
the ground truth labels. This suggests that the model had a solid foundation and
was proficient at distinguishing between different classes of objects, including rare
planes.

The precision of the initial model was 0.85, indicating a high proportion of true
positive predictions among all positive predictions made by the model. This suggests
that the model was effective at minimizing false positives and maintaining confidence
in its predictions. Similarly, the recall of the initial model was 0.88, indicating a high
proportion of true positives successfully detected by the model out of all ground truth
positives. This suggests that the model had a high capability to capture relevant
objects and was sensitive to the presence of rare planes.

The number of parameters in the initial YOLOv5 model was 89 million, reflect-
ing the complexity and size of the model architecture. Despite the large number of
parameters, the model demonstrated impressive performance. The initial YOLOv5
model was trained for 50 epochs, indicating the number of passes the entire dataset
went through during the training process. While 50 epochs provided a strong foun-
dation for the model, there was potential for further improvement.
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5.2.2.2 Performance After Fine-tuning:

After fine-tuning, in Table 5.3 the YOLOv5 model demonstrated further improve-
ments in performance metrics, indicating enhanced capability in detecting rare planes
in satellite images. The IOU score increased from 0.78 to 0.80 after fine-tuning, sug-
gesting improved alignment between predicted and ground truth bounding boxes.
This indicates refined accuracy in object localization. The execution time decreased
from 2785 seconds to 2500 seconds after fine-tuning, indicating optimization efforts
that resulted in faster processing and analysis of images. This further enhances the
model’s suitability for real-time applications. The accuracy of the YOLOv5 model
improved from 90% to 92% after fine-tuning, indicating a higher proportion of cor-
rect predictions compared to the ground truth labels. This suggests that fine-tuning
helped the model further refine its predictive power and class differentiation.

The precision of the model increased from 0.85 to 0.87 after fine-tuning, indicating
a higher proportion of true positive predictions among all positive predictions made
by the model. This suggests a reduction in false positives and increased confidence
in predictions. Similarly, the recall of the model increased from 0.88 to 0.90 after
fine-tuning, indicating a higher proportion of true positives successfully detected out
of all ground truth positives. This suggests further improvement in sensitivity to
rare planes.

Despite the improvements in performance metrics, the number of parameters
increased slightly from 89 million to 91.5 million after fine-tuning, indicating adjust-
ments or additions to the model architecture to improve performance. The number
of epochs for training increased from 50 to 75 after fine-tuning, allowing the model
to undergo additional training iterations and further refine its learned features. This
likely contributed to the observed improvements in performance metrics.

Metric Before Fine-tuning After Fine-tuning
IOU 0.78 0.80
Execution Time 2785 s 2500 s
Accuracy 90% 92%
Precision 0.85 0.87
Recall 0.88 0.90
Params 89M 91.5M
Epochs 50 75

Table 5.3: Performance of YOLOv5 Before and After Fine-tuning

5.2.3 Vision Transformer (ViT)

5.2.3.1 Initial Model Performance:

Before fine-tuning, in Table 5.4 the base Vision Transformer (ViT) model achieved an
Intersection over Union (IOU) score of 0.82, indicating a strong alignment between
predicted and ground truth bounding boxes. This suggests that the initial model
was effective in accurately detecting rare planes in satellite images. The execution
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time of the model was 5750 seconds, reflecting the time taken for processing and
analyzing images. This duration was relatively high, indicating potential challenges
for real-time applications.

In terms of accuracy, the initial ViT model performed at 92%, indicating a high
proportion of correct predictions compared to the ground truth labels. This suggests
that the model had a solid foundation and was proficient at distinguishing between
different classes of objects, including rare planes. The precision of the initial model
was 0.88, indicating a high proportion of true positive predictions among all posi-
tive predictions made by the model. This suggests that the model was effective at
minimizing false positives and maintaining confidence in its predictions.

Similarly, the recall of the initial model was 0.91, indicating a high proportion of
true positives successfully detected by the model out of all ground truth positives.
This suggests that the model had a high capability to capture relevant objects and
was sensitive to the presence of rare planes. The number of parameters in the initial
ViT model was 68 million, reflecting the complexity and size of the model architec-
ture. Despite the relatively large number of parameters, the model demonstrated
impressive performance.

The initial ViT model was trained for 50 epochs, indicating the number of passes
the entire dataset went through during the training process. While 50 epochs pro-
vided a strong foundation for the model, there was potential for further improvement.

5.2.3.2 Performance After Fine-tuning:

After fine-tuning, in Table 5.4 the ViT model demonstrated improvements across
various performance metrics, indicating enhanced capability in detecting rare planes
in satellite images. The IOU score increased from 0.82 to 0.85 after fine-tuning,
suggesting improved alignment between predicted and ground truth bounding boxes.
This indicates refined accuracy in object localization. The execution time decreased
from 5750 seconds to 5600 seconds after fine-tuning, indicating optimization efforts
that resulted in faster processing and analysis of images. This improvement enhances
the model’s efficiency, though it may still pose challenges for real-time applications.

The accuracy of the ViT model improved from 92% to 93% after fine-tuning,
indicating a higher proportion of correct predictions compared to the ground truth
labels. Fine-tuning helped the model further refine its predictive power and class
differentiation. The precision of the model increased from 0.88 to 0.90 after fine-
tuning, indicating a higher proportion of true positive predictions among all positive
predictions made by the model. This suggests a reduction in false positives and
increased confidence in predictions

Similarly, the recall of the model increased from 0.91 to 0.92 after fine-tuning,
indicating a higher proportion of true positives successfully detected out of all ground
truth positives. This suggests further improvement in sensitivity to rare planes. De-
spite the improvements in performance metrics, the number of parameters increased
slightly from 68 million to 69.5 million after fine-tuning, indicating adjustments or
additions to the model architecture to improve performance.
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The number of epochs for training increased from 50 to 75 after fine-tuning, allow-
ing the model to undergo additional training iterations and further refine its learned
features. This likely contributed to the observed improvements in performance met-
rics.

Metric Before Fine-tuning After Fine-tuning
IOU 0.82 0.85
Execution Time 5750s 5600s
Accuracy 92% 93%
Precision 0.88 0.90
Recall 0.91 0.92
Parameters 68M 69.5M
Epochs 50 75

Table 5.4: Performance of Vision Transformer Before and After Fine-tuning

5.2.4 Swin Transformer

5.2.4.1 Initial Model Performance:

Before fine-tuning, in Table 5.5 the Vision Transformer model achieved an Intersec-
tion over Union (IOU) score of 0.82, indicating a strong alignment between predicted
and ground truth bounding boxes. This suggests that the initial model was effec-
tive in accurately detecting objects, including rare planes, in satellite images.The
execution time of the model was relatively high at 5750 seconds, indicating a longer
duration required for processing and analyzing images compared to other models such
as YOLO. This longer execution time may pose challenges for real-time applications
but could still be acceptable depending on the specific requirements.

In terms of accuracy, the initial Vision Transformer model performed at 88%,
indicating a high proportion of correct predictions compared to the ground truth
labels. This suggests that the model had a solid foundation but still had room for
improvement. The precision of the initial model was 0.82, indicating a moderate pro-
portion of true positive predictions among all positive predictions made by the model.
This suggests that the model struggled somewhat in minimizing false positives and
maintaining confidence in its predictions.

Similarly, the recall of the initial model was 0.86, indicating a moderate propor-
tion of true positives successfully detected out of all ground truth positives. While
the model had the capability to capture relevant objects, there was still room for im-
provement in sensitivity. The number of parameters in the initial Vision Transformer
model was 96 million, reflecting the complexity and size of the model architecture.
Despite the relatively large number of parameters, there was potential for further
optimization.

The initial Vision Transformer model was trained for 120 epochs, indicating ex-
tensive training. This provided a strong foundation for the model but also indicated
potential for further refinement.
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5.2.4.2 Performance After Fine-tuning:

After fine-tuning, in Table 5.5 the Vision Transformer model demonstrated improve-
ments across various performance metrics, indicating enhanced capability in detect-
ing rare planes in satellite images. After fine-tuning, the IOU score increased from
0.82 to 0.85, indicating improved alignment between predicted and ground truth
bounding boxes. This suggests refined accuracy in object localization.

The execution time decreased from 5750 seconds to 5600 seconds after fine-tuning,
indicating a reduction in processing time. Although still relatively high, this decrease
suggests optimization efforts to enhance efficiency in image analysis. The accuracy of
the Vision Transformer model improved from 88% to 90% after fine-tuning, indicating
a higher proportion of correct predictions compared to the ground truth labels. Fine-
tuning helped the model further refine its predictive power and class differentiation.

The precision of the model increased from 0.82 to 0.85 after fine-tuning, indicating
a higher proportion of true positive predictions among all positive predictions made
by the model. This suggests a reduction in false positives and increased confidence
in predictions. The recall of the model increased from 0.86 to 0.88 after fine-tuning,
indicating a higher proportion of true positives successfully detected out of all ground
truth positives. This suggests further improvement in sensitivity to rare planes.

Despite the improvements in performance metrics, the number of parameters
remained changed at 97.8 million after fine-tuning, indicating that the model com-
plexity was maintained while achieving performance enhancements. The number of
epochs for training increased from 50 to 75 after fine-tuning, allowing the model to
undergo additional training iterations and further refine its learned features. This
likely contributed to the observed improvements in performance metrics.

Metric Before Fine-tuning After Fine-tuning
IOU 0.80 0.82
Execution Time 5100s 4750ms
Accuracy 91% 93%
Precision 0.86 0.88
Recall 0.90 0.92
Params 96M 97.8M
Epochs 150 180

Table 5.5: Performance of Swin Transformer Before and After Fine-tuning

5.2.5 Comparison

5.2.5.1 Comparison of the models before Hyper-tuning Analysis:

Initially, in Table 5.6 the performance of YOLO v3, with an Intersection over Union
(IOU) of 0.73 and an accuracy of 88%, demonstrated a moderate level of effectiveness
in detecting rare planes in satellite images. However, its execution time of 3450
seconds indicated a notable duration required for processing and analyzing images,
suggesting potential limitations in real-time applications. In contrast, YOLO v5
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exhibited superior performance compared to YOLO v3, with an IOU of 0.78, accuracy
of 90%, and a lower execution time of 2785 seconds. These metrics suggested better
accuracy and efficiency, positioning YOLO v5 as a promising option for satellite
object detection tasks.

The Vision Transformer showcased the best initial performance among the mod-
els, achieving an IOU of 0.82 and an accuracy of 92%. However, its high execution
time of 5750 seconds implied a trade-off between accuracy and efficiency. While it
provided accurate predictions, its longer processing time might limit its suitability
for real-time applications. The Swin Transformer, with an IOU of 0.80 and an ac-
curacy of 91%, performed slightly better than YOLO v3 but was surpassed by both
YOLO v5 and Vision Transformer in terms of accuracy and efficiency. Its execution
time of 5100 seconds indicated room for improvement in efficiency.

5.2.5.2 Comparison of the models after Hyper-tuning Analysis:

Following hyper-tuning, YOLO v3 demonstrated significant enhancements in per-
formance metrics. With an improved IOU of 0.75, accuracy of 90%, and reduced
execution time of 3250 seconds, it showcased notable improvements in accuracy and
efficiency. However, it still lagged behind YOLO v5 and Vision Transformer in terms
of overall performance. YOLO v5 maintained its superiority post hyper-tuning,
maintaining an impressive IOU of 0.80, accuracy of 92%, and a further reduced ex-
ecution time of 2500 seconds. Its consistent performance in accuracy and efficiency
highlighted its effectiveness in satellite object detection tasks.

Model Metric Before Fine-tuning After Fine-tuning

YOLO v3 IOU 0.73 0.75
Execution Time 3450 s 3250 s
Accuracy 88% 90%

YOLO v5 IOU 0.78 0.80
Execution Time 2785 s 2500 s
Accuracy 90% 92%

Vision Transformer IOU 0.82 0.85
Execution Time 5750 s 5600 s
Accuracy 92% 93%

Swin Transformer IOU 0.80 0.82
Execution Time 5100 s 4750 s
Accuracy 91% 93%

Table 5.6: Model Performance Metrics Before and After Fine-tuning

Despite its longer execution time post hyper-tuning, the Vision Transformer ex-
hibited the highest IOU of 0.85 and accuracy of 93%. This indicated superior per-
formance in object detection, emphasizing its capability to accurately identify rare
planes in satellite images. However, its longer processing time may limit its real-time
applicability in certain scenarios. The Swin Transformer also showed improvements
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post hyper-tuning, with an IOU of 0.82, accuracy of 93%, and reduced execution
time of 4750 seconds. While it enhanced its accuracy and efficiency, it still fell short
compared to YOLO v5 and Vision Transformer, suggesting potential areas for further
optimization.

After hyper-tuning, the Vision Transformer emerged as the top-performing model
for satellite object detection due to its highest IOU and accuracy. Despite its longer
execution time, its superior accuracy and IOU emphasized its effectiveness in detect-
ing rare planes in satellite images. However, YOLO v5 remained a strong competitor,
demonstrating consistent accuracy and efficiency, making it a viable choice depending
on specific application requirements and trade-offs between accuracy and processing
time.
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Discussion

6.1 Reflection on the Results

RQ1(a): What are the popular choices of CNN-based models
for satellite object detection?

Answering to RQ1:

In our exploration of CNN-based models for satellite object detection, our literature
review yielded significant insights into the prevailing choices within this domain.
Specifically, our attention was drawn towards YOLOv3 and YOLOv5 due to their
recurring prominence and distinct advantages in addressing the challenges inherent
in satellite imagery analysis.

One of the key considerations that led us to select YOLOv3 and YOLOv5 was
their demonstrated efficacy in handling the intricacies of satellite images. These
models have been extensively evaluated across various studies [33,35,39,67], 32, 34,
38], particularly emphasizing their applicability to tasks like small object detection,
complex backgrounds, and real-time performance – all critical aspects in satellite
object detection scenarios.

In our investigation, we encountered several challenges that influenced our decision-
making process. Firstly, the diversity of satellite imagery poses a significant hurdle,
encompassing a wide range of environmental conditions, object sizes, and contextual
complexities. This necessitated a model capable of robust performance across diverse
scenarios, which both YOLOv3 and YOLOv5 have demonstrated to a notable extent.

Moreover, the real-time processing requirements inherent in satellite object detec-
tion added another layer of complexity. While accuracy is paramount, the ability to
process data swiftly is equally crucial, especially for applications like environmental
monitoring or disaster management, where timely insights are vital. YOLOv3 and
YOLOv5 have shown promising results in balancing accuracy with computational
efficiency [34, 38], making them suitable candidates for addressing this challenge.

Furthermore, the need to adapt to dynamic environments, such as changes in
weather conditions or terrain, underscores the importance of model flexibility and
generalizability. YOLOv3 and YOLOv5’s architectures exhibit a degree of versatility,
allowing them to adapt to varying environmental contexts with relative ease.
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In summary, our choice of YOLOv3 and YOLOv5 for satellite object detection was
informed by their proven performance across a spectrum of challenges encountered in
satellite imagery analysis. By leveraging their strengths in addressing issues like small
object detection, real-time processing, and adaptability to diverse environments, we
aim to develop a robust framework capable of effectively interpreting satellite imagery
for various applications, from environmental monitoring to disaster management.

RQ1(b): What are the popular choices of Vision Transformers
for satellite object detection?

Answering to RQ2:

In our exploration of Vision Transformer-based networks (ViTs) compared to tradi-
tional algorithms for satellite object detection, the literature review provided critical
insights guiding our selection process. We opted to focus on the Base ViT and Swin
Transformer due to their notable performance and specific advantages in addressing
the challenges inherent in satellite imagery analysis.

The decision to include the Base ViT stemmed from its emerging prominence
as a promising alternative to traditional Convolutional Neural Networks (CNNs)
in computer vision tasks. Studies such as ViT-YOLO [65] showcased competitive
performance in object detection, particularly in scenarios involving drone-captured
images. This highlighted the potential of ViTs to offer novel solutions for satellite ob-
ject detection, leveraging their attention mechanisms and transformer architectures
to capture spatial relationships effectively.

Additionally, the incorporation of the Swin Transformer was motivated by its
demonstrated effectiveness in conjunction with YOLOv5 for satellite image object
detection [15]. This fusion strategically combined speed and accuracy, addressing
challenges like small object detection and complex backgrounds commonly encoun-
tered in satellite imagery. By integrating Swin Transformer’s capabilities into our
analysis, we aimed to explore how transformer-based architectures could enhance
traditional object detection methodologies for satellite applications.

Throughout the literature review process, several challenges emerged that influ-
enced our decision-making. Firstly, the relatively nascent status of ViTs in com-
parison to CNNs necessitated a comprehensive understanding of their strengths and
limitations, particularly in the context of satellite object detection. This required
carefully evaluating ViTs’ performance across various datasets and application sce-
narios to ascertain their suitability for our research objectives.

Moreover, the diversity of satellite imagery, encompassing factors such as varying
resolutions, environmental conditions, and object scales, posed significant challenges
in selecting an appropriate model. We encountered complexities in determining which
model architectures could effectively handle these diverse conditions while maintain-
ing robust performance.

Furthermore, the scarcity of benchmark datasets specifically tailored for satellite
object detection posed a challenge in evaluating the performance of ViTs against
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traditional algorithms. This limitation underscored the importance of conducting
thorough experimentation and validation to ascertain the comparative efficacy of
ViTs in satellite imagery analysis.

Our selection of the Base ViT and Swin Transformer for comparison with tradi-
tional algorithms in satellite object detection was informed by their demonstrated
potential and specific advantages highlighted in the literature. Despite encountering
challenges such as the nascent status of ViTs and the diversity of satellite imagery, we
aimed to address these hurdles through meticulous evaluation and experimentation,
ultimately striving to contribute to advancing satellite object detection methodolo-
gies.

RQ2: How effective is the Vision Transformer in object detec-
tion using satellite images compared to traditional CNN-based
models network algorithms in satellite object detection?

Answering to RQ3:

In comparing Vision Transformer-based networks to traditional CNN-based models
for satellite object detection, our experimentation involved assessing the performance
of each model across key metrics and identifying the most effective option. The initial
baseline performance of each model provided valuable insights into their strengths
and limitations, guiding our selection process.

From Table 5.6, initially, YOLOv3 demonstrated moderate effectiveness in de-
tecting rare planes in satellite images, with an IOU of 0.73 and an accuracy of 88%.
However, its relatively high execution time of 3450 seconds raised concerns about its
efficiency for real-time applications. Conversely, YOLOv5 exhibited superior perfor-
mance with a higher IOU of 0.78, accuracy of 90%, and a significantly lower execution
time of 2785 seconds, positioning it as a promising option for satellite object detection
tasks.

Furthermore, the Vision Transformer initially showcased the best performance
among the models, with an IOU of 0.82 and an accuracy of 92%. However, its longer
execution time of 5750 seconds suggested a trade-off between accuracy and efficiency,
potentially limiting its suitability for real-time applications. The Swin Transformer,
while outperforming YOLOv3 with an IOU of 0.80 and an accuracy of 91%, fell
short compared to both YOLOv5 and Vision Transformer in terms of accuracy and
efficiency, with an execution time of 5100 seconds, indicating room for improvement
in efficiency.

Our selection of the best model for satellite object detection was driven by a
combination of factors, including accuracy, efficiency, and real-time performance.
YOLOv5 emerged as the most promising option, balancing high accuracy, efficiency,
and real-time processing capabilities. Its superior performance compared to YOLOv3
and competitive performance relative to Vision Transformer, coupled with its rela-
tively low execution time, positioned it as the preferred choice for satellite object
detection tasks.
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Throughout the experimentation process, several challenges were encountered,
primarily related to optimizing the balance between accuracy and efficiency. The
trade-off between model complexity and computational resources required careful
consideration, particularly in the context of real-time applications. Additionally, the
diverse nature of satellite imagery posed challenges in ensuring model robustness and
generalizability across varied environmental conditions and object scales.

Our comparison of Vision Transformer-based networks to traditional CNN-based
models highlighted the importance of considering multiple factors, including accu-
racy, efficiency, and real-time performance, in selecting the most suitable model for
satellite object detection. While each model exhibited distinct strengths and weak-
nesses, YOLOv5 emerged as the optimal choice based on its overall performance
across key metrics.

RQ3: How do Vision Transformer-based networks compare to
traditional CNN-based models network algorithms in satellite
object detection?

In evaluating Vision Transformer-based networks against traditional CNN-based
models for satellite object detection, our analysis extended beyond initial perfor-
mance metrics to include the impact of hyper-tuning on model effectiveness. Through
this process, we sought to discern the optimal model for object detection using satel-
lite imagery while navigating challenges inherent in experimental design and imple-
mentation.

After hyper-tuning the model, the results, as seen in Table 5.6, the performance of
YOLO v3 showed a modest improvement in IOU from 0.73 to 0.75 and an increase
in accuracy from 88% to 90%. Despite this enhancement, its execution time of
3250 seconds remained relatively high, albeit reduced from the initial 3450 seconds.
YOLO v5, on the other hand, exhibited consistent improvement with an IOU of 0.80,
an accuracy of 92%, and a significantly lower execution time of 2500 seconds post-
hyper-tuning. These results reaffirmed YOLO v5’s position as a strong contender for
satellite object detection, showcasing both improved accuracy and efficiency.

The Vision Transformer demonstrates higher performance among all the models,
achieving an IOU of 0.85 and an accuracy of 93% after hyper-tuning. However,
its execution time, although reduced from the initial 5750 seconds to 5600 seconds,
remained comparatively high, indicating a persistent trade-off between accuracy and
efficiency. The Swin Transformer also exhibited improvement with an IOU of 0.82
and an accuracy of 93% post-hyper-tuning, coupled with a decreased execution time
of 4750 seconds. Despite this progress, challenges in efficiency persisted, suggesting
ongoing optimization opportunities.

Throughout the experimentation process, several challenges were encountered,
influencing our decision-making and interpretation of results. One significant chal-
lenge revolved around striking a balance between model complexity, computational
resources, and performance metrics. Optimizing hyper-parameters to enhance model
accuracy while mitigating execution time remained a delicate balancing act, requiring
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iterative refinement and experimentation.

Furthermore, the diversity and complexity of satellite imagery posed challenges
in ensuring model robustness and generalizability. Variations in environmental con-
ditions, object scales, and contextual nuances necessitated comprehensive evaluation
across diverse datasets to ascertain model effectiveness under real-world scenarios.

In conclusion, our selection of the best model for object detection using satel-
lite imagery post-hyper-tuning was guided by a nuanced consideration of accuracy,
efficiency, and computational performance. While YOLO v5 emerged as a strong
candidate, the Vision Transformer and Swin Transformer also showcased notable
improvements, albeit with lingering challenges in efficiency. Moving forward, ad-
dressing these challenges through continued experimentation and refinement will be
crucial in advancing the efficacy of satellite object detection methodologies.

6.2 Threats to validity

6.2.1 Internal Validity

To ensure the reliability of our findings, we carefully controlled our experiments and
model settings to minimize any outside influences that could skew the results. By
being transparent about how we chose our models and assessing their performance
thoroughly, we built a strong foundation for accurately interpreting our findings.

6.2.2 External Validity

The assessment of external validity encompassed considerations, we checked whether
our results could be applied to different situations by considering how representative
our data was, how well our models could work with other datasets, and how they
handled various conditions. Comparing our findings with other research helped us
understand how broadly applicable our conclusions might be.

6.2.3 Conclusion Validity

We made sure our conclusions were solid by checking if our results were consistent
across different tests and if any differences we found were statistically significant. We
also carefully explained how our findings related to our original research questions and
discussed what they meant for real-world applications, making sure our conclusions
were trustworthy and relevant.





Chapter 7

Conclusions and Future Work

7.1 Conclusion

Our study has delved into the realm of object detection using satellite imagery,
exploring the effectiveness of various models and methodologies. Through the liter-
ature review, we examined the performance between CNN-based models and Vision
transformers, including YOLO v3, YOLO v5, Vision Transformer, and Swim Trans-
formers. Our findings highlight the importance of selecting appropriate models and
techniques tailored to the specific challenges posed by satellite imagery. The evalua-
tion was based on three key metrics: Intersection over Union (IOU), execution time,
and accuracy, both before and after fine-tuning.

Across all models, we observed consistent enhancements in performance metrics
after fine-tuning. Notably, fine-tuning led to an increase in IOU scores, indicating
improved bounding box prediction accuracy. Additionally, execution times were re-
duced post-fine-tuning, suggesting enhanced efficiency in inference. Moreover, there
were discernible increments in accuracy, underscoring the efficacy of fine-tuning in
refining model predictions.

Among the models evaluated, the Vision Transformer exhibited the most sub-
stantial improvement in IOU, execution time, and accuracy after fine-tuning. Its
IOU increased from 0.82 to 0.85, execution time reduced from 5750 seconds to 5600
seconds, and accuracy improved from 92% to 93%. Consequently, the Vision Trans-
former outperformed the other models in terms of overall performance enhancement
through fine-tuning.

These findings underscore the importance of fine-tuning in optimizing object de-
tection models, enabling them to achieve superior performance on specific tasks.
However, the choice of model for fine-tuning should consider factors such as compu-
tational resources, dataset characteristics, and desired performance metrics. Future
research could explore more sophisticated fine-tuning strategies and investigate the
generalizability of our observations across diverse datasets and application domains.

7.2 Future Work

In our research, we found some exciting possibilities for future studies. One idea is
to dig deeper into fine-tuning methods that go beyond the usual approaches. These
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could include things like curriculum learning, self-supervised pre-training, or adapt-
ing models to different domains. These methods have the potential to make our
models even better in terms of accuracy and how well they handle different situa-
tions. Also, it would be interesting to see how these different fine-tuning methods
interact with each other and how they affect how well our models learn from one
task to another. This could help us understand more about how transfer learning
works in practice.

Investigate the potential benefits of combining different architectures or tech-
niques to create hybrid models. For instance, exploring the fusion of YOLO v5’s
speed with Vision Transformer’s accuracy could lead to a model that excels in both
aspects.

Model compression techniques offer a promising avenue for reducing the compu-
tational complexity of fine-tuned models without compromising performance. Future
work could explore various compression methods, such as pruning, quantization, or
knowledge distillation, to compactly represent fine-tuned object detection models.
By compressing models while preserving their predictive capabilities, we can enable
deployment on resource-constrained devices and accelerate inference in real-world
applications.
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