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Data Skew i1n Federated Learning: An Experimental
Evaluation on Aggregation Algorithms

Abstract—Federated Learning (FL), a revolutionized privacy-
preserving distributed Machine Learning (ML), enables models
to learn from data distributed across multiple devices at the
edge, empowering Edge Intelligence (EI) applications. However,
a significant challenge within FL is the issue of data skew, where
data distribution across devices varies significantly, potentially
impairing model performance. This paper investigates this chal-
lenge by exploring the application of FL in a complex facial
ethnicity classification, including blurry label boundaries and
non-IID data distribution. The paper systematically examines
the effects of data skews on FL aggregation algorithms over five
algorithms and three different datasets using multiple scenarios.
In particular, in scenarios involving sensitive non-IID data such
as facial attributes. Our approach involves a novel methodology
that adapts aggregation techniques to handle better the heteroge-
neous data distributions typical of real-world FL environments,
demonstrating the potential for more robust and equitable model
performance across diverse edge devices. Key findings highlight
the importance of FL in preserving data privacy while facilitating
model improvement, exemplifying its potential in diverse fields
beyond biometrics.

Index Terms—Federated Learning, Data Skew, Soft Biometrics,
Race Classification, Non-IID, Aggregation Algorithms

I. INTRODUCTION

We live in a big data era [1]] and witness an architectural
shift of data processing towards the network edge [2]]. The
human face is a reservoir of valuable information, including
age, gender, expressions, and even race, integral to numerous
real-world applications such as medical diagnosis. These facial
characteristics not only aid in narrowing down search spaces
but also contribute to fostering equitable access to various
opportunities [3]], [4]. However, the handling of facial data
requires attention due to privacy and ethical considerations to
prevent potential exploitation by ill-intentioned parties [5].

Although race and ethnicity are sensitive data, they remain
pertinent in several information systems, notably within social
and medical domains [6], [7]. Considering the increasing
privacy and data protection concerns, Federated Learning (FL)
emerges as a pivotal Machine Learning (ML) approach for
this data type. FL facilitates model training across distributed
devices while preserving data location, thereby addressing
privacy issues associated with centralized data storage [8]]. This
decentralized approach holds significant promise for applica-
tions involving user images and other sensitive metadata, thus
ensuring model improvement without compromising the data
privacy of participating subjects.

Using this context, this paper seeks to evaluate the contri-
bution of data skews introduced to FL aggregation algorithms
within the context of facial ethnicity classification, leveraging

a non-IID dataset comprising images of Brazilian electoral
Candidates. Brazil has a diverse demography shaped by his-
torical immigration waves and racial miscegenation, presenting
a complex and varied dataset of representative Brazilians [9],
[10]. The Candidates dataset’s complexities reflect real-world
challenges, including blurry label boundaries and non-IID
data distributions, which pose significant obstacles to accurate
classification.

In this scenario, addressing the non-IID nature of data is
imperative for the success of FL, particularly where data distri-
bution among participating devices exhibits natural variation.
Since divergence in local data distributions can impede the
convergence of global models, developing novel algorithms
and strategies to accommodate non-IID data is a flourishing
field in FL [11]-[13]. Personalized FL approaches, which
capture the nuances of individual device data distributions,
show promise in mitigating these challenges [14].

This paper addresses a significant gap in the current FL
research landscape by providing an in-depth analysis of the
impact of data skewness on model performance and proposing
a solution to measure the extent of the impact of the existence
of skews on the homogeneity of trained models under FL. Our
findings not only advance the theoretical understanding of FL
dynamics but also offer practical guidance for the choice of
deployment for FL. models in diverse and skewed datasets,
thereby broadening the potential applications of FL in society.
The novelty of our research lies in its focused examination of
facial ethnicity classification within FL, an area that has yet
to receive much attention despite its critical importance.

Our contributions to the field are manifold. We provide
valuable insights into the resilience of FL. models generated by
different aggregation algorithms against the challenges posed
by non-IID data, offering a clearer understanding of how
data skewness influences model accuracy and fairness among
different client configurations. Furthermore, our work lays the
groundwork for developing more sophisticated FL processes
that can efficiently handle the complexities of real-world data
distributions, particularly in applications involving sensitive
data such as facial ethnicity.

The paper’s structure is as follows: Section II provides
the research background. Section III delineates the problem
formulation, data skew types, and how they can affect FL.
Section IV describes the methods and rationale underlying the
evaluation of aggregation algorithms, elaborating on the con-
structed Candidate image dataset and its challenges. Results
are presented in Section V, followed by a discussion in Section
VI and concluding remarks in Section VI.
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Fig. 1: Various types of distribution skew in data: Feature and
label distribution skew, differences in features or labels across
clients, and quantity skew.

II. BACKGROUND

A. Federated Learning

FL has emerged as a novel approach in ML to handle
data privacy issues by training the ML model collaboratively.
Initially was proposed by McMahan et al. in 2016 [8]], FL
introduced the concept of decentralized model training. Pre-
viously, a similar idea was discussed in 2015 by Konec¢ny et
al. [15]], where decentralized optimization across was explored
diverse data sources to enhance ML model performance. These
two studies are considered to be the core of the FL concept
and research.

In any FL scenario, all participants will form a federation
to train an ML model; all nodes will report the model
parameters, gradient or weight to the aggregator servers, which
are responsible for the final global model construction, control
the communication flow, monitor the training process and
coordinates all clients during the communication rounds [16],
[17].

Despite its potential, federated learning still faces significant
challenges, such as data heterogeneity, device heterogeneity,
and more. One major issue is data skew, characterized by
uneven data distribution among participating devices in FL
setups. Impacting the representativity and fairness of models,
the existence of skew might disproportionately affect the
aggregated global model [18]. Data skew mainly focuses on
concurrent data distribution discrepancies among devices and
does not account for temporal variations in data.

B. Data Heterogeneity

In real-world applications, the nature of data distribution in
decentralized systems varies among all participants depending
on the number of samples and the class distribution. Generally,
data heterogeneity introduces new challenges in distributed
systems, particularly in the FL paradigm, which will influence
the global model performance significantly [19]. Considering
the nature of data heterogeneity as a critical issue in FL,
Ma et al. [I11] studied the data heterogeneity in FL and
classified it into five different groups, as illustrated in Figure
[Il The heterogeneity is an intrinsic nature of FL and should
be considered in the design. Often, management of data
heterogeneity is done through either FL aggregation strategies
or client selection strategies, as Wang et al. [20] demonstrated
and proposed a FL approach to handle imbalance data through
the metadata obtained from the clients and treat them based
on their contribution when constructing the final model.

More studies have been carried out to tackle data hetero-
geneity, such as Mendieta et al. [21] proposed FedAlign to
optimize the local training before the aggregation process. An-
other approach was proposed in [22] to update models locally
using knowledge distillation, considering a cross-correlation
matrix that involves all client models during the local training,
allowing for better utilization of diverse data sources while
preserving model performance.

Recently, Haller et al. [[18] proposed a measure of non-
IIDness dubbed Dataskew, that is defined as:

max(AAccuracypairwise)
1 n
n Ei:o Accuracyclienti

The dataskew of a dataset under FL is defined as a fraction
of the maximum amplitude of the accuracies among clients
divided by the average accuracy among all clients. Generally,
data skew is expected to be close to O in scenarios where data
is perfectly balanced among clients. Conversely, data skew
may become very significant in unbalanced scenarios, depend-
ing on the number of clients. Since this study will focus on
aggregation algorithms as the primary strategy for mitigating
the effects of non-IID data on classification problems, data
skew will measure how non-IID data affects the results.

Dataskew =

)]

C. Aggregation algorithms in FL

Aggregation algorithms are essential for FL to construct
the global model with comprehensive knowledge based on
the received client’s local updated models, parameters, gra-
dients, or weights without sharing raw data to preserve data
privacy [23]]. Several aggregation algorithms have been pro-
posed to address various challenges in FL. McMahan et al.
[24] proposed the first aggregation algorithm called FedAvg,
considered the state-of-the-art of FL. FedAvg can be seen as a
decentralized version of Stochastic Gradient Descent (SGD),
wherein each training round, a subset of k participating clients
receive a copy of the latest global model and train it over
their local dataset Dj to update model weights, gradients,
or parameters W} using a specific number of epochs. All



clients then send the updated weights Wj to the server,
which computes a weighted average and sets these for the
next version of the global model M. This process is repeated
until convergence. However, the FedAvg algorithm struggles
with the model convergence over Non-IID Data [24]. To
mitigate the aforementioned issue, the authors in [25]] have
proposed FedAvgM by introducing momentum to FedAvg,
reducing communication overhead compared to FedAvg [25]].
Moreover, Anit et al. [26] have proposed FedProx algorithm
designed to handle non-IID data and stragglers. This approach
is considered a weighted aggregation approach that aims to
enable more robust FL across devices for both heterogeneous
data and computation capabilities. Furthermore, adaptive fed-
erated optimization algorithms have been proposed that rely
on gradient updates instead of model weight aggregation,
such as FedAdam proposed by a team of Google researchers
[27], and FedYogi [28] in particular, is designed to be more
resilient to non-IID data and implements improvements over
FedAdam, such as dynamic clipping and adaptive learning
rates. In conclusion, there is a linear incrementation in the
number of FL aggregation algorithms that we can’t cover in
this research due to space constraints. We tried to cover all the
algorithms that were used in our experiments and comparisons.

III. PROBLEM FORMULATION

The majority of studies in federated learning (FL) research
focusing on image processing commonly utilize datasets such
as CIFARI10 [29], CIFAR100 [27], or CelebA [30]. These
datasets inherently show IID characteristics. Artificial parti-
tioning methods are often used to introduce non-IIDness into
these datasets. However, despite the availability of FL image
datasets like the FLAIR dataset [31], or the Street Dataset [32]],
which focus on object detection, there is a lack of naturally
partitioned datasets based on human-centred data suitable for
evaluation within the FL paradigm.

The Brazilian Candidate Faces dataset presents a suitable
scenario for evaluating non-1ID distribution, mainly due to the
demographic diversity across regions, which influences racial
composition. In this dataset, denoted as S, individuals residing
in different Brazilian regions R may identify themselves as
overlapping categories influenced by the demographic com-
position of R. This assumption aligns with Ma et al. [11]
classification of heterogeneity types, including:

« Label distribution skews, based on demographic vari-

ance G.

o Also, due to population size variations, quantity skew is
also observed.

o Same labels, different features skews and Same fea-
tures, different labels skews, due to the blurry nature of
ethnicity definitions in Brazil.

To comprehensively evaluate the performance of aggrega-
tion algorithms, we have developed four different scenarios to
validate the performance from various angles. Thus, isolating
and evaluating individual sources of heterogeneity is crucial
before considering complex real-world scenarios. Therefore,
the main objective of this paper is to study the impact

of different sources of heterogeneity on the performance of
aggregation algorithms.

A. Scenario 1

In the first scenario, a set of clients C contains a number of
clients where each client holds with a distributed dataset with
the same distribution of data labels D;. In this scenario, for a
client, i, P;(y) is the same across clients, as well P;(z|y) and
Pi(ylo).

Serving as a baseline, this scenario produces a global model
M, and aggregation algorithms are expected to present little
to no skew and thus Dataskew is close to 0. Moreover, M;
may present results similar to models trained in centralized
scenarios.

B. Scenario 2

In the second scenario, the set of clients C contain a number
of clients where each client holds a distribute dataset with
containing different distributions of data labels D;, among
them. In this scenario, for a client i, P;(y) is not the same
across clients, but P;(z|y) and P;(y|z) are. This is the standard
non-IID scenario, producing a global model M5, where data
heterogeneity in introduced through label distribution skew
with a factor F and/or quantity skew.

In this scenario, the higher the factor F, it is expected
that aggregation algorithms present some skew and Dataskew
increases with F. Moreover, My may obtain results similar
to models trained in centralized scenarios, but it may require
more training rounds, as long as F isn’t too high.

C. Scenario 3

In the third scenario, the set of clients C contains a number
of clients where each client holds a distributed dataset where
data label distributions are the same, but the features that make
up these labels are not. For each client i, P;(y) is the same
among clients, but P;(x|y) and P;(y|x) aren’t guaranteed.

This scenario is also non-IID, producing a global model
Ms, but it is driven mainly through label-feature skews.
Under this scenario, model training is as challenging as it
is under a centralized approach, but privacy awareness is an
advantage obtained through FL. Some skews are present, and
data skews may increase, but global accuracies can be similar
to centralized training.

D. Scenario 4

In the last scenario, both data labels and features are
unevenly distributed among the set of clients C. That means
that for all clients i in C, P,;(y), P;(z]y) and P;(y|z) are not
granted. This is the most challenging scenario, producing a
global model My.

For models in the set M = {Mj, My, M3, My}, we
compare the model error output in relation to a centralized
model M entraiizeq Using the equation:

Errormodel = ||Ecentratized — Eil| 2



Where F; is the error obtained by the model M; from M.
Each M; is constructed and evaluated using an aggregation al-
gorithms. We seek, for each dataset, the aggregation algorithm
that optimizes the equation:

T = Min(Errormoder) 3)

IV. EXPERIMENTAL SETTINGS

The experimental setup of this research considers the four
scenarios presented in the previous section. For this task,
we selected the well-known and balanced datasets CIFAR10
and CIFAR100 to evaluate the aggregation algorithms. The
first two datasets, CIFAR10 and CIFAR100, were selected as
baseline datasets due to being well-established datasets under
FL for benchmarking classification tasks [19]. Representing
the first scenario, we will present balanced partitions of
CIFAR10 and CIFAR100. This scenario represents an IID
dataset regarding labels and feature distributions.

In the second scenario, we will redistribute the CIFAR10
and CIFAR100 under a Dirichlet sampling strategy as designed
by Li et al. [[19]. The distribution S parameter is set to 0.5,
and non-1ID distributed data will be presented to the sampling
strategy to simulate different label distribution scenarios.

The candidate dataset will represent the third scenario in
[ID-distributed partitions of labels, ensuring the only skew
presented is due to variations on the pairwise relationship of
features and labels. The fourth scenario will be represented
by applying the Dirichlet partitioning strategy to the Candidate
dataset. Lastly, the natural partitioning of the Candidate dataset
will be evaluated to evaluate the observed skewness of the
natural partitioning of the dataset.

Centralized models will be run for all datasets, providing a
scenario where the influence of the skews under evaluation in
this paper are minimized. As data is presented in a centralized
manner, skews occurring due to the distribution of labels
and features among clients are absent since there is only the
centralized dataset’s distribution.

A. Candidate Dataset

The Brazilian elections are held in digital voting, which
happens in a biannual election cycle. The government makes
candidate data publicly available for transparency and enables
research using electoral information. Candidates consent to
provide data in the form of a portrait, age, gender, declared
ethnicity, and other relevant metadata

This data may be used for applying for affirmative actions
based on race, as non-white candidates are underrepresented
in Brazil [33]]. However, ill-intentioned Candidates have at-
tempted to use faked ethnicity claims to access resources
dedicated to these minority Candidates [34]], [35]. This makes
classifying ethnicity information an important asset to mitigate
the risk of electoral fraud in this scenario.

While the data is publicly available, it serves as a proxy for
sensitive data under an FL context. This presents important

Uhttps://dadosabertos.tse.jus.br/dataset/candidatos-2020-subtemas (in Por-
tuguese)
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Fig. 2: Representative faces in the Candidate faces dataset.
Despite being one of the main driving factors for self-
identification, skin color is not a very discerning trait, evi-
dencing the same features, different label types of skew in
this dataset
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challenges regarding privacy and anonymity, compliance with
data protection laws, and issues pertaining to data transfer
between clients and the central authority channel.

The dataset comprises candidate data from various posi-
tions during the last four elections. The provided information
includes photographs of the candidates and their demographic
data. The Brazilian government makes the sourcing dataset
available under the Creative Commons license.

To ensure data consistency and integrity, all candidate
images were grouped and then processed according to the
following steps:

1) Single participation exclusion. Candidates who partici-
pated in only one election are excluded.

2) Inconsistency exclusion: Candidates with inconsistent
racial declarations across multiple elections are ex-
cluded.

3) Image retrieval: The most recent image and metadata
for the remaining Candidates is obtained

4) Image pre-processing: Images are cropped to the face
region and scaled to 32 by 32

The dataset encompasses the following information: Black
and white portrait images of over 115,000 Candidates, the
declared racial background of each Candidate, the State within
Brazil where the Candidate resides, and the region within the
country where the Candidate’s state is located. The aim of
these filtering criteria is to maintain a dataset that accurately
represents the racial declarations of Candidates over time while
excluding cases of unreliable or single-time participation.

The dataset contains 3 classes: 1) Self reported white-
brazilians (BRANCA); 2) self reported black-brazilians
(PRETA) and; 3) self reporter mixed-brazilians (PARDA).
Skin color is the main guiding trait for self-identification
among Brazilians, but heritage and social roles also play a
role (Figure [2).

The images are sized 32x32x3 and the natural distribution
of categories is unbalanced, with 43% of samples being in the
BRANCA category, 49% of samples in the PARDA category



TABLE I: Adapted VGG Architecture with Resized Input

Layer Type Output Size Parameters
Input - 32x32x3 -
Convl_1 Convolution 32x32x64 (3x3x3x64)
Convl_2 Convolution 32x32x64 (3x3x64x64)
MaxPooll | Max Pooling 16x16x64 -
Conv2_1 Convolution 16x16x128 (3x3x64x128)
MaxPool2 | Max Pooling 8x8x128 -
Conv3_1 Convolution 8x8x256 (3x3x128x256)
MaxPool3 | Max Pooling 4x4x256 -
Conv4_1 Convolution 4x4x512 (3x3x256x512)
MaxPool4 | Max Pooling 2x2x512 -
Flatten - 2048 -
FC6 Fully Conn. 4096 (2048x4096)
FC7 Fully Conn. 4096 (4096x4096)
Output Fully Conn. num_classes | (4096x num_classes)

and around 8% in the PRETA category. In order to remove the
influence of class imbalance from the experiments, the dataset
was undersampled by the PRETA class, with 9276 samples per
category, for a total of 27,828 images (24,5% of the total).

All datasets (both CIFARs, CelebA and the Candidate
Dataset) used in this study are split in training (70%), vali-
dation (15%) and test (15%) splits.

B. Experimental Settings

The experiments in this section were executed on a 16vCPU
and 64 GB of RAM virtual machine running Debian 12. Each
experiment was executed among 10, 25 and 50 clients for
100 rounds, where each client trained for one epoch locally.
To evaluate the convergence behavior of the experiments, we
monitored the loss function over the communication rounds.

For the FL model, we have chosen an adapted lightweight
VGG network (Table [). The centralized model was imple-
mented using the PyTorch framework.

C. Model Evaluation

In this section, we outline the methods employed for eval-
uating the performance of our aggregation algorithms and
strategies. Our evaluation encompasses three main aspects:
the classification performance on clients, the accuracy of the
aggregated model, and the convergence analysis of loss over
communication rounds.

To assess the classification performance on individual
clients, we conducted experiments on a diverse set of clients,
each with its own local dataset. The following steps were taken
to evaluate client performance:

o Metrics Selection: Fl1-score, classification accuracy and
Cohen’s Kappa were selected to measure the performance
of trained models.

o Client Evaluation: For each client, we calculated the
aforementioned metrics based on their respective local
test datasets. This allows us to gauge the performance of
the global model for each of the clients.

o Spread Analysis: We analyzed the spread or variabil-
ity of these performance metrics across all clients to
understand how our aggregation strategies impact the
consistency of model performance across heterogeneous
data sources.

o Dataskew: Haller et al’s [|[18]] Dataskew was calculated
for each of the experiments to measure the degree of data
skew influence on each FL setting.

e Error Evaluation: We evaluated the accuracy of the
aggregated model on a common test dataset, allowing us
to compare its performance with that of the centralized
model trained on the complete dataset.

V. RESULTS
A. Centralized training

Under centralized training, the datasets have been trained
for 400 epochs. CIFAR10 obtained a final accuracy of 0.6613
in the test set, CIFAR100 has obtained an accuracy of 0.2327
in the test set and the Candidate Dataset obtained an accuracy
of 0.6671 in the test set.

CIFAR100 has had a relatively low score that has peaked
in the beginning of the training. Since CIFARI00 has one
hundred classes, a classifier that only outputed one value
would have an accuracy of only 1%. While higher than 1%,
which would be observed if the model didn’t train, however,
is much lower than more established VGG networks [30].

Another interesting behavior is that, apart from CIFARI10,
losses are increasing as epochs increase. This means that while
the classification output through softmax is correct, the output
vector is getting farther from the correct value as epochs goes
on, meaning the model is losing confidence as epochs advance.
These findings highlight the caveats of using a small model
as the VGG7 model, however, under resource constrained
environments, the trade-off may be beneficial. We’ll use these
values as baseline as we compare the federated learning results
below.

B. Scenario 1

To simulate the conditions in scenario 1, two datasets are
presented for training under a FL setting, CIFAR10 and CI-
FAR100. FedAvg, FedAvgM, FedProx, FedAdam and FedYogi
were evaluated regarding classification performance and client
homogeneity. The premise of this experiment is that, since it
is a mostly skew-free scenario, FL results should be relatively
similar to the centralized setup for all aggregation algorithms.
Figure [3] displays the aggregated accuracy of the algorithms
over communication rounds.

For CIFARI10, both gradient based methods had low clas-
sification performance. After 100 communication rounds,
FedAdam reached an accuracy of only 0.098 and FedYogi
reached only a value of 0.130. These results are very close to
a model that would only output a single class regardless of
the input (i.e.: 1 out 10 entries would be correctly classified,
e.g.: sklearn.dummy.dummyclassifier), meaning the
chosen network is possibly not being able to train in this FL
setup. This is probably due to lack of convergence when many
gradients are started under this scenario.

On the other hand, averaging based methods, such as
FedAvg, FedAvgM and FedAdam have performed better.
Under 10 clients, the models trained under FL approached
the centralized accuracy results and for 25 clients, a dip in
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TABLE II: CIFARI10, scenario 1 results

CIFAR10

# Clients FedAvg FedAvgM FedProx FedAdam FedYogi
Accuracy 0.663 0.682 0.681 0.098 0.130

10 clients FI 0.589 0.606 0.605 0.087 0.115
Kappa 0.552 0.571 0.571 0.000 0.025

Dataskew 0.103 0.120 0.100 0.224 0.385

Accuracy 0.431 0.440 0.352 0.098 0.144

25 clients Fl 0.283 0.297 0.226 0.068 0.097
Kappa 0.235 0.250 0.170 0.000 0.029

Dataskew 0.609 0.710 0.461 1.281 1.450

classification performance has been observed after the 100
communication rounds. For the setup with 10 clients, FedAvg
has reached an accuracy 0.663, FedAvgM has reached 0.682
and FedProx has reached 0.681. Meanwhile, for 25 clients,
FedAvg reached 0.431, FedAvgM 0.440, and FedProx 0.352
(table [TI).

On CIFARI100, a similar behavior was observed: All three
averaging based algorithms have achieved better classification
performances than the gradient based ones (figure ). However,
the classification accuracy of the aggregated models have
surpassed the centralized model approach under FL. For the
10 clients setup, FedAvg has reached an accuracy of 0.402,
FedAvgM has reached 0.404 and FedProx reached 0.403.
FedAdam and FedYogi did not surpass the 1% expected,
indicating these aggregation algorithms did not manage to train
the model. A similar trend was observed for the 25 clients
setup, with the pattern of stagnation from the gradient-based
methods and an improvement over communication rounds for
the averaging based ones.

C. Scenario 2

In the second scenario, the experiments are repeated in
relation to scenario 1, however, data is presented in a
non-IID manner. In this study, non-IIDness was introduced
through resampling data for clients using a Dirichlet distri-
bution based on numpy‘s implementation of the distribution
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Fig. 5: CIFARI10, non-IID distribution accuracy over epochs

(numpy . random.dirichlet) with the 5 parameter set to
0.5.

Figure [3] displays the accuracy results for each of the
aggregation algorithms. Compared to results obtained in the
IID setting present in the scenario 1, it can be noted that
the presence of non-IID distributions impacts the performance
of the aggregated model accuracy, and differently from the
previous scenario, there difference between accuracy in the
10 and 25 client setup is smaller.

In this scenario and for 10 clients, FedAvg has achieve a
classification accuracy of 0.407, FedAvgM 0.408 and FedProx
0.372. Once again, gradient based algorithms haven’t managed
to train under this setting, with FedAdam reaching only 0.095
and FedYogi reaching only 0.098. Both values are lower than
0.1, which would happen if a model only outputted a single
class.

When considering CIFAR100, results are similar, with the
averaging methods outperforming the gradient based methods.
The accuracy of FedAvg, FedAvgM and FedProx can be seen
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Fig. 6: CIFAR100, non-IID distribution accuracy over epochs

TABLE III: Candidate dataset, IID FL results

# Clients  Eval. Metrics  FedAvg FedAvgM  FedProx FedAdam FedYogi
2 Accuracy 0.567 0.677 0.604 0.328 0.334
.g F1 0.450 0.539 0.477 0.267 0.267
S Kappa 0.276 0.408 0.316 0.000 0.000
2 Dataskew 0.214 0.146 0.187 0.234 0.283
] Accuracy 0.578 0.571 0.545 0.326 0.358
.§ F1 0.289 0.286 0.273 0.163 0.179
cl Kappa 0.181 0.180 0.156 0.000 0.000
& Dataskew 0.543 0.450 0.419 1.053 0.799

increasing over communication rounds. When adding more
clients, the performance was reduced, but the aggregation
algorithms behavior remained similar to the first scenario

(Figure [6).
D. Scenario 3

In the third scenario, we evaluate the Candidate dataset
under an IID label distribution. Being a dataset that contains
feature-label types of skew, it is expected that a higher
heterogeneity is to be observed among clients compared to
a less skewed dataset as CIFAR10 and CIFAR100 under the
same conditions. Figure [/| displays the classification accuracy
over communication rounds for all aggregation algorithms.

Like observed in scenario 1 and 2, gradient based methods
haven’t managed to achieve a high accuracy score compared
to the centralized model, without major changes in accuracy
along communication rounds, indicating the selected model
isn’t being able to learn under this configuration. On the
other hand, averaging based methods have had better results,
approaching the centralized result over the communication
rounds.

In this experiment, and for 10 clients, FedAvg achieved
an accuracy of 0.567, FedAvgM reached 0.6758 and FedProx
achieved 0.6036. FedAdam and FedYogi obtained 0.327 and
0.334, which is close to the 0.333 result a dummy classifier
would obtain. For 25 clients, FedAvg reached an accuracy
of 0.578, FedAvgM reached 0.57143 and FedProx reached
0.545. Again, FedAdam and FedYogi did not surpass the 0.333
mininum. Table [[lll summarizes these results.
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Fig. 7: Candidate Dataset, Accuracy over communication

rounds in an IID setting.
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Fig. 8: Candidate Dataset, Accuracy over communication
rounds with 10 clients in a non-IID setting based on a Dirichlet
sampling with 3 = 0.5

E. Scenario 4

Finally, the last scenario evaluates a same-feature different-
labels and same-labels different-feature datasets, the Candidate
dataset, under a non-IID setting. Similar to the scenario 2
result, a Dirichlet sampling strategy was applied using a
B value of 0.5. Figure [§] displays the accuracy curve over
epochs for the non-IID Candidate dataset for 10 clients. Once
again, a non-IID distribution hinders the performance of the
aggregated model under the selected aggregation algorithms.
No improvement was observed for the gradient-based methods
over the epochs.

The accuracy over 25 clients presented an interesting behav-
ior: Save for FedAdam, all algorithms observed a fluctuating
accuracy pattern over communication rounds (Figure [9). This
fluctuating pattern indicates that the aggregated model cannot
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Fig. 9: Candidate Dataset, Accuracy over communication
rounds with 25 clients in a non-IID setting based on a Dirichlet
sampling with 8 = 0.5

converge on local minima in the weights space.

Under a centralized setting, this would be attributed to
an unoptimized learning rate, but under FL, it may indicate
that the aggregation function produces weights that may be
optimal for a number of clients a majority, but suboptimal
for others clients. After a communication round, weights are
adjusted towards the mean and accuracy suffers until the next
communication round.

Despite this, at communication round 100, FedAvgM once
again had the best classification results compared to other
algorithms, followed by FedProx.

When evaluating the heterogeneity of clients under this
setting, the same pattern where the gradient based methods
had a larger Dataskew average and higher heterogeneity among
clients. Among the averaging based methods, FedProx had the
lowest Dataskew variance during training epochs, followed by
FedAvgM and FedAvg. Table [[V]summarizes the classification
and heterogeneity results under this FL scenario.

F. Heterogeneity evaluation

In this study, we assessed how data skews in the dataset
affect model performance under Federated Learning (FL).
Skews may stem from label distribution, sample pool sizes
per client, or imprecise class definitions. Using the Dataskew
metric, we examined how client count and IID skewness
impact five aggregation algorithms.

To gauge the influence of client count on aggregation
algorithm heterogeneity, we analyzed Dataskew spread across
communication rounds. Regardless of client density, FedAvgM
consistently showed lower heterogeneity on CIFAR-10 than
other methods. FedYogi and FedAdam exhibited higher het-
erogeneity than averaging methods, irrespective of client size.
However, across all algorithms, increased client numbers led to

TABLE 1V: Candidate dataset, non-IID FL results

# Clients  Eval. Metrics FedAvg FedAvgM  FedProx FedAdam FedYogi
2 Accuracy 0.424 0.461 0.460 0.314 0.314
g F1 0.316 0.354 0.351 0.240 0.240
= Kappa 0.058 0.129 0.135 0.000 0.000
= Dataskew 2.176 1.618 1.496 3.157 3.157
2 Accuracy 0.311 0.615 0.470 0.276 0.271
g F1 0.160 0.327 0.243 0.143 0.135
& Kappa 0.009 0.134 0.060 0.000 0.002
& Dataskew 3.220 1.627 1.647 3.622 3.690

greater heterogeneity, indicating challenges in model conver-
gence and client synchronization as more join the federation.

Transitioning to CIFAR-100, varied trends reveal algorithm
sensitivity to client size. FedAdam and FedYogi exhibit in-
creased heterogeneity with 25 clients, indicating challenges in
adapting to CIFAR-100’s complexity. In contrast, FedAvgM
and other averaging algorithms maintain lower heterogeneity,
possibly due to network suitability for FL gradient propaga-
tion.

Analyzing the Candidates’ dataset assesses feature-label
skew influence under different client setups. Unlike other
datasets, FedYogi and FedAdam unexpectedly show homo-
geneity, especially evident with 10 clients. Since training accu-
racy doesn’t improve over communication rounds (Figure [8)),
it suggests ineffective client training on the Candidate dataset.
Conversely, FedAvgM and FedProx demonstrate consistent
performance, highlighting scalability in federated learning
scenarios.

Additionally, this study aims to introduce non-IIDness to
examine its impact on selected aggregation algorithms, using
a Dirichlet distribution to observe changes in Dataskew values
before and after introducing non-IID distributions to the client
setup, as illustrated in Figure [I0] The influence of non-IID
distributions varies across datasets.

For CIFARIO, as expected, algorithms perform consis-
tently with minimal variance under IID distribution. However,
when faced with non-IID distribution, all algorithms exhibit
larger Dataskew values. FedProx shows the highest variance
(Dataskew span: 0.436 to 1.936), while FedAdam demon-
strates the largest overall difference (0.229 to 3.39). Similar
stable behavior is observed in the Candidate dataset.

For CIFARI100, the variance in Dataskew introduced by
a non-IID distribution is much loser to the IID version for
all the averaging algorithms observed at the end of the
communication rounds(FedAvg:[0.11,0.51], FedAvgM:[0.16,
0.60], FedProx:[0.25, 0.60]). However, for gradient based
aggregation algorithms, this difference was more pronounced
(FedAdam:[1.24, 2.76], FedYogi:[0.84, 2.66]). Table dis-
plays all Dataskew results for the aggregation algorithms in
this study.

VI. DISCUSSION AND LIMITATIONS OF THE STUDY

Aggregation algorithms are one of the foundational aspects
of FL [8]. By devising algorithms that tackle challenges
associated with different situations regarding federated client
organization and selection, federation size, communication
overhead as well as privacy and security measures, these
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TABLE V: Dataskews values at communication round 100 for
all client configurations and data distributions

CIFAR10 CIFAR100 Candidates
Number of clients Number of clients Number of clients

Algorithms 10 25 10 25 10 25
FedAvg 0.103  0.609 0.112 1.276 0.214  0.543
£ | FedAvgM 0.120 0.710 0.169  0.731 0.146  0.450
A | FedProx 0.100  0.461 0.253  0.892 0.187 0419
g FedAdam 0.224 1.281 1.250  4.412 0.234 1.053
FedYogi 0.385  0.942 0.842  3.750 0.283  0.799
g | FedAvg 0.687 1.838 0.514 1.792 2176 3.220
A | FedAvgM 0.820  3.089 0.606 1.316 1.618 1.627
8 | FedProx 1.527 1.527 0.606 1.332 1.496 1.647
T | FedAdam 3397  6.003 2.763  5.378 3.157  3.622
2 | FedYogi 1.763  4.090 2.667 4437 3.157  3.690

approaches offer a solution that is useful for a given scenario,
but no silver bullet exists, and practitioners should carefully
consider the trade-offs for each case [[14]], [37]], [38]l.

In this study, five aggregation algorithms were selected:
Besides FedAvg, which was taken as a baseline, two aver-
aging weights-based methods, FedAvgM and FedProx, and
two gradient-based methods, FedAdam and FedYogi, were
evaluated under four challenging FL scenarios to understand
how the presence of data skews affect the classification
performance and the heterogeneity of trained clients under
FL. The four scenarios included different types of skew
and the behavior of aggregation algorithms was taken under

evaluation.

Our findings have shown that the averaging-based aggrega-
tion algorithms obtained better results regarding classification
performance and model heterogeneity in all evaluated scenar-
i0s. In all of the cases, either FedProx or FedAdam had the
highest classification results, while FedProx was often the most
homogenous of the datasets evaluated in this paper.

The poor results and high heterogeneity of gradient-based
approaches could be explored under two hypotheses: The first
scenario could be that the chosen network for the study was too
small and could not generalize the phenomena modeled under
the datasets presented in this study. While this hypothesis is
corroborated by the small accuracy values for CIFAR100 and
CIFAR10 in the centralized model shown in section V, other
studies using larger and more robust network configurations
have also achieved similar accuracy results within the same
number of communication rounds as used in this paper [27],
[39]. Even though the final performance in these studies was
higher than in ours, the number of rounds necessary to achieve
these results was 40-fold higher than the ones used in this
study.

The second hypothesis is that the gradient changes among
clients are divergent for the chosen network and communi-
cation rounds. When aggregated, may regress to the mean
and not improve the global model. The concept of gradient



dissimilarity backs up this hypothesis [40], in which the
convergence of aggregated gradients or weights by the client
modeling drifting as training occurs in a federated manner.
While the selection of clients may optimize for the equaliza-
tion of gradients in FL, Reddi et al. [27]] also demonstrate that
heterogeneity is particularly important when utilizing adaptive
gradient methods and that a control variable may be introduced
to fight the impact of such heterogeneity.

Hsu et al. [39] evaluated the behavior of FedAvg and Fe-
dAvgM under different non-IID distributions. In that study, the
authors observed that including a momentum factor improved
the resilience of these algorithms under non-IID distributions.
Regardless of the presence of this factor, FedAvgM outper-
formed FedAvg, which was also observed in this study. On a
study that proposed an optimization of the aggregation process,
Ou et al. [41] evaluated FedProx and FedAvg against their
proposed optimized aggregation algorithms, obtaining similar
classification results to the observed in this study for the
relationship between FedAvg and FedProx.

Another key aspect of this study is the evaluation of the
heterogeneity of the clients trained under FL in relation to
label distribution skews and feature-label skews. Haller et al.
[18] have proposed the Dataskew measure to quantify non-
IID presence in a FL setting. The measure has an interesting
attribute as it does not rely on capturing data about the client’s
distribution; instead, it relies on the training results themselves
to obtain information about the underlying distributions of the
client. An extension of this research could investigate the data
skew affect on edge and IoT environments [42]]—[44].

In that study, the authors scaled the heterogeneity by ap-
plying a Dirichlet sampling strategy, varying the § parameter,
while evaluating the Dataskew measure at the last commu-
nication round. Their findings show that, for CIFAR10 and
CIFAR100, FedProx with an p value of 0.01 and FedMedian
were the best performers under highly non-IID setups.

We explore Dataskew differently, evaluating the spread of
Dataskew over communication rounds to identify how the
presence of a non-IID distribution affects the heterogeneity
during the training process. In our study, the lower client
spreads were observed in FedProx, which is related to the
prunning defined by the proximal term of the averaging
function.

We also discuss some of the key limitations present in our
study that may influence its conclusions. The main limitations
are the choice of a lightweight model and the number of com-
munication rounds. We expand on these impressions below.

Model Selection Impact: The classification variability in
this study affects model choices for both local and FL train-
ing. Despite selecting a lightweight model for FL’s resource
constraints, its simplicity may compromise effectiveness on
CIFAR100 and the Candidate dataset, reducing robustness.

Limited Number of Communication Rounds: The fixed
communication rounds might not capture training dynamics
adequately, potentially undermining result reliability due to
insufficient sampling.

No Hyperparameter Tuning: Omitting hyperparameter
optimization, including FedProx’s p and learning rates for
FedAdam and FedYogi, could hinder achieving optimal model
performance and convergence.

No Distribution Tuning: Similarly, not adjusting Dirich-
let’s 5 values means insights into aggregation algorithm ro-
bustness are limited.

VII. CONCLUSIONS

Task performance is vital in federated learning (FL); how-
ever, ensuring consistent performance across different scenar-
ios is equally essential. Consistency provides all clients with a
more homogeneous experience and avoids performance imbal-
ances. While measuring performance using accuracy, fl-score,
and other tools provides insights into each FL algorithm’s
effectiveness, there is a need to explore metrics that better
capture the complexities of diverse FL settings regarding client
distribution and homogeneity.

In this paper, we explored the challenges of data skew in FL
environments through the lens of facial ethnicity classification
across non-IID datasets. Our investigation encompassed a
thorough examination, illuminating the intricate dynamics of
FL when confronted with skewed data distributions. Our main
findings underscore the critical influence of data skew on
the performance of FL models, highlighting the necessity for
advanced strategies to navigate these challenges.

This endeavor advances our understanding of FL in the
realm of sensitive non-IID and complex data skew. It sets
the stage for future research in developing more resilient and
equitable FL. models. Through this work, we contribute a novel
methodology that adapts aggregation techniques to accommo-
date better the heterogeneous data distributions characteristic
of real-world FL scenarios, thereby showcasing the potential
for improved and more inclusive model performance across
various edge devices.
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