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Abstract

Background: Many software-intensive organizations are integrating AI/ML com-
ponents into their systems, yet a significant number of ML models fail to progress
beyond the experimentation stage into production. This is due to the complexity
of ML life-cycle. To address the challenge in managing the ML life-cycle, organiza-
tions are beginning to explore Machine Learning Operations (MLOps), a discipline
that extends DevOps principles to the ML.While several academic and industrial
frameworks define ideal MLOps architectures, there remains limited practical un-
derstanding of how such pipelines can be implemented in organizations with legacy
systems, hybrid data infrastructure and mature DevOps capabilities.

Objectives: This thesis is built around three primary objectives. First is to evaluate
the current Software CI/CD pipeline of Telenor’s Operations Support Services (OSS)
Division, a division with mature continuous software delivery practices but limited
ML infrastructure, to assess its readiness to support ML Life Cycle Requirements.
Next is to To propose a blue print of a MLOps pipeline which can be built on top
of existing software delivery pipeline. The last objective is to identify the technical
and organizational barriers in implementing the proposed blueprint.

Methods: To achieve these objectives, we conducted a qualitative case study in
Telenor’s OSS division, combining data from a literature review, internal documen-
tation, and semi-structured and unstructured interviews with data scientists,system
architects and project managers.

Results: Findings reveal that the existing CI/CD pipeline supports several compo-
nents of the ML lifecycle, particularly in deployment and artifact management, but
lacks critical ML-specific elements such as data versioning, feature stores, and exper-
iment tracking. A customized MLOps pipeline blueprint was proposed, identifying
reusable DevOps components and areas requiring augmentation or new implemen-
tation. Technical and organizational barriers,including fragmented data infrastruc-
ture, limited compute resources, lack of specialized roles, and cultural resistance to
automation were also identified.

Conclusions: This study provides a grounded, practical strategy for initiating
MLOps in organizations with established DevOps practices and complex infrastruc-
ture. It contributes to literature by bridging conceptual MLOps models with real-
world constraints, and it supports practitioners in similar organizations by offering
a reusable blueprint for incremental MLOps adoption. The results emphasize that
successful MLOps transformation is less about replacing DevOps and more about
extending it to accommodate the iterative, data-centric demands of ML systems.

Keywords: MLOps,DevOps,CI/CD,ML Life-cycle,Case Study
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Chapter 1

Introduction

With recent advancements in Artificial Intelligence (AI) and Machine Learning (ML),
software development has shifted from manually coding logic to building intelligent
components that learn decision rules from data and solve problems autonomously [6].
These AI/ML components have become integral parts in modern software systems
[17]. However, unlike traditional software, ML components are non-deterministic
(their behavior depends on the data used for training), making their lifecycle signifi-
cantly more complex than standard software components [6].This complexity makes
operationalizing ML models really challenging.

Studies indicate that many ML projects fail to reach production. For instance,
Giray [6] reports that 47% of ML projects remain at the prototype stage, and a
survey by International Data Corporation (IDC) of 2,500 organizations found that a
substantial number of Al deployments had failed.

Operationalizing an ML component involves multiple stages, including data man-
agement, model training, verification, deployment, and maintenance [20|. Even after
deployment, ML models degrade over time due to data drift, requiring continu-
ous monitoring and retraining [5|. One key challenge is that data scientists often
prioritize model accuracy over production readiness, neglecting essential software
engineering (SE) and operations principles [15]. In contrast, SE and operations dis-
ciplines have mature practices, processes, and tools that ensure production-quality
software [18|, [12]. DevOps, which integrates continuous software engineering prac-
tices, has already streamlined traditional software deployment with shorter devel-
opment cycles [10], [14]. Extending these principles to ML can help address opera-
tionalization challenges, leading to the emergence of Machine Learning Operations
(MLOps) [5].

Research in the field of MLOps is limited as it is relatively a new field [24].
However several studies have explored MLOps in different perspectives. Some, for
instance Symeonidis et.al [24] and Kreuzberger et al. |15] provide definitions and
taxonomy of MLOps tools and discuss MLOps principles while some, for instance
Paleyes et al [20] and Kumara et al. |[16] explore the challenges at each stage of ML
life-cycle and the requirements of MLOps to successfully execute the activities of each
stage. Some researchers propose reference architectures for MLOps implementation.
For instance Kumara et al [16] propose a layered reference architecture for MLOps
focusing on goverenance and automation cross-cutting aspects, while Kruezberger
et al |15] propose an architecture covering all ML stages, roles and feedback loops.
Karamitos et al. discuss transition to Manual MLOps to automated MLOps with
CI/CD. Some studies focus on the means to assess the maturity of MLOps of orga-
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2 Chapter 1. Introduction

nizations. They propose maturity models for MLOps maturity assessment [10], [9].

While much of the existing literature proposes theoretically sound MLOps ar-
chitectures and maturity models, few studies examine how organizations can realize
these theoretical models in real enterprise setups. This gap is particularly relevant
for organizations with mature software delivery eco-systems but are just beginning
to operationalize machine learning.

In this study, we aim to address this gap by exploring how state-of-the-art MLOps
requirements can be supported through the reuse and adaptation of existing CI/CD
components, while also identifying the technical and organizational barriers involved
in that process, in a practical enterprise setup.

1.1 Scope

This thesis focuses on assessing the existing software engineering CI/CD pipeline
of Telenor’s Operations Support Services Division to understand its alignment with
machine learning lifecycle requirements. The scope includes identifying components
within the current pipeline that can be reused or adapted for integration into an
MLOps pipeline, as well as determining additional components, roles, and practices
needed to support an ideal MLOps setup as defined in the literature.

The study aims to develop a conceptual blueprint for a tailored MLOps pipeline
and to analyze the technical and organizational challenges involved in its potential
implementation. It does not involve developing or deploying a functional MLOps
solution, nor does it include model-level concerns such as algorithm selection or data
engineering, except where these intersect with pipeline requirements.

This work is specifically scoped to Telenor’s Network Operations Support Ser-
vices Division and intends to provide practical, context-aware insights to guide its
MLOps adoption strategy. While some findings may be informative to other similar
organizations, they are not intended as universally applicable recommendations.

1.2 OQOutline

We have structured our thesis as follows. Chapter 1 lays the groundwork by intro-
ducing the problem that motivated the study and presenting the scope of the study.
Chapter 2 describes the concepts that support the reader to understand the con-
tents of thesis, presents the related work reviewing prior research on ML life-cycle
challenges, MLOps requirements, reference architectures, and maturity models, and
positioning our study in the context of this literature. Chapter 3 outlines the method-
ology adopted for this research, explaining the rationale for the case study approach,
data collection and analysis methods and how the quality of data and analysis is
maintained. Chapter 4 details the results obtained from each data source (liter-
ature, internal documentation, and interviews) and presents the analysis of these
data. Chapter 5 discusses the findings in relation to prior literature and the study’s
objectives, offering reflections on practical and theoretical implications. Chapter 6
discusses the validity threats to our study and how they were handled.Chapter 7
concludes the thesis by summarizing the main contributions, outlining limitations,
and suggesting directions for future work.



Chapter 2

Background and Related Work

2.1 Background

This section provides general descriptions of the concepts needed to understand the
content of the thesis document.

2.1.1 AIML and AI/ML Components

Artificial Intelligence (Al) is the broader field of building intelligent agents. Intel-
ligent agents are objects or systems that try to achieve their goals by their own,
perceiving the environment around them [6]. Machine Learning (ML) is a sub field
that belong to Al, which involves extracting patterns from the raw data, build knowl-
edge and trying to solve problems using the extracted knowledge [2]. With recent
advancements in the field of AI, AI/ML components have become parts of the soft-
ware programs, whose behavior is driven by an AI/ML model obtained via training
and updated through a learning process [6].

2.1.2 ML Life-cycle

ML components’ behavior depends on the data used for training, making their life-
cycle significantly more complex than standard software components [6]. A tradi-
tional software component’s life stages are limited to development, testing, deploy-
ment and monitoring. Moreover going back and forth between each stage is fairly
straight forward. In contrast, a ML component goes through several stages and they
contain number of activities within each stage. In addition to traversing forward and
backward between the stages, a ML component loops within the set of activities of
each stage.

According to Ashmore et al. [2] a ML component goes through four stages namely
Data Management, Model Learning/Training, Model Verification and Model De-
ployment in its journey from requirement understanding to serving in production
(see Figure . Data Management stage is responsible for retrieving,analysis, pre-
processing and preparing data for ML model training and verification processes. In
model training/learning stage, data scientists select the ML algorithms according to
the use case, build a model and train it using the data prepared in the Data Man-
agement stage in a way that the errors of the model results are minimized. In Model
Verification stage, the model’s accuracy is tested with unseen data and verified that
the model can be deployed in production. Model Deployment stage takes care of
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4 Chapter 2. Background and Related Work

deploying the ML model in production, continuously monitoring and updating it.
Each stage of the ML life cycle is considered challenging [20].
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Figure 2.1: Machine Learning Life-cycle - Source- Ashmore et al

2.1.3 Continuous Software Engineering and DevOps

When looked at the ML life cycle in software engineering perspective, the stages,
data management, model training and model validation can be viewed as Develop-
ment stage while deployment and monitoring stage can be identified as Operations.
While the mature field of software engineering already have established practices for
bridging the gap between development and operations, in many industrial applica-
tions, data scientists still manage ML workflows manually resulting in many issues
during operations of ML solutions . Continuous Software Engineering is a concept
that emerged to bridge the gap between development and operations and deliver the
end products continuously to the customers. It is a paradigm that aims to deliver
software frequently and in small increments to the customers [13].

DevOps is a set of practices that supports the concept of continuous software
engineering. It combines development, quality assurance and operations into a single
continuous set of processes [11]. Continuous Integration (CI), Continuous Delivery
(CD) and Continuous Deployment are important principles of DevOps. CI is a
widely used practice in the software development in which the members of the team
integrate and merge development work frequently and it includes automated building
and testing of the code . Continuous Delivery employs a set of practices to
deliver software automatically to a production like environment and it ensures that
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the software is always in the production ready state [11]. Continuous Deployment
goes a step further and automatically and continuously deploys the application to
production. What differentiates continuous deployment from continuous delivery is a
production environment [22|. Figure[2.2|depicts the relationship between Continuous
Integration, Continuous Delivery and Continuous Deployment.
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Figure 2.2: Relationship between Continuous Integration, Continuous Delivery and
Continuous Deployment - Source- |22]

2.1.4 Machine Learning Operations (MLOps)

MLOps is a similar paradigm to DevOps which has been emerged to find solutions
for the challenges in moving ML models from development to production. Same
as DevOps, MLOps also aims to deliver ML systems continuously [19] and it is a
ML engineering approach/set of practices/culture that connects Development and
Operations in machine learning projects. The term MLOps combines machine learn-
ing and DevOps continuous development [23].Even though the aims of DevOps and
MLOps are similar, DevOps practices or tools cannot be simply applied plug and
play in MLOps |19] as there are clear differences in traditional software components
and software with ML models integrated. A ML model is a part of a wider software
system and it contains not only code but also data. As the data is constantly chang-
ing, ML model needs to be retrained frequently. This has resulted in adding a new
practice called continuous training (CT) to MLOps in addition to CI and CD [24].

2.2 Related Work

This section presents a review of existing literature identified through a comprehen-
sive literature search. The purpose of this review is to identify prior works that
address similar or related problems, examining their relevance and implications in
relation to our study and identify gaps or unexplored areas in the literature that
motivate and justify our study. As MLOps is an emerging field, academic literature
remains limited.

2.2.1 Foundations of MLOps

Several researchers have explored the fundamental concepts of MLOps. To establish
a foundational understanding of the MLOps domain, Symeonidis et al. [24] provide
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a comprehensive overview of its core concepts, commonly used tools, and the chal-
lenges faced in real-world implementations. Their work introduces the key phases of
the MLOps lifecycle (Continuous Integration, Continuous Delivery, and Continuous
Training) while also discussing issues related to tool interoperability, metadata track-
ing, and automation of model retraining. This work is highly relevant to our study
as it provides a high-level view of the MLOps ecosystem. While their contribution
is largely descriptive and aimed at framing the conceptual space, our research aims
to extend this foundation by applying these principles in a real industrial setting.
Kreuzberger et al. [15] have identified the principles/ best practices of MLOPs
from literature, interview study with industrial practitioners and from tool review
study. They use these principles to determine the required components for an MLOps
pipeline. Reproducability, versioning, collaboration and CI/CD automation are some
of the principles they have identified. They further propose technical components
such as CI/CD pipeline components, source code repositories, workflow orchestra-
tion components to support the identified MLOps principles. MLOps principles and
components presented in this study act as the building blocks to determine the com-
ponents for the MLOps pipeline proposed in our study. We complement their study
by investigating how such MLOps components can be practically implemented by
building on existing DevOps infrastructure, offering a grounded perspective on the
transition from software CI/CD to MLOps in a complex organizational environment.

2.2.2 ML Life-cycle Challenges and Requirements

Some works provide valuable insights into ML-specific challenges and MLOps design
considerations. Among them, Paleyes et al. |20] conduct a comprehensive survey
of case studies to identify practical challenges encountered throughout the ML life-
cycle, covering data management, model learning, verification, and deployment. The
paper highlights problems such as fragmented and non-versioned data, lack of com-
putational infrastructure, limited reproducibility, and insufficient model monitoring.
These findings provided a foundational input for our study in identifying state-of-
the-art requirements at each ML life-cycle stage. While their work is broad and
observational across various organizations, our research complements it by focus-
ing on a specific industrial case, offering a concrete blueprint for addressing these
challenges in practice.

Complementing the challenge-oriented view of Paleyes et al., Kumara et al. [16]
take a solution-driven perspective.They review 58 industrial gray literature articles
to find out the requirements of an MLOps environment, components that should
be included in an MLOps environment and MLOps architectures that practition-
ers have proposed. The requirements categories include ML life-cycle stages such
as model training and testing, model deployment and serving,monitoring. In addi-
tion to that they pay attention to the infrastructure,governance, data platform and
CI/CD requirements. This work is relevant to our study as it provides a structured
overview of key components and capabilities widely recognized in industry practice.
These insights were useful in shaping the ideal MLOps pipeline we assembled based
on literature, especially in identifying and grouping components according to their
functional roles.
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2.2.3 Reference Architectures for MLOps

To complement requirement-focused literature, several studies propose more concrete
MLOps architectures grounded in DevOps best practices. Karamitsos et al. [11] de-
scribe the transition from manual MLOps where handoffs occur between development
and operations roles, to a fully automated pipeline that incorporates experiment
tracking, CI/CD, and model monitoring. Their architecture highlights the value of
infrastructure-as-code and continuous retraining in response to model drift, aligning
closely with our emphasis on re-usability and automation.

This study is particularly relevant as it offers a conceptual link between estab-
lished DevOps capabilities and MLOps aspirations. Our research shares this foun-
dation but goes further by analyzing how such an architecture can be mapped onto
an actual industrial environment and which parts of a DevOps setup can directly
support MLOps and which parts require customizations.

Kumara et al. |[16] propose a reference architecture for MLOps which fulfills the re-
quirements identified through gray literature. Their architecture is structured across
three main layers (Infrastructure, Platform, and Pipelines) with two cross-cutting
concerns (Automation and Governance). They also discuss the roles needed for each
layer. Further they elaborate the proposed layered architecture in a design with sev-
eral pipelines and their relationships. They frame these pipelines into 4 zones called
development, continuous training, serving and monitoring. This work is relevant to
our study as it presents a reference in determining MLOps pipeline components.

Kreuzberger et al. |[15] present another influential MLOps architecture that as-
sumes an existing data infrastructure and focuses on automation across the ML life-
cycle. In their study they investigate the broader research question, what is MLOps.
They perform a literature review as well as an interview study to answer the research
question. They review MLOps tools, outline MLOps principles and identify technical
components and role requirements and propose an technology independent MLOps
pipeline. Their pipeline includes components covering all ML life-cycle stages. They
emphasize feedback loops across life-cycle stages and discuss the role requirements
for each component in the pipeline.

Their work reinforces and complements the architectural model presented by Ku-
mara et al. [16], but with a stronger operational and implementation focus. In our
study, Kreuzberger et al.’s blueprint was instrumental in deriving the ideal MLOps
pipeline and formulating the interview questions for architects to collect data in de-
signing the MLOps blueprint and identifying the challenges of implementation. While
Kreuzberger et al. offer a high-level “what” and “why” of MLOps architecture, our
study contributes the “how”; a grounded, contextualized strategy to operationalize
that architecture within the real constraints and capabilities of a software-intensive
organization.

2.2.4 MLOps Maturity

John et al. |9] propose an MLOps maturity model that includes stages from Ad-hoc
to Automated MLOps and another level higher to Automated MLOps (continu-
ously improving stage). Their maturity model defines maturity at each stage in five
dimensions namely Data,Model,Deployment, Operations and Infrastructure and Or-



8 Chapter 2. Background and Related Work

ganizational. Their model helps organizations assess and incrementally improve their
MLOps practices. This work is highly relevant to our study, as it emphasizes that
MLOps adoption is not a one-size-fits-all solution and must consider existing capa-
bilities and organizational priorities. In our study, we draw on these insights when
designing a practical MLOps pipeline for Telenor OSS, highlighting how an organi-
zation with mature DevOps practices can adopt MLOps incrementally by building
on existing assets. While John et al. focus on generalized maturity across industry
settings, our study complements theirs by presenting a detailed, real-world blueprint
grounded in a specific case.

2.2.5 Research Gap

While the growing body of literature in MLOps, outlines the technical components,
best practices, and conceptual frameworks necessary for MLOps adoption, there re-
mains a significant gap in understanding how these abstract models can be translated
into practice within established industrial environments (Related works referred to
in this study is summarized in the table ). Most existing works either focus on
defining idealized MLOps pipelines or offer maturity models that assume a clean-
slate implementation, often overlooking the complexities and constraints faced by
organizations with legacy systems, hybrid infrastructure, and strict data governance
requirements.

Notably, the previous studies do not explore how organizations with mature De-
vOps capabilities but limited ML infrastructure, can incrementally adapt and reuse
their existing assets to enable MLOps. This practical knowledge gap is particu-
larly crucial for software-driven enterprises, such as Telenor’s OSS division, that
are beginning to operationalize machine learning. Our study addresses this void
by examining how state-of-the-art MLOps requirements can be fulfilled by leverag-
ing and augmenting an existing CI/CD pipeline, while also identifying the technical
and organizational barriers to such adaptation. In doing so, it provides a grounded,
context-sensitive contribution that bridges the divide between MLOps theory and
industrial implementation on top of continuous software engineering practices.
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Table 2.1: Summary of Related Works

Study Focus Area Contribution Relation to Owur
Study
Paleyes et | ML life-cycle | Identifies challenges | Helped extract life-
al. [20] challenges and | across ML stages cycle requirements
requirements used in our blueprint
Kumara et | MLOps require- | Categorized MULOps | Informed ideal
al. |16] ments and ref- | requirements and | pipeline components
erence architec- | proposed layered ref- | and requirement clas-
ture erence architecture sification
Karamitsos | Manual to au- | Introduced continuous | Supported the idea
et al. [11] | tomated MLOps | training, artifact man- | of pipeline automation
pipeline transi- | agement, and CI/CD | and reusability
tion for MLOps
Kreuzberger| Tool-agnostic Proposed architec- | Validated and in-
et al. [15] MLOps pipeline | ture covering all ML | formed the compo-
and role respon- | stages, with strong | nent/role structure in
sibilities focus on roles and | our pipeline
feedback loops
John et al. | MLOps ma- | Stages of MLOps | Supported phased
9] turity model | maturity and five- | adoption strategy for
(organizational | dimension assessment | transitioning from
and  technical | framework DevOps to MLOps
dimensions)
Symeonidis | Definitions, Provided taxonomy of | Positioned our work
et al. [24] tools, and chal- | MLOps tools, catego- | within the broader
lenges of MLOps | rized challenges, and | MLOps landscape and
discussed open issues | reinforced focus on
practical deployment
challenges
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Method

3.1 Aims and Objectives

Aim of this study is to support a tailored, practical, and sustainable MLOps adap-
tation strategy for Telenor’s Network Operations Support Services Division, built on
top of the existing continuous software delivery setup. We plan to achieve this aim
by realizing the objectives below.

O1: To evaluate the current Software CI/CD pipeline and assess its readiness to
support ML Life-cycle Requirements

0O2: To propose a blueprint of a MLOps pipeline to effectively support the life-
cycle of machine learning models and identifying the components that can be
adapted from the existing pipeline, the components that should be added and
the roles and new practices needed

0O3: To identify the key challenges and limitations in commissioning the proposed
MLOps pipeline

3.2 Research Questions

We formulated 3 research questions in alignment of the aim of this study.These
questions are directly derived from the study’s objectives and to guide the inquiry
into the current state of continuous software engineering practices, the development
of a suitable MLOps pipeline blueprint, and the identification of adaptation barriers.

RQ1: To what extent does the current software delivery pipeline align with
the state-of-the-art requirements of an AI/ML life-cycle?

This question relates to the first objective: To evaluate the current Software
CI/CD pipeline of Telenor’s OSS division and assess its readiness to support ML
life-cycle requirements. Answering this question involves mapping the current
CI/CD processes including tools, practices, roles, artifacts, and feedback loops
against the requirements defined in literature for supporting the stages of an
AI/ML life-cycle (i.e data management, model training, testing, deployment,
and monitoring). The motivation behind this question is to gain a compre-
hensive understanding of what capabilities already exist and how mature the
organization is, in terms of supporting machine learning operations.

11
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RQ2: How to tailor the current software delivery pipeline towards state-
of-the-art MLOps pipeline?

This question addresses the second objective: To propose a blueprint of an
MLOps pipeline to effectively support the life-cycle of machine learning mod-
els and identify the components that can be adopted from the existing CI/CD
pipeline, the components that should be added, and the roles and new prac-
tices needed. The aim is to define an ideal MLOps pipeline based on literature
and real-world practices, and to explore how it can be achieved by building on
the current infrastructure and practices. The motivation is to avoid rebuild-
ing pipelines from scratch and instead focus on a cost-effective, incremental
improvement strategy suited to the organization’s current capabilities.

RQ3: What technical and organizational barriers affect the implementation
of the proposed MLOps pipeline?

This question corresponds to the third objective: To identify the key challenges
and limitations in commissioning the proposed MLOps pipeline. Understand-
ing barriers such as legacy systems, lack of expertise, tool incompatibilities,
organizational resistance, or data governance concerns is crucial for successful
implementation. The motivation is to explore the feasibility and sustainability
of the proposed strategy.

3.3 Research Method Selection

This study adopts a qualitative, exploratory case study approach to evaluate the
CI/CD pipeline of Telenor’s Network Operations Support Services Division (referred
as OSS Division in the rest of the document) and its alignment with MLOps require-
ments. The choice of method is grounded in the nature of the research questions (as
per Runeson et al [21], case study method is suitable for exploratory research ques-
tions like How and What), which seek to explore how and to what extent existing
practices support ML life-cycle requirements, what can be adapted or introduced to
support MLOps adoption, and which technical and organizational challenges may
arise. Our research questions are context dependent and require in depth under-
standing of current practices, organizational structures, and system configurations
making a case study both suitable and necessary (Runeson et al [21] claim that Case
Study is suitable for study a phenomenon in real life context).

Alternative research methods such as surveys and controlled experiments were
considered but found unsuitable for this study. While surveys could provide gener-
alized insights or stakeholder perceptions across a broader audience, they lack the
contextual depth needed to evaluate the specific technical configurations and opera-
tional workflows of Telenor’s OSS division. Controlled experiments, although useful
for measuring the effects of specific interventions, were also not appropriate, as this
study does not involve implementing or testing MLOps tools or processes in a live
environment. Instead, the research focuses on evaluating existing CI/CD pipeline
and analyzing its alignment with MLOps requirements from the literature. Given
these considerations, a case study approach was selected for its ability to offer rich,
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context sensitive insights through triangulation of interviews, documentation, and
pipeline artifacts.

3.4 Case Study Design

3.4.1 Rationale

This case study is motivated by both academic and industrial needs. Academically,
this study aims to fill the gap between idealized state-of-the-art mlops pipelines and
practical realities in implementing a MLOps pipeline. From an industrial perspec-
tive, the study addresses a concrete challenge faced by Telenor’s OSS division, which
is preparing to operationalize machine learning models. As ML adoption increases,
there is a need for a structured and sustainable MLOps pipeline that aligns with
existing CI/CD practices. This study aims to generate actionable insights and rec-
ommendations to support that transition.

3.4.2 Objective

The aim of the case study is to support tailored, practical, and sustainable MLOps
adoption strategy for Telenor’s OSS Division. The specific objectives are 01,02 and
O3 mentioned in [3.11

3.4.3 Case and Its Context

The case investigated in this study is the transition process of the OSS division of
Telenor Sweden to explore and prepare for the operationalization of ML models. Net-
work Operations Support Services Division of Telenor has developed and maintains
software systems and services that supports their main responsibility of providing
network services to Telenor customers. While the division has long relied on DevOps
practices and a mature CI/CD pipeline for software delivery, it is now aiming to
extend its engineering practices to support ML-driven capabilities.

This initiative aligns with Telenor’s broader ambition to reach AN level 4 (Highly
Autonomous Networks). Although AI/ML components for decision support are es-
sential for achieving highly autonomous networks, each domain within the network in-
frastructure must maintain its own localized decision-making loops [25]. While there
is a general trend toward data-driven operations and AI/ML enablement through
centralized platforms such as public clouds, this model often fails to align with the
operational realities of telecom service providers. In companies like Telenor, many
critical infrastructure components must remain on-premises due to technical depen-
dencies and strict data governance requirements [25]. As a result, they are unable
to adopt the standardized, cloud-based MLOps pipelines offered by major cloud
providers. That is why Telenor’s OSS division needs a customized MLOps pipeline
tailored to their necessities.

Following key activities were planned to be investigated under the study.

e The existing continuous software engineering practices and CI/CD pipeline in
the OSS division.
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e The current state of ML development and life-cycle management in other di-
visions of Telenor that already operate ML models, though without formal
MLOps infrastructure.

e A comparative analysis of existing DevOps practices in OSS and the require-
ments of an ideal MLOps pipeline (derived from the literature), to identify
reusable components, gaps, and recommendations for roles and processes.

e Identification of technical and organizational barriers to commission the MLOPs
pipeline proposed with additions and adaptations.

3.4.4 The Units of Analyses

Under the case, the transition process of the OSS division to explore and prepare for
the operationalization of ML models, we selected the following units of analysis.

e The existing DevOps CI/CD pipeline in the OSS division

The purpose of taking this unit of analysis, is to identify practices, tools, and
organizational roles that could potentially be leveraged or adapted in the con-
text of MLOps.

e The current ML Life-cycle management workflow in Telenor

It was planned to study how machine learning models are currently developed,
deployed, and maintained in the other divisions of Telenor. Objective of this
analysis unit is to get to know whether there is an existing MLOps pipeline at
Telenor and what are the MLOps or ML life-cycle requirements that Telenor
Data Scientists foresee. Further, to determine when an MLOps pipeline and
practices are proposed, whether it is easy for the data scientists and other
professionals to adopt to them.

e The existing systems’ data management landscape of OSS division

This unit examined where the current systems’ data resides (for example, on-
premises, private cloud, hybrid cloud). It also explored data governance re-
quirements and infrastructure constraints, which are critical factors for design-
ing a feasible and compliant MLOps pipeline tailored to the OSS division’s
needs.

3.4.5 Theoretical Framework

The theoretical framework for this case study was grounded in existing research that
provided insights into the operationalization of ML models and the design of DevOps
and MLOps pipelines. The knowledge from previous studies was used not only to
guide the data collection process but also to frame the analysis of the OSS division’s
current practices and future requirements for ML model operationalization.
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ML Life-cycle Requirements: The ML life-cycle presented by Ashmore et.al
[2] was used to collect the state-of-the-art requirements of ML operationalization.
Furthermore, it was used as a guide to develop the interview questions aimed at the
data scientists at Telenor, to understand the current flow of ML model development
and deployment.

Current DevOps CI/CD Pipeline: It was planned to have an unstructured
interview with an architect (who is an expert in DevOps) in the OSS division to
walk through the current DevOps CI/CD pipeline. To help understanding the steps
he described and to formulate the essential questions to ask from him, the state-of-
the-art view of continuous SE pipeline described in |13] and the phases of a DevOps
pipeline discussed in |26] were referred to.

MLOps Pipeline Architecture: The guiding architectures for deriving the ideal
MLOps pipeline were the end-to-end MLOps pipeline architecture proposed by Kruezberger
et al [15], the architecture presented by Kumara et al [16] and the architecture of

the automated ML flow with CI/CD deployment pipelines proposed by Karamitsos

et al |11].

Comparison of Telenor’s ML Workflow with the Ideal MLOps and Bar-
riers: Understanding the maturity of Telenor’s current MLOps practices was es-
sential to determine what estists already and what should be added to the pipeline
proposal. We refered to the MLOps framework with five dimensions (Data, Model,
Deployment, Operations and Architecture and Organization) to determine the ma-
turity stage proposed by John et al [10], [9] to develop interview guides. Questions
in these guides aim to compare the Telenor’s ML operationalization workflow with
the ideal MLOps pipelines proposed in the literature and to collect data about the
technical and organizational barriers to commission a continuous MLOps pipeline.

3.4.6 Methods of Data Collection

It was planned to use several data collection methods to answer the research ques-
tions. Reading up on previous literature, interviews, document analysis and observa-
tion (walkthrough) were used in data collection. Data triangulation was used where
ever possible. All the interview guides used in the interviews are enclosed in [Al All
the interviews are of 30 minutes to 1 hour in length.

Data collection methods for RQ1,RQ2 and RQ3 are detailed in table and
3.3
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Table 3.1: Data Collection Methods for RQ1

Analysis Component

Method(s)

Study state-of-the-art re-
quirements of an AI/ML
life-cycle

Reading up on Existing Literature- Existing
literature was read to clearly understand the stages
in the ML life-cycle, activities, feedback loops and
roles involved at each stage in the ML life cycle.
Moreover the challenges and the requirements at
each stage were collected through literature.

Interviews (Semi-Structured)- After under-
standing the traditional ML life-cyle and the re-
quirements at each stage, we conducted semi-
structured interviews with 2 data scientists to
know how the ML operationalization is currently
done at Telenor and get insights into the ML life-
cycle requirements they see. These data scientists
are from the departments outside of OSS.The de-
tails of the interviewees are listed in the table

We developed the interview guides referring to the
details and frameworks in [2] and [9] and they were
discussed with the academic supervisor and get re-
viewed. One interview was done offline and it was
not recorded. The researcher took notes during
the interview. The other interview was done on-
line using Microsoft teams. The recording facil-
ity provided by the Teams software was used for
recording and the interview recordings were tran-
scribed later.
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Study the current CI/CD
Pipeline

Document Analysis - Examined the CI/CD
pipeline architecture through JIRA articles writ-
ten by the arctitects in the OSS division.

Interviews - Unstructured An unstructured
interview was held with an Architect where
he walked through the current DevOps CI/CD
pipeline. Questions were raised about the unclear
parts of the architecture document shared before-
hand. Interview was conducted online through
Teams. Whiteboard tool was used for sharing
knowledge and the interview was recorded through
Teams.

Observation - The architect interviewed above,

pipeline setup.

demonstrated the CI/CD workflow in their

Table 3.2: Data Collection Methods for RQ2

Analysis Component

Method(s)

Derive an Ideal MLOps Pipeline

Reading up on Existing Literature- Existing
literature was referred to, when designing an ideal
MLOps pipeline with all the components that sup-
port every stage of ML life cycle.

1. Study which components can be
re-used and adapted from the Current
CI/CD pipeline and which components
need to added.

2. Study which work practices,roles
need to be introduced to implement

MLOps in OSS division

Interviews - Semi-Structured A semi-
structured interview were conducted with a Lead
Architect. His details are listed in the Table
. The architect (Interviewee 4) has a vast
knowledge in the data architecture, infrastructure
and data governance rules.

Each component of the MLOps pipeline was cov-
ered when formulating the questions for this inter-
view.Interview guide was discussed with and re-
viewed by the academic supervisor. As the inter-
view guide was long, we had to divide them into 3
parts and conduct 3 interviews with the intervie-
wee to cover the full list of questions
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Table 3.3: Data Collection Methods for RQ3

Analysis Component

Method(s)

Identify Technical and Organizational
Barriers in implementing the proposed
MLOps pipeline

Interviews - Semi-Structured

Data for identifying technical and organizational
barriers in MLOps implementation was collected
in the same semi-structured interview with the
Lead architect and in other two interviews with a
data scientist and a senior project manager. The
data scientist (Interviewee 1) is the same one inter-
viewed to gather data for RQ1. The senior project
manager (Interviewee 5) was questioned about the

organizational barriers and concerns.

3.4.7 Case Selection Strategy

As discussed in the Rationale, there is a timely requirement for Telenor’s OSS di-
vision to research on a tailored MLOps pipeline and to inform the technical and
organizational barriers in implementing the MLOps pipeline.

In addition to that, the case represents a real-world instance of a large scale, crit-
ical infrastructure service provider attempting to adopt MLOps practices in a com-
plex hybrid environment (public/private cloud and on-premises systems). Studying
such a case offers valuable insights that go beyond theoretical models. Lessons from
this case are expected to have broader implications for similar organizations facing
hybrid-cloud constraints, strict data governance policies, and the need for customized
MLOps pipelines.

Further, we had access to key stakeholders, including data scientists, DevOps
architects, and lead system architects within and outside the OSS division, allowing
for in depth exploration through interviews and document reviews.All these reasons
led to the selection of the case.

3.4.8 Data Selection Strategy
3.4.8.1 Interviewee Selection

We conducted interviews for several purposes. We selected the interviewees according
to the purpose. When we explained the purpose to the Co-advisor at Telenor, he
guided us in the interviewee selection and he acted as the door opener. Interviewee
details are listed in the Table 3.4l and interviewee selection criteria is detailed in the

Table B.5
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Pseudonym Job Title AI/ML Expe- | DevOps Expe- | Total Experi-
rience(years) | rience(years) | ence(years)

Interviewee 1 Data Scientist Over 15 Not Applicable | Over 20
Interviewee 2 Data Scientist - | 8 Not Applicable | 8

Researcher
Interviewee 3 DevOps  Archi- | Less than 1 year | Over 10 12

tect
Interviewee 4 Lead Architect Over 10 Over 15 Over 20
Interviewee 5 Senior  Project | Less than 1 year | 10 Over 20

Manager
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Table 3.5: Interviewee Selection Criteria

Purpose Criteria Interviewee

Collect  State-of-the- | Data Scientists with more than 3 | Interviewee 1, Inter-

art ML Life-cycle | years of experience viewee 2 (Data Scien-

Requirements tists)

Study the current | DevOps Architect/DevOps En- | Interviewee 3 (De-

CI/CD Pipeline | gineer who have more than 5 | vOps Architect)

(Activities,Roles, Ar-
tifacts, How it Works)

years of experience in DevOps
and more than 2 years of expe-
rience at Telenor’s OSS Division

Validate the Ideal
MLOps Pipeline
derived from  the

literature and Walk-
through the MLOps
pipeline components
to design the MLOps
blueprint tailored to

Systems Architect having both
DevOps and AI/ML experience
(more than 5 years experience in
both). An employee who is hav-
ing a thorough idea on the overall
operation of the OSS division and
its data landscape. An employee
who is thorough on the expecta-

Interviewee 4 (Lead
Architect)

menting the proposed
MLOps pipeline

to cover the technical aspect of
Machine Learning related compo-
nents and another expert to cover
the DevOps operations and an-
other expert to cover the orga-
nizational aspects of the MLOps
pipeline Implementation (More
than 5 years of experience in the
relevant field and more than 5
years of experience at Telenor)

the Telenor’s OSS | tions of the Division with regard

division to the ML operationalization

Identify the Technical | Employees to cover both techni- | Interviewee 1 (Data
and  Organizational | cal and organizational aspects of | Scientist), Interviewee
Barriers in  Imple- | the MLOps pipeline. One expert | 4 (Lead Architect),

Interviewee 5 (Senior
Project Manager)

3.4.8.2 Selection of Research Papers

Selection of the research papers was done purposefully with the guidance of the
university advisor. We seleected papers related to ML life cycle, its requirements and
challenges, MLOps definitions and architectures, MLOps maturity to extract data on
ML life cycle requirements, MLOps architecture and methods to identify the current
state of MLOps at the case company. Additionally, a snowballing technique was
employed, where references cited in the initially selected key papers were reviewed
to identify further relevant studies. The selection focused on recent and high-impact
sources to ensure the theoretical framework reflected the current state-of-the-art

knowledge.
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3.4.8.3 Selection of Internal Documents

The types of documents needed to delve into the research questions were decided
by the researcher with the guidance of the university advisor. Our purpose was
to understand the current CI/CD pipeline of Telenor OSS division and the data
landscape of the division.

The co-advisor at Telenor directed us to the relevant professional/ system to
request the documents or access to the documents.

3.4.9 Methods of Data Analysis

We employed multiple qualitative data analysis techniques depending on the nature
of each data source. Literature data was analyzed through a combination of concep-
tual synthesis and thematic synthesis, which allowed to identify the state-of-the-art
ML life-cycle requirements. Internal documents were analyzed through descriptive
extraction, focusing on relevant textual and visual information directly related to
the existing software delivery pipeline. Interview data was analyzed using deductive
thematic analysis, with predefined themes derived from the literature guiding the
coding process. An overview of where these methods were applied is depicted in
Figure 3.1}

3.4.9.1 Literature Data Analysis

Thematic Synthesis for Exploring ML Life-Cycle Requirements

After selecting the relevant research papers, we applied the thematic synthesis
method as described by Cruzes and Dyba [4] to identify recurring challenges and
requirements associated with each stage of the ML life cycle reported in the literature.
Similar concerns were grouped to form descriptive themes that capture common
patterns across studies. While this was not a full systematic literature review, a
structured approach was followed to ensure consistency and rigor in the synthesis
process. We followed the steps presented in [4] in the process.

e Extract Data - Extracted relevant data from the research papers

e Code Data - Identify and code challenges, roles, artifacts and requirements of
ML Life-cycle stages. Deductive coding approach [4] was used as the themes
are predefined.

e Translate Codes into Themes - Codes were grouped into predefined themes
(ML Life-cycle stages).

e Create a model of higher order themes - A structured table summarizing chal-
lenges,roles, artifacts and requirements of each ML life-cycle stage.

e Assess the trustworthiness of the Synthesis - Supported by carefully selecting
literature that explicitly covered ML life-cycle requirements and by transpar-
ently documenting the coding and synthesis process.
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Figure 3.1: Overview of Data Analysis Procedures used in the Study
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Conceptual Synthesis for Deriving an Ideal MLOps Pipeline

To derive an ideal MLOps pipeline architecture, we employed conceptual syn-
thesis, following the procedure described by Jabareen [8]. This method enables the
integration of key concepts from diverse sources into a unified conceptual framework.
Jabareen [8] describes eight phases of conceptual synthesis containing mapping the
selected data sources, extensive reading of the selected data, identifying the concepts,
deconstructing and categorizing the concepts, integrating the concepts, synthesis and
resynthesis, validating and rethinking the conceptual framework. We followed similar
steps in synthesizing the Ideal MLOps pipeline from the referred literature .

3.4.9.2 Interview Data Analysis

We analyzed the interview data using deductive (theoretical) thematic analysis, as
described by Braun and Clarke [3]. This approach was guided by predefined themes
informed by the research questions and insights from the literature review. For
instance, when examining the interview transcripts of data scientists, we used the
stages of the ML life cycle as high-level themes to categorize responses. Similarly,
when analyzing transcripts to identify barriers, we applied the categories of technical
barriers and organizational barriers as predefined themes. Within each theme, we
coded relevant statements and grouped them accordingly to allow structured analysis
aligned with the study’s objectives.

3.4.9.3 Document Analysis

The internal document analysis followed a structured review approach rather than
open-ended extraction or coding. With guidance from the company co-advisor, spe-
cific documents were purposefully selected based on their relevance to the existing
software delivery pipeline and company’s Data Landscape. Since the required infor-
mation was known in advance, the analysis focused on reviewing and interpreting
clearly identified sections of the documents related to the research objectives.

3.5 Quality Assurance,Validity and Reliability

To ensure the quality and trustworthiness of the study, several strategies were applied
during data collection, analysis, and interpretation. In this section, the working con-
ditions, methodological choices, and considerations to ensure validity and reliability
are explained. Validity threats are discussed in Chapter [6]

3.5.1 Work Conditions

The researcher was recruited as a Master Thesis Student to Telenor and given the
access to the office space before commencing the research. Access to the internal
documents and the systems needed to be requested through an internal system and
the OSS manager needed to approve them. Co-advisor at Telenor for this study was
the Lead Operations Architect of the OSS division and he acted as the door opener
for accessing resources. Most of the communication related to the case study was
done through Microsoft Teams and on the first day at work, a Team’s channel was
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created (accessible to the researcher and the co-advisor) to share the information
and documents. Interviewees work in different locations in Sweden. So most of the
interviews were conducted remotely.

3.5.2 Quality Assurance in Data Collection

1. Interview Guides, Interviewee Selection and Validate Collected Data

Interview questions for semi-structured interviews, were formulated carefully
in a way that they cover the information needed to answer the research ques-
tions. Case study research [10], [15], [9] from the literature were supportive to
formulate the interview questions. All the interview guides were sent to the
university advisor, got reviewed and incorporated his feedback before conduct-
ing the interviews. Then the interview guides were shared with the co-advisor
at Telenor and his support to select the interviewees and contact them.

The purpose of the research and the purpose of the interview was described to
the interviewee in written (as a Teams message or an email) before scheduling
interviews. There were situations that one interviewee directed the researcher
to another professional saying that he/she is the most suitable to collect data
from, for the intended purpose.

Most of the interviews were recorded and in the ones which could not be
recorded, the researcher took notes and showed to the interviewee at the end of
the interview, to get certified that the facts collected are true. While conduct-
ing the interviews, at the end of the interview key information was summarized
and shared with the interviewee to confirm interpretations.

2. Data Triangulation

More than one data source were used to collect data wherever possible. For
example, architecture document of the CI/CD in OSS division was analyzed
first and interviewed the DevOps architect and had a walkthrough. Before the
walkthrough, the researcher came up with the CI/CD pipeline diagram as she
understood and shared with the DevOps architect. The parts misunderstood
were discussed at the interview. In addition the architect demonstrated how
the CI/CD tasks trigger when code is merged to the main repository.

3.5.3 Quality Assurance in Data Analysis

1. Get the Workflow and Pipeline Diagrams validated from the Respon-
sible Professionals

After the semi-structured interview (with data scientists) data analysis, the
current ML operationalization workflow diagram was developed and it was
shared with the data scientists (interviewees) for feedback. The diagrams were
modified with their feedback. Further, the current CI/CD pipeline of OSS
division was drawn and shared with the DevOps architect to get validated. To
make sure that the existing CI/CD pipeline has no flaws, the created CI/CD
diagram was shown to the university advisor (who is an expert in DevOps) and
got it validated as accurate.
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2. Several MLOps Blueprint Walkthroughs with the Lead Architect

The ideal MLOps pipeline derived from the literature, was walked through with
the lead architect of the OSS division to validate it and understand what is
missing at Telenor, discussed the researcher’s suggestions to reuse parts of the
DevOps CI/CD pipeline, identified the OSS division’s priorities in the pipeline
and discussed the technical and organizational barriers.

After analyzing the collected information, the suggested MLOps pipeline blueprint
was again walked through to get validation and to discuss barriers further.

3. Validation of Data Coding with the University Advisor

Data coding for data analysis was shared with the university advisor and his
feedback was incorporated to ensure the coding was correct.

4. Document Validation with the Co-Advisor

The complete document with the current ML workflow, CI/CD pipeline, pro-
posed MLOps blueprint with the Technical and Organizational barriers and
enablers was shared with the Co-Advisor for his comments and feedback to
validate the results of the study.

3.5.4 Ensuring the Validity of the Findings
1. Validation of the Ideal MLOps Pipeline Derived From Literature

The pipeline components are not picked from a single study. Multiple research
studies proposing reference architectures are reviewed and overlapping compo-
nents, requirements and best practices are identified before coming up with the
ideal MLOps pipeline.

The derived MLOps pipeline is walked through with the Lead Architect (In-
terviewee 4) who is having experience in both DevOps and AI/ML. Further
the pipeline components related to ML experimentation, are validated in the

interview with the Data Scientist (Interviewee 1) at the interview to identify
the technical barriers.

2. Validation of the Proposed MLOps Blueprint

Static validation of the proposed MLOps blueprint is done with the Lead Ar-
chitect (Interviewee 4 - with extensive experience in DevOps and AI/ML) and
the Data Scientist (Interviewee 1- with extensive ML experience).
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Results and Analysis

4.1 Literature Findings

Findings from ML life-cycle requirements literature and MLOps pipeline architec-
tures literature and how the data was analyzed, are discussed in this section.

4.1.1 ML Life-cycle Requirements - Analysis and Findings

We reviewed the literature to investigate how researchers define the stages of the
ML life cycle and the state-of-the-art requirements associated with each stage. We
used a thematic synthesis method [4] to identify patterns and consolidate insights.
We examined the various ML life-cycle models, activities, feedback loops, roles, and
artifacts described across sources. By identifying recurring themes and structures,
we grouped and interpreted these elements to construct a unified view of the ML
life cycle from business problem formulation to operationalization. This synthesized
understanding forms the basis for determining the requirements for moving an ML
model into production.

4.1.1.1 Research Paper Selection

We selected research papers which discuss ML life-cycle stages, challenges of ML
Operationalization, Definitions, requirements and architectures of MLOps from 2015
to 2025. An overview of the research papers, is presented in the table

27
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Table 4.1: Overview of Research Papers Selected

Paper Title

Description

Software engineering for machine learn-
ing: A case study [1]

Discuss ML Life-cycle Stages

Assuring the machine learning lifecycle:

Desiderata, meth- ods, and challenges,
2]

Discuss ML Life-cycle Stages, roles, ar-
tifacts generated and the challenges

Machine Learning
(MLOPs): overview,
and architecture |15]

Operations
definition,

Discuss MLOps Definitions, Principles
and Roles

Requirements and reference architec-
ture for mlops: Insights from indus-
try [16]

Discuss MLOps requirements

Challenges in deploying machine learn-
ing: A survey of case studies [20)]

Discuss ML operationalization chal-
lenges

4.1.1.2 Coding Process

A deductive thematic synthesis was used to organize the literature findings into four
major life-cycle themes.Problem Initiation, Data Management, Model Training and
Validation, and Model Deployment and Monitoring. For each theme, we defined sub
themes named activities, artifacts, responsible roles, challenges and requirements and
assigned codes to each sub theme. Detailed thematic map is outlined in Figure
and Figure [4.2

4.1.1.3 Findings

ML life-cycle stages, activities, artifacts, and roles derived from thematic synthesis of
literature (See Figure [4.1)), are summarized in Table [4.2] with references to the codes
generated (C 1.1.1 to C 4.3.1) in the thematic synthesis process. We identified the
activities,roles and artifact belong to each stage of the ML life-cycle bu mapping the
codes to the sub themes.An example text extract for identifying the activities and
roles belong to Problem Initiation stage is quoted below.

"The business stakeholder analyzes the business and identifies a potential business
problem that can be solved using ML. (C1.1.1, C 1.2.1)The solution architect defines
the architecture design for the overall ML system, and decides on the technologies
to be used after a thorough evaluation (C1.1.2,C1.2.1). The data scientist derives
an ML problem—such as whether regression or classification should be used—jfrom
the business goal (C1.1.3,C1.2.1). The data engineer and the data scientist work
together to understand which data is required to solve the problem. Once the answers
are clarified, the data engineer and data scientist collaborate to locate the raw data
sources for the initial data analysis. (C1.1.4,C1.2.1)"
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Theme : Problem
[nitiation

Sub Theme : Activities
Codes

C1.1.1 Business Problem
Analysis

C1.1.2 Design Architecture

and define technologies

C1.1.3 Derive ML Prob
from Business Goals

C1.1.4 Understand
required data

Ref : Kruezbereger et al

Sub Theme 2 Roles
Codes

C1.2.1 Business
Stakeholder Software
Architect,Data Scientist
and Data Engineer

Ref :Kruezbereger et al

Sub Theme 3 Artifacts

C1.3.1 Requirement
Documents

C1.3.2 Architecture
Documents
Kruezbereger et al

Theme : Data
Management

Sub Theme : Activities

C2.1.1 Data Acquisition
C2.1.2EDA
C2.1.3 Preprocessing

C2.1.4 Feature
Engineering

Ref: Amereshi et al,
Ashmore et al,
Kreuzberger et al

Sub Theme 2 Roles

€221 Data Engineer, Data
Scientist and Software
Engineer

Ref: Amereshi et al,
Ashmore et al, Kreuzberger
et alKumara et al

Sub Theme 3 Arifacts

C2.3.1 Data Preperation
Code

C2.3.2 Tarining Data

C2.3.3 Validation Data
Ashmore et al, Kreuzberger et
al

Theme : Model Training
and Verification

Sub Theme : Activities

C3.1.1 Algorithm Selection

C3.1.2 HyperParameter
Selection

C3.1.3 Model Training and
Testing

C3.1.4 Performance Analysis
C3.1.5 Model Validation

Ref: Amereshi et al, Ashmore
et al, Kreuzberger et al

Sub Theme 2 Roles

(C3.2.1 Data Scientist

Amereshi et al, Ashmore et
al, Kreuzberger et
al Kumara et al

Sub Theme 3 Artifacts

C3.3.1Trained Model

C3.3.2 Model Code

C3.3.3 Evaluation Metrics
C3.3.4 Validated Model
Ashmore et al, Kreuzberger et
al

29

Theme : Model Deployment
and Monitoring

Sub Theme : Activities

C4.1.1 Model Deployment
C4.1.2 Model Monitoring
C4.1.3 Model Re-Training

Ref: Amereshi et al, Ashmore et
al, Kreuzberger et al

Sub Theme 2 Roles

C4.2 1 ML Engineer and
DevOps Engineer

Amereshi et al, Ashmore et
al, Kreuzberger et
al Kumara et al

Sub Theme 3 Artifacts

C4.3.1 Data Scientist
Amereshi et al, Ashmore et
al, Kreuzberger et al Kumara
etal

Figure 4.1: Thematic Synthesis - Themes, Sub themes and Codes - Part 1
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Theme : Data
Management

Sub Theme 4 - Challenges

C2.4.1 Data Discovery
Challenges

C 2.42 Data is everywhere

C 2.4.3 Data Quality Issues

C 2.4 4 Data Privacy Constraints

Paleyes et al, Kreuzberger et al

Sub Theme 5 Requirements

C 2.5.1 Data Pipelines
C 2.5.2 Feature Stores
C 2.5.3 Designated Roles

C 2.5.4 Data and Code Repos

Kreuzberger et al, Kumara et al

Chapter 4. Results and Analysis

Theme : Model Training
and Verification

Sub Theme 4 - Challenges

C3.4.1 Computation
Limitations

C 3.4.2 Difficult to reproduce

C 3.4.3 Experiment Tracking
Challenges

C 3.4.4 Complex models

Paleyes et al, Kreuzberger et
al

Sub Theme 5 Requirements

C 3.5.1 ML Experimentation
Infrastructure

C 3.5.2 Code and Data
Versioning

C 3.5.3 Training Pipelines

C 3.5.4 Workflow Orchestration

Kreuzberger et al, Kumara et al

Theme : Model Deployment
and Monitoring

Sub Theme 4: Challenges

C4.4.1 Deployment Delays

C 4.4.2 Monitoring Challenges of
Production Data

C 4.4.3 Lack of Operational
Support

C 4.4.4 Complex models

Paleyes et al Kreuzberger et
al

Sub Theme 5 Requirements

C 4.5.1 Cl/CD Pipelines
C 4.5.2 Continuous Monitoring

C 4.5.3 DevOps/MLOps
Engineers

Kreuzberger et al Kumara et al

Figure 4.2: Thematic Synthesis - Themes, Sub themes and Codes - Part 2
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Table 4.2: ML Life-Cycle Stages, Activities, Artifacts, and Roles from Literature

ML Life-cycle | Activities Artifacts Roles
Stage
Business Problem | Requirement Business
Problem /Product| Analysis Documents, Stakeholder,
Initiation |15| Design Architecture Architecture Solution
Derive ML Problem | Documents Architect, Data
from the Business | (C1.3.1-1.3.2) Scientist,Data
Goal Engineer
Understand Required (Cl.2.1)

Data

(C1.1.1-1.1.4)
Data Retrieval Data Preparation Data Engineer,
Data ..
Exploratory Data | Code, Training Software
Management ) N .
(5], [1l, [ Analysis Dataset, Validation Engineer
P Data Pre-processing | Dataset (C2.3.1-2.3.2) | (C2.2.1)

Feature Engineering

(C2.1.1-2.14)

Model Training
and Validation
115], 1], [2]

Model Selection

Hyperparameter  Se-

lection

Model Training and
Testing

Model
Analysis

Performance

Model Validation

(C31.1-3.1.5)

Trained Model,
Evaluation
Metrics,Validated
Model, Model Code
(C3.3.1-3.3.4)

Data Scientist
(C3.2.1)

Model
Deployment and
Monitoring |[2],
1], [15]

Model ~ Deploymen-
t /Integration

Model Monitoring

Trigger  Re-training
and updating

(C4.1.1-4.1.3)

ML Engi-
neer,DevOps
Engineer
(C4.2.1)

Challenges at each stage of the ML life-cycle and state-of the art requirements
are also derived by mapping the codes to the sub themes (see Figure for de-
tailed analysis). Table outlines the findings for challenges and state-of-the-art
requirements with references to the codes.
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Table 4.3: Challenges and State-of-the-art Requirements of ML Life-cycle from Lit-

erature

ML
Stage

Life-cycle

Challenges/Concerns

Requirements

Data Management

Data Discovery, Data Dispersion, Data
Quality Management, Data/Feature
Versioning and Storing, Data Privacy
and Access Control (C2.4.1-2.4.4)

Data Pipelines, Data Gov-
ernance, Feature Stores,
Data  Version  Control,
Experts/Designated Roles
such as Data FEngineer,
Code Repositories (C2.5.1-
2.5.4)

Model Training and
Validation

Model Complexity, Computational
Cost, FEnsuring Reproducibility of
Experiments, Tracking Experiments,
Delays in Model Retraining (C3.4.1-
3.4.4)

Cloud-based
periment infrastructure,
Versioning  (model  and
metadata), Code Reposito-
ries, Continuous Training
Pipelines, Workflow Or-
chestration, Feedback
Loops from Model Per-
formance Evaluation to
Hyper-parameter Tuning,
Feedback loops from Model
Performance Evaluation
to  Feature Engineering
(C3.5.1-3.5.4)

ML

eX-

Model Deployment,
Monitoring and Re-
training

Operational ~ Support, = Monitoring
Model and Production Data Drift,
Delays in Deployment and Updates
(C4.4.1-4.4.4)

Team Collaboration, Con-
tinuous  Delivery/Deploy-
ment Pipelines, Continuous
Monitoring Tools, Feedback
Loops from Monitoring to
Model Retraining Trigger.
DevOps/MLOps Engineers
(C4.5.1-4.5.3)

For better understanding and to facilitate analysis later, we illustrated the data

summarized in Table [4.2] and Table [4.3]in the Figures [4.3}{4.6]
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A - Product/ Problem Initiation
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Defines ) Derive the ML

B - Design Overall problem and

Problem Architecture Determine the Data
Y X Needs

A

Requirements B
1. Clearly Defined Roles

Connect to
Raw Data

A

2. Cross-functional Teams

Legend

Raw Data

| » Data Retrieval

Forward O
Activity —"  Flow —I—

Figure 4.3: Problem/Product Initiation Stage

B - Data Management

Feature Engineerning

C - Model Learning

Data
Preparation
l T Code
: Training
Data Preprocessing
Exp'g;if’gs[’ata ————— (Cleaning, Labeling (If Dataset
Y needed), Transformation)
Validation
Dataset
Requirements B

and Validation

1. Automated Data Pipelines
2. Feature Stores
3. Data Version Control
4 Designation Roles (Data Engineer, Software Engineer)
5. Code Repositories (Code Version Conrol)

Forward Q )
Legend ' Lstvity | —— > Flow Artifact

Figure 4.4: Data Management Stage

Feedback
Flow
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C - Model Learning and Validation

B - Data
Management

Training Dataset

Validation
Dataset

D- Model Deployment
and Monitoring

Hyper L Model Model
Z_On_w_ —— > Parameter ——» Model .:m_.:_zm —” Performance ——————> o
Selection - and Testing ; Validation
Selection Analysis
Trained
~ Model Model Code
I,ﬁl Validated
Model
1. Cloud-based ML experiment infrastructure _V Set of Performace
2. Model and Meta Data Versioning Metrics
Requirements 3. Code Repositories
- 4. Continuous Training Pipelines
5 Workflow ochestration
6. Feedback loops
7. Experiment Tracking Tools
8. Coding Best Practices
Forward Q ) Feedback
Legend S — s Fow IT Artifact Flow

Figure 4.5: Model Training and Validation Stage
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D-Model Deployment and Monitoring

Monitor Model
Performance and R
Production Data Drifts

C - Model Learning Deploy validated
and Validation Model in Production

Trigger Model Re-
Training

X

Requirements
1. Designated roles such as DevOps/ML Engineer
2 Continuous Delivery pipelines
3. Continuous Monitoring tools
4_Team Collaboration
5. Human in the Loop monitoring (Special requirement
infered from interviews)

Forward
Legend ' activity | ——  Fow \

Figure 4.6: Model Deployment and Monitoring Stage

4.1.2 Ideal MLOps Pipeline - Analysis and Findings

To derive an Ideal MLOps pipeline architecture, we employed a conceptual synthesis
approach [8], combining key components and best practices identified across multiple
studies. This involved extracting and integrating concepts from four main sources,
Karamitsos et al. [11], Kreuzberger et al. [15], Kumara et al. [16], and John et al. |9],
to construct a unified reference architecture.

This analysis followed the eight-phase conceptual synthesis approach described
in [8], adapted to the context of synthesizing MLOps pipeline components. First,
the relevant academic studies were selected based on their contribution to MLOps
pipeline architecture. Then, we conducted extensive reading to identify recurring
concepts such as pipeline components, artifacts, roles, and best practices. These con-
cepts were deconstructed and categorized according to their functional roles within
the ML pipeline (for instance data ingestion, model training, deployment). In the
next phase, the categorized concepts were integrated and refined through interpretive
comparison across sources. This synthesis yielded a consolidated conceptual model,
which was validated by cross-checking component inter-dependencies and consistency
with each reference.

Karamitsos et al. [11] propose an automated MLOps pipeline leveraging DevOps
principles. It consists of the components for dataset feature storage,iterative ML
experimentation, a CI pipeline for building and testing model code and running
various trained models, an container image registry to keep the resulting ML. models
and a CD pipeline to build and deploy artifacts produced in a previous CI. It contains
a model performance monitoring component and a component to trigger the model
training pipeline when a drift is detected.

Similar MLOps pipeline architecture is proposed by Kreuzberger et al [15]. They
assume that a company has a data infrastructure and propose the required compo-
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nents for a fully automated MLOps pipeline. It consists of a Feature Engineering
pipeline with a feature store, ML experimentation workflow, CI pipeline which is
triggered at code commits from ML experimentation workflow and build,test and
create artifacts, workflow orchestration component, automated ML experimentation
workflow pipeline, CD pipeline which pulls the staged ML model from model registry
and deploys in production and a monitoring component.

Kumara et al [16] proposes another MLOps architecture with development, con-
tinuous training, serving and monitoring zones. These zones contains data pipeline,
feature engineering pipeline, training pipeline, model serving service and monitoring
pipelines.

John et al [9] in their proposed maturity model, mentions some requirements for
managing data even at the very basic stage of MLOps maturity (DataOps stage) im-
plying that having a well versed data infrastructure/ingestion pipeline is a basic need
for an ideal MLOps pipeline in addition to the components proposed by Karamitsos
et al, Kumara et al and Kreuzberger et al.

We synthesized the recurring elements across these studies including pipeline com-
ponents, artifacts, supporting roles, and technical practices, into a single conceptual
framework representing the Ideal MLOps pipeline. The consolidated outcomes are
summarized in Table .4} and the synthesized pipeline structure is visualized in Fig-
ure (4.7 This ideal architecture serves as the baseline for evaluating the current
pipeline in Telenor’s OSS division and for tailoring the proposed MLOps blueprint.

Table 4.4: Ideal MLOps Pipeline Components, Artifacts, and Responsible Roles
Synthesized from Literature

MLOps

Pipeline

Component

Artifacts

Roles

Reference Re-
search Paper

Data
Pipeline

Ingestion

- Data Sources

- Data Ingestion Tool-
s/Methods/Jobs

- Data Lakes

- Data Transformation
Rules

- Data Governance
Processes

- Data Versioning Pro-
cesses/ Tools

- Software Archi-
tects
- Data Engineers

- Karamitsos et
al. |11]
- John et al. [9]

Feature
Pipeline

Engineering

- Data processing and
computation Infras-
tructure

- Feature Engineering
Rules

- Data Pipeline Code
- Feature Stores

- Data Engineer
- Data Scientist
- Software Engi-
neer

- Kumara et al.
|16]

- Kreuzberger et
al. [15]
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ML Experimentation

- ML metadata store
- Model Training In-
frastructure

- Experiment Meta-
data

- Data Scientist

- Kumara et al.
[16)

- Kreuzberger et
al. |15]

- Karamitsos et

- Model Training Code al. |11]
- ML Model
- Code Repository
CI/CD Pipeline - Continuous Build, | - DevOps En- | - Karamitsos et

Test, Container Image
Building components
- Continuous
Deployment

(Build, test,deploy)

- Versioned Model
Container Image

- ML Training and
Workflow code

gineer /ML Engi-
neer

al. |11]

- Kumara et al.
|16]

- Kreuzberger et
al. [15]

-John et al. [9]

Automated ML Work-
flow Pipeline

-Model Training In-
frastructure

- Experiment Meta-
data (parameters and
performance metrics)
- ML model/container
image

- DevOps En-
gineer /ML Engi-
neer

- Karamitsos et
al. |11]

- Kumara et al.
|16]

- Kreuzberger et
al. |15]

-John et al. [9]

Retraining Scheduler

-Workflow orchestra-
tion component

- Meta data store
(Keep meta data for
each ML  workflow
run)

- ML model/container
image

- DevOps En-
gineer /ML Engi-
neer

- Kreuzberger et
al. |15]

Model Registry and
Artifacts Store

- Kreuzberger et
al. [15]

- Karamitsos et
al. [11]

- Kumara et al.
[16)
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Model Serving

-Model Serving
Computation Infras-
tructure

- Software En-
gineer (To write
the serving ser-
vice)

- ML Engineer

- Kreuzberger et
al. |15]

- Karamitsos et
al. |11]

- Kumara et al.
[10)

-John et al. [9]

Monitoring
nent

Compo-

- DevOps/ML
Engineer

- Kreuzberger et
al. |15]
- Karamitsos et
al. |11]
- Kumara et al.

[16]
-John et al. [9]

The consolidated table (see Table captures the core functional components,
their associated artifacts, and the roles responsible for each part of the ideal MLOps
pipeline. The architecture spans from data ingestion and feature engineering to ML
experimentation, model deployment, and monitoring. Each component is grounded
in literature and reflects recurring patterns identified across the selected sources.
The conceptual model illustrated in Figure integrates these components into a
coherent end-to-end pipeline structure. This ideal pipeline emphasizes automation,
role specialization, and feedback loops, which are critical for scaling ML development
in production environments.

4.2 Document Analysis

4.2.1 Document Analysis - Current CI/CD Pipeline

We followed a structured review approach in the analysis of internal architecture
documentation (D1) describing the current CI/CD setup of the OSS division . The
document was selected based on its relevance to understanding the software delivery
process and was reviewed with specific focus areas in mind, such as pipeline stages,
responsibilities, and produced artifacts. Based on the extracted information, we
sketched initial versions of the CI and CD pipelines, including the sequence of tasks,
involved roles, and generated outputs.

These visual representations were later refined during a structured walk-through
interview with the DevOps architect (Interviewee 3), allowing for validation and
clarification of the internal processes. The final diagrams provide a clear overview of
how the CI and CD pipelines are implemented in the OSS division and are shown in

Figure [4.8 and Figure [4.9] respectively.
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Figure 4.8: CI Pipeline
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Software CD Pipeline

4 N

Manually Triggers
¥

Deploy in
o Kubemetes
Update Manifests Cluster
(Production )

- /

Legend Activity . Fu:ll:r::ird

Figure 4.9: CD Pipeline

4.2.2 Document Analysis - Current Data Landscape

We analyzed another internal document (D2) describing the data architecture of the
OSS division to understand the current data landscape. This analysis was guided
by the research objective of assessing the existing data infrastructure in relation to
MLOps readiness.

OSS division operates with a hybrid, distributed data architecture (see Figure
comprising multiple data sources across on-premises systems, private clouds,
and public cloud platforms. Due to varying data sensitivity and security require-
ments, a central data repository is not feasible. Instead, the organization has im-
plemented a monitoring and analytics platform (Splunk) that aggregates most of
the data from the operational support systems. While this setup supports data in-
gestion, search, and real-time analysis, it currently lacks advanced features such as
versioning and feature stores, essential components for a production ready MLOps
environment.

4.3 Interviews

We conducted unstructured and semi-structured interviews with the interviewees
detailed in table to gather data for answering the RQ)s. The table outlines the
insights/themes we discussed in each interview.
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Public Cloud 1 Public Cloud 2
B Application 1 f
. . Application 2
e
Platiorm 1 Application 3
Application 4
- L Application n
raﬁ/
— Platform 3 ___/
Figure 4.10: Hybrid Data Architecture of OSS Division
Table 4.5: Outline of the Themes/Insights discussed in the Interviews
Interview | Interview Themes/Insights  Dis-
ID cussed and Interview
Rounds
I1,12 Semi-structure Interview with Data | ML life-cycle requirements
Scientists (Interviewee 1 - I1, and In- | and challenges in Data Sci-
terviewee 2 - 12) entists’ Point of View - Cur-
rent Workflow and Require-
ments
I3 Unstructured Interview and CI/CD | Current software delivery
Walkthrough with DevOps Archi- | pipeline, activities, arti-
tect (Interviewee 3) facts, CI pipeline com-
ponents, CD components,
triggers
14 Semi-structured Interview  with | Walkthrough  the Ideal
Lead Architect (Interviewee 4) MLOps Pipeline Compo-
nents, Discussed what is
existing, partially existing
and not existing,priorities
of automation
15,16,17 Semi-Structured Interviews with | Discussed Technical barri-
Lead Architect (Interviewee 4 -15), | ers and Organizational bar-
Data Scientist(Interviewee 1 - 16) | riers in MLOps implementa-
and Project Manager(Interviewee 5 | tion.
-17)
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4.3.1 Semi-Structured Interviews with Data Scientists - 11,12

We employed a top-down (deductive) thematic analysis approach [3]| to analyze the
interview transcripts with data scientists. The coding process was explicitly guided
by our research question (RQ1): To what extent does the current software delivery
pipeline align with the state-of-the-art requirements of an AI/ML life cycle? The
primary goal of these interviews was to uncover challenges and requirements at dif-
ferent stages of the ML life cycle from the perspective of practitioners, in order to
complement the findings derived from the literature review.

We began with predefined high-level themes representing the ML life-cycle stages.
Both transcripts and interview notes were read thoroughly. Rather than coding
every piece of text, we purposefully focused on identifying content relevant to our
research question. Since the literature findings had already established an initial
understanding of common challenges and requirements, the analysis concentrated on
confirming and extending them in the interview data.

The challenges identified through the coding process were then mapped to the rel-
evant life-cycle stages and visualized in a thematic map (see Figure. While only
challenges were explicitly coded, the requirements were inferred through interpretive
analysis of these challenges, taking into account both the literature synthesis and the
context provided by the interviewees. These inferred requirements are summarized
in Table with references to the codes from Figure [4.11]

Theme 1 - Problem Initiation UIEENE 2 < DEE LB ETEL

C2-1 Manual Data C2-2 Data is every where C2-3 No system for

Codes C1-1Data Scientists work

Retrieval feature storing
alone
C1-2 No cross-fuctional C 2-4 Manual feature C2-5 No feature C2-6 No direct access to
teams engineering versioning data
C1-3 Data Engineering C2-7 No feature stores C2-8 Manual EDA C2-9 Manual Data
done by data scientists Ingestion Scheduling
C1-4 Data Discovery by C2-10 No- version C2-11 Data Management C2-12 Feature data
Data Scientists control for data Code in local repositories  stored in local files
Theme 4 : Model Deployment and Monitor
Theme 3 : Model Training 2 D
Codes C4-1 Limited Deployment C4-2 Cloud Deployment

C3-1 Github Instability C3-4 No Experiment

Tracking

Broken

C3-2 Model Code stored
locally

C3-5 Use Different
IDEs

C4-3 Deployment Tools
Limitations

C4-4 Manual Monitoring

€3-S Data Scientists C3-7 Data Scientists

don't write experiment
tracking code

C3-6 No Reproducability
Infrastructure

C3-8 No Code Review

C3-10 Mo Frequent
retraining

C3-13 Team work is
limited

work alone

C3-9 Manual Retraining

C3-11 No Workflow
Orchestration

C3-12Local
Experimentation

C4-5 DevOps don't
involve always

C4-7 No Systematic
Maonitoring of Data Drifts

C4-9 No Retraining
Triggers on Production
Data Drifts

C4-6 Human in the loop
preference

C4-5 No frequent
rolibacks

C4-10 Mo trust in fully
automated monitoring

Figure 4.11: Thematic Analysis - Coding Interview Transcripts of Data Scientists
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Table 4.6: Summary of ML Life-cycle Management Challenges and ML Life-cycle
Requirements Derived from Data Scientist Interviews

ML Life-cycle | Key Challenges Inferred Requirements

Stage

Problem/Product | No cross-functional team formation | Clearly = defined  roles,

Initiation (Codes: C1-1 to C1-4,C3-13) Cross-functional teams
(Data  Engineers, Data

Scientists, DevOps/MLOps
Engineers, Software Engi-
neers, ML Engineers)

Data Management

Manual data retrieval from IT |,
homegrown feature tracking, no fea-
ture store. (Codes:C2-1 to C2-12)

Automated data pipelines,
centralized feature stores,
data version control systems

Model Training and
Validation

No experiment tracking ,no
producibility, manual retraining ,
GitHub instability , No code review
(Codes:C3-1 to C3-12)

re-

CI/CD for training,
periment tracking tools/in-
frastructure, reproducibility
tools, retraining triggers,
coding best practices such

eX-

as code review

Deployment, Moni- | Few deployed models, broken | Flexible deployment
toring and Retrain- | or manual deployment tools, | pipeline, drift detection
ing dashboard-based  manual mon- | with optional manual vali-

itoring,;no automated retraining, | dation, observability tools.

human-in-the-loop preferred (Codes:
C4-1 to C4-10 )

4.3.2 Unstructured Interview with DevOps Architect -13

The purpose of this interview was to better understand the current software delivery
pipeline and its components to determine its support to ML life-cycle requirements.
A technical walk-through was done by the DevOps architect to show how the CI/CD
processes are triggered and executed in the pipeline in OSS division. The CI and
CD pipeline diagrams (ﬁgur and figure constructed using document analysis
were refined and validated by the DevOps Architect in this interview.

4.3.3 Semi-Structured Interview with the Lead Architect- 14

We conducted a sem-structured interview with the Interviewee 4, to evaluate the
feasibility of adopting an MLOps pipeline within the existing software delivery in-
frastructure at Telenor OSS. The primary aim of the interview was to compare the
current and envisioned capabilities against the ideal MLOps pipeline derived from
the literature. The interview was semi-structured and not subjected to formal quali-
tative coding. Instead, the responses were interpreted and summarized to reflect the
state of each MLOps pipeline component in the ideal pipeline.

The interview questions were designed to cover all major components of the ideal
MLOps pipeline, including infrastructure, automation, collaboration, tooling. Ideal
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MLOps pipeline depicted in figure [4.7] was used as a visual aid for the interview. The
interview guide is attached in [A]l The responses related to pipeline components are
summarized in the table [1.7) to facilitate analysis.

Table 4.7: Summary of Interview Results - Mapping the current state to the Ideal
MLOps Pipeline

MLOps Pipeline Com-
ponent

Current State / Prac-
tices

State of Roles

Data Pipeline

- Hybrid data infrastructure
- Data ingestion to reposi-
tories exist but no central
data lake. The existing data
sink does not have data lake
capabilities

- Data governance is in
place but no systematic
data versioning

Data engineers
(not currently in

0SS).

Feature Engineering

Pipeline

- Compute Limitations
-No Feature Stores

- Data scientists
(Not in OSS)
- Data Engineers

(Not is OSS)

ML Experimentation Setup
and Workflow Orchestra-

tion

- Manual processes by the
data scientists of other de-
partments

- No experiment tracking

- Have expertise for work-
flow orchestration

- No expertise in experiment
tracking tools

- Cannot go for off-the-shelf
cloud workbenches/ need to
work in private cloud

- Data scientists

(No))
- DevOps (Yes)

CI/CD

- Mature CI/CD for soft-
ware development
- Container Image reposi-
tory and SBOM repository
can be reused as artifacts
store and model registry
(need to research)
- All the CI and CD compo-
nents can be used

DevOps
neers (Yes)

Engi-
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Model Serving and Monitor- | - Infrastructure exists ML  engineers
ing - Currently used for expos- | (No).

ing other services

- Monitoring tools are there
to monitor network events
and anomalies

- No experties in model drift
monitoring

Priority of the MLOps pipeline components was also discussed in the interview.
Interviewee 4 marked the following priorities with the respective reasoning.
1. Data Pipeline - Having the required, quality data is the base of ML systems

2. CI/CD - Already have a well functioning pipeline and expertise.

3. Model Serving and Monitoring - Similar serving of software/network services
already exists. There is expertise in the team. Monitoring is currently done
for network services.

4. All the other components takes similar priority. Full automation is not expected
at the start

4.3.4 Semi-Structured Interviews - Identify MLOps Imple-
mentation Barriers - 15,16,17

Semi-structured interviews were conducted with interviewee 4 (I5),interviewee 1(16),
and interviewee 5(17) to identify technical and organizational barriers and concerns
for the proposed blueprint (after designing the blueprint).

We embedded the questions related to technical and organizational barriers in all
the MLOps pipeline components, in the interview guide for 14 (but referred to
as I5) to reduce the number of interviews. Questions related to the technical and
organizational barriers for ML experimentation and Monitoring were included in the
interview guide of 16 (Interview with the Data Scientist). General organizational
barriers related questions were asked from the Project Manager(interviewee 5) in I7.

We used the same deductive thematic analysis method [3] to analyze the interview
transcripts of these interviews. All the transcripts were coded and extracted the
barriers and concerns belong to technical and organizational categories. Then they
were grouped by the major components of MLOps pipeline. So the major themes are
MLOps pipeline components and sub themes are technical barriers and organizational
barriers. All of these codes were added to a single thematic map (See Figure m

and [4.13).
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Technical Barriers Organizational Bariers Technical Barriers Organizational Bariers
C-1-T1 Dispersed Data C-1-0.1 Data Sensiivy C211No GPU Accesstor - C-2:0.1 No Data Engheers
heavy operations in the division
C-1-T.2 Iron Traingle Speed .
Expectatir?n : (-1-0.2 Data Secuirity C-2-T.2 Experiments in Local  C-2-0.2 No Data Scientists in
Machines the division
C-1-T.3 Data Stored in C-1-0.3 Autonomy of
System Databases Decision Loops C-2-T3 Labs rl_nl ulsed by the C-g—0.3 System owners
data scientists decide features to exfract
C-1-T4 Part of Data in C-1-0.4 System owners
Datalakes handle data Dipenﬂeﬁ C-2-0).4 Feature exiraction
done by the developers
C-1-0.5 No data engineers in
the division
Technical Barriers Organizational Bariers
C-3-T1 Lack of Compute C-3-0.1 No Code Review
Practice
(C-3-T2 Mo experment tracking .
tools used by data scientists €-3-0.2 Autonomy within the
Department
C-3-T.3 Need efiort to leam
fools C-3-0.3 External support
cause delays

Figure 4.12: Thematic Map - Technical and Organizational Barriers - Part 1
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CI/CD Pipeline

Technical Barriers

C-4-T.1 Jupyter Notebooks not
tested in Cl

C-4-1.2 py files work in Cl
tools

C-4-T.3 Neads research to save
Model Meta in Container Image

Repasitory

Organizational Barriers

Chapter 4. Results and Analysis

Monitoring and Serving

Technical Barriers

Organizational Barriers

C-5-T1 Nowell defined

sevocestoconnectdata ~ C-3-0.1 No ML Engineers
C-5-T.2 Diferent Montoring 5.0y 9 Training needed for
aspects for different models SR engineers
C-5-T.3 Not done ML model
monitoring before C-5-0.3 No trust in full
automation of monitoring
C-5-T4 Need data flows to
MEUBLSTEE 0504 Difseetote
defined in SLAs
C-5-T5 Need data flows to

check actuals vs inferred

resulfs

C-5-T6 Need Research for Data

Drift defection

Figure 4.13: Thematic Map - Technical and Organizational Barriers - Part 2

The resulting conceptual model that describes the technical and organizational
barriers for the implementation of the proposed MLOps blueprint is summarized in
Table 1.8l Codes that defined the barriers are referenced in the table.

Table 4.8: Barriers to MLOps Pipeline Implementation

MLOps Component

Technical Barriers

Organizational Barriers

Data Pipeline

- Complex Hybrid (on-prem
+ cloud) data architecture
(Data is everywhere) (C-1-
T.1)

- Central data store with
data versioning is missing

(C-1-T.3,C1-T.4)

- Data governance and au-
tonomy requirements re-
strict cloud use (C-1-O.1 to
C-1-0.2)

- Lack of Data Engineers
(C-1-0.4)

- Limited data access across
divisions (C-1-0.3)
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- Compute limitations (no
GPU access) for heavy pro-
cessing (C-2-T.1 to C-2-
T.2)

- No dedicated data engi-
neers (C-2-0.1,C-2-0.2)
- Collaboration discouraged

due to speed concerns(C-3-
0.2)

Feature Engineering
Pipeline
ML Experimentation

and Workflow Orches-
tration

- Lack of compute for exper-
imentation (C-3-T.1)

- No expertise in experiment
tracking tools (C-3-T.2)

- Data Scientists focus on
model accuracy and per-
formance. Coding for ex-
periment tracking, becomes
an overhead for them (C-3-

- Avoidance of external sup-
port due to delays (C-3-0.3)
- Establishing best cod-
ing practices (no code re-
view among data scientists)
needs effort and time (C-3-
0.1)

T.3)
- Tool learning curve (C-3-
T.3)
CI/CD for ML - Integration of Jupyter | - No major organizational
notebooks  with  CI/CD | barriers noted
tools  requires  research

(C-4-T.1 to C-4-T.2)
- Need to explore SBOM
repository and container

repository to be used as
Model registries (C-4-T.3)

Model Serving and

Monitoring

- Monitoring setup required
to support data drifts and
model drifts (C-5-T.1 to C-
5-T.6)

- Research needed for data
drift and inference monitor-
ing (C-5-T.2, C-5-T.3,C-5-
T.6)

- Lack of ML Engineers (C-
5-0.1)

- SREs need to be upskilled
or extended for ML moni-
toring (C-5-0.2)

- Data scientists don’t trust
fully automated monitor-
ing. Need humans in the
loop (C-5-0.3)

- Monitoring is highly en-
couraged for customer serv-
ing services. A drift should
be defined in SLAs (C-5-
0.4)
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4.4 Triangulated Data Analysis - CI/CD Pipeline
Alignment with ML Requirements

We consolidated the findings from literature read-up see tables and 4.3 semi-
structured interviews with Data Scientists (see table [£.6] document analysis for
CI/CD, unstructured interview with DevOps architect (see figures and semi-
structured interview with Lead Architect (see table to mark the support of
current software delivery CI/CD pipeline for ML life-cycle requirements.The table
presents the findings.

Table 4.9: Current Software Delivery CI/CD Support for ML Life-cycle Requirements

ML Stage

Requirements (from Litera-
ture and Interviews)

Current Software Delivery
Pipeline Support

1. Problem /
Product Initi-
ation

- Cross-functional teams
- Clearly defined roles

- The teams consist of Software
Engineers and DevOps Engineers

- Continuous monitoring tools
with human in the loop
- Team Collaboration

2. Data Man- | - Automated Data Pipelines - There are data pipelines setup
agement - Data Version Control but they are lack of required
- Feature store functionalities )

- Code Repository to store data | - Code repositories are in place
preparation Code - No Data Engineers
- Designated Roles such as Data
Engineer and Data Scientist
3. Model | - Cloud based ML experiment in- | - Code versioning in repositories
Training and | frastructure is in place but no experimentation
Validation - Model and meta data versioning | setups
and artifacts management - No experiment tracking tools
- Code repositories (software CI pipeline uses report-
- Continuous training pipelines ing artifacts to track each run)
- Workflow orchestration - There are artifact management
- Feedback loops support repositories such as build,SBOM
- Experiment tracking tools and Image repository
- Coding best practices (code re- | - Feedback loops are supported in
view) CI pipeline
4. Model De- | - Designated roles such as De- | - Current CD pipeline supports
ployment and | vOps Engineer, ML. Engineer continuous delivery and deploy-
Monitoring - Continuous Delivery pipelines ment

- DevOps engineers are in place

- Team collaboration between SE
and DevOps is there

- No model drift monitoring sup-
port

Level of support for each ML life-cycle stage by the current software delivery
pipeline is depicted in Figure [4.14]
We further analyzed the support of the current software delivery pipeline for
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Monitoring Monitoring is available/ No Model Drift or Data Drift Detection mechanisms

Mature CD infrastructure and Practices/ DevOps expertise
for Model Deployment and Serving

Model Deployment

Artifact Reposotries and Cl available/ No experimentation Support and

Model Trammg and Evaluation automated retraining infrastructure

‘ Data Management ‘ No Designated Data Engineers / No Data Versioning and Feature
| Stores
‘ Problem Initiation ‘ No Designated Data Engineers and Data Scientists

5 Level of Support by the current CI/CD Pipline Increases

Figure 4.14: Current Software Delivery Pipeline Support for ML life-cycle Stages

MLOps requirements (Ideal MLOps pipeline components). Refer to the Figure m
as a visual aid to understand the existing components, partially existing components
and the new components.

4.4.1 Components that Currently Exist

Software Repository/ Software Version Control: Version control for software
code is a well established component of the current software delivery pipeline So
data management and model training code written by the data scientists can also
be managed using the existing software version control tools (OSS division currently
use Gitlab (As mentioned by interviewee 3 and interviewee 4)).

Artifact Store: Literature for Ideal MLOps pipeline mentions artifact store is an
essential component (see table [£.4). It stores the trained model and model training
code resulted in continuous integration. Current software delivery pipeline has repos-
itories to store container images both in development environment and in production
environment. In addition, developers in OSS division saves SBOM (software bill of
materials) in another repository. Interviewee 4 validated that these repositories can
be used as the artifact store in the MLOps pipeline.

Model Registry: The facts grounded for Artifact Store applies for categorizing
Model Registry as an existing component. A similar repository to the Container
Image repository currently used in production/staging environment, can serve as the
Model Registry to store deployment ready model and model meta data.

CI Pipeline: Current CI pipeline is fully matured for continuous integration of
software code (Validated through the university advisor). It checks for static code
errors, build, test, create container image, create SBOM etc. (see figure Data
management and Model Traning/Evaluation code is mostly in python and the current
CI setup is capable of handling them (interviewee 4 in 14, validated).
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Current Software Delivery Pipeline Support for State-of-the-Art MLOps Requirements

Exists in Current Setup

Partially Exists and Needs Deosn't Exist

Adjustments/Additions

Automated Data Pipeline

Automated Feature

W Engineering Pipeline

Data Engineers System Architects Data Engineers

Data From Priduction
Software System(s)

Feature Store(s)

Model Exprimentation (Manual) p \W_

— ——» CodeReview —» Software
\Repository,

logging h

Cl Pipeline

Data Scientists

DevOps Engineer
Experiment Tracking + ML meta data

I CD Pipeline

Wﬂ/ Mdel Training Worldflow %

Orchestration Component
DevOps /ML Engineer &

ML Meta Data Store

'

DevOps /ML Engineer
At Experimentation Phase

A At Production

Monitor Production Data Drifts

> Automated Model Training Pipeline

A

DevOps /ML Engineer

Monitor Model Performance

Feature Data from Production Systems for Inference

IMonitoring Component Wa

DevOps /ML Engineer Model Serving

Figure 4.15: Current

A

DevOps /ML Engineer

Software Delivery Pipeline Alignment with State-of-the-Art MLOps Requirements



4.4. Triangulated Data Analysis - C1/CD Pipeline Alignment with ML Requirements 53

CD Pipeline: Same as the CI, current CD is also matured (see figure and
capable of supporting the continuous delivery of ML models.

4.4.2 Components that Partially Exist

Data Ingestion Pipeline: As revealed by the interviewee 4 (see table and
data landscape document (D2 in , network operations suport systems of OSS di-
vision has a complex distributed architecture for data (reside in public cloud and on-
premises) and there are several important legacy systems in production. Automated
Data ingestion happen in their data landscape but there is no central repository with
data versioning capabilities. The current data platform to which they ingest data
does not have capabilities that should be there in data lakes. However they pay
full attention on data governance and the governance process is well defined. They
refrain from storing sensitive data in public cloud.

Model Serving Component: There are services that have been developed in
OSS division and exposed to be used by the clients and internal systems. So the
infrastructure and the expertise are already there (see table . Model serving
is similar to exposing other software services though it needs a slightly different
approach.

Monitoring Component: Monitoring is given a higher weight in OSS division
(interviewee 4 revealed in 14) as they highly value customer satisfaction. So moni-
toring mechanisms are already in place to monitor events and anomalies in network
services.Even though they are not used to monitor model performance variations
and inference issues, they have the basic infrastructure and the humans who moni-
tors drifts manually (interviewee 4 in 14).

4.4.2.1 New Components

Feature Store and Automated Feature Engineering Pipeline: Feature en-
gineering is time consuming and need to be automated to have a smooth ML devel-
opment (refer to[4.4)). OSS division neither have feature stores or feature engineering
pipeline. Data scientists in other divisions do feature engineering manually (see table
. So feature stores and feature engineering pipelines need to be established from
scratch.

Model Experimentation: Currently model experimentation is done in the data
scientists’ machines and no lab environment exists.

Automated Model Training Component + Model Training Workflow Or-
chestration: ML models need to be retrained when drifts are detected by the mon-
itoring component or in scheduled intervals. So model retraining should be there in
an MLOps pipeline (refer to tables . For retraining the whole set of ML exper-
imentation steps need to orchestrated as a workflow and deployed as a retraining
pipeline. A means to record experiment tracking data should also be there.These
components needs to be implemented from scratch.
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Code Review: Event though code review is practiced in current software devel-
opment setup, it is not a practice among data scientists at the moment (revealed by
interviewee 1 in I1).

4.5 Triangulated Data Analysis - MLOps Pipeline
Blueprint Tailored to the OSS Division

Using the ideal MLOps pipeline derived from the literature as the baseline, we pro-
posed a blueprint for a MLOps Pipeline tailored to the Telenor’s OSS division. Fol-
lowing results extracted from the previous data analysis, guided the MLOps blueprint
design.

1. Ideal MLOps pipeline derived from literature review

2. Current CI/CD Pipeline Alignment with MLOps Requirements (refer to the

Figure [4.15))

3. Priorities of automation collected at the Structured Interview with the Lead
Architect (Interview 4)

4. Suggested re-usable components in the MLOps pipeline by the Lead Architect
(Interview 4)

5. Additions of the Sub-components and new data flow paths to the main MLOps

pipeline components (Revealed at Interview 4)

4.5.1 Automated and Manual Pipelines/Components of the
MLOps Blueprint

It was confirmed at the interview with the Lead Architect (Interviewee 4) that all
the components of the Ideal MLOps pipeline should be there in the tailored MLOps
pipeline for Telenor OSS division.

The components in the tailored pipeline are as follows.

1. Data Ingestion Pipeline with central data lakes

2. Feature Engineering Pipeline (Automated)

3. Feature Stores

4. ML experimentation workbench with experiment tracking (Manual)
5. Software Repository

6. CI Pipeline (Automated)

7. CD Pipeline (Automated)

8. Artifact Store
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9. Model Registry
10. Model Serving Component
11. Model Monitoring Component (Partially Automated with Humans in the loop)
12. Continuous Training Pipeline (Automated)
13. Workflow Orchestration Component
14. ML Meta-data store

15. Re-training Triggers

Additional Roles Needed: Data Engineer, Data Scientist, ML Engineer

4.5.2 Automation and Implementation Priorities

1. Data Ingestion Pipeline As interviewee 4 noted (see for priorities), Data
Ingestion pipeline is their first priority. It is currently implemented and used
for other data driven tasks in the organization. They have well defined data
governance processes and automated processes for data management in place.
However they lack data versioning and feature store functionalities.

2. CI and CD Pipelines

Next priority, is the CI/CD pipeline. We took the priority preference of Inter-
viwee 4 (see for priorities), current CI/CD pipeline’s support for MLOps
(see[4.9), and iterviwee 4’s confidence on the devOps expertise in assigning the
priority to CI/CD components and associated repositories.

3. Model Serving and Monitoring Components

Third priority is model serving and monitoring components. They were prior-
itized by the interviewee 4.

Other components are given the similar priorities.

4.5.3 Additions of Sub Components and New Data Flow Paths

e Centralized Data Lake(s) for Data Ingestion Pipeline Current data ingestion
pipeline has a centralized data sink but it does not have data versioning ca-
pabilities and not all the systems ingest data to it (Interviewee 4 at I14). Our
analysis of Literature and results of Interview 4 suggest establishing a central-
ized data lake or several data lakes in their data ingestion pipeline to set for a
fully automated MLOps pipeline.

e Data Flow from Data Ingestion Pipeline to Monitoring Component For mon-
itoring the model performance, inference values and actual values need to be
compared. For example, if there’s an ML model to predict time for a reported
case resolution, model predicts the resolution time, when the case is reported.
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After the case is resolved actual resolution time is saved in the respective sys-
tem’s database. These data is ingested into the central repository in the data
pipeline. So for the monitoring component to check model accuracy and per-
formance, actual resolution time should come form the data pipeline.

4.5.4 Re-use of Software CI/CD Pipeline Components

We suggest to re-use following components in MLOps setup.

e Software Repository Data management and model training code can be man-
aged using the existing software version control. OSS division use GitLab
currently (Interviewee 3, Interviewee 4).

e Container Image Repository + SBOM Repository These repositories can be
used as Artifact stores and Model registries with some research (Interviewee
4).

e CI/CD Pipeline Current CI and CD pipelines can be fully re-used as MLOps
CI and CD pipelines (Interviewee 3, Interviewee 4)

The blueprint resulted in the above analyses is depicted in figure 4.16]



wotSIALJ §SO T0j jutidonyq sutppdid SJOTIN 9T'F 93]

[enuep - W palewony -y

sanuold uoneuswsaidw| - £7°1

pOAs + Jopsoday abew) JauleuoD 0] JEUIS 51 2I0)S SR

3JUBLLIOUS [9POW /ADBINIOY
20uauayu) Buuoyuopy 101 Mol eleQ pals20B6ng <

fuoysodal uonanpold w Alonsodas

0gS + Aopsoday abew) saueuo) o} sepus si Ansibay Ppon

SUOHIPPW/SIUSWIEN(pY

SPasN puE sisi3 AllEned wawidu o} P3N

13U10 / auliedid 4D/1D SIBMUOS Ul SISXT

Jsaubu3 1w sdoseq

F

-

S3JON pue puaba

Buinsas spoly |

Jsaubu3 pyy sdoasg

20UsJ3JU| 10} SWISISAS UoNINPOId Woll eled ainjesd

Tiousodax

€—— 3IEM)jog € M3IASH Spo)

.| @D

5

auladid 9

(<

4.5. Triangulated Data Analysis - MLOps Pipeline Blueprint Tailored to the OSS Division 57

€ SUuQa Eleg UoKoN| 103U
I II|'|I|I|/|I|I|I*M jusuodwon Buuojuopy Q E1=q UORINPOId JONUON
. S0UBWLIONI [2PO JOUUORY v £ <
S|NSIY 20USUMU| UM Sledwod o} sUnsay WaAS [enjoy
pa1231ep Yup J Buluen-ay 126601
Jgaubuz Jpy sdoasq
Ansibay [spo M
aunadid Buiuiel] |spop palewony <
uonanpoid I v
aseud uonejuswyadd Iy 21013 EIEQ ERA TN
Jsaubu3g Ty sdoasqg ﬁ
N/ Jssuibug 1y sdoaag 1366u |
juauodwon uoneEnsayIIo Buiures | -oy
N_vl M moppop Buluiel] [ap
=T 1= [P s T ﬁ ...............................
2101S spPEINY
Buibboj
ejep ejaw |y + Duppel] wswuadxg
J1aauIbug sdoAsa
18PaA sisjusiog ejleq

M (s)au015 aumead

(lenueyy) uoneluawudx3 [2pojy

(s)wajshg aemyog
uogINpUY Wold eleq

sisauIbug e

5

SpaIIY WalSAS

b

saye
Eleq pazienuag M

auljadid Buusauibu]

aInjea pajewoiny

~

auladid eleQq pajewoiny

sigauIbug Ejeq

uoISIAIg §SO S.JoudjalL Jod juudan|g sdoTn






Chapter 5

Discussion

Our study aimed to facilitate the adaptation of a practical and customized MLOps
strategy for Telenor’s OSS division by building on existing components of the con-
tinuous software engineering pipeline and incorporating necessary additions. We
investigated the case with three research questions at hand. Finding the answers
to those research questions assisted us to propose a MLOps pipeline blueprint(with
key components and roles) while also identifying the technical and organizational
challenges associated with its implementation.

This chapter discusses the answers to the research questions formulated at the
beginning of the case study and provides detailed interpretations on the findings.

5.1 Summary of the Key Findings

5.1.1 Current Software Delivery Pipeline Support for State-
of-the-Art Requirements of AI/ML Life-cycle (RQ1)

RQ1: To what extent does the current software delivery pipeline align with state-of-
the-art requirements of an AI/ML life-cycle?

5.1.1.1 Support for ML Life-cycle Stages

The results (refer to table and Figure indicate that while Telenor’s existing
software delivery pipeline demonstrates a mature and well-established approach for
software development and delivery, its alignment with the full scope of AT/ML life-
cycle requirements is only partial. Several core stages of the ML life-cycle, are par-
tially supported and require significant adaption. Current pipeline needs additional
components, roles and practices to fully support all the ML life-cycle requirements.
This piece of information generated in answering RQ1, assist to the overall aim of
this study by clearly pointing out the capabilities and the gaps of existing continuous
software engineering pipeline in supporting ML operationalization.

Problem initiation of a ML system, requires a multi disciplinary team consists of
Business Analysts/Product Owners, Software Architects, Data Engineers and Data
Scientists. Business analysts to analyze the business problem and to define the goals,
Architects to design the whole system and decide on which technologies to use, Data
Scientists to derive the ML problem from the business goals and to identify the data
requirements, Data Engineers to work with Data Scientists to understand the data
requirements and to help them access raw data. Current software delivery setup of

99
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OSS division is missing Data Scientists and Data Engineers who hold more than half
the responsibility of a ML problem.

Data management stage also needs Data Engineers and Data Scientists to manage
data pipelines and to perform feature engineering tasks respectively. Data infrastruc-
ture in OSS, is strong but it does not fully support the DataOps level required for
fulfilling the requirements of the data management stage.

Further, the findings proved that the current software delivery pipeline supports
for Model Training and Evaluation stage to a great extent. CI pipeline contains
many components needed for enabling continuous training and to store the generated
artifacts at model training and evaluation stage (see figure [£.8). While using code
repositories for storing model code is obviously possible, little research is required to
confirm whether the existing software artifact repositories can be used to store ML
artifacts. However, not having an ML experimentation infrastructure, automated
re-training infrastructure and not having their own Data Scientists in OSS division
still hinder the support for Model Learning and Evaluation stage.

At the same time, it was revealed from the findings that the most support from
the current software delivery pipeline is for the Model Deployment stage Reason
can be that they already have a mature CD pipeline and DevOps expertise.

Monitoring is not fully supported by the current setup. Even though they cur-
rently have monitoring for existing systems, they need to work on monitoring concept
drifts and data drifts of ML models which is different from traditional systems mon-
itoring.

5.1.1.2 Support for MLOps Pipeline Components

With respect to the Ideal MLOps pipeline derived from the literature, we identified
3 types of components. They are, the existing components in the current software
delivery pipeline that can be used as it is in the MLOps pipeline, partially existing
components that need adjustments to be used in the MLOps pipeline and components
that need to be implemented from scratch to support MLOps.

It was revealed that the software repository, Container Image Repository, CI and
CD pipelines can be re-used as it is, for supporting ML Operationalization ( |4.15]).
Results further confirmed that the Container Image Repository and SBOM repository
can be used as the Artifact Store and the Model Registry of MLOps pipeline. Data
management and Model Training/Evaluation code are mostly in python and the
current CI setup is capable of handling .py files (Interviewee 4 in 14, validated).
However, there should be some research done, to check whether the current CI tools
support Notebooks because data scientists use notebooks to write and test their code.
Until it is finalized, data scientists can commit the code as .py files.

Results (Interview 4) confirmed that the Data ingestion pipeline, model serving
and monitoring components are existing in the current setup, even though they
cannot fully support MLOps. Data Ingestion pipeline is missing centralized data
lakes and data versioning while current monitoring setup need to be improved to
support detecting concept drifts and data drifts.

We identified in our analysis that automated feature engineering pipeline with
a feature store, model experimentation infrastructure, automated model re-training
with a workflow orchestration component need to be setup from scratch to support
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a matured MLOps pipeline for Telenor’s OSS division.

In addition to the above discussed components and pipelines, best software engi-
neering practices such as code review and specific roles like Data Scientist and Data
Engineer need to be introduced to Telenor’s OSS division to fully support MLOps.

5.1.2 Tailoring the Current Software Delivery Pipeline to-
wards state-of-the-art MLOps pipeline (RQ2)

RQ2: How to tailor the current software delivery pipeline towards state-of-the-art
MLOps pipeline?

The results of RQ2 provide a detailed blueprint for adopting MLOps within the
OSS division by reusing and extending their existing CI/CD infrastructure. We
classified the ideal MLOps pipeline components based on their current availability,
partial implementation, or need for new development. This classification reflects the
practical adaptability of MLOps within software-intensive organizations that already
have mature DevOps pipelines but lack full ML life-cycle support.

This result reinforces the idea of John et al [9] that MLOps does not require a
complete replacement of existing systems. Instead, it can evolve from current De-
vOps practices with targeted additions, such as data versioning, experiment tracking,
and feature stores. In OSS’s context, automation priorities—starting with the data
pipeline and CI/CD and followed by model serving and monitoring align with both
technical readiness and organizational comfort. This staged path reflects maturity
models in MLOps literature but grounds them in a concrete case.

The blueprint also highlights the importance of role specialization. While the
organization possesses strong DevOps expertise, the lack of embedded data scientists
and ML engineers presents both a technical and cultural barrier to full adoption.
Hence, the proposed strategy not only focuses on tools and components but also
organizational readiness.

Together, the results contribute a realistic, incremental roadmap for MLOps
adoption that bridges abstract MLOps theory with real-world CI/CD practice offer-
ing valuable guidance to similar organizations initiating their ML operationalization
journey.

Answering the RQ2, helps to the overall goal of the study by proposing a practical
MLOPs pipeline that can be built on the existing continuous software delivery setup.

5.1.3 Technical and Organizational Challenges in Implement-
ing the Proposed MLOps Pipeline (RQ3)

In RQ3, we investigated the technical and organizational barriers in realizing the
proposed MLOps pipeline blueprint.

5.1.3.1 Technical Barriers

Complex Data Landscape:  We identified the complexity of the system distri-
bution and data architecture of the OSS division as the main technical challenge in
implementing the proposed MLOps blueprint. As stated by the interviewee 4, "data
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is everywhere". On the other hand, there are restrictions related data sensitivity and
governance, to migrate all the data into a central place in cloud.

Compute Limitations: Compute limitations such as not having GPU support
in the private cloud is another technical barrier to implement feature engineering
pipelines, ML experimentation work-benches and Automated training pipelines (see
table . These limitations can be removed in the long run. When the organization
start to benefit from successfully operationalized ML models, the infrastructure can
be enhanced with more computing power and versatile tools.

Expertise Scarceness: There are no professionals designated as Data Engineers
in OSS division (see table 4.8)). Even though, there are other professionals (Network
engineers,/ software engineers) with experience in data management (Interviewee 4),
their expertise do not lie directly in the domain of data management. Moreover
there are no designated Data Scientists (who are the heart of ML development) in
the OSS division. Hiring researchers or data scientists from other departments is not
recommended to be continued to have a mature MLOps setup. ML engineers are
also needed to support experimentation tracking, monitoring and automated training
(see 4.7 Due to the above hurdles, lack of expertise in the OSS division is seen as a
barrier for MLOps implementation.

Learning curve of Tools and Environments : Many components in the pro-
posed MLOps pipeline need to be setup from scratch. Unlike off-the-shelf cloud
based MLOps solutions, setting up and configuring environments and tools are time
consuming and requires a lot of research (see table . Training the staff to use the
tools is another difficult process. There can be a considerable learning curve for get
used to the tools in MLOps environment.

5.1.3.2 Organizational Barriers

Encouraging Autonomy within the Department It is needed to hire of assign
data engineers, data scientists and ML engineers to make ML Operationalization
successful. However OSS division encourage the autonomy within their team. The
reason they point out is the delay. They claim that when they have to wait for
the involvement of data engineers/data scientists/ ML engineers for tasks, the whole
process delays (I5,17). This inertia can be identified as an organizational challenge
to form cross functional teams to realize MLOps.

Establishing Best Practices in Coding Data scientists are not used to adhere
to best practices of coding such as code review (Some quotes such as "No code
review. We don’t work like that", extracted from the interview transcripts with data
scientists imply this). We see that it can be difficult to make them used to review
code.

Not having trust in full Automation Interviews (I1,12 and 15,16,I7) revealed
that no one trust full automation specially for monitoring drifts and they prefer hu-
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man in the loop monitoring. So a requirement for additional staff arise for implenting
the monitoring component of the proposed MLOps pipeline. This can be a challenge
for the organization.

The barriers identified as the answer to RQ3 helps the main objective of the
study to support a practical and tailored MLOPs adoption stratergy by informing
the hurdles for the MLOps adoption. Knowing these hurdles beforehand, prepare
the organization to overcome them and make MLOps adoption a success.

5.2 Trustworthiness of the Results

5.2.1 Validation of the Current Software Delivery Pipeline

The decision to build the proposed MLOps pipeline on top of the existing software
delivery pipeline at Telenor’s OSS division was informed by both empirical obser-
vations and practical considerations. The current CI/CD pipeline has evolved over
time through iterative improvements and engineering refinement and is already op-
erational in supporting the continuous integration, deployment, and monitoring of
conventional software components.

While no formal benchmarking or tool-by-tool validation of the pipeline was car-
ried out within the scope of this study, its maturity and reliability were affirmed
through internal documentation, walk-throughs (I3), and validation by domain ex-
perts during interviews (I3,I14). Interviewee 4 (Lead Architect) and Interviewee 3
(DevOps Architect), both of whom have direct involvement with the pipeline’s de-
velopment and operation, confirmed that the pipeline supports a wide range of au-
tomated software delivery tasks, including code versioning, build automation, con-
tainerization, testing, deployment, and monitoring of services.

Further, a visual representation of the existing CI/CD pipeline (created based on
internal document analysis and walk-throughs) was also reviewed and validated by
the university advisor. This served as an important cross-check to ensure that the
technical understanding of the current setup was accurate and aligned with recog-
nized continuous delivery practices.

5.2.2 Validation of the Ideal MLOps Pipeline (Derived from
Literature)

In this study, the so-called "ideal" MLOps pipeline was presented as a conceptual
synthesis of best practices, components and role responsibilities identified across
recent literature. Through a structured analysis of foundational works (for example,
Kreuzberger et al. |[15], Kumara et al. [16], Karamitsos et al. [L1] and John et al. [9]),
we aggregated common pipeline elements and organized them across the ML life-cycle
stages to construct a reference pipeline.

However it is important to note that MLOps is a discipline which is still ma-
turing. So what is considered an "ideal" pipeline today is expected to evolve as
tools, platforms and organizational needs develop. Therefore, this pipeline should
be seen as the best-known approximation of current state-of-the-art practices rather
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than a fixed standard. In this light, the term "ideal" refers more to a benchmark or
aspiration than a static or universally applicable architecture.

To validate the relevance and plausibility of this synthesized pipeline, we first
walked through its components with the Interviewee 4 (the Lead architect) and the
structured interview (I4). He confirmed the practical feasibility of many components,
such as artifact management via container repositories, and endorsed the need for
additions like experiment tracking and model monitoring with data drifts highlighting
alignment with the proposed model. Furthermore, the MLOps pipeline derived from
the literature was used as the basis for designing interview questions for 14, I5 and
I6, ensuring that each component and its expected responsibilities could be discussed
and assessed in context.

This alignment between the literature-derived structure and practical validation
from the industry stakeholders provides strong evidence that the pipeline reflects
both conceptual soundness and pragmatic applicability.

5.2.3 Validation of the MLOps Pipeline Blueprint

The proposed MLOps pipeline blueprint in this study was developed by synthesizing
literature findings, analyzing internal documentation from the OSS division, and
conducting in-depth interviews with technical stakeholders. However, given that no
real-world implementation of the blueprint was performed within the scope of this
thesis, its validation was limited to static validation where we presented the blueprint
to the Telenor’s architects and data scientists who participated for the interviews in
the case study and collected feedback. This maps to the Phase 1 of static validation
presented by Gorscheck et al. |7].

Throughout the project, the blueprint was iteratively reviewed and discussed with
Telenor’s Lead Architect (Interviewee 4), who has extensive experience in DevOps
and ML infrastructure, and a Senior Data Scientist (Interviewee 1), who is familiar
with the organization’s ML experimentation practices. These experts evaluated the
proposed pipeline in relation to the organization’s existing software delivery ecosys-
tem, confirmed the feasibility of reusing certain CI/CD components (for example
GitLab pipelines, container image registries), and acknowledged the need for newly
proposed components such as experiment tracking, automated retraining, and mon-
itoring. Further they raised the requirement of employing humans in the loop for
the monitoring component and the data flow path from the Data Ingestion Pipeline
to the Monitoring Component to assess the accuracy of the served model results for
production data.

The expert feedback not only validated the structural logic of the blueprint but
also helped fine-tune its priorities and implementation sequence. For example, the
emphasis on improving the data pipeline and integrating model serving and moni-
toring early in the road-map was based on the Lead Architect’s direct input. This
interactive expert involvement during the blueprint development and review served
as a critical form of practical validation, ensuring alignment with real constraints,
priorities, and opportunities within the OSS division. The final blueprint (see Figure
is the product which incorporates all these feedback.

However, it is important to acknowledge that the blueprint has not yet been
operationalized. Thus, while static validation ensures conceptual alignment and
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expert approval, it does not provide empirical evidence of performance, usability,
or effectiveness. Full validation would require implementing the blueprint within the
organization and evaluating its impact over time. This is discussed further in the
Threats to Validity and Future Work sections.

Further, we acknowledge that the proposed pipeline in the blueprint is not static.
It is subjected to organizational priorities, technology stack changes, and evolving
ML/AT strategies. As such, it should be revisited and adapted regularly as the
organization matures in its MLOps journey.

5.3 Generalizability of the Proposed MLOps Pipeline
(Blueprint)

To address the question of generalizability of our proposed MLOps pipeline, we
evaluated each component in terms of its origin (whether it is a part of original
software delivery pipeline/ taken from the literature /suggested at an interview/ we
invented it), references of the research papers that motivated the component, and
level of generalizability. The goal is to clarify which elements of the blueprint are
generic and reusable across similar organizations with mature DevOps practices, and
which require domain specific customization. Table summarizes this analysis.

Table 5.1: Generalizability of MLOps Pipeline Components

Component Description / | Source References Generalizability
Motivation

Data Ingestion | Collects (in- | Existing  Soft- | Karamitsos | Partially Gener-

Pipeline gested fre- | ware  Delivery | et al. |11], | alizable (Concep-
quently) raw | setup, Inter- | John et | tually Required,
data necessary | views (I1, 12, | al. |9 Implementation
for the develop- | I4) Varies):  Required
ment of Machine in all MLOps setups,
Learning models but  implementation

depends on the or-

ganization’s data
architecture,  gover-
nance policies, and

hybrid cloud/on-prem
setup.

Continued on next page
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Table 5.1 — continued from previous page

Component Description / | Source References Generalizability
Motivation

Feature  Engi- | Transform and | Literature Kumara Generalizable: Rec-

neering Pipeline | clean raw data; et al. [16], | ommended in most

and Feature | Feature store(s) Kreuzberger| architectures; applies

Stores hold the engi- et al. [15] | across domains al-
neered features though data types
for reuse vary. Common tasks

and role of Data Engi-
neer make it broadly
applicable.

ML Experimen- | Provides in- | Interviews (I1, | Karamitsos | Generalizable: Ba-

tation frastructure for | 12), Literature et al. [11], | sic requirement in
model training Kumara most setups, although
and evaluation et al. [16], | compute needs vary.

Kreuzberger
et al. [15]

CI/CD Pipeline | Automates Existing Karamitsos | Generalizable:
builds, testing, | pipeline, In- | et al. |L1], | Standard in  most
and deployments | terviews, Litera- | Kumara mature DevOps and

ture et al. [16], | MLOps environments.
Kreuzberger
et al. [15],
John et
al. 9]

Model Registry, | Stores ver- | Literature, Exist | Karamitsos | Generalizable:

Artifact ~ Store | sioned models | in  the cur- | et al. [11], | Most MLOps refer-

and Software | and metadata/ | rent  Software | Kumara ence architectures

Repository Stores model | delivery setup et al. [16], | suggest these com-
training and Kreuzberger| ponents. Most  of
data  prepara- et al. [15] | the CI/CD pipeline
tion code components can be

reused. So applicable
to similar organiza-
tions with mature
DevOps setups

Automated Re- | Triggers model | Literature Karamitsos | Generalizable

training retraining based et al. [11], | Concept generaliz-
on drift or Kumara able, but implemen-
schedules et al. |16], | tation and triggers

Kreuzberger| are infrastructure-
et al. [15] | specific.

Continued on next page
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Component Description / | Source References Generalizability
Motivation

Monitoring Detects data/- | Interviews,Literatul¢aramitsos | Partially General-

Component model drift in et al. |11], | izable:Essential  in
production Kumara MLOps but moni-

et al. |16], | toring method and
Kreuzberger| tooling is context-
et al. [15], | dependent.

John et

al. 9]

Model Serving Exposes the ML | Interviews,Literatulearamitsos | Generalizable: Es-
model function- et al. |11], | sential in  MLOps
ality to be used Kumara pipelines. Basic task
by the external et al. [16], | of model serving is
systems Kreuzberger| central  across all

et al. [15] | the organizations.
However the serving
method differs ac-
cording to the type of
model.

5.4 Reflections

One of the primary insights from this study is that off-the-shelf cloud MLOps solu-
tions, are often do not fit into organizations like Telenor’s OSS division. These organi-
zations operate within complex, hybrid data infrastructures, rely on distributed and
legacy systems, enforce strict data governance and sovereignty policies, and require
localized autonomy due to safety-critical constraints (e.g., ensuring operational con-
tinuity during internet outages) . As a result, such companies are often compelled
to build custom MLOps pipelines within their private cloud environments.

Additionally, this study emphasizes that MLOps adoption goes far beyond the
integration of tools and automation of ML life-cycle stages. Successful adoption re-
quires a deep understanding of the organization’s existing technical capabilities, skill
sets, priorities, and organization culture. It also involves introducing new infrastruc-
ture, tools, specialized roles, and evolving work practices. These findings align with
the definition of MLOps proposed by Kreuzberger et al. [15], who describe MLOps
as a comprehensive paradigm encompassing best practices, conceptual frameworks,
and a development culture for end-to-end ML operationalization.

Another key insight is that organizations do not need to build MLOps capabil-
ities entirely from scratch. If a mature DevOps pipeline already exists (as is the
case at Telenor OSS) many existing components, tools, and practices can be reused
or adapted with minimal adjustments. This not only reduces effort, time, and cost
but also accelerates the transition to MLOps. This observation reinforces the po-
sition of John et al. [9], who note that companies often adopt MLOps based on
available tools and competencies, rather than following a strict, staged progression
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from data-centric to model-centric maturity. This implication is especially relevant
for software-driven organizations that are already proficient in continuous delivery
but are beginning their journey into ML operationalization. Our MLOps blueprint
can serve as a baseline framework for similar organizations seeking to leverage their
existing DevOps capabilities while transitioning to ML operationalization with ad-
justments to priorities.

Our study further revealed that customer-servicing organizations like Telenor’s
OSS division place a high priority on the accuracy and reliability of their services,
making it critical to design the model serving and monitoring components of the
MLOps pipeline with robustness and resilience in mind. Ensuring high availability
and fault tolerance of the model serving infrastructure is essential, as any degra-
dation in model performance could directly impact service quality and user trust.
Monitoring must be continuous and capable of detecting even subtle drifts in pro-
duction data that could affect model accuracy. Moreover, there should be a clearly
defined central ownership for the entire ML pipeline (someone who is responsible for
overseeing its smooth functioning and coordinating between various roles). To sup-
port this, proven architectural patterns and tactics such as system redundancy, fault
detection, and failure prevention mechanisms should be integrated into the pipeline
to minimize downtime and ensure service continuity.

5.5 Contribution

Study findings directly supports to achieve its overall objective of proposing a prac-
tical and tailored MLOps adoption strategy for Telenor’s OSS division on top of
existing continuous software delivery setup. Through a triangulated case study in-
volving interviews, internal documentation, and literature review, the study proposed
a context-aware MLOps blueprint (see Figure [4.16)), mapped to the organization’s
current practices, infrastructure, and constraints. The blueprint outlines which com-
ponents can be reused from the existing DevOps pipeline, which must be introduced
or adapted, what roles are essential, and what priorities should guide implementa-
tion. In addition to mapping the ideal MLOps components against Telenor OSS’s
current setup, this study also identifies technical and organizational barriers that
may hinder the implementation of the proposed pipeline. Understanding these chal-
lenges not only informs the practical steps needed for implementation but also offers
valuable insights for similar organizations facing comparable constraints.

From a research contribution perspective, the findings of this study enrich the
MLOps literature in several ways.
Practical Adaption Strategy : While previous work (Karamitsos et al. [11],
Kreuzberger et al. [15]) presents ideal MLOps architectures in abstract terms, this
study offers a grounded strategy for implementing such architectures in a real-world,
resource-constrained, and regulated environment.
Case-based validation : It complements theoretical models by showing how
MLOps adoption can be achieved by building on an existing DevOps foundation,
avoiding the need to start from scratch.
Barrier analysis : By surfacing the technical and organizational obstacles, the
study adds a practical lens to the literature—highlighting not just what should be
done but what can get in the way so that organizations can prepare for them.
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Blueprint and prioritization : The MLOps pipeline blueprint, developed through
synthesis and analysis, serves as a customizable starting point for similar organiza-
tions. It details which components already exist, which are missing, and which are
priority targets for incremental implementation.

Cross-disciplinary framing : The study reinforces the conceptual positioning
of MLOps at the intersection of software engineering, data engineering, and ma-
chine learning [15]|. It emphasizes that successful MLOps adoption involves technical
systems, organizational roles, and culture.






Chapter 6

Threats to Validity

This chapter discusses the potential threats to the validity of the findings presented
in this study.

6.1 Construct Validity

Construct validity concerns whether the concepts studied are accurately captured
by the data collection and analysis methods. In this study, the construct validity is
strengthened by the triangulation of data sources. We used literature, interviews,
technical walk-throughs and internal technical documentation. Interview questions
were carefully designed based on the literature and got validated from the university
advisor. In addition to that, we informed the objective of the study before the
interviews for every interviewee to create understanding about the study among
them. Further, using a coding scheme based on prior frameworks (such as ML life-
cycle stages as themes) supported consistent interpretation of responses.

6.2 External Validity

External validity refers to the extent to which the findings of this study can be gen-
eralized beyond the specific context of Telenor’s OSS division. While the proposed
MLOps blueprint was not implemented in a live system,limiting the ability to assess
its practical effectiveness, the study includes several measures to enhance generaliz-
ability. First, each component of the blueprint was analyzed in terms of how widely
it could be reused or adapted in other organizations, and a summary of this analy-
sis was provided in the Section Second, the blueprint was statically validated
through expert feedback from Telenor architects and ML practitioners, increasing its
credibility and applicability. However, full empirical validation through implemen-
tation and long-term evaluation remains as future work, and is necessary to confirm
the real-world impact of the proposed blueprint.

6.3 Internal Validity

In this study, internal validity is supported by systematic data analysis ( for exam-
ple,the mapping of interview responses to literature-based pipeline components and
life-cycle requirements). The comparison between the current CI/CD pipeline and
the ideal MLOps pipeline followed a structured approach, enhancing traceability of
interpretations.

However, interpretation bias is a potential risk since the same researcher con-
ducted and analyzed the interviews. This was mitigated by using direct quotes in
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support of themes and maintaining transparency in the coding and analysis process.



Chapter 7

Conclusions and Future Work

7.1 Conclusions

Telenor’s Operations Support Services (OSS) division (an organization with a ma-
ture DevOps practices) have commenced a journey towards achieving Autonomous
Networks Level 4 which requires AI/ML driven decision support. However, their
complex and distributed data architecture, strict data governance policies and lo-
calized autonomy requirements restrict them from moving to fully featured cloud
based MLOps solutions. The goal of this study was to explore how they can initiate
the adoption of a practical and customized MLOps pipeline on top of the current
continuous software delivery setup. This was investigated through a qualitative case
study that addressed three research questions.

RQ1: To what extent does the current software delivery pipeline align with state-
of-the-art requirements of an AI/ML life-cycle?

RQ2: How to tailor the current software delivery pipeline towards stateof-the-art
MLOps pipeline?

RQ3: What technical and organizational barriers affect the implementation of
the proposed MLOps pipeline?

By combining findings from literature, internal documentation, and walk-throughs
and interviews with engineers, data scientists, and architects, we answered the 3
above research questions and revealed some critical insights for practice.

1. The existing CI/CD pipeline at OSS partially supports the requirements of
ML life-cycle stages. It provides strong infrastructure for model deployment
and software artifact management, but lacks ML-specific components such as
experiment tracking, feature stores, and data versioning.

2. A tailored MLOps pipeline was proposed based on literature and organizational
context. Existing DevOps components (CI/CD, code repositories, and con-
tainer image repositories) can be reused, while some other parts (Data pipeline,
model serving and monitoring components) need to improved and some com-
ponents (automated feature engineering, automated retraining pipeline) must
be implemented from scratch.

3. Several technical and organizational barriers were identified. These include
hybrid data architecture complexity, lack of compute resources, absence of
specialized roles, and the cultural challenge of cross-team collaboration and
trust in automation.

Our study contributes to both academia and industry in several ways. For re-
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search, it adds to the growing body of case-based MLOps studies by grounding ideal
MLOps frameworks in the context of hybrid, legacy-constrained environments with
mature software delivery pipelines. For practice, it offers a practical, adaptable
MLOps blueprint for organizations with mature software delivery infrastructure in
high resilience sectors.It highlights the importance of leveraging existing DevOps
capabilities as a foundation for MLOps offering a pragmatic path forward for orga-
nizations hesitant to undertake full-scale transformation from scratch.

While the study offers meaningful insights, we acknowledge that there are sev-
eral limitations.One limitation is that the findings are based on a single case study
within a specific organizational and infrastructural context. Generalization to other
domains should be done with caution. Another limitation is that the interviews were
conducted with a limited number of participants, particularly from the data science,
architecture and project management domains while broader stakeholder involvement
could offer a more holistic perspective. Moreover, the proposed MLOps pipeline was
not implemented. Thus, its feasibility and performance in real operations remain to
be tested.

Finally, this study shows that moving from DevOps to MLOps is not about aban-
doning current software delivery practices. It is about extending and evolving them
to accommodate the iterative, data-driven nature of ML systems. For organizations
like Telenor’s OSS division, this transition is not only feasible, but also strategically
necessary to stay competitive in an increasingly Al-powered industry. The proposed
blueprint and insights aim to support this journey, offering both a road map and a
realistic understanding of the challenges involved.

7.2 Future Work

The most immediate next step we see, is the actual implementation of the proposed
MLOps pipeline. This will allow empirical evaluation of the pipeline’s effectiveness,
maintainability, and usability in supporting live ML systems.

Focusing on a single case is a limitiation of our study. The same study can be
executed as a multi case-study selecting several companies or several divisions within
the same company, that have mature DevOps pipelines but are transitioning toward
MLOps. This could help identify reusable patterns and adaptations across industries.

There exist many MLOps tools designed for cloud-native architectures. A focused
evaluation of their compatibility with private cloud infrastructure is a critical area
for applied research, as we see.
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Appendix A

Supplemental Information

A.1 Interview Guides

Table A.1: Interview Guide for Data Scientists (I1,12)

Section Interview Questions
General e What is your current role and responsibilities in the
company?

e How do you currently use ML models? Is it for a
small number of use cases or widely used in day-to-
day operations?

e What are the roles involved in ML use cases?

e Can you draw the workflow of a use case you are/were
involved in?

e What are the artifacts generated at each step (model
code, model)?

e [s there someone involved in testing the models and
model code? Or does the data scientist do those?

e Do you think that any of the steps should be auto-
mated? What are they?

Data Collection e How is data collected for models? Does someone pro-

vide data as static files? Are the databases directly

accessible?

e Whose responsibility is data extraction and providing
data for ML model development?

(continued on next page)
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(continued from previous page)

Section

Interview Questions

Model Development

e What is the workflow of model development? Can
you draw it?

e Which are the commonly used programming lan-
guages, frameworks and libraries?

e [s there a preferred IDE?

e Do you use any version control tool to keep the ver-
sions of your code?

e [s code reviewed by peer data scientists?

e Do you practice modularity when writing data prepa-
ration, model training and testing code?

e Do you keep the versions of data?

e How do you keep track of the features? How do you
store them?

Deployment

e Are ML experimentation and operation separated
now?

e How do you deploy models in production? Are they
exposed as services?

e Is it the responsibility of operations/DevOps engi-
neers?

e If so, how do you hand over the models to the opera-
tions engineers? In which format?

e Are you retraining the models? What triggers retrain-
ing?

(continued on next page)
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(continued from previous page)

Section Interview Questions

CI/CD for MLOps e Have you ever had to rollback a ML model in produc-

tion?

How do you track the data drifts and model perfor-
mance issues currently?

Which steps of model development need automation,
in your point of view?

If you are going to automate retraining and rede-
ployment of the models, how should it be triggered?
Should it be scheduled or triggered by model/data
drift detection?

If we are to automate model experimentation/devel-
opment, which tools need to be there? (No need for
technical details. E.g., version control for code, a way
to version data)

If an MLOps pipeline is in place, should it differ across
use cases (e.g., streaming data vs batch models)?

Table A.2: Interview Guide — MLOps Pipeline Blueprint - Lead Architect (I14,15)

Section

‘ Question

General Questions

Current Role

Experience in DevOps
Experience in ML /AI
Total Experience

What is your current role in the company? What are
your responsibilities?

How many years of experience do you have in DevOps?
How many years of experience do you have in ML /AI?
How many years of experience do you have in total?

Ideal Pipeline Component Discussion

Existing Components
Implementation Priority
Expert Availability

Expert Gaps
Cross-functional Concerns

Which components already exist? With full functional-
ity? With partial support?

In your point of view, which components should be im-
plemented first?

Which experts are already there in your division?

Who is missing?

What are the concerns of employing a cross-functional
team to develop and operationalize ML models?

Data Pipeline

Central Repository

Technical Barriers
Organizational Barriers

Is there a way to collect data of all the systems in a
central repository at the moment?

If not, what are the technical barriers?

If not, what are the organizational barriers?
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Section

Question

Data Quality
Data Versioning

If yes, is data quality assured?
If yes, is data frequently updated and are versions kept?

Governance Are data governance rules well defined?
Feature Engineering Pipeline
Infrastructure If we are to build a feature engineering pipeline, is there
infrastructure for data processing and computation?
Expertise Are there enough expertise in your division?

Gap Filling Plan
Technical Barriers

Organizational Barriers

If no, how will you fill it?

What are the technical barriers in implementing the fea-
ture engineering pipeline?

What are the organizational barriers?

ML Experimentation Setup

Cloud-based Solution

Local Infrastructure
Tracking Expertise
Implementation Plan

Technical Barriers

Organizational Barriers

Is it possible to move towards a cloud-based solution?
If no, do you have model training infrastructure with
enough computing power?

Do you have expertise to handle experiment tracking?
If no, what is your plan to implement it?

What are the technical barriers in setting up ML exper-
imentation?

What are the organizational barriers?

CI/CD Pipeline

Notebook Limitations
Artifact Registry
CI/CD Expertise

Technical Barriers
Organizational Barriers

How do you handle limitations of static code analysis
and test tools when Data Scientists work in notebooks?
Can SBOM repository and Container Image Repository
be used as artifact store and model registry?

Do you have expertise to set up CI/CD pipeline for
MLOps?

What are the technical barriers you see?

What are the organizational barriers?

Mo

del Serving and Monitoring

Serving Infrastructure
Expertise

Monitoring Component
Technical Barriers
Organizational Barriers

Can you provide model serving infrastructure?

Do you have expertise in your division?

What do you think about the monitoring component?
What are the technical barriers in setting up the above?
What are the organizational barriers?
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Table A.3: Interview Guide — Barriers to Implementing MLOps Pipeline - for Data
Scientist and Project Manager - 16,17

Category Interview Questions
General Questions e What is your current role in the company? What
are your responsibilities?

e How many years of experience do you have in De-

vOps?
e How many years of experience do you have in
ML/AT?
e How many years of experience do you have in to-
tal?
For Data Scientists e Are the experiments reproducible?

e Do you store model metadata at the moment (e.g.,
algorithm, performance metrics, data/feature ver-
sions used)? Where are they stored?

e What do you think are the barriers for monitoring
data drifts?

e What do you think are the barriers for monitoring
model drifts?

For Project Man- e Are there data engineers in your division/depart-

agers ment? (Organizational)

e If no data engineers are there, is it possible to em-
ploy data engineers attached to your department?

e Are there data scientists in your department? Or
is it possible to employ them?

e [s it worth recruiting/employing a multidisci-
plinary MLOps team (Data Engineers, Data Scien-
tists, ML Engineers, DevOps Engineers) for your
department now? Or is it better to hire a team
from other departments whenever there’s a use
case?

e What are the barriers you think exist in deploying
an off-the-shelf MLOps solution?
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A.2 Detailed CI/CD Pipeline Components

A - Develop Code in Local Environment

] i Write Code/Unit ]
B -
Clone Main Repository o2 =0T ZopEiTT e E — Build — > Test

—I— Test Fails
Build Fails

Legend .
g Activity y Forward Flow

Figure A.1: Code Development in Local Environment

B- Pull Request to Merge

Software
Repository
A-Local Dev | B __
P l : — C- Cl Pipeline
» (Create Pull Request—— Review Code R — Merge Code
Issues Found
Legend ; -
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Figure A.2: Pull Request to Merge Code
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