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“We are all apprentices in a craft where no one ever becomes a
master.”

- Ernest Hemingway





Abstract

Context: Technical debt (TD) has emerged as an important research topic in software
engineering, reflecting the long-term negative consequences of suboptimal design
decisions. A significant effort has been made towards TD identification, classifica-
tion, prioritization, and management. Nevertheless, empirical evidence on how TD
evolves in industrial, large-scale software systems and how it relates to architectural
complexity and delivery performance remains scarce.

Objective: The objective of this thesis is to develop an empirical understand-
ing of the evolution of TD in large-scale software systems and its relationship with
architectural complexity indicators and software delivery performance. Understand-
ing TD evolution and these relationships is crucial for making informed decisions
regarding maintenance, refactoring, and resource allocation.

Methodology: This thesis includes empirical case studies employing a mixed-
methods research approach, combining longitudinal case studies with qualitative in-
sights from practitioners. We collected quantitative data on TD, complexity indica-
tors, lead time, and size by mining software repositories using tools such as Sonar-
Qube and Jira. Qualitative data were collected through structured discussions, semi-
structured interviews, and focus groups. To analyze quantitative data, we used robust
statistical methods, while qualitative data were analyzed thematically and mapped to
the quantitative findings.

Results: The findings indicate that TD exhibits distinct temporal patterns across
the architectural styles studied. Furthermore, complexity indicators generally in-
crease over time and co-evolve with TD. The thesis identifies four interconnected
architectural challenge areas that contextualize the observed trends in architectural
complexity. Finally, extending the investigation to software delivery performance,
no consistent association is observed between TD and lead time across the studied
components.

Conclusions: TD evolution is a complex, context-dependent phenomenon in-
fluenced by architectural, organizational, and human factors, as well as technical
aspects such as code quality. The findings emphasize the importance of continuous
monitoring, context-aware interpretation, and the integration of both technical and
socio-technical perspectives to effectively manage TD in practice.
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1 Introduction

1.1 Overview
Software systems are continuously evolving as they adapt to changing requirements
and environments [1, 2]. This fundamental property was first described in Lehman’s
laws of software evolution, which state that a system must be continually adapted
to remain satisfactory in use [1, 3]. Consequently, the size and complexity of such
systems tend to grow over time, often leading to a decline in quality if they are not
properly maintained. Subsequent empirical research has further reinforced and ex-
tended these laws across both open-source and industrial systems [4–6]. In today’s
software development landscape, software systems are evolving at an unprecedented
speed. This increasing pace is largely due to demands for rapid feature delivery, the
widespread adoption of continuous deployment practices, and the need to sustain
competitive advantage in rapidly changing markets [7].

While evolution enables systems to remain relevant and adaptable, it also intro-
duces challenges related to maintainability and structural integrity [4, 8]. As a result,
developers tend to make design or implementation decisions that prioritize short-
term delivery goals over long-term maintainability, resulting in technical debt [9,
10]. Technical debt (TD) was initially coined by Cunningham [11] as a metaphor for
the long-term negative consequences of suboptimal solutions adopted to favor short-
term gains. Over time, the accumulation of such decisions may lead to increased
complexity, reduced maintainability, and higher development effort [9, 12, 13].

In the past decade, technical debt has emerged as an important research area
in software engineering. Numerous studies (e.g., [9, 10, 12–24]) have explored this
concept, redefined it, and investigated its various forms, causes, and effects. While
most existing studies focus on identifying TD or proposing management strategies,
only a few have investigated how TD accumulates and evolves over time through
longitudinal analyses [25–27]. Additionally, recent studies [28, 29] have explored
TD evolution in microservice-based systems. However, most of these studies ana-
lyze open-source software projects, leaving the evolution of TD in industrial settings
and proprietary software systems relatively underexplored. Furthermore, limited em-
pirical evidence exists regarding the relationship between TD evolution and the in-
creasing architectural complexity of software systems.

As software systems evolve, their architecture may degrade over time due to
the cumulative effect of incremental changes [30–32]. These changes can introduce
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architectural violations and design compromises, causing the implemented architec-
ture to deviate from its intended design, a phenomenon known as architectural ero-
sion [30]. Such erosion affects various software quality attributes, including main-
tainability and evolvability, making systems more difficult to extend and adapt [32].
As a result, TD and architectural erosion form a vicious cycle: accumulated tech-
nical debt contributes to further architectural degradation, which in turn generates
additional debt [30, 31]. These consequences extend beyond maintainability and ar-
chitectural quality. TD has consistently been perceived as a factor that negatively
affects developers’ productivity and delivery performance. Some studies (e.g., [13,
33, 34]) indicate that a considerable amount of development time is lost due to the
additional maintenance effort required to work around existing debt. However, em-
pirical evidence on the relationship between TD and software delivery performance
indicators, such as lead time, remains limited in industrial settings. Additionally, the
extent to which TD influences delivery outcomes in evolving architectural contexts
has yet to be fully explored.

This thesis aims to provide a comprehensive analysis of the evolution of tech-
nical debt and architectural complexity indicators and their association. It also ex-
plores the relationship between TD and software delivery performance. Specifically,
this thesis focuses on yielding empirically grounded insights into how TD and com-
plexity accumulate and associate in practice. These insights can help software orga-
nizations make well-informed decisions about maintenance prioritization, delivery
performance, and the long-term governance of system evolution. Yet quantitative
analysis of software repositories or codebases in isolation provides an incomplete
picture, as the evolution is also shaped by organizational, human, and contextual fac-
tors that cannot be captured at the code level. To address this limitation, the thesis
complements its repository-based analyses with practitioner perspectives gathered
through semi-structured interviews, focus groups, and structured group discussions.
This process thereby contextualizes and triangulates the findings of the quantitative
analysis. This thesis is written as a cumulative, publication-based thesis that com-
prises four research articles aiming to address the following two objectives:

• Objective 1: To develop an empirical understanding of how technical debt
evolves over time across different architectural styles, including its association
with architectural complexity and degradation.

• Objective 2: To analyze how technical debt is associated with variations in
software delivery performance in industrial software development.

By achieving these objectives, this thesis contributes empirical evidence on the
long-term evolution of TD in industrial software systems and on its implications for
architectural sustainability and software delivery. The findings may enable more in-
formed decision-making in software development and maintenance activities, such
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as refactoring, prioritization, and resource allocation, thereby supporting the devel-
opment of sustainable software systems.

The remainder of Chapter 1 is structured as follows: Section 1.2 provides back-
ground information on technical debt, software architectures, the systems studied,
and architectural complexity indicators. Section 1.3 discusses the related work. Re-
search gaps and questions are described in Section 1.4. Section 1.5 presents the philo-
sophical stance and research methods employed in this thesis, whereas Section 1.6
addresses the threats to validity. Section 1.7 provides a brief summary of the results
from the individual studies included in this thesis, along with a synthesis of those
results. Section 1.8 concludes and outlines potential future research.

1.2 Background
In this section, we provide the background information on technical debt, lead time,
software systems in the context, software architecture and its styles, and architectural
complexity indicators used in this thesis.

1.2.1 Technical Debt and Its Quantification
Technical Debt (TD)
Technical debt is a metaphor coined by Cunningham [11] in 1992 to describe the
long-term consequences of short-term software development decisions. Since then,
the concept has evolved to refer to the negative consequences of suboptimal design
and implementation decisions that may lead to short-term benefits but can harm the
system’s maintainability and evolvability, making future changes more costly [9, 10,
12]. Software developers tend to introduce technical debt for several intentional and
unintentional reasons, such as time and budget constraints, lack of sufficient experi-
ence and knowledge, inadequate infrastructure, and a lack of well-defined processes,
among others [19, 35]. Recent studies (e.g., [13, 34, 36]) estimate that 23% to 42% of
development time is wasted or otherwise consumed due to TD or low-quality code.

In this thesis, we use the concept of Technical debt density (TDD) in some of our
case studies. TDD is defined as the amount of technical debt normalized by the size of
the corresponding module (e.g., files, components, or systems). This normalization
helps in reducing size biases. The concept of TDD has been incorporated in several
other studies (e.g., [26, 37, 38]).

Technical debt can be classified into different types and subtypes, such as Re-
quirements TD, Architectural TD, Design TD, Code TD, Test TD, Documentation
TD, Infrastructure TD, Build TD [12, 14]. Code TD is the most frequently studied
type of TD in the literature [12]. In this thesis, we primarily focus on code TD, while
also exploring architectural complexity and degradation.
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Technical Debt Measurement
TD is context-dependent, meaning that no single metric can effectively identify and
measure TD indicators. Therefore, software teams or organizations should select,
adjust, and combine metrics that suit their specific contexts [23]. At the time of
writing this thesis, SonarQube1 is still one of themost widely used static code analysis
tools for measuring TD in practice [39, 40] despite some criticism from practitioners
on the accuracy of the remediation time for resolving issues [41]. SonarQube may
sometimes underestimate the time required to remediate identified issues and may
miss certain types of debt, including architectural debt. Nevertheless, in our study,
we mostly used SonarQube to measure code TD because the case company has been
using it for several years and regularly updates the Sonar rules and fixes Sonar issues.

SonarQube has several built-in rules, but companies can also add their own. It
creates issues whenever it detects a violation of these predefined rules. These issues
are categorized into three types: code smells: issues related to maintainability, bugs:
issues related to reliability, and vulnerability: issues related to security [41]. Further-
more, each issue is assigned to one of five severity levels: info, minor, major, criti-
cal, or blocker. SonarQube uses a quality model called Software Quality Assessment
based on Lifecycle Expectations (SQALE) to quantify technical debt by estimating
the time required to remediate Sonar issues based on their types and severity [42].
The estimated remediation cost reflects the time required to address the issues and
serves as a metric for technical debt.

1.2.2 Lead Time
In general, lead time refers to how long it takes individual work items to progress
through the software development life cycle, from initial request to final delivery to
the end user [43]. In this thesis, lead time was measured using Jira2, an issue-tracking
tool widely used in the industry, especially by those following the Agile software
development framework, to measure team productivity in terms of cycle time and
lead time. In the remainder of this thesis, we define lead time as the aggregated time
a Jira issue spends in the three active statuses between creation and completion: In
Progress, Code Review, and Testing.

1.2.3 Studied Software Systems
The studies included in this thesis focus on large-scale, software-intensive industrial
systems that are continuously maintained and evolved over many years. These sys-
tems are shaped not only by their software architecture, the source code, and other
related technical artifacts, but also by organizational and human factors.

1https://www.sonarsource.com/products/sonarqube/
2https://www.atlassian.com/software/jira

4

https://www.sonarsource.com/products/sonarqube/
https://www.atlassian.com/software/jira


In our case studies (Papers I, II, and IV), we investigated software systems from
a large Swedish fintech software development organization. This organization in-
corporates both monolithic and microservice architectures, comprising hundreds of
microservices alongside a large monolithic component, numerous teams, and hun-
dreds of practitioners working on it. Additionally, Paper III extended the empirical
context through a focus group study with practitioners from three large-scale soft-
ware development organizations: one in telecommunications, one in the public sector
(transport), and one in fintech. These organizations also develop software-intensive
systems at a comparable scale with millions of lines of code (MLOC), hundreds of
microservices, and a few monolithic components, involving numerous teams and
hundreds of software practitioners. Detailed descriptions of each studied system are
provided in the respective papers.

1.2.4 Software Architectures and Technical Debt
Software architecture refers to the high-level structure of software systems. It encom-
passes a set of components, the relations among them explaining how they commu-
nicate, and the principles that guide their design and evolution [44, 45]. The founda-
tions of software architecture emerged in the early 1990s, and Shaw and Garlan [46]
further established software architecture as a distinct discipline. They defined it in
terms of components, connectors, and architectural styles. Over the years, the def-
inition of software architecture has evolved. Bass et al. [45] defined the software
architecture of a system as: “The software architecture of a system is the set of struc-
tures needed to reason about the system. These structures include software elements,
the relationships among them, and the properties of both.” Shaw and Garlan [46]
are among those who defined the concept of software architectural styles, describ-
ing them as a collection of a common vocabulary of components and connectors,
alongwith a set of structural constraints. They emphasized several well-known styles,
such as pipe-filter, client-server, and layered architectures, each of which provides a
proven pattern for structuring system components and their interactions. Over time,
various architectural styles have emerged to meet different system requirements.

In today’s fast-paced business landscape, large-scale software development or-
ganizations aim to enhance efficiency by decreasing time-to-market and resource
needs. Software architecture plays a crucial role in delivering sustainable software
systems [20]. However, as these systems evolve and scale, initial design decisions
can become constraints as requirements change, impeding future evolution. To over-
come these limitations, developers often implement increasingly complex or subop-
timal architectural solutions, which eventually lead to architectural degradation [16,
30, 47]. Such degradation often manifests as technical debt [10].

In this thesis, we investigate how technical debt evolves over time and with in-
creasing size across different architectural styles, primarily monolithic and microser-
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vice architectures.

Monolithic Architecture
Monolithic architecture is a traditional style of software development in which all
modules that comprise the system are combined into a single source-code reposi-
tory and deployed as a single process when delivering or releasing the software [48].
This simple structure offers several advantages in the early stages of development, in-
cludingminimal deployment overhead, easier debugging, and improved performance
from local function calls [49], as well as simpler developer workflows, monitoring,
troubleshooting, and end-to-end testing [50]. This style works well for small teams
and simpler systems with limited complexity. However, as systems grow, their size
and complexity increase, making it increasingly difficult to implement new features,
modify and maintain existing ones, and achieve scalability [51]. These maintenance
and evolution difficulties may contribute to the accumulation of technical debt.

Microservice Architecture
Large monolithic architectures can become problematic as their size grows, partic-
ularly in terms of coordination across teams contributing to the codebase, builds,
and test times. In many cases, coordination issues lead to increased technical debt.
To address issues with monolithic architecture, Lewis and Fowler [52] proposed de-
veloping systems as collections of small services, each with its own business func-
tionality, that communicate via lightweight mechanisms such as HTTP. These small
services can be developed, scaled, tested, and deployed independently, using differ-
ent programming languages. They have decentralized governance and data manage-
ment [50, 52]. Microservices are independently deployable, loosely coupled services
designed around specific business domains [50]. Because of their smaller size and in-
dependence, microservices can improve maintainability and fault tolerance [53, 54].
However, microservice architecture is not a silver bullet [55], as it can introduce ad-
ditional challenges, such as communication and coordination overhead, maintaining
the appropriate service granularity, and assigning ownership [50, 56, 57]. Conse-
quently, these challenges may contribute to different forms of technical debt.

In this thesis, we are not investigating microservice architecture; instead, our
case studies are based on microservices. A comprehensive explanation of microser-
vices and their context in this thesis can be found in the relevant papers (see Paper I
and Paper II).

Architectural Complexity Indicators
We further explained, in this thesis, architectural complexity indicators that go be-
yond traditional code technical debt. These indicators include: declared dependen-
cies, inter-service communications, and API endpoint exposure. We selected these in-
dicators through iterative discussionswith practitioners from the case companies. Ad-
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ditionally, these indicators have been analyzed independently across different studies
(e.g., [58–61]), specifically in the context of microservice evolution.

Declared dependencies refer to explicit references to external software mod-
ules or libraries that a service requires to compile or run. In our case, these depen-
dencies are typically defined in build or configuration files, such as pom.xml.

Inter-service communications refer to service-to-service communication pat-
terns across the system. These communications are implemented via HTTP-based
clients (e.g., axios.get(), RestTemplate.getForObject()), RPC protocols (e.g.,
gRPC), or messaging queues. Such interactions are foundational to microservice co-
ordination. However, as these interactions accumulate, they can pose architectural
risks, such as reduced service independence and maintainability due to excessive
service coupling [61].

API endpoint exposure quantifies the number and structure of externally ex-
posed HTTP endpoints a service offers. These endpoints are generally declared us-
ing routing annotations or framework-specific handlers (e.g., @GetMapping() or
app.post()) within the source code. A broader API surface can enhance integra-
tion flexibility but also increase the risk of backward incompatibility and complicate
maintainability [60].

1.3 Related Work
In this section, we discuss existing research on technical debt, its evolution, causes,
and impact, and discuss architectural degradation in the context of increasingly com-
plex contemporary software systems.

As one of the early studies on technical debt, Tom et al. [14], in a multivocal
study, proposed a framework to understand the overall TD phenomenon and its di-
mensions. Li et al. [12] and Alves et al. [17] conducted systematic mapping studies
to investigate the concepts, identification, and management of technical debt. As a
community-driven effort, Avgeriou et al. [9, 10] have further refined and expanded
the concept and its management. Besides, Martini et al. [21] and Codabux et al. [18]
investigated technical debt assessment and management practices in industry. Rios
et al. [62] conducted a tertiary study to investigate the state of research on TD with
the intention to identify different known TD types, and different activities, strategies,
and tools that have been employed to manage TD in practice. Studies by Besker et
al. [13, 36] and Tornhill et al. [34] have found that developers typically waste be-
tween 23% and 42% of their development time due to technical debt or low-quality
code. Other studies, including work by Rios et al. [19], Rios et al. [63], and Ramač
et al. [35], have conducted industrial surveys among practitioners. They have iden-
tified the different causes and effects, categorized them, and attempted to map the
associations between TD types, causes, and effects.

Alongside efforts to understand TD concepts, types, causes, and consequences,
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researchers have sought to better understand how to manage technical debt. Lenar-
duzzi et al. [22] conducted a literature review to examine the strategies, processes,
factors, and tools used to prioritize technical debt across research and industry. Their
study concluded that technical debt prioritization is still in its early stages, and there
is currently no established evidence on which the important factors are or how tomea-
sure them. Additionally, da Silva et al. [64] conducted a systematic mapping study
to explore the tools used in Technical debt management (TDM) practices across 47
primary studies and evaluated 50 tools. In a systematic mapping study, Biazotto et
al. [65] explored the state of the art in TDM automation, the different tools used, and
the challenges in automating TDM. Later, they conducted another study [66] to un-
derstand practitioners’ rationale for adopting technical debt management tools and
to explore the requirements for such tools. Avgeriou et al. [23] synthesized insights
from the research community and industry to outline future directions for effective
technical debt management.

Beyond code TD, Kruchten et al. [67] emphasized the architectural dimension
of TD, arguing that such a type of debt is particularly damaging as it silently erodes
software evolvability and cannot be detected by conventional static analysis tools.
Martini et al. [15, 16] highlighted howArchitectural technical debt (ATD)may spread
through contagious debt and vicious circles, providing a conceptual explanation for
how architectural debt can accumulate and become increasingly difficult to manage
over time. Besker et al. [33] investigated ATD and its impact on daily software de-
velopment. In a subsequent study, Besker et al. [20] proposed a unified model that
connects ATD categories, challenges, negative effects, management activities, and
refactoring strategies. Verdecchia et al. [47] further investigated ATD and offer a
qualitative explanation of how ATD emerges, accumulates, manifests through symp-
toms and consequences, and evolves as software systems and their context change
over time. Li et al. [30] synthesized research on software architecture erosion and
identified TD, architectural violations, increasing complexity, and organizational fac-
tors as key contributors to architectural degradation and reduced evolvability.

While most existing studies focus on identifying different types of TD or propos-
ing management strategies, research on the evolution of TD remains relatively lim-
ited. Early studies by Digkas et al. [25], Al Mamun et al. [26], and Molnar & Mo-
togna [27] explored the evolution of TD through longitudinal analyses of open-source
software projects. More recently, Verdecchia et al. [28] conducted a mixed-methods
case study, and Maggi et al. [29] performed a multi-project longitudinal analysis
examining the evolution of code TD in open-source microservice-based projects. Al-
though these studies provide valuable insights into the temporal evolution of TD,
they are mainly based on open-source software projects and focus primarily on code
TD. Therefore, there is still a limited empirical understanding of how TD evolution
manifests in real-world industrial settings, where decisions are influenced by vari-
ous constraints, such as technical limitations and delivery demands. Besides, the
evolution of TD should also be analyzed in relation to the increasing architectural
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complexity and degradation.

1.4 Research Gaps and Questions
The overarching goal of this thesis is to develop an empirical understanding of how
technical debt evolves in large-scale software systems through longitudinal case stud-
ies, along with other indicators of architectural complexity. Additionally, we aim to
explore the contextual factors that influence the evolution of technical debt. By un-
derstanding such evolution patterns and contextual factors, software development
teams can prioritize maintenance activities more effectively, thus optimizing their re-
sources. Furthermore, our extended interest is to investigate the relationship between
technical debt and software delivery performance. This will help organizations un-
derstand whether the presence of technical debt is actually impacting their delivery
performance, such as speed.

Figure 1.1 provides an overview of the relationships among the overarching
goals, specific objectives, research gaps, and research questions.

1.4.1 Research Gaps
In this section, we discuss two significant research gaps in the literature that inspired
our thesis.

Gap 1: Lack of empirical evidence on the evolution of technical debt
andarchitectural complexity indicators in large-scale software systems
The concept of technical debt has been studied extensively since its introduction by
Cunningham [11] in 1992, with numerous studies (e.g., [9, 12–14, 17–24]) redefining
it and examining its various aspects, including causes, effects, and tools for identify-
ing, prioritizing, and managing it.

Despite being a significant research topic in software engineering, only a lim-
ited number of studies (e.g., [25–29]) have specifically examined how technical debt
evolves across software systems. However, these studies have mainly focused on
open-source software systems, with very little incorporation of practitioners’ per-
spectives to interpret the development context and the factors shaping the observed
evolution. Consequently, their relevance may not hold up to the needs of real-world
industrial closed-source settings, where development activities may differ consider-
ably due to numerous confounding factors, such as context and differing ways of
working, including varying development and deployment practices, and evolving
technological and organizational constraints.

Beyond technical debt, the current literature also lacks a comprehensive under-
standing of how architectural complexity indicators, such as dependencies, inter-
service communication, API endpoints, and system size, evolve and relate to each
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G1: To develop an empirical
understanding of TD
evolution 

Technical debt in large-scale
software systems

Gap 1: Lack of empirical evidence on the evolution of
technical debt and architectural complexity indicators in
large-scale software systems.

G2: To explore the relationship
between TD and software delivery
performance

Gap 2: There is limited empirical evidence on the
relationship between technical debt and variations in
software delivery performance.

Paper I (Case Study)

RQ1: How does technical debt evolve over time across
different software architectural styles?

Paper IV (Case Study)

RQ3: What relationships exist between technical debt and
software delivery performance?

Paper III (Focus group)

To further contextualize and triangulate the findings from
Papers I and II, and to understand architectural degradation
from the perspectives of experienced practitioners.

Overarching Goal Goals Gaps Research Questions
addressed byachieved by overcomingmotivates

Paper II (Case Study)

RQ2: How does architectural complexity evolve and relate
to the evolution of technical debt and architectural
degradation?

Complements

Figure 1.1: Goals, gaps, and research questions. G stands for goals.

other. To address these two main gaps, we therefore conducted longitudinal case
studies across Papers I and II.

Quantitative analyses of software repositories or code bases provide empirical
evidence on how software systems evolve. However, software development is a
socio-technical endeavor that involves social factors such as people, collaboration,
organizational structures, and context. Existing research on technical debt and its
management often lacks a socio-technical and architectural perspective [10]. Con-
sequently, studying software evolution in isolation, without considering practition-
ers’ perspectives, results in an incomplete understanding, as these evolutions are
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also influenced by organizational, human, and contextual factors that cannot be cap-
tured at the code level. Furthermore, the existing literature predominantly focuses
on open-source systems, limiting the ability to contextualize quantitative analysis
outcomes with context and practitioners’ perspectives. To address this limitation,
the thesis complements its repository-based quantitative analyses with practitioner
insights gathered through semi-structured interviews (Paper I), focus groups, and
structured group discussions (Paper III), thereby contextualizing and triangulating
the quantitative analysis’s findings.

Gap2: There is limitedempirical evidenceon the relationship between
technical debt and variations in software delivery performance.
Technical debt can impact software developers’ delivery performance, wasting up to
36% of their development time, according to surveys and interviews with practition-
ers [13, 33, 36]. More quantitatively oriented studies [34, 68] have further examined
how technical debt affects developers’ software delivery performance, such as lead
time. Lenarduzzi et al. [68] found no empirical evidence that technical debt affected
the lead time for resolving issues. In contrast, Tornhill & Borg [34] found that code
quality affects development time, noting that developers spend more time resolving
issues in low-quality source code.

As a result, further exploration of this relationship in other industrial contexts
and at different levels of abstraction, including consideration of other confounding
variables that might be at play, is needed to better understand its complex and dy-
namic nature. To address this research gap, we conducted a quantitative analysis to
examine the extent to which technical debt at the component level explains variation
in lead time to resolve Jira tickets in Paper IV.

1.4.2 Research Questions
Under the umbrella of our research objectives, we formulate research questions that
steer the studies conducted to address the gaps identified in Section 1.4.1. We have
formulated the following three research questions.

RQ1: How does technical debt evolve over time across different software ar-
chitectural styles?

Rationale: The first research question addresses Gap 1 by examining how tech-
nical debt evolves over time across different architectural styles, specifically inmono-
lithic and microservice architectures within a large-scale software system, as pre-
sented in Paper I. Additionally, it explores how technical debt evolves across dif-
ferent microservice size categories and whether there are distinct trends across their
owning team types, namely, platform and product teams. This research question also
incorporates practitioners’ insights on observed trends through iterative structured
discussions and semi-structured interviews.
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RQ2: How does architectural complexity evolve and relate to the evolution of
technical debt and architectural degradation?

Rationale: This research question primarily addresses Gap 1 and also comprises
practitioners’ perspectives on the observed trends. Paper II answers this research
question by investigating how indicators of architectural complexity, technical debt,
and microservice size evolve over time. It explores the correlation among these indi-
cators and the patterns of their evolution as system size increases.

Additionally, we conducted an empirical study involving senior architects and
developers from three large-scale software organizations in Paper III. The study in-
cludesmultiple-stage focus groups to understand their perspectives on key challenges
driving architectural degradation, while considering the socio-technical and architec-
tural aspects of the evolution.

RQ3: What relationships exist between technical debt and software delivery
performance?

Rationale: RQ3 addresses Gap 2 by investigating whether technical debt accu-
mulated in software components is associated with variation in the lead time required
to resolve associated Jira tickets, as explained in Paper IV. By linking component-
level technical debt measures to the monthly average lead time for associated Jira
tickets, RQ3 bridges the gap in understanding the relation between technical debt
and software delivery performance.

1.5 Research Methodology
In this section, we discuss our philosophical stance and outline the overall research
methodology used in the thesis. We adopt an empirical approach that combines quan-
titative analysis of software repositories and codebases from large-scale software or-
ganizations with qualitative insights from practitioners. This section also explains
our data collection methods, which include using various tools and qualitative in-
sights from practitioners. Additionally, we explain how we conducted longitudinal
analyses and analyzed technical debt, architectural complexity metrics, degradation,
and delivery performance.

1.5.1 Philosophical Stance
This thesis is largely grounded in a post-positivist research paradigm [69, 70], which
assumes that an objective reality exists independent of the observations, while it can
at least be partially understood through empirical observation and systematic analy-
sis, given the complexity of phenomena. Within this paradigm, researchers seek to
approximate reality by collecting empirical evidence and testing explanations about
observable phenomena. In the realm of software engineering research and within
the scope of this thesis, this paradigm is particularly relevant because software sys-
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tems represent complex socio-technical environments where technical artifacts, hu-
man decisions, and organizational practices intersect. Consequently, understanding
such systems necessitates empirical investigation of real-world software artifacts and
development processes [71, 72].

This thesis adopts an empiricist epistemological stance, which assumes that
knowledge about phenomena is derived from systematic observation and analysis
of empirical evidence. Empiricism emphasizes that scientific knowledge develops
through sensory experience (e.g., direct and indirect observations) rather than by
purely theoretical reasoning [71, 73]. In software engineering research, this per-
spective is operationalized through empirical studies that analyze software artifacts,
repositories, and development activities in order to generate evidence about software
systems and development practices [70, 71]. In this thesis, technical debt, archi-
tectural complexity, and delivery performance are treated as observable phenomena
manifested in software repositories and codebases, as well as in development arti-
facts. While technical debt can be partly interpreted through human judgment and
organizational context, it also manifests through measurable indicators such as code
complexity, architectural dependencies, and other development metrics. Therefore,
technical debt can be investigated empirically through quantitative analysis of repos-
itory data while acknowledging its socio-technical nature.

Studies included in this thesis primarily rely on quantitative analysis of historical
repository data and architectural metrics extracted from industrial software systems
to identify patterns and relationships associated with technical debt evolution. To
complement and contextualize these quantitative findings, qualitative methods, in-
cluding practitioner interviews and focus groups, are also used. Such integration of
quantitative and qualitative evidence reflects a mixed-methods empirical research ap-
proach, in which quantitative analysis provides evidence of observable patterns while
qualitative insights help interpret, contextualize, and validate these findings within
their industrial context [70]. Through this empirically grounded approach, the thesis
aims to develop an explanatory and descriptive understanding of how technical debt
evolves in modern software systems and how it relates to architectural complexity
and software delivery performance.

1.5.2 Research Methods
Research methodologies provide a systematic approach to addressing research chal-
lenges and are framedwithin a specific research paradigm [70]. These methods guide
researchers in using various strategies for data collection, analysis, and interpreta-
tion [71]. In this thesis, the primary data are quantitative, collected through reposi-
tory and codebase analysis, and the use of analytical tools. The quantitative data are
further supported by qualitative insights obtained from interviews, focus groups, and
iterative discussions with practitioners, which help interpret and validate the quan-
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titative findings. The use of a quantitative approach as the primary data collection
method further strengthens its post-positivist knowledge claims. In this section, we
discuss the research methods used in the studies included in the thesis. Table 1.1 pro-
vides a comprehensive summary of the research methods, data collection techniques,
and sources utilized, along with the data analysis methods applied across the four
papers included in this thesis.

Table 1.1: Overview of researchmethods, data sources, collection, and data analysis used across four papers.

Paper Research methods Data sources & collection Data analysis

Paper I Mixed-Methods Industrial
Case Study, Archival Anal-
ysis, and Semi-Structured
Interviews

Source code repositories, tech-
nical debt, and size measured
through static analysis tools
like SonarQube, and Semi-
structured interviews with key
contacts.

Statistical methods (such as
descriptive statistics, trend,
and correlation analyses).
Predominantly deductive
thematic analysis, with open-
ness to inductive insights
for semi-structured interview
data.

Paper II Exploratory Case Study, and
Archival Analysis

Source code repositories,
Architectural complexity
indicators collected through
static source code analysis,
and Technical debt metrics
obtained from SonarQube.

Statistical methods (descrip-
tive statistics, temporal trend
analysis, correlation, and com-
parative analysis).

Paper III Focus Group Recorded notes and discus-
sions from senior practitioners
across three large software de-
velopment organizations col-
lected through multiple focus
group sessions.

In vivo coding, Pattern coding

Paper IV Exploratory Industrial Case
Study

Repository data, Technical
debt metrics from SonarQube,
and Lead time measurements
collected through issue man-
agement tools like Jira.

Statistical analysis including
descriptive statistics, correla-
tion analysis, and longitudinal
examination of the relation-
ship between technical debt
and lead time.

Case Studies
A case study is an “empirical inquiry that investigates a contemporary phenomenon
in detail within its real-life context, especially when the boundaries between the phe-
nomenon and context may not be clearly evident” [74]. In software engineering,
many phenomena, including the evolution of technical debt, occur in complex devel-
opment environments and cannot easily be isolated from their surrounding context.
Therefore, case studies are well-suited for examining such phenomena in depth in
real-world settings [72]. Case studies are typically used to address research questions
that begin with “how” and “why” and when the researcher has limited control and
focuses on contemporary phenomena within real-world contexts [74]. As discussed

14



in the studies by Runeson & Höst [72] and Flyvbjerg [75], case studies are tradition-
ally used for exploratory purposes, yet many researchers still limit their scope for this
purpose. However, case studies can also be used for descriptive, explanatory, and
improving purposes.

We have employed longitudinal case studies in Papers I, II, and IV; these stud-
ies are primarily exploratory, aimed at identifying trends and patterns in the evolu-
tion of technical debt and architectural complexity. Even though it is challenging to
generalize findings from a single case study, these studies are valuable for providing
context-dependent knowledge and advancing theories and hypotheses [74, 75]. In all
these case studies, our goal was not to claim statistical generalization, but rather to
achieve analytical generalization, in which the findings are intended to contribute to
theory development and enhance understanding of the phenomena being studied. To
achieve this, we provided a detailed description of the case context and employed
methodological triangulation, combining quantitative analysis with qualitative in-
sights from practitioners via semi-structured interviews (Paper I) and iterative dis-
cussions of findings (Paper II). Paper III provides the complementary focus group
evidence that contextualizes the findings concerning architectural complexity and
degradation. The case studies in this thesis are based on real-world data from large-
scale software development companies, so even though there is limited control, they
still reflect a high degree of realism, which aligns with our post-positivist research
paradigm.

We adhere to the guidelines proposed byRuneson&Höst [72] for conducting ex-
ploratory case studies, aimed at understanding occurrences and seeking new insights,
ideas, or hypotheses for future research. In line with the guidelines, we implemented
five major processes as recommended: First, we defined the case’s objective (refined
into a set of research questions). Next, we outlined the procedures and protocols for
data collection, collected the data, analyzed it, and finally prepared the results.

Data collection: To collect quantitative data, we primarily analyzed historical
source code, repositories, and other architectural metrics using lightweight static anal-
ysis scripts and tools such as SonarQube, Jira, and Bitbucket 3. To further enhance
the validity of our findings and provide contextual depth, we employed data and
methodological triangulation. Triangulation strengthens empirical research by incor-
porating multiple perspectives and cross-validation of findings [72, 76]. Specifically,
we conducted semi-structured interviews and engaged in iterative discussions with
practitioners involved in the development and maintenance of the studied cases (Pa-
pers I and II).

Data analysis: In order to analyze the quantitative data, we mostly relied on
statistical methods such as descriptive statistics, correlation analysis, trend analysis,
and Theil-Sen estimators. For more detailed explanations of the data analysis, please
refer to specific studies. For qualitative data collection, a semi-structured interview

3https://www.atlassian.com/software/bitbucket
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guide was developed following the framework developed byKallio et al. [77]. We an-
alyzed the interview data using a predominantly deductive thematic approach while
remaining open to inductive insights from the practitioners [78]. Open and axial cod-
ing were then used to organize and relate the identified categories [79]. The findings
and discussion considered both confirmatory and contradictory evidence.

Archival Analysis and Mining Software Repositories (MSR)
Archival analysis is a research method that involves the systematic examination of
pre-existing records and documented artifacts to investigate observable phenomena
of interest [80]. These archival methods are not limited to historical documents but
extend to contemporary organizational records and digital artifacts, making them
well-suited for empirical software engineering research, where development activity
is continuously recorded in source code repositories, version control histories, issue-
tracking systems, and other development artifacts [81, 82]. Software repositories
and development tools preserve historical records of software development activities,
enabling researchers to study real-world phenomena without intervening directly in
the development process.

In this thesis, archival analysis using Mining software repositories (MSR) is
one of the data collection methods in the case studies (Papers I, II, and IV), rather
than a standalone research methodology. We collected archival data by analyzing
proprietary source code repositories, large industrial codebases, and issue-tracking
tools such as Jira. MSR has been used as one of the multiple data collection methods
in case studies that aim to analyze and cross-link data from these software reposito-
ries to study software evolution, development activities, and system characteristics
over time [81, 82]. The increasing availability of large-scale software repositories
has made MSR a widely adopted data collection method in empirical software engi-
neering research [81, 82]. Additionally, MSR has been widely used in the study of
software architecture and its analysis, including addressing industrial concerns such
as quality attributes [83].

Data collection and analysis: Within the case studies, MSR was used as one of
the data collection methods to extract the data from source code repositories. In the
study presented in Paper I, technical debt metrics, microservice size, and developer
information were extracted from source code repositories. In Paper II, we developed
a lightweight static-analysis tool to extract architectural complexity indicators and
used SonarQube to gather technical debt and the size of microservices. Additionally,
lead time data in Paper IV were obtained from the Jira issue-tracking system.

The collected data were analyzed using longitudinal and statistical techniques
to explore trends and patterns in the evolution of technical debt and architectural
complexity. Furthermore, at the thesis level, selected quantitative findings were con-
textualized through qualitative methods, such as semi-structured interviews in Paper
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I, discussions with practitioners in Paper II, and the focus group in Paper III, ensuring
that the results reflect real-world development practices and organizational contexts.

Focus Group
In one of the studies included in this thesis (see Paper III), we adopted structured
focus group sessions. A focus group in empirical software engineering research
is a qualitative data collection method in which a moderator (usually a researcher)
guides a small group of carefully selected participants, typically practitioners or users,
through a focused discussion to elicit and collectively construct knowledge about
their experience, perceptions, and opinions regarding the object of study [84, 85].
The moderator’s role is crucial for guiding discussion and ensuring effective group
management [85].

It is beneficial to have other researchers participate in focus groups, as the sec-
ondary researchers can typically take notes on the discussion, including who is speak-
ing, their opinions, and body language (i.e., non-verbal interactions) [76, 85]. The
author of this thesis acted as a secondary researcher and participated in all four focus
group sessions: one exploratory and three confirmatory. The author kept notes on
the discussions from all four focus group sessions and assisted the first author during
the data analysis.

Data collection: We collected data from 12 senior software architects and de-
velopers from three software development organizations through four focus group
sessions. The data collection includes recorded notes from the first exploratory fo-
cus group, which lasted 3 hours, verbatim transcripts of all focus group sessions, and
transcriptions of the recorded audio. For a detailed description of the data collection
process, please refer to Paper III.

Data analysis: The analysis and reporting of the focus group studies can employ
methods from qualitative data analysis [84, 85]. We analyzed data collected through
focus groups using in vivo coding [79], in which we used the words and phrases
participants expressed in both notes and transcripts as initial codes. Subsequently,
we applied pattern coding [79] to these initial codes to develop meaningful, broader
themes and categories that emerged from the data.

1.6 Threats to Validity
This section outlines the threats to validity from four perspectives, as outlined by
Runeson & Höst [72]: construct validity, internal validity, external validity, and re-
liability.

Construct validity concerns whether the measurements used in the study accu-
rately represent what researchers intended to examine [72]. Measuring technical debt
with a single metric is difficult due to the complex nature of the phenomenon. We
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measured technical debt via SonarQube, one of the widely used static code analysis
tools for measuring TD [39]. Despite some criticism from the research community,
several related studies (e.g., [29, 68, 86]) have used this tool to measure it. To en-
hance measurement accuracy, we excluded issues marked as false-positive, wontfix,
and safe. Furthermore, our case company regularly updates the rules in SonarQube,
which increases our confidence that the measured technical debt accurately reflects
the actual technical debt. Regardless, we acknowledge that SonarQube can some-
times oversimplify the actual remediation time required to address identified issues,
and it may not account for certain types of architectural TD.

We operationalized lead time using Jira, a commonly used issue-tracking tool.
To improve the accuracy of lead time measurements, we calculated it as the total
time an issue spent across three stages: in progress, in code review, and in testing.
In Paper II, we investigated architectural complexity using three main indicators: de-
clared dependencies, API exposure, and inter-service communications. These were
measured using a static script we developed. We acknowledge that the script does
not capture transitive dependencies and may miss dynamic or reflective routes or
calls, including those that occur at runtime. Similarly, there is a risk of misinterpre-
tation during the focus group in Paper III. To mitigate this threat, we grounded our
discussion in established literature, validated our interpretations during the session,
and used transcripts and direct quotes.

Internal validity concerns whether observed relationships between variables
are affected by other confounding variables [72]. Technical debt is a complex socio-
technical phenomenon, and its evolution and relationship with other variables may
be influenced by several factors, including refactoring activities, architectural deci-
sions, size, human and organizational factors such as experience, ownership, priori-
ties, and team composition. While it is not possible to consider all of these factors
and completely mitigate this threat, in our exploratory case studies (Papers I and
IV), we normalized technical debt by the size of the corresponding unit to reduce
the potential size biases. Additionally, we employed robust trend analysis methods,
such as the Mann-Kendall, Theil-Sen slopes, and other statistical methods, includ-
ing Locally Weighted Scatterplot Smoothing (LOWESS) curves, a Generalized Addi-
tive Model (GAM), and piecewise regression, to explore the evolution of technical
debt and architectural complexity (in Papers I and II). Additionally, we discussed the
trends and evolution patterns observed from quantitative analysis with practitioners
from the case company to contextualize and explore potential reasons behind those
observations.

Further, other concerns, such as researcher bias and participant subjectivity (as
discussed in Paper III), could threaten internal validity. We used a structured guide
during focus groups, engaged multiple researchers to record and take notes, and val-
idated our findings across multiple organizations to reduce subjectivity.

Although several steps were taken to minimize threats to internal validity, the
exploratory nature of the thesis and potential confounding factors still limit the ability
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to draw causal conclusions.
External validity concerns the generalizability of findings and the extent to

which these findings apply to other individuals, organizations, or contexts outside
the investigated case [72]. Most of the papers included in this thesis are exploratory
case studies, and it may not be possible to fully generalize the findings to other con-
texts. However, in each study, we provided a detailed context of the case, including
technical, organizational, and human aspects. We have also contextualized and tri-
angulated the quantitative findings by incorporating practitioners’ input in Papers I
and II. This approach enhances the transferability of the findings to similar contexts
within the same settings. We sought to improve generalizability further in Paper III
by including three large-scale software development organizations and practitioners
with diverse roles and responsibilities. While achieving complete statistical gener-
alizability is not possible in any case, the findings from these studies contribute to
the development of theory and enhance understanding of technical debt evolution
through analytical generalization [74, 75].

Reliability is concerned with whether the data and analysis rely on the spe-
cific researchers [72]. To enhance the reliability of our studies, we meticulously
documented the data collection and analysis processes in each paper, including data
sources and preprocessing steps. For quantitative data, technical debt and lead time
data were collected using SonarQube and Jira, respectively, with consistent configu-
rations. In addition, we explicitly defined how each metric was computed (e.g., lead
time as an aggregated time spent by a ticket across in-progress, code review, and
testing stages).

To increase the reliability of the script used to extract complexity indicators in
Paper II, we published the source code along with comprehensive guidelines for its
use. However, we acknowledge that modifications to the script (e.g., regex patterns
or exclusion criteria) may influence the results. Moreover, we employed standard
Python libraries: pandas, NumPy, seaborn, scikit-learn, and plotly, to perform de-
scriptive and other statistical analyses, thereby enhancing the reliability of our find-
ings.

For qualitative data collection and analysis, such as during semi-structured in-
terviews in Paper I and Focus groups in Paper III, we used consistent, standardized
frameworks. The discussions were recorded, transcribed, and systematically ana-
lyzed following established qualitative analysis procedures. We acknowledge that
differences in moderation or participants’ interaction during these sessions may re-
sult in different outcomes. To reduce inconsistencies in interpretation, we relied on
documented coding procedures and grounded interpretations in the data through di-
rect quotes.
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1.7 Study Results and Synthesis
In this section, we summarize the individual studies that contribute to this thesis.
Each individual subsection corresponds to a specific paper and the study. We first
present the contributions of each study, then synthesize the results, explain how they
collectively contribute to the overall goals of this thesis, and answer the research
questions.

1.7.1 Paper I: Exploring the Evolution of Technical Debt inMono-
lithic and Hybrid Microservice Architecture

Software systems are evolving faster than ever due to the never-ending customer de-
mands and expectations, advancing technologies, and competitive market pressures.
Consequently, these systems are becoming larger and more complex, if nothing is
done to remediate them, as enunciated by Lehman [1, 3]. To keep up with this swift
evolution, many software organizations tend to migrate from monolithic to microser-
vices, aiming to achieve improved system quality, maintainability, scalability, mod-
ularity, independent deployability, decentralized ownership, and governance [50, 52,
54, 87]. However, research suggests that these transitions often happen without
prior experience, guided by expert opinions, intuition, and industry trends, rather
than by evidence [53, 54]. As a result, these migrations can introduce additional
challenges [88] that complicate future development and may ultimately make the
system’s quality degrade over time [28, 29], which in turn, might lead to a faster
accumulation of technical debt.

In this paper, we focus on GAP 1 with the aim of answering RQ1 by conduct-
ing an observational, longitudinal case study in a large-scale software organization
that began migrating its monolithic architecture to microservices 10 years ago. As
of now, the organization has successfully migrated the majority of its functional-
ity to microservices. Our goal is to explore the evolution of technical debt density
(TDD) across two software architectural styles (monolith and microservice) within
the same software product, without trying to establish any implicit causal relation-
ship between architectural styles and technical debt growth. Initially, we conducted
a quantitative analysis and further contextualized and validated our findings through
semi-structured interviews with practitioners from the organization developing the
system.

This study offers insightful observations into the evolution of technical debt
over time. Counterintuitively, the results show that in the monolithic architecture,
we observed a decreasing trend in TDD, whereas in the microservices, we gener-
ally observed a consistently increasing trend. We conducted a fine-grained analy-
sis of TDD within microservices, categorizing them by size (small, medium, large,
and very large) and by the owning team type (product or platform). Our quantita-
tive results show that small microservices exhibited comparatively inconsistent TDD
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trends, with noticeable fluctuations and lower predictability. A likely explanation, as
reported by practitioners during interviews, is the absence of strong architectural gov-
ernance and unclear ownership for these smaller services. Medium-sized microser-
vices showed the most consistent growth in TDD, driven by continuous feature in-
troduction rather than refactoring. In contrast, large microservices tended to exhibit
more controlled, steady TDD growth. According to practitioners, these services usu-
ally receive greater visibility for TD management and are often considered architec-
turally central. As a result, they are more likely to have dedicated teams or clearly
defined ownership, and more attention is given to refactoring and architectural im-
provements over adding additional functionality. However, as large microservices
continue to grow and eventually turn into so-called mega-services [53], i.e., services
that accumulate numerous responsibilities, technical debt again rises rapidly.

Furthermore, we found that technical debt is growing faster in services owned
by platform teams than in those owned by product teams. Practitioners suggest this
could be due to platform services being owned by a few teams but used by many
without a sense of ownership. This latter insight aligns with previous results in [89],
where the authors found that teams tend to introduce fewer TD items, i.e., code clones,
in the components they own. Moreover, any changes to these services entail exten-
sive cross-team coordination and communication. As a result, teams often hesitate
to refactor or perform preventive maintenance because of the perceived high risk and
potential impact on multiple dependent services.

1.7.2 Paper II: Temporal Evolution of Architectural Complexity
and Technical Debt inMicroservices: An ExploratoryCase
Study

As discussed in Paper I, microservices are commonly employed to manage evolving
software systems. However, their long-term architectural evolution in real industrial
contexts is still inadequately studied [57]. Additionally, previous studies focused
on isolated dimensions of complexity and mostly relied on open-source repositories,
which may not accurately reflect the challenges of sustained industrial delivery.

Building on the longitudinal analysis of technical debt across architectural styles
in Paper I, we extend our focus and encompass a broader set of architectural complex-
ity indicators. Paper II aims to address GAP 1 and RQ2 by conducting an empirical
investigation into how technical debt and size, along with three other complexity in-
dicators: declared dependencies, cross-service communication, and API endpoints,
relate to each other. Beyond analyzing evolution, we examined how these five indi-
cators correlate and evolve over time and with increasing size in an industrial setting,
thereby providing empirical evidence for understanding how technical debt and ar-
chitectural complexity indicators co-evolve.

Our findings indicate that all five complexity indicators aremoderately to strongly

21



correlated, and their evolution often follows a similar pattern. Additionally, four indi-
cators: service size, declared dependencies, inter-service communications, and API
endpoints, collectively accounted for approximately 77% of the variation in TD in
the fitted model. Upon visualizing their evolution, we observed a continuous growth
in complexity indicators over time, except for a few short-term reductions due to
the refactoring efforts. Interestingly, we found that more complex services increase
the architecture’s overall complexity. This suggests that software organizations and
practitioners should prioritize highly complex services and refactor them early in
their evolution. Implementing small but frequent fixes may help mitigate the spread
of complexity throughout the architecture.

Furthermore, this study demonstrates that architectural complexity does not in-
crease uniformly with service size. In smaller services, complexity often rises rapidly
due to continuous feature additions and inadequate architectural governance and
maintenance. In mid-sized services, there tends to be a period of stabilization or
decline, which aligns with intentional refactoring and modular restructuring. How-
ever, in larger services, complexity tends to reaccumulate as they take on broader
responsibilities and deviate from bounded-context principles.

1.7.3 Paper III: Architecture Degradation at Scale: Challenges
and Insights from Practice

Software architectures play a crucial role in managing the evolution of software sys-
tems and addressing their increasing architectural complexity, both of which are es-
sential for maintaining sustainable software products. Paper I showed that TDD fol-
lowed a different pattern across architectural styles, including a decreasing trend in
the studied monolith and a generally increasing trend across microservices. Paper II
showed consistent growth in architectural complexity indicators and TD, suggesting
that architectures tend to degrade over time. Although this issue has been extensively
studied in academia, the industry still grapples with challenges related to architec-
tural degradation and why such degradation occurs in practice. Current strategies for
managing technical debt primarily focus on code-level aspects and often overlook
important socio-technical and architectural considerations [10].

This study, therefore, aims to provide empirically grounded insights into both
technical and organizational aspects through focus groups and structured discussions
with practitioners. In doing so, it addresses GAP 1 and contextualizes and triangu-
lates quantitative findings from Papers I and II. We began with an exploratory focus
groupwith senior architects and a head of architecture from a large company (referred
to asOrg 1 in the paper) to develop a preliminary categorization of architectural chal-
lenges. In the second phase, we conducted three validation focus groups to extend
and refine these findings across all participating organizations (Org 1, 2, and 3). In to-
tal, 12 participants contributed, with industry experience ranging from 8 to 27 years,
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averaging approximately 18 years, and roles spanning system developers, solution
architects, chief architects, and heads of architecture.

The analysis identified four interconnected challenge areas that emerged consis-
tently across all organizations. The first category, managing architectural dependen-
cies, emphasizes that dependencies extend beyond code into testing, deployment, and
planning, and create human bottlenecks due to reliance on specific individuals’ exper-
tise. The second category, ownership and organizational barriers, highlights issues
related to unclear accountability and ownership, as well as cultural challenges such as
blame-shifting and undermining architectural governance, which significantly affect
effective architectural management.

The third category, tension between agility, stability, cost, and complexity, re-
flects a structural misalignment between financial planning models and architectural
realities, leaving teams under-resourced to manage long-term technical debt and com-
plexity. Finally, the fourth category, documentation and intent drift, refers to the
gradual erosion of architectural clarity, i.e., the divergence between the intended and
the implemented architecture. Participants highlighted informal decision-making
and the lack of systematic documentation practices as potential reasons for this chal-
lenge, leading to duplicated efforts and the same thing being built again and again.

1.7.4 Paper IV: Exploring the Relationship between Technical
Debt and Lead Time: An Industrial Case Study

In the first three studies (papers I-III), we explored technical debt, architectural com-
plexity, and degradation, addressing GAP 1. However, we did not directly assess how
these factors affect the software delivery process. A widely discussed assumption
in software engineering is that technical debt slows down the software development
and delivery process by increasing the effort required to implement changes, perform
maintenance, and understand complex architecture. Although several studies [13, 33,
34, 36, 68] have discussed this relationship, there is still limited quantitative evidence
from an industrial setting that clearly examines the relationship between technical
debt and delivery performance. This paper, therefore, addresses GAP 2 and answers
RQ3 by empirically investigating whether technical debt density can explain varia-
tion in lead time for resolving Jira tickets.

In this study, we collected technical debt data from SonarQube and lead time
data from Jira for six components of a large-scale software system. Technical debt
was normalized by component size to obtain technical debt density (TDD). TDD, to
some extent, removes the bias introduced by component size. We defined lead time
as the total time developers spent across three states of the Jira workflow. To explore
the relationship between technical debt and lead time, we calculated the Spearman
correlation coefficient and found little to no correlation across five of the six com-
ponents studied. We further computed the coefficient of determination, R−squared
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(R2), to quantify the extent to which variation in lead time can be attributed to techni-
cal debt. R2 value of 0.37 in just one component indicates that TDD can explain up to
37% of the variation in lead time for resolving Jira tickets. However, aside from this
component, results suggest that TDD alone does not consistently explain lead-time
variation and that contextual and confounding factors should be considered.

Contrary to the existing literature, we found no consistent patterns across com-
ponents. There could be several potential reasons for this finding: 1) In related work,
participants may have subjective biases in surveys and interviews, as both technical
debt and lead time are context-dependent; 2) Practitioners’ interpretations of techni-
cal debt could be broader than just code technical debt identified by static analysis
tools like SonarQube. 3) Beyond the context and interpretation, the impact of tech-
nical debt may manifest with a time lag, rather than within the same timeframe. 4)
confounding factors, such as priority, functional content, ownership, size, and com-
plexity of changes, and teamwork, could affect this relationship

1.7.5 Synthesis
In this thesis, we identified two significant gaps in the literature. Based on these gaps,
we formulated our research questions to address them and achieve the overarching
goal of understanding the evolution of technical debt in large-scale software systems.
Figure 1.2 depicts how each paper contributed to this objective by answering research
questions.

To achieve goal G1, i.e., to develop an empirical understanding of TD evolution
in a real-world industrial setting, we conducted two longitudinal exploratory case
studies in Papers I and II. The contributions of these two papers narrow Gap 1 by
answering RQ1 and RQ2, respectively.

As presented in Figure 1.2, the main contributions of Paper I include an investi-
gation of the evolution of technical debt in two architectural styles: monolithic and
microservices, within large-scale software systems. Besides, the paper also explores
whether the evolution pattern differs across microservice size categories. Addition-
ally, it analyzes the differences in technical debt evolution between services owned
by platform teams and those owned by product teams. We validate and contextual-
ize our quantitative findings through semi-structured interviews with a development
manager, a product owner, and a lead developer. The knowledge we obtained from
this triangulation addresses Gap 1 and enriches our understanding of TD evolution
in software systems in real-world settings by answering RQ1.

Observations from Paper I further encouraged us to expand our exploration be-
yond code TD. Therefore, we investigated architectural complexity in another longi-
tudinal exploratory case study presented in Paper II. This paper further narrows GAP
1 by exploring the evolution of declared dependencies, cross-service communication,
and API endpoints, alongside code TD and service size, and answering RQ2. Paper
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G1: To develop an empirical
understanding of TD
evolution 

Contributions

Investigates the evolution of technical debt in monolithic
architecture in a real-world industrial setting.
Explores evolution patterns of technical debt in
microservice architectures.
Analyzes how technical debt evolution varies across
different size categories of microservices.
Analyzes how technical debt evolution differs across
services owned by different team types.

Paper I

Contributions

Explores architectural complexity indicators beyond
code-level technical debt.
Analyzes how architectural complexity indicators evolve
and correlate with each other.
Explores how the complexity indicators vary with the size
of services.

Paper II

Contributions

Identifies and categorizes key architectural challenges in
software architecture.
Contextualizes and triangulates the quantitative findings
from Papers I and II.

Paper III

Goals Research QuestionsContributions

RQ2: How does architectural complexity evolve
and relate to the evolution of
technical debt and architectural degradation?

G2: To explore the relationship
between TD and software delivery
performance

Contributions

Investigates the relationship between technical debt and
software delivery performance.
Investigates the extent to which technical debt can
explain the variation in lead time.
Identifies additional confounding variables that may
influence this relationship.

Paper IV

RQ3: What relationships exist between technical
debt and software delivery performance?

RQ1: How does technical debt evolve 
over time across different software
architectural styles?

Figure 1.2: Synthesis of contributions.

II helps to understand how architectural complexity indicators evolve and analyzes
whether their evolution correlates, i.e., whether the evolution of one indicator is as-
sociated with that of another. Additionally, the paper contributed by exploring how
these complexity indicators respond to architectural shifts, such as the growing size
of services. It identifies thresholds at which distinct evolutionary trends are observed.

Papers I and II, together, enhance our understanding of technical debt evolu-
tion primarily from quantitative observations. Nevertheless, practitioners’ perspec-
tives on the challenges driving the ongoing growth of technical debt and architectural
degradation remain underexplored. Therefore, Paper III aims to address this gap by
conducting focus groups with experienced practitioners from three different large-
scale software organizations. This paper identifies four distinct categories of archi-
tectural challenges. Some of those identified challenges contextualize and triangu-
late the quantitative observations from Papers I and II. Additionally, these challenges
align with insights gained from semi-structured interviews and structured discussions
with practitioners in Papers I and II. Overall, Paper III helps address the remaining
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piece of Gap 1 and contributes to achieving G1.
Synthesizing the findings from Papers I-III, we established an understanding of

the evolution of technical debt and architectural complexity, as well as practitioners’
perceptions. Nevertheless, a key question remains: to what extent do technical debt
or such degradations affect software delivery performance? This question is signif-
icant for both business outcomes and developers’ productivity. To address Gap 2,
we conducted another exploratory case study in Paper IV, focusing on RQ3. This
paper investigates the relationship between TD and software delivery performance,
specifically, lead time to resolve Jira tickets. Moreover, we investigated the extent
to which technical debt explains variation in lead time. We did not find a consistent
relationship between technical debt and lead time across components. Regardless,
we hypothesize potential confounding variables that might influence this relation-
ship. Therefore, this paper enhances the understanding of technical debt as a complex
socio-technical phenomenon and demonstrates that its effects are difficult to quantify
with a single metric or a few metrics without considering context.

1.8 Conclusions and Future Work
The overarching goal of this thesis, as presented in Figure 1.1, is to understand tech-
nical debt in large-scale software systems in a real-world industrial context, comple-
mented by practitioners’ perspectives. This goal was explored from two aspects: 1)
technical debt evolution and 2) the relationship between technical debt and software
delivery performance. In achieving these goals, we conducted several case studies
using a mixed-methods approach, combining quantitative analysis with qualitative
perspectives. Papers I and II answer RQ1 and RQ2, respectively, and provide empir-
ical evidence that technical debt and other architectural complexity indicators tend
to co-evolve in large-scale software systems. Paper III, through focus groups with
experienced practitioners, strengthens the findings by identifying areas of challenges
contributing to architectural degradation, including dependencies, ownership and or-
ganizational barriers, agility/stability/cost tensions, and documentation drift.

The second aspect of the overarching goal was achieved through another case
study presented in Paper IV. It investigates the relationship between technical debt
and lead time, aiming to determine the extent to which technical debt explains lead-
time variation. These results provide insights for software organizations, indicating
that the relationship between technical debt and lead time is not always straightfor-
ward and may be affected by several confounding variables.

To conclude, the contributions of this thesis are twofold:

1. Technical debt naturally evolves over time, especially as software grows in
size and complexity. Regardless, its evolution in large-scale software systems
is heavily influenced by socio-technical factors, including organizational con-
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text, structures, architectural governance, and ownership. Besides, its relation-
ship with software delivery performance is complex and influenced by various
confounding variables. Overall, the findings from this thesis offer software
development teams and organizations valuable insights that can help them pri-
oritize maintenance activities based on the evolution and potential effects of
technical debt and other architectural complexity indicators.

2. From a research perspective, this thesis addresses the gap in understanding
how practitioners perceive the evolution of technical debt, architectural com-
plexity, and other architectural challenges. It also encourages exploring which
aspects of technical debt require further investigation and which other factors
should be examined together to understand their impact on the software deliv-
ery performance, as no single metric can fully capture this relationship.

Future Work
This licentiate thesis constitutes an initial step towards a PhD thesis that aims to go
beyond just understanding technical debt in large-scale software systems to connect
technical debt to value perspectives. Therefore, the continuation of this work will be
in the following direction.

• One ongoing study aims to expand the focus from code technical debt to archi-
tectural technical debt. This involves studying the evolution of architectural de-
pendency complexity within a large-scale microservice architecture. The goal
is to investigate how microservice dependencies concentrate within a small set
of microservices and change over time through a longitudinal case study.

• As a continuation of this licentiate work, future work will focus on connecting
technical debt to value perspectives, alongside software quality, as we initi-
ated in Paper IV. It is important for software development organizations to
understand the actual impact of technical debt on both internal software qual-
ity and external value (for customers and the business). Technical debt may not
always impede internal software quality or the ability to deliver value to cus-
tomers and business. Focusing too much on maintaining or improving internal
quality without a clear understanding of customer or business needs may, in
turn, diminish an organization’s ability to deliver timely, relevant value [90–
92]. Conversely, allocating maximum resources to customer value while ne-
glecting internal software quality can be counterproductive and lead to the ac-
cumulation of technical debt.

Subsequent research will focus on connecting technical debt and its impact
on value perspectives, i.e., whether changes in technical debt affect external
value. As a first step, we are conducting a survey of practitioners to identify
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the aspects of technical debt that affect their ability to deliver value and to find
ways to track them. Following the survey, we will conduct a confirmatory case
study to determine whether there is a connection between the identified aspects
of technical debt and value perspectives.

• Therefore, future work will create an ontology of the different dimensions of
technical debt (causes and effects) that directly hinder the software team’s abil-
ity to deliver value. The ultimate goal is to develop an approach for prioritizing
technical debt management based on its criticality to value delivery, thereby
supporting more informed decision-making in software engineering practice
and helping to develop sustainable software products.
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Abstract

Organizations often migrate monolithic architectures to microservices
based on ad hoc data, expert opinions, or industry trends without assess-
ing their specific context and needs. Such transitions tend to coincide
with increased architectural complexity and technical debt (TD), mak-
ing it crucial to understand how TD evolves over time in industrial set-
tings to manage it effectively. This observational study explores the
evolution of technical debt density (TDD) in a single software prod-
uct consisting of both monolithic and microservice architectures at a
Swedish fintech company, without aiming to establish causality between
architectural styles and TDD trends. We further investigate TDD trends
across various microservice size categories, team types, and the rela-
tionship between size and TDD. We analyzed SonarQube TD data col-
lected from one monolith and 78 microservices from August 2022 to
December 2024, and conducted semi-structured interviews with practi-
tioners (a development manager, a product owner, and a lead developer)
to validate and contextualize the quantitative findings. Our results show
that, in this case, the monolithic system exhibits a decreasing TDD trend
over time despite continued growth in size, while a gradual increase in
TDD is observed across microservices. Furthermore, TDD trends ap-
pear inconsistent among small microservices, more consistently grow-
ing in medium-sized microservices, and comparatively stable in larger
services. Differences in TDD trends are observed across services owned
by platform teams and product teams. Overall, the findings from this
specific case suggest that TDD evolves differently in monolith and mi-
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croservices, highlighting the importance of continuous monitoring and
context-aware interpretation of TDD trends in practice.

1 Introduction
In recent years, service-based architectures such as service-oriented architecture (SOA)
and microservices have gained significant attention in the industry. These architec-
tural styles have been widely adopted by large-scale companies such as Spotify and
Amazon, as well as by small andmedium-sized enterprises [1, 2]. Companiesmigrate
frommonolithic systems to microservices-based architectures for various reasons, in-
cluding improvements in system quality, maintainability, fault tolerance, scalability,
and heterogeneity in technology, i.e., the ability to develop in different programming
languages, and increased agility [3–5].

Research shows that organizations usually begin their transition with no prior
experience, often driven by some experts’ opinions, intuition, and industry trends [4]
rather than transitioning based on facts or evidence. Consequently, the transition
introduces several challenges, including increased complexity, the need for a new
refactoring process, and organizational challenges [6] such as splitting teams, defin-
ing ownership [5, 7], and coordination issues among decentralized teams [8]. Other
issues may arise in finding appropriate service granularity without harmful inter-
service dependencies [8], testing strategies, and extra efforts are required to maintain
data consistency [9].

Developers may tend to implement suboptimal solutions to deal with increased
challenges and complexities immediately after transition, which can complicate fu-
ture development [10] and substantially reduce the quality of software over time [11].
The transition from monolithic to microservices architecture usually occurs in sys-
tems that are still under active development [12]. As a result, organizations or teams
may prioritize developing new features over refactoring during or right after the tran-
sition, which introduces technical debt each time refactoring is delayed [13]. Addi-
tionally, this practice raises the likelihood of new bugs being introduced into existing
functionalities if not tested properly [6], further contributing to the accumulation of
technical debt.

Technical debt has been extensively studied in academic literature (e.g., [14–
21]). At the same time, several studies (e.g., [1, 4–6, 22–24]) have comprehensively
explored various software architecture styles, their evolution and erosion, common
processes, principles, patterns, challenges, and the benefits of architectural migra-
tion over the past decade. Nonetheless, only a limited number of studies (e.g., [10–
12, 25]) have investigated technical debt and architectural styles together. Yet, most
of these studies rely on open-source software and lack the practitioners’ perspective.
Additionally, the evolution of technical debt density (TDD) in monolithic and mi-
croservices architectures within the same company and a product with similar func-

40



tionality around the same time period has not been explicitly studied in the literature.
Our study aims to offer an industrial perspective by analyzing observed TDD

trends across different architectural styles within the same software product, without
intending to establish any implicit causal relationship between software architectures
and TDD. It specifically provides empirical observations that might inform software
organizations considering a migration from monolithic to microservice architectures
on how TDD evolves in a specific industrial setting. We performed an in-depth quan-
titative analysis, followed by a semi-structured interview with the development team
to complement and contextualize quantitative findings. We collaborate with a com-
pany (see 4.3 for the company context) that employs both monolithic and hybrid mi-
croservices. We define a hybrid microservice architecture as a combination of fully
fledged microservices and a few other services that may not be entirely microser-
vices, yet still adhere to many of their characteristics. See Section 2.4 for a detailed
explanation. In the rest of this paper, we refer to hybrid microservices simply as
microservices for convenience and brevity.

For the monolith, we explore how TDD evolves over time and in relation to size.
Similarly, we analyze the evolution of TDD in the microservice architecture at differ-
ent levels, including overall trends, trends across various size categories, and across
services owned by different types of teams (i.e., platform and product). By combin-
ing longitudinal trend analysis with practitioners’ perspectives at various levels, the
study contributes to a deeper understanding of how TDD manifests across different
architectural styles and contexts. The findings might offer valuable insights for the
management and structuring of microservices in practice, as well as for reflection
on maintenance prioritization. Eventually, this investigation provides an empirical
foundation that may help software practitioners and organizations make informed
architectural choices and decisions.

Paper structure: Section 2 provides the background on technical debt and ar-
chitectural styles. Section 3 reviews the related work. Section 4 outlines the design
of the case study. Section 5 presents the results, while Section 6 provides an in-depth
discussion of the findings, along with the perspectives of practitioners. Section 7 ad-
dresses the threats to validity. Finally, Section 8 concludes the study with the key
takeaways for practitioners and organizations. It further outlines the direction for
potential future work.

2 Background
This section provides the background necessary to understand the concepts discussed
in this study. It includes technical debt and its measurements (Section 2.1), as well
as various types of software architectures, including monolithic (Section 2.2) and
microservice architectures (Section 2.3). Furthermore, Section 2.4 introduces the
concept of hybrid microservice architecture, outlining how it differs from the concept
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of microservice architecture and its significance in the context of this study.

2.1 Technical Debt (TD) Measurement
Technical debt is a metaphor coined by Cunningham [26], and since then, it has been
widely used to refer to the negative consequences of sub-optimal software develop-
ment practices and design decisions [13, 20] for several reasons, such as time and
budget constraints and lack of knowledge and well-defined process [27]. These de-
cisions may lead to short-term benefits but potentially can harm the system’s health
or maintenance and evolution in the long run [15]. TD eventually has to be repaid,
later in the development process. Some recent studies (e.g., [28–30]) have reported
that developers usually spend around 23% to 42% of their time dealing with TD.

TD is context-dependent, and hence, no single metric is adequate to measure
it effectively. Software teams or organizations should choose and modify metrics
according to their specific context [19]. A recent study by Biazotto et al. [31] found
that tools are the most common type of automation artifacts for TD management.
Among these, static code analysis tools are still the leading methods for addressing
TD, with SonarQube1 being the most popular tool by far [32] with the most exten-
sions available [33]. It can integrate with well-known open source dashboards, such
as Grafana2, which provides an alternative way to visualize TD information [34].
However, another recent study by Robredo et al. [21] shows that SonarQube-based
TD measures exhibit temporal and even seasonal patterns, with time-aware mod-
els (ARIMAX, SARIMAX) outperforming time-agnostic machine learning approaches
in predicting code-level TD. Although their study focuses on TD forecasting rather
than understanding architectural TD trends, it emphasizes the importance of consid-
ering the temporal behavior of TD. Regardless, in our case study, we investigate how
TD evolves across architectures through statistical trend analysis and size-normalized
TD measures, rather than forecasting TD values or focusing on code-level metrics.

In this study, we used SonarQube as a tool to measure TD, as the case company
has been using it for several years. Several other related studies (e.g., [11, 12]) have
used this tool to measure TD. SonarQube verifies the code’s compliance based on the
predefined set of rules3 for the most common programming languages and creates an
“issue” (i.e., a TD item) when it detects violations of those rules or built-in quality
gates. These issues are categorized as code smells, bugs, or vulnerabilities. Code
smells represent issues with maintainability, while bugs and vulnerabilities reflect
concerns about reliability and security, respectively. These issues are also classified
by their severity scores, ranging from lowest to highest: info, minor, major, critical,
and blocker [35]. Although SonarQube has default quality gates and rules, these can

1https://www.sonarsource.com/products/sonarqube/
2https://grafana.com/
3https://rules.sonarsource.com/
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be customized to meet organizations’ specific needs. In this study, the case company
regularly modifies the rules and quality gates according to their requirements.

For every SonarQube issue, SonarQube assigns the remediation time, which is
the estimated development time required to resolve that particular Sonar issue [36].
This remediation time is the metric for TD in this study. We collected sonar remedia-
tion time for the monolithic architecture from August 2023 to December 2024, while
for the microservices architecture, we collected it from August 2022 to December
2024. The duration of the data collection was primarily determined by the availabil-
ity of reliable data. We then normalized TD by the corresponding size of monolith
and microservices at that point in time to get TDD. TDD has been used in several
other studies (e.g., [37–39]), which eliminates the bias of some external factors like
size and growth.

2.2 Monolithic Architecture
Monolithic is a traditional architectural style for developing software in which all
functionalities, such as user interface, business logic, and data access layer, are com-
bined into a single codebase and deployed as a single process [5, 6]. This simplicity
in the structure offers several advantages in the early stages of development, includ-
ingminimal deployment overhead, easier debugging, and improved performance due
to local function calls [40]. The same study found that monolithic systems outper-
formed microservices in local environments due to reduced inter-service communi-
cation overhead.

As the size and complexity of the system increase, implementing new features
and modifying or maintaining existing ones becomes more challenging, and scalabil-
ity is usually not possible or needs a lot of extra work [41]. Developers often struggle
to familiarize themselves with a large and complex codebase, which can lead to sig-
nificant delays in making changes. Additionally, modifications to such a codebase
may unintentionally cause side effects in other parts of the codebase. This can re-
sult in a hesitation to refactor the code, as making changes may be perceived as too
risky [6]. Consequently, one of the significant issues with monolithic systems is their
tendency to accumulate TD over time due to the difficulty in refactoring. Lenarduzzi
et al. [12] reported that monoliths typically show a higher TD growth rate compared
to microservice-based systems. This finding aligns with another study by Kazanav-
ičius andMažeika [41], which discusses how legacymonoliths often evolve into com-
plex systems where adding features or fixing bugs becomes slow and error-prone.

2.3 Microservice Architecture (MSA)
The microservice architecture style is considered an alternative way to address the
challenges of monolithic architecture by decomposing the monolith into a set of
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smaller services [41]. This approach has, to some extent, evolved from Service-
oriented architecture (SOA).While SOA services are designedwith specific responsi-
bilities, they do not necessarily function independently [5]. In contrast, microservices
operate independently and can be developed using various programming languages,
which was one of the reasons our case company decided to migrate. Furthermore, a
failure in one microservice does not compromise the entire system.

One of the early efforts to define microservice architectural style was by Lewis
and Fowler [3] in their blog. They defined the microservice architecture as a dis-
tributed software design paradigm in which applications are composed of loosely
coupled services. These services can be developed, deployed, scaled, and tested in-
dependently. Each service is responsible for a specific business capability and com-
municates through lightweight mechanisms, such as REST API or message buses [5,
40].

Microservices are typically smaller in size, whichmakes them easier to maintain
and enhances fault tolerance [4, 42], thereby reducing the risk of TD accumulation.
Additionally, another benefit of microservice architecture is its decentralized gover-
nance. This approach enables independent teams to manage specific services, which
reduces knowledge gaps among developers [11] and increases the ownership of a ser-
vice, likely improving code quality [6]. Nevertheless, splitting teams and assigning
the right granularity and ownership can be a hectic process [5, 7]. It may lead to in-
creased communication overhead [40] and coordination challenges [8], particularly
when changes must be implemented across service boundaries. This situation may
result in the accumulation of TD.

Therefore, microservices are not a one-size-fits-all solution that can be applied
universally [9], and the monolithic architecture is still not completely obsolete [1].
It is necessary for developers, architects, and organization to understand their prob-
lem space, skills, technology landscape, and motivation before decomposing mono-
liths and ensuring whether the microservice itself is the right destination for their
codebase [5, 9, 41]. Our study aims to provide empirical evidence by analyzing the
evolution of TDD in both architectural styles within the same company context.

2.4 Hybrid Microservice Architecture
This study is based on the proprietary codebase, and the analysis primarily depends
on how the case company manages its codebase and architecture. Although the com-
pany’s microservice architecture is considered microservices-based, it still incorpo-
rates some monolithic components and megaservices—services with a lot of respon-
sibilities [42]. As a result, their current microservice architecture is not entirely com-
posed of microservices. Instead, it is a blend of microservices and a few other types
of services, such as domain services. We argue that this phenomenon can most likely
occur in other industrial cases.
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We attempted to differentiate between them by investigating various artifacts,
such as dockerfiles, databases, the number of API endpoints, and inter-service calls.
The detail of this process is explained in section 4.4. Additionally, we engaged in
iterative discussions with the development team. However, we still could not conclu-
sively classify some services as microservices, primarily due to the lack of standard
guidelines within the company, and most of these services exhibit many characteris-
tics of microservices.

Consequently, after multiple discussions with the development team, we agreed
that the architecture is a hybrid microservice that combines fully-fledged microser-
vices with a few other types of services. While these services may not meet all the
characteristics of microservices, they remain distinct and functional within the archi-
tecture.

3 Related Work
Several studies have explored TD and software architecture styles separately. How-
ever, there is limited research that investigates the relationship between TD and ar-
chitectural styles together. Additionally, TD in software architecture styles is pri-
marily investigated from a qualitative perspective [10]. Organizations migrate from
monolithic to SOA and microservices-based architectures for various reasons (see
Section 2.2 and 2.3). In this section, we mainly discuss the most relevant related
work on the evolution of TD in different software architectures.

A systematic mapping study by Villa et al. [43] analyzed 12 primary studies
related to TD in microservices with the aim of characterizing TD. The study reported
that design and implementation activities are the main sources of TD, followed by
migration activities from monolithic systems to microservices. The transition often
results in an increase in TD, which tends to decrease over time as the microservices
stabilize, as mentioned by Lenarduzzi et al. [12]. The study by Verdecchia et al. [10]
investigated an open-source project comprising 13 microservices in a mixed-method
case study and found that TD generally increases over time, although noticeable long
periods of continued development without an increase in TD were observed.

Soares de Toledo et al. [44] conducted an exploratory case study in a large finan-
cial organization to identify architectural technical debt (ATD) in microservice-based
systems. Their study does not examine the evolution of TD over time but provides
detailed insights into how TD is identified, managed, and refactored in microservices.
They identified some critical ATD issues, such as tightly coupled point-to-point ser-
vice connections, embedded business logic in middleware, lack of standardized com-
munication models, and weak knowledge management. These architectural short-
comings not only hindered maintainability and agility but also triggered a major mi-
gration effort that comes with a significant amount of risk. If refactoring or migration
efforts are unfinished or poorly prioritized, they could further increase TD [44].
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Likewise, Capilla et al. [25] analyze the relationship between TD and microser-
vices by investigating the role of architectural smells in open-source microservice
projects. One related aspect they explored was the relationship between the num-
ber and size of microservices and the density of architectural smells. This is rel-
evant to our study, which also investigates whether TD evolves differently across
different-sized microservices. Their interpretation shows that architectural smells
do not evolve predictably in relation to either the line of code or the number of mi-
croservices. Interestingly, some smaller projects had higher density, while larger
projects had more smells but lower density due to the better structure [25]. However,
this analysis requires more in-depth statistical evaluation, which we conduct in this
study.

Another closely related study is by Lenarduzzi et al. [12], which explores the
evolution of code technical debt in a small to medium-sized enterprise (SME) that
transitioned from a legacy monolithic architecture to a microservices ecosystem. The
study found that the TD of the monolithic system and all microservices increased
more rapidly compared to the growth of TD before the migration. However, as the
microservices became stable after the transition, the TD began to decrease, and its
overall trend was significantly lower than it had been before the migration. Kalske
et al. [6] identifies several challenges in the migration process, highlighting its com-
plexity and necessity for careful attention. Even minor oversights can lead to bugs if
not thoroughly tested. Moreover, in addition to technical challenges, organizational
challenges may arise, such as redefining team structures and establishing clear own-
ership, and managing decentralized teams [7, 8, 42]. These challenges can ultimately
accumulate TD in the future due to the increased communication and coordination
overhead.

Similarly, another recent study by Maggi et al. [11] explores the evolution of
code TD in open-source microservices architecture through a multiple-case study ap-
proach. The study analyzes TD trends, patterns, and relationships with the number
of microservices. The comprehensive statistical analysis found that TD generally
increases over time across most microservices studied in early development phases.
Furthermore, the study explored the relationship between TD growth and the number
of microservices. While a strong correlation between TD and the number of microser-
vices was found, the growth rate of TD does not necessarily align with the increase
or decrease in the number of microservices, which is to some extent in line with the
finding of [25].

So, how is this study different? Although prior work discussed in this section
and Section 2 has provided valuable insight into this research area, several gaps re-
main unexplored and require more empirical evidence. Unlike the previous studies,
which primarily relied on open-source data, our study is explicitly conducted within
a real industrial setting, specifically an extensive proprietary software system. Ad-
ditionally, we emphasize a comprehensive quantitative analysis supported by qual-
itative insights from the development team, whereas most prior research on TD in
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architecture has adopted only a qualitative approach [10]. Furthermore, instead of us-
ing general TD, we used normalized TD (i.e., TDD) [37–39] for the analysis, which
mitigates the biases associated with size and its growth.

To the best of our knowledge, this study is the first to explore the evolution of
TDD in microservices over time across different team types (i.e., the owner teams
of microservices) and different size categories of microservices. Furthermore, this
study provides novel insight as it examines TDD trends in monolithic and microser-
vices architectures around the same period, as the company actively develops and
maintains both architectures. This perspective offers valuable insights into how TDD
evolves differently in each architecture within the same context. However, we are
not comparing them since they are developed in different programming languages;
we are just exploring the TDD trends.

4 Case Study Design
This observational study considers monolithic and microservices architecture as indi-
vidual cases, analyzes the trends of TDD and its relationship with size separately, and
is designed based on the guidelines defined by Runeson and Höst [45]. In this sec-
tion, we outline our research design in terms of the Research Goal (Section 4.1) and
the Research Question (Section 4.2). Moreover, Section 4.3 provides a detailed con-
text for the case, including developers and team composition across the architectures
(Section 4.3.1). (Section 4.4 discusses the data collection process, while Section 4.5
outlines the data analysis process in detail. Figure 1 illustrates a general overview of
the case study.

4.1 Research Goal
We aim to investigate the evolution of TDD in monolithic and microservice-based
architectures within the same case company without implying any implicit causal
relationship between architectural styles and TDD trends. We explore software evo-
lution to identify trends and characteristics related to TD from the perspective of soft-
ware engineering researchers and practitioners in monolithic and microservice-based
software-intensive systems. We investigate whether there is a relationship between
the size and the evolution of TDD in both architectural styles. Furthermore, we an-
alyze how TDD evolves in microservices of different sizes, categorized as small,
medium, large, and very large, as well as the types of teams responsible for them.
Specifically, we explore how TDD evolves in microservices owned by product teams
compared to those owned by platform teams.

A comprehensive analysis of TDD trends has the potential to yield valuable
insights into current development practices across different software architectural
styles. The observed trends enhance understanding of how TD evolves over time
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and might help software organizations in taking appropriate actions, enabling them
to make informed decisions about reprioritizing maintenance activities, designing or
extracting microservices, or monitoring the appropriate size of microservices.

4.2 Research Question
Based on the proposed research goals, this study investigates the following research
questions:

RQ1: How does technical debt density (TDD) evolve over time in monolith-
based software systems?

Rationale: This research question (RQ1) focuses on exploring the longitudinal evo-
lution of TDD over time in the studied monolithic software system. Specifically, we
analyze whether the TDD remains stable, increases, or decreases over time and deter-
mine its slope (rate of change) as the system evolves. This analysis aims to describe
the TDD trends without attributing them to specific causes, while incorporating prac-
titioners’ perspectives to contextualize and validate the quantitative findings.

RQ2: How does technical debt density (TDD) evolve over time in microservice-
based software systems?

RQ2.1: How does technical debt density evolve in the entire microser-
vice architecture?

RQ2.2: How does technical debt density evolve in microservices of dif-
ferent size categories?

RQ2.3: How does technical debt density evolve in microservices owned
by platform and product teams?
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Rationale: The primary goal of RQ2 is to analyze howTDD evolves over timewithin
the studied microservice-based architecture. To achieve this, we first analyze the
overall TDD trend in microservices, followed by an exploration based on different
size categories and the types of teams (i.e., Product and Platform) owning these mi-
croservices. This stratified analysis describes heterogeneity in TDD trends observed
among microservices, offering empirical insights into how TDD evolves across dif-
ferent service characteristics and informing reflection on microservice organization
and maintenance activities.

RQ3: Is there a relationship between size and TDD?
RQ3.1: Is there a correlation between the size of themonolith and TDD?
RQ3.2: Is there a correlation betweenmicroservice size and TDD across

different size categories and team types?

Rationale: With RQ3, we aim to examine whether a relationship exists between
TDD and the size evolution of both monolithic and microservice architectures. By
characterizing observed size-TDD relationships in an industrial context, this research
provides empirical insights that may help organizations reflect on the trade-offs (in
terms of technical debt) associated with size in the design and management of mi-
croservices.

4.3 Context
TheCase Company: We conducted this study with one of our industry collaborators,
which began migrating from a monolithic to microservice architecture ten years ago
and has migrated a majority of its functionality until now. However, the company
still has a monolithic component, which is actively being developed and maintained.
Although the company has opted for a full transition towards microservice architec-
ture, in practice, the monolith continues to grow as new functionalities are added to
it. Consequently, despite efforts to modularize and refactor the system’s components,
new features are still actively developed and integrated into the monolith. This shows
that, while the modularization effort is ongoing, the company continues to expand
the existing monolithic component.

As a result, the case company currently has a combination of monolithic and
hybrid microservice architectures, which mainly consist of microservices along with
a few megaservices. Importantly, both architectures are actively maintained and de-
ployed in production, but they evolve independently, with separate codebases, pro-
gramming languages, and development pipelines; the same changes are not inher-
ently applied to both systems.

The company has a large and well-matured codebase that primarily develops
products for financial and accounting services, specifically in the fintech sector. Cur-
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rently, the company has over 250 microservices, which collectively contain more
than 2.5 million lines of code, while the monolith has approximately 410k lines of
code. Some microservices may include user interface components associated with
service-specific functionality (e.g., UI modules within services). These components
are integrated and deployed together with the corresponding backend services (Java-
based). The microservices are developed using Java as the primary programming
language, along with other languages such as Kotlin, TypeScript, and JavaScript,
whereas the monolith is PHP-based.

In general, the company has approximately 62 teams and a large number of de-
velopers working on the product. Among these teams, only four focus specifically on
the platform, while the remaining teams are dedicated to product development. Addi-
tionally, around 20 teams own the different sub-modules of the monolith. However,
changes to the monolith are closely monitored by a dedicated team of two develop-
ers, who take full responsibility for its maintenance and coordinate deployments. To
consider potential human factors that could influence the analysis of the TDD trend
across architectures, despite the fact that this study does not intend to directly com-
pare the trend, we examined the composition of teams and the seniority levels of
their member developers. While some teams exclusively own only microservices
or monolithic modules, many teams have owned or contributed to both architectures
over time. Therefore, a significant number of developers have experience in develop-
ing and maintaining both architectures. This overlap, combined with a similar level
of seniority among developers across teams and architectures, reduces the threat that
the difference in TDD trends is caused by disparate seniority, rather than by archi-
tectural considerations. Further details on the consideration of human factors: the
distribution of developers and teams and their seniority across architectures, are pro-
vided in Section 4.3.1.

As the codebase continues to expand and become increasingly complex, the
company faces challenges in managing its software system. Additionally, there is a
persistent demand to update systems frequently due to the ever-changing regulations
in the financial sector and the evolving needs of customers. In response to these chal-
lenges, the company started a transition from a monolithic to a microservices-based
architecture. The changes in architectural style aimed to enhance its maintenance
activities, making them more robust and independent of the various business pro-
cesses and teams. Additionally, the goal was to achieve better performance, simplify
deployments, and enable the use of different programming languages.

The company currently has both types of architecture and wants to understand
how these two architectures perform regarding the TDD trend. This analysis is not
only significant for the case company but could also offer valuable insights for other
organizations considering a transition from a monolithic architecture in similar set-
tings. Additionally, it presents a unique research opportunity for academics inter-
ested in exploring the trends of TDD within two different architectures developed in
the same context.
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Table 1: Descriptive statistics of weekly TDD and size data from one monolith and 78 microservices.

Monolith (Weekly) Microservices (Weekly)

Statistics TDD Size (LOC) TDD Size (LOC)

Mean 0.4268 397275.74 0.1556 14175.22
Std 0.0616 9686.84 0.1875 20163.31
Min 0.3746 378994.00 0.0000 232.00
25% 0.3813 388675.50 0.0485 3279.00
50% 0.3848 400479.00 0.1109 6871.00
75% 0.4883 404978.25 0.2060 15984.00
Max 0.5308 410211.00 2.8121 127114.00

The collected TD and size data are from SonarQube. The case has been cho-
sen for convenience as the company has been using these tools to assess its internal
quality metric since 2021. In this analysis, we initially collected data for all microser-
vices and the monolith. Subsequently, we excluded microservices that had less than
one and a half years of both TD and size data available, resulting in a total of 78
microservices and one monolith for analysis. The statistical details of the selected
microservices and monolith for this study are presented in Table 1.

4.3.1 Consideration of Human Factors
Developers’ experience and their distribution across teams and architectures can in-
fluence the overall TDD trend across architectures. Therefore, we analyzed the com-
position and seniority of developers to assess whether the differences in development
teams influence the TDD trends in monolithic and microservice architectures. We
first identified the number of teams and the developers involved in the microservices
and the monolith selected for this study. Figure 2 depicts that 29 teams and 403 devel-
opers work on microservices studied, while 16 teams and 202 developers contribute
to the monolith modules. Among them, a total of 8 teams and 137 developers are
involved in both architectures. However, the number of developers per team repre-
sents the cumulative participation over time from 2021 to 2024, as developers may
join, leave, or move between teams. These statistics suggest that while some teams
and developers focus solely on one architecture, many contribute to both, thereby
minimizing the threat of human factors on TDD trends across architectures.

While developers’ overall professional career experience is unavailable, we
measured their tenure as a metric for their seniority within teams and architectures.
We first calculated each developer’s cumulative tenure by summing the duration of
their active stints across all teams and architectures, taking into account the dates
they were added and removed. A developer’s total tenure is the sum of all their active
periods across architecture. For example, how much time a developer spent on a mi-
croservice or a monolith, regardless of the teams. Moreover, we assessed team-level
tenure by measuring how long each developer spent in a specific team. Furthermore,
to understand the overall team seniority, we calculated the average tenure of all mem-
ber developers. Both of these approaches enable us to compare seniority at both the
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Figure 2: Developing teams and developer distribution in monolith and microservices
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Figure 3: Individual developers' seniority - measured in terms of tenure across architectures. Developers work-
ing on both architectures are part of all three box plots.

developer and team levels across architectures.
Figure 3 depicts that the overall time a developer spends on microservice archi-

tecture is slightly higher, with a mean value of 677.8 days, compared to those who
work on monolith (543.9 days) and both architectures (550.8 days). However, the
median time a developer spends on each architecture is comparable. Furthermore,
the Kruskal-Wallis test [46] with an H value of 5.030 and a p-value of 0.080
suggests that there is no significant difference in developer tenures across architec-
tures. Consequently, it is unlikely that the TDD trend between the architectures is
driven by the seniority of developers, given that there is no significant difference in
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Figure 4: Overall teams' seniority - measured in terms of tenure across architectures.

their seniority level across the architectures. It is important to note that a developer
working in both architectures appears in all three boxes in Figure 3, as we aim to
characterize the seniority (serving as a proxy for experience) in each architecture or
in both.

Figure 4 shows the average seniority of teams, showing how long, on aver-
age, team members have been active within the teams across architectures. The
results demonstrate that microservice teams have slightly higher average seniority,
with a mean value of 561.9 days, compared to monolithic teams (mean value of
373.8 days) and teams working on both (mean value of 458.4 days). However,
Kruskal-Wallis-test with H value of 3.639 and p-value of 0.162 suggests that
there is no significant difference in team level seniority across architectures.

The substantial overlap of developers and teams involved in both architectures,
along with comparable tenure and seniority, suggests that differences in TDD trends
across architectures are unlikely to be skewed by variations in seniority levels. While
the overall professional experience of developers may still influence the TDD trend,
this aspect of experience is not measurable in this case study, which poses a potential
threat to the validity of the findings.

4.4 Data Collection
Our case company has been using SonarQube for years to measure the different met-
rics of their system, such as size and code quality in terms of technical debt. In this
study, we have collected data for the monolith from August 2023 to December 2024,
as the previous data was not available. For microservices, we have data from August
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Figure 5: Data collection and analysis process.

2022 to December 2024. The data collection and analysis process is illustrated in
Figure 5.

The collected TD datasets contain information about the projects, components,
violated rules, severity, issues status and types, and remediation effort (i.e., TD).
SonarQube assigns the remediation effort to each Sonar issue in terms of develop-
ment time, which is the metric for TD. A detailed explanation of how SonarQube
assigns the remediation time to Sonar issues is provided in Section 2.1. In addition,
it provides the issue creation, update, and fix timestamps. As SonarQube sometimes
can report false-positive issues, we removed the SonarQube issues marked as false-
positive by developers and issues marked as safe and wontfix. We calculated the
weekly TD by determining the timestamps from the issue creation date to the fixed
date. If the issue was not fixed, we used the latest date. We divided this time period
into weeks and continued accumulating TD until that particular TD item was closed.

We extracted size data from SonarQube, which counts all non-blank and non-
commented lines of code (ncloc) as the metric determining the size of both microser-
vices and a monolith. Details on how SonarQube counts lines of code can be found
in their documentation4. From this dataset, we obtained continuously evolving sizes
of microservices and a monolith. Next, we normalized TD by the size for each week
to compute TDD, which reduces the potential bias from size and growth on TD.

Moreover, we identified the teams responsible (i.e., owners) for microservices.
The team information is obtained from the configuration file (i.e., config.json)
in Bitbucket5, a Git-based code hosting and collaboration tool the company uses.
After determining the owners of each microservice and the monolith, we mapped the
owners into two types of teams: product or platform.

Before analyzing TD, we first verified that the selected microservices were in-
deed actual services. To do this, we incorporated the CLAIM approach [47], a static
approach designed to identify microservices based on the analysis of Docker config-
uration files and also based on a study by Baresi et al. [48]. CLAIM has been imple-
mented in the previous related study [11]. In this study, we manually applied this
approach to all selected candidate microservices. We examined relevant artifacts
such as docker-compose.yml, component.yaml and all Dockerfiles across

4https://docs.sonarsource.com/sonarqube-server/9.9/instance-administratio
n/lines-of-code/

5https://bitbucket.org/product/guides/getting-started/overview

54

https://docs.sonarsource.com/sonarqube-server/9.9/instance-administration/lines-of-code/
https://docs.sonarsource.com/sonarqube-server/9.9/instance-administration/lines-of-code/
https://bitbucket.org/product/guides/getting-started/overview


the repository. Each defined service is then inspected to determine whether it is
built from a local Dockerfile (build:) or uses a pre-built image (image:). Services
created from custom Dockerfiles that include application logic are strong candidates
for microservices, particularly if they are named after business domains or named as
services (e.g., auth, user, order, business) and expose HTTP or API ports. In contrast,
services that use common infrastructure images (e.g., Postgres, Redis) typically sup-
port components rather than representing actual services. By applying these heuris-
tics inspired by CLAIM, including naming conventions, port exposure, image source,
and inter-service calls/dependencies, we systematically classified each service as a
legitimate service. In addition, we discussed the above-mentioned approaches in
detail with the development team from the case company. Therefore, while all the
services we are analyzing are genuine services, in some cases, theymay not qualify as
microservices. We mentioned this shortcoming in our threats to validity (Section 7).

As a final part of data collection, and to complement our quantitative find-
ings, we conducted semi-structured interviews based on the framework developed
by Kallio et al. [49] with the development team from the case company: a develop-
ment manager and product owner both with over 20 years of experience in software
development; and with five and three years of experience, respectively in the case
company. The interview took place via Google Meet video call, our regular way
of communication with the development team due to geographical constraints. The
session lasted for only one hour, as they were already familiar with this study due
to our active collaboration. We have been discussing the findings throughout the
research, sharing insights from early analysis, including unexpected behaviors ob-
served. Nonetheless, during the interview, we presented our final quantitative results,
including visual plots and statistical measures.

The interview consisted of several parts. First, we gathered contextual infor-
mation such as when they started to migrate, their familiarity with the product, and
their current and previous roles. Next, we shared our results from quantitative anal-
ysis and discussed the TDD trend within the monolithic architecture. We also asked
about any unusual behavior, such as a drastic decrease in TDD during certain months.
In the third part, we focused on trends in microservices and the relationship between
size and TDD, and discussed a rapid growth in TDDwithin microservice architecture
during a specific time. After that, we questioned about the trend across various size
categories: small, medium, large, and very large. We showed the observed trends
and inquired about their opinions on these trend patterns. Lastly, we discussed TDD
behaviors in microservices owned by two different types of teams: platform teams
and product teams. As a closing remark, we offered them an opportunity to share
any relevant insights that we may not have covered during our quantitative analysis.
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4.5 Data Analysis
We began by gathering the necessary data from SonarQube and Bitbucket. Next, we
started the preprocessing of TD and size data. This process involves removing false-
positive and issues marked as safe, wontfix, and slicing the SonarQube timestamps
intoweeks to get weekly TD. Following this, we separatedmonolith andmicroservice
data for individual analysis. For the monolith, we only have the dataset available
from August 2023 to December 2024. However, we have a reliable dataset available
from August 2022 to December 2024 for microservices. To ensure consistency and
reliability in our analysis, we set selection criteria for microservices, requiring at
least 78 weeks (one and a half years) of data points, as outlined in Section 4.3. Data
preprocessing and analysis were performed using Jupyter Notebook with Python
version 3.11.0 and the necessary libraries.

In this study, we plotted the histogram to understand the nature of data distri-
bution for both TDD and size data, and also performed the Shapiro-Wilk test [50].
In order to answer RQ1 and RQ2, we applied the Mann–Kendall trend test [51, 52]
to investigate the trend of TDD in both monolith and microservices, which is one of
the widely used non-parametric tests to detect specific trends whether it is increas-
ing or decreasing in time series data [53]. This test has been previously applied in
other software aging and evolution-related research (e.g., [11, 54, 55]). We used the
pyMannKendall package [56] in Python to investigate the trend. We also calculated
Kendall's Tau (τ ) as part of the Mann-Kendall trend test, which measures the
strength and direction of a trend. In this context, a value of τ = 0 indicates no trend,
τ = 1 indicates a consistently increasing trend, and τ = -1 signifies a consistently
decreasing trend. Additionally, we computed the p-value to assess the statistical
significance of the trend. If the p-value is less than 0.05, it rejects the null hypoth-
esis, indicating a statistically significant trend. Otherwise, it fails to reject the null
hypothesis, meaning there is no statistically significant trend.

While Kendall's Tau τ indicates the presence of a trend, it does not provide
information about the slope of the trend [11]. So, we computed the Theil-Sen
slope [57, 58] to quantify the rate of change or trend rate. Along with the
Mann-Kendall test, the Theil-Sen slope is frequently used to estimate the trend
rate, which is calculated by considering all possible pairs of data points and comput-
ing the slope between them. It is recommended for its insensitivity to outliers and its
accuracy with skewed and heteroscedastic data when compared to simple linear re-
gression [59, 60]. In our study, the Theil-Sen Slope indicates the weekly change
in TDD, reflecting the rate at which TDD changes each week.

To answer RQ2.1, which intends to explore the evolution of TDD within mi-
croservice architecture in general, i.e., TDD in the whole architecture. To achieve
this goal, we followed these steps:

• First, we aggregated the weekly TD of all 78 microservices each week.
• Second, we aggregated the weekly size of all 78 microservices for each week.
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• As a final step, we divided the weekly aggregated TD by the corresponding
weekly aggregated size. This provided us with the overall weekly TDD for the
entire microservice architecture.

• After completing these calculations, we conducted the Mann-Kendall and
Theil-Sen slope tests for further analysis.
RQ2.2 and RQ2.3 analyze whether microservices behave differently in terms of

TDD evolution based on the size and the team types of the owners (i.e., whether
they are owned by a platform or product team). For this analysis, we fetched the
information about the owner team from the config.json file from Bitbucket (see
section 4.4 for details). Furthermore, we clustered the microservices based on their
size. To do so, we applied K-Medoids clustering approach, which is based on par-
titioning around medoids (PAM) proposed by Kaufman and Rousseeuw [61]. This
clustering algorithm is more robust than traditional K-means clustering because it is
based on the most centrally located data point in a cluster called medoids, meaning
it is less sensitive to outliers [62, 63]. To achieve good clustering results, the number
of clusters (k) should be chosen as little as possible and as large as necessary [64].
To determine the suitable value of k, we utilized the elbow method together with the
silhouette score (SSC), both visualized into plots to determine the optimal number of
clusters by identifying the point at which increasing the number of clusters resulted
in a diminishing reduction of the total within-cluster dissimilarity [64].

Furthermore, in order to assess whether there is a statistically significant dif-
ference in TDD and the Theil-Sen slope across different size categories, we per-
formed Kruskal-Wallis test [46], which is a nonparametric statistical test used to
determine whether there is a statistically significant difference between the median of
three or more independent groups. However, to assess whether there is a statistically
significant difference in slope between product and platform teams, we computed
Mann-Whitney U test [65], which assesses whether the difference between two in-
dependent groups.

To answer RQ3, which investigates the relationship between size and TDD in
both monolith and microservices architectures, we opted for a non-parametric cor-
relation test: Spearman correlation [66]. We chose this method because our
data does not follow a normal distribution, and we expected a monotonic relation-
ship between size and technical debt. Spearman correlation coefficient (ρ) ranges
in the interval [−1, +1], where ρ = 0 indicates no relationship, ρ = +1 signifies a
perfect positive relationship, meaning that as one independent variable increases, the
dependent variable also increases. Conversely, a value of ρ = −1 indicates a perfect
negative linear relationship, where an increase in the independent variable results in
a decrease in the dependent variable [67]. The Theil-Sen slope was then calculated
to explore how TDD evolves with the size of each microservice and monolith.

As the final step of data analysis, we analyzed the semi-structured interview con-
ducted with two practitioners from the case company. The interview was recorded
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in audio-video format and transcribed automatically using Google Meet’s auto-
transcribing features, followed by manual inspection for accuracy. Subsequently, a
deductive thematic analysis [68] was conducted, guided by an open and axial coding
process [69] based on the key trends and patterns observed during the quantitative
analysis. The main objective of this analysis is to explore how practitioners interpret,
experience, or contextualize these trends, allowing us to assess the practical rele-
vance and interpretive depth of the exploratory findings. The approach was mainly
deductive, but open to new insights from interviews, ensuring that any practitioner’s
perspective not initially captured in quantitative analysis was included. Insights from
qualitative analysis are discussed together with quantitative results in the discussion
(Section 6).

Furthermore, we held a meeting and had discussions with a lead developer (who
is one of the main owners) of the monolith to share our findings, and ensure that the
identified patterns aligned with the development history and his experiences while
being part of the development of the monolith. This conversation was not recorded
or transcribed as data; instead, it served as a way to validate our interpretation and
triangulate our results.

5 Results
In this section, we only present the outcomes of our quantitative data analysis. The
qualitative insights from the semi-structured interview will be discussed in Section 6.
Section 5.1 reports the result of the TDD trends observed in the monolith, Section 5.2
presents the trends identified in the microservice architecture, and Section 5.3 ex-
plores the relationship between the size of the architectures and TDD. We analyzed
a large monolith (data from August 2023 to December 2024) as well as 78 microser-
vices (data from August 2022 to December 2024); therefore, including individual
plots for each microservice is not feasible. Instead, we include the most necessary
and representative plots in this section. The high-resolution plots supporting this
study are available at Zenodo6.

5.1 RQ1: TDD Trends in Monolith
To analyze the TDD evolution trend within monolith architecture, we visualized the
TDD data to observe the nature of its distribution. Additionally, we conducted the
Shapiro-Wilk test, which strongly rejected the null hypothesis with a very low
p-value of 7.99e−11. Both the visualization and the Shapiro-Wilk test indicate
that the TDD is not normally distributed. As a result, we used the non-parametric
tests to answer RQ1.

6https://doi.org/10.5281/zenodo.17618106
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Table 2: Mann-Kendall and Theil-Sen Slope results for Monolith.

Mann-Kendall trend test

System MK Trend Kendall's τ p-value
Monolith Decreasing τ = −0.86 0.00

Theil-Sen slope estimate

System Slope 95% CI Significant
Monolith −0.00222 [−0.0026, −0.0004] Yes
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Figure 6: TDD Evolution in Monolith

Figure 6 clearly depicts the overview of the decreasing TDD trend within a
monolithic architecture. Additionally, the Mann–Kendall trend analysis shows a
significant negative Kendall's Tau (τ) value of −0.86 and a Theil-Sen slope
of−0.00222. This analysis further confirms a decreasing trend, as both measures are
statistically significant with a very low p-value and 95% confidence interval (CI)
[−0.0026, −0.0004] (see Table 2 for detailed results).

5.2 RQ2: TDD Trends in Microservice
We investigated the TDD trend within microservices at different levels of abstraction
(i.e., at the general level, across different size categories of microservices, and team
types).

First, to answer RQ2.1, we explored the overall TDD trend in the entire microser-
vice architecture (see section 4.5 for a comprehensive breakdown of how we calcu-
lated the weekly TDD for the entire microservice architecture). TDD data was not
normally distributed, as confirmed by the histogram plot and the Shapiro-Wilk test,
with a very low p-value of 1.38e−12. Therefore, we used the Mann-Kendall test
and the Theil-Sen slope to determine the trend and its slope.

As illustrated in Figure 7, the overall trend demonstrates a consistent increase of
TDD within the entire microservice architecture over the studied period. However,
we also observed unexpected fluctuations in the TDD trend for a small period from
May to September 2024. We discussed the potential reasons for this unusual pat-
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Figure 7: TDD evolution trend across the entire microservice architecture: treating all individual microservices
as a cohesive whole architecture.

Table 3: Mann-Kendall and Theil-Sen Slope results for the entire Microservice.

Mann-Kendall trend test

System MK Trend Kendall's τ p-value
Microservice Increasing τ = 0.57 0.00

Theil-Sen slope estimate

System Slope 95% CI Significant
Microservice 0.0007 [0.0005, 0.001] Yes
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Figure 8: Range of Mann-Kendall's τ for TDD across all 78 microservices individually.

tern during that specific period in Section 6, following discussions with practitioners
during interviews. However, the Mann–Kendall trend analysis with a Kendall's
τ value of 0.57 and a Theil-Sen slope of 0.0007 further strengthens the presence
of an increasing trend, and both of them are statistically significant (see Table 3 for
detailed results).

Before exploring trends of TDD across different size categories and team types,
we first analyzed the individual microservices and their TDD evolution trends over
time.

Our analysis found that out of 78 microservices, TDD is increasing in 44, while
it is decreasing in 24, and had no significant trends in 10. The ranges of Kendall's
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Figure 9: The distribution of Kendall's τ and Theil-Sen slope for TDD (in minutes) over time, across all 78 microser-
vices individually.

τ and the number ofmicroservices for each range are shown in Figure 8. Additionally,
the distribution of Kendall's τ and Theil-Sen slope distribution is illustrated in
Figure 9. Overall, these plots indicate that TDD is on an increasing trend across the
majority of the microservices we analyzed. These findings increased our curiosity,
prompting us to conduct a more in-depth analysis. Consequently, we examined the
TDD trends within microservices by clustering them based on their size and the types
of teams responsible for managing them (i.e., platform and product teams).

Second, in order to answer RQ2.2, we applied the elbow method and
silhouette analysis to identify the optimal number of clusters (k) for clustering
the microservices, which indicated that the optimal value is 4. We named those four
clusters as: ‘small,’ ‘medium,’ ‘large,’ and ‘very large.’ Subsequently, we conducted
k-medoids clustering with k = 4, using the pam method and the manhattan dis-
tance metric. Figure 10 shows how microservices were clustered based on their size.
A few microservices may overlap in size across two consecutive clusters. To address
this issue and avoid the same service being accounted for twice, if a microservice is
assigned to two or more clusters, we reassign it to the size category where it has spent
the most time. Specifically, we compare the number of weeks each microservice has
spent in each category and assign it to the most frequently spent one. The limitations
of this process are acknowledged in the Threats to Validity Section 7.

After clustering, k-medoids identified a total of 45 small microservices, with
an average of 4, 051 and a median of 3, 681 lines of code. 18 microservices were
categorized as medium, which have an average of 13, 725 lines of code and a median
of 12, 434 lines of code. We got 12 large microservices with an average of 32, 411
lines of code and a median of 30, 603. Finally, three microservices were categorized
as very large, which have an average of 94, 528 and a median of 93, 371 lines of
code. The microservices categorized as very large may not be entirely microservices,
but rather evolving toward becoming megaservices [42] with a lot of responsibilities.
This evolution is not an intentional architectural decision but rather an unintended out-
come of continuous feature expansion. Additionally, Kruskal-Wallis test with a
very low p-value indicates that there is a significant difference between TDD among
different size categories, except for between (‘small’ and ‘medium’) and (‘large’ and

61



Small Medium Large Very Large

0

20k

40k

60k

80k

100k

120k
Size Category

Small
Medium
Large
Very Large

K-medoids clusters of microservices based on their size

Size Category

S
iz

e 
(L

O
C
)

Figure 10: Clusters (k=4) of microservices based on their size.

Table 4: Overview of TDD trend in microservices by size category: Count of increasing, decreasing, and no
trend observed.

Size Increasing Decreasing No trends

Small 25 14 6
Medium 12 4 2
Large 5 5 2
Very large 2 1 0

‘very large’). The Mann-Kendall trend of individual microservices by size category
is shown in Table 4. This indicates that the ratio of increasing to decreasing trends
is significantly higher in medium- and small-sized microservices compared to large
ones.
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Figure 11: TDD Theil-Sen slope distribution over time within each size category.
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Table 5: Descriptive statistics of Theil-Sen Slopes over time within each size category.

Size Mean Std 25% 50% 75%

Small 0.00024 0.00074 -0.00009 0.00001 0.00047
Medium 0.00030 0.00059 -0.00000 0.00027 0.00060
Large 0.00006 0.00089 -0.00059 -0.00006 0.00042
Very Large 0.00025 0.00114 -0.00031 0.00030 0.00083

We additionally wanted to explore how the Theil-Sen slope varies across size
categories of microservices. Specifically, we aimed to determine whether the rate of
change in TDD is actually greater in medium-sized microservices and lower in large-
sized microservices, as indicated by the Mann-Kendall trend results. Figure 11 and
Table 5 show descriptive statistics such as mean, median, standard deviation, and
interquartile range (IQR) for the slopes across different size categories.

The Theil-Sen slope in line with Mann-Kendall trend results indicates that
TDD in large microservices grows at a significantly slower pace. The lowest average
slope of 0.00006 and the only negative median −0.00006 suggest that TDD in many
of these services is either increasing at a slower rate or decreasing over time. De-
spite a comparatively wider IQR (0.00101) and standard deviation of 0.00089 being
relatively high (this could be due to an outlier and a fairly mixed trend, as shown in
Table 4), the central tendency suggests that Thiel-Sen slopes are lower, indicating
more controlled TDD growth. While very large microservices exhibit a mean slope
of value 0.00025 and a median of 0.00030 with the highest standard deviation of
0.00114 and an IQR of 0.00114. This suggests substantial variability across very
large services.

Medium-sized microservices exhibit the most consistently increasing trend with
the highest mean of 0.00030 and median of 0.00027, with the lowest standard devia-
tion of 0.00059. In addition, their small IQR of 0.00060 further confirms the verdict
that most microservices in this group are tightly clustered around the rising slope,
suggesting continuously increasing TDD trends.

Small microservices also show a lowmedian slope of value 0.00001 and a mean
of 0.00024, suggesting generally controlled TDD growth after large services. The in-
terquartile range (IQR) of 0.00056 and the standard deviation of 0.00074 are both
lower than those of large services. However, there are a few services with extreme
slope values, suggesting that TDD is not consistently maintained across small mi-
croservices.

In addition, to get a more general overview of how TDD evolves in each size
category, we looked at the median weekly TDD across all individual microservices
within each size category. The median TDD provides a sense of central tendency
or what a typical trend of TDD within different size categories of microservices
looks like, without being influenced by extreme outliers in TDD values. Figure 12
shows the TDD evolution of all individual microservices along with the median TDD
trend for each size category. This visualization helps us to understand the overall
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Table 6: Trend analysis of median TDD across different size categories. Trend refers to the Mann-Kendall trend,
and the TS slope refers to the Theil-Sen slope.

Size Trend Kendall's τ TS Slope P-value

Small Increasing 0.74740 0.00059 0.00000
Medium Increasing 0.41557 0.00068 0.00000
Large Increasing 0.22810 0.00041 0.00014
V. Large Increasing 0.57268 0.00064 0.00000

Table 7: Overview of TDD trend over time in microservices owned by each team type. Count of increasing,
decreasing, and no trend observed.

Team types Increasing Decreasing No trends

Platform 13 6 1
Product 31 18 9

Table 8: Descriptive statistics of TDD Theil-Sen Slope over time within the microservices owned by each team
type.

Team Types Mean Std 25% 50% 75%

Platform 0.00035 0.00067 -0.00005 0.00011 0.00072
Product 0.00018 0.00076 -0.00019 0.00012 0.00045

behavior of microservices in each category more reliably. We then computed the
Mann-Kendall trend and Theil-Sen slope to check whether there is a consistent
upward or downward trend over time. Theil-Sen slopes in Table 6 depict that the
median TDD is increasing in all size categories.

Despite a low but statistically significant Kendall’s τ value of 0.22810, the
Theil-sen slope of large categories with a value of 0.00041 is the lowest among
all the categories, followed by small-size categories with a value of 0.00059 and the
strongest trend (τ = 0.74740). In contrast, medium services have the highest slope of
a value of 0.00068, suggesting they are likely to experience the fastest TDD growth.
Overall, while TDD is increasing across all sizes, large services manage their TDD
growth more effectively, whereas medium and very large services show more rapid
accumulation. This finding further strengthens the earlier findings from the individ-
ual microservice analysis.

To address RQ2.3, we first determined the owner team for each microservice
and categorized them into two types: product and platform teams. After mapping,
we found 20 microservices owned by platform teams and 58 microservices owned
by product teams. The overview of TDD trends across microservices owned by each
team type is presented in Table 7. The Theil-Sen slope of TDD across different
team types is illustrated in Figure 13. From Table 8 and Figure 13, it can be observed
that the mean TDD slope is higher for microservices owned by platform teams. In
contrast, other statistical measures, such as standard deviation and median, are com-
parable between the team types. However, the Mann-Whitney U test did not reveal a
statistically significant difference in slope distributions between the two team types
owning microservices. Therefore, similar to the analysis conducted within size cat-
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(b) Median TDD trends in medium category.
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(c) Median TDD trends in large category.
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(d) Median TDD trends in very large category.

Figure 12: Median TDD trends across four size categories.
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Figure 13: TDD Theil-Sen slopes distribution of microservices over time by team types.

Table 9: Trend analysis of median TDD of microservices owned by different team types. Trend refers to the
Mann-Kendall trend, and the TS slope refers to the Theil-Sen slope.

Size Trend Kendall's τ TS Slope P-value

Platform Increasing 0.77715 0.00067 0.00000
Product Increasing 0.40407 0.00042 0.00000

egories, we calculated the median TDD for each team type and then examined the
trend in median TDD across these team types.

The line plot illustrating the median TDD of microservices across two owning
team types is shown in Figure 14. Additionally, Table 9 depicts the Mann-Kendall
trend and Theil-Sen slope of median TDD across different team types over time. It
is now more evident that TDD is growing in microservices owned by platform teams,
with a slope value of 0.00067, compared to a slope value of 0.00042 formicroservices
owned by product teams. Furthermore, the strength of the trend is more prominent
for the platform teams, as indicated by a τ value of 0.77715, in contrast to a value of
0.40407 for product teams.

5.3 RQ3: Relationship between Size and TDD
This research question investigates whether there is a relationship between size and
TDD in monolithic and microservice architectures.

To address RQ3.1, we first plotted the monolith size and TDD, as illustrated in
Figure 15. The plot demonstrates a general decrease in TDD as the size of the mono-
lith increases, supported by a strong negative Spearman correlation coefficient
of ρ = −0.95 and a very low p-value of 3.18e−37, indicating statistical significance.
Additionally, the negative Theil-Sen slope of −0.000005 with a confidence inter-
val of [−0.000006, −0.000001] indicates that TDD decreases by 0.000005 minutes
for each additional line of code.
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(a) Median TDD trends across platform teams.
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(b) Median TDD trends across product teams.

Figure 14: Median TDD trend across product and platform teams.
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Figure 15: Size vs TDD in Monolith.
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Table 10: Spearman Correlation between Size and TDD across microservice's size categories and team types.

Size Category ρ - Increasing (significant) ρ - Decreasing (significant) No Significant

0-0.3 0.3-0.5 0.5-0.7 0.7-1 -0.3-0 -0.5- -0.3 -0.7- -0.5 -1- -0.7

Small 3 3 7 8 2 6 5 4 7
Medium 2 2 3 4 0 1 0 2 4
Large 0 2 3 0 0 2 2 0 3
Very large 0 0 0 2 0 0 0 1 0

Team Types

Platform 0 2 2 5 2 5 2 1 1
Product 5 5 11 9 0 4 5 6 13

Table 11: Theil-Sen slope for size vs TDD (i.e., change in TDD per unit change in size) across size categories and
team types.

Size Mean Std 25% 50% 75%

Small −0.0000053 0.0002050 −0.0000264 0.0000028 0.0000270
Medium 0.0000046 0.0000170 −0.0000005 0.0000059 0.0000090
Large 0.0000002 0.0000050 −0.0000029 0.00000008 0.0000040
Very Large 0.0000006 0.0000030 −0.0000008 0.0000007 0.0000020

Team Types
Platform −0.0000010 0.0001510 −0.0000400 −0.0000020 0.0000770
Product −0.0000020 0.0001580 −0.0000030 0.0000030 0.0000090

RQ3.2 explores the relationship between the size and TDD of each microser-
vice across different size categories and owning team types. We first examine this
relationship within different size categories. Our analysis reveals a statistically sig-
nificant positive correlation among 21 small microservices, while 17 demonstrate a
negative correlation, and no significant correlation is found in 7 of them. In the case
of medium-sized microservices, we found a statistically significant positive correla-
tion in 11 microservices, a negative correlation in 3, and no significant correlation
in 4. For large microservices, there is a statistically significant positive correlation
in 5 microservices, a negative correlation in 4, and no trend in 3 of them. Among
very large microservices, we found a strong positive correlation in 2 of them and a
negative correlation in 1. Table 10 presents the detailed Spearman correlation
values.

The Theil-Sen slope, as illustrated in Figure 16 and Table 11, reveals that small
microservices demonstrate inconsistency and unpredictability in their TDD trends
corresponding to the evolution of their size. This inconsistency is characterized by
high variability and some extreme slope values, despite a slightly negative mean
slope. In contrast, medium microservices show the highest mean and median TDD
slope, along the better variability than small microservices. Large microservices, on
the other hand, exhibit a low mean slope value of 0.0000002 and a low standard
deviation of 0.0000050. Likewise, the TDD trend is stable in relation to their size
within large microservices.

We further investigated the relationship between size and TDD across microser-
vices owned by different team types. Table 10 shows that among the microservices
owned by platform teams, TDD has a positive correlation with size in only 9 out
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Figure 16: Theil-Sen Slope Distribution: Size vs TDD across different size categories.
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Figure 17: Theil-Sen Slope Distribution: Size vs TDD across microservices owned by different team types.

of 20 microservices (i.e., in slightly less than 50%). In contrast, TDD decreases
with increasing size in 10, and no significant relationship is found in 1 microservice.
Conversely, for microservices owned by the product team, TDD shows a positive
correlation with size in 30 out of 58 microservices (i.e., in slightly more than 50%),
while it decreases in only 15, and no significant relationship is found in 13 of them.
Similarly, Figure 17 together with Table 11 illustrate that product teams show slightly
better Theil-Sen slopes on average, with a mean value of −0.000002 as compared
to −0.000001 of the platform teams. However, product teams exhibit a higher me-
dian slope and marginally larger variability, with a higher standard deviation.
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6 Discussion
This section discusses the quantitative findings along with qualitative perspectives
from practitioners. Together, our results address the research questions and provide
practical insights into TDD growth for software development organizations consid-
ering migration from a monolithic architecture or those that have already adopted a
microservice architecture. While these findings are context-dependent, i.e., observed
within the studied systems through statistical analyses, this section discusses them
analytically [70], trying to build a theory from a unique case [71]. Section 6.1 dis-
cusses TDD trends in the monolithic systems, while Section 6.2 discusses trends in
microservice architecture. Besides, Section 6.3 interprets the relationship between
size and TDD trends. Furthermore, our results provide empirical evidence to the
research community by analyzing real-world industrial data, conducting a compre-
hensive analysis, and incorporating a qualitative perspective from practitioners.

6.1 RQ1: TDD Trends in Monolith
Despite having a comparatively higher TDD in monolithic architecture, the trend is
surprisingly declining, contrary to prior research, as explained by the Mann-Kendall
trend and Theil-Sen slope. As shown in Figure 6, there is a substantial drop in TDD
around February and March 2024. The observed significant decline may be because
of extensive refactoring efforts. In the interview, the developer manager mentioned
that the drop in TDD is a result of establishing a dedicated team focused on fixing
problematic code in the monolith. This team also ensures that any changes made by
others adhere to the company’s quality standards. Consequently, the development
and maintenance activities within the monolith are closely monitored, which has led
to effective TD management. In a discussion, a leading developer, who is also one
of the team members from the same dedicated team, mentioned that the team uses
PHPStan7 in addition to SonarQube as an external tool for assessing the quality of the
PHP code in the monolith. This approach of regularly tracking code quality helped
them control the TDD growth rate, which might explain the flat portion of the TDD
trend in the monolith after March 2024, as shown in Figure 6. Furthermore, the
product owner in the interview stated that another notable decrease around February-
March 2024 can be further attributed to the PHP version upgrade.

As a lesson learned to the industry and practitioners, these results suggest that
organizations or teams at the investigated company are not inherently inefficient in
managing technical debt density or growing complexities inmonoliths, provided they
are monitored and maintained properly by dedicated teams. This finding contrasts
with prior studies (e.g., [12]), which argue that TD inmonolithic architecture grows at
a much faster rate. Our results further emphasize that the decisions to migrate should
be based on the organization’s specific objectives, structures, and context, rather than

7https://phpstan.org/
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solely on industry trends [1, 5].

6.2 RQ2: TDD Trends in Microservice
We thoroughly explored the TDD in microservice architecture from various perspec-
tives, considering both individual and overall levels across different-sized microser-
vices by categorizing them into different size categories and team types owning mi-
croservices. So, the result of this study offers in-depth empirical insights to practi-
tioners and software organizations on how technical debt evolves acrossmicroservice
architecture in a real-world scenario.

Our findings suggest that TDD in overall microservice architecture is on a sta-
tistically significant increasing trend, as illustrated in Figure 7 and supported by the
Theil-Sen slope analysis. Notably, we observed a rapid increase in this trend from
May to September 2024. In discussions with practitioners during interviews, we
asked about this unusual behavior. The interviewees pointed out that it can be par-
tially attributed to the addition and enforcement of new SonarQube rules following
its upgrade around that time. Essentially, new rules that were not initially active were
merged or adopted due to a suboptimal SonarQube setup. As those rules were grad-
ually addressed, the TDD trend reverted to the previous gradual upward trend. This
might suggest that the TD management policies at the company effectively monitor
the variability in TDD and repaid the reported TD, either by fixing them or marking
them as safe or false positives. Crucially, the increasing trend of TDD we identified
in our quantitative analysis of the overall microservice architecture was anticipated
by the practitioners interviewed.

We further conducted a detailed analysis of individual microservices and discov-
ered that TDD is statistically growing in the majority of them, which practitioners
also confirmed during the interview. Specifically, TDD is increasing in 44 out of
78 microservices. However, if we exclude 10 microservices where the trend is not
statistically significant, we found that approximately 65% of the remaining microser-
vices show a significant upward trend in TDD. This finding was as expected, as TD
typically tends to grow over time by its nature. However, we are more interested in
exploring how TDD evolves over time based on the size categories of microservices
and the types of owning teams.

In general, the results indicate that the mean and median Theil-Sen slopes of
TDD trends are lower in large microservices. In contrast, medium-sized microser-
vices tend to show the most consistently increasing TDD trends. Small microser-
vices exhibit a lower growth rate in TDD compared to medium services, but some
small microservices demonstrate significantly high slope values. This suggests that
TD is not uniformly managed across all small microservices. Conversely, very large
microservices show a higher variability in their slope values.

These findings provide an interesting insight: within microservices architecture,
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larger microservices tend to be more stable regarding TD management over time.
While small-sized microservices show inconsistencies, as some of them have very
high TDD slope, while in some others, TDD is managed better. This observation, to
some extent, aligns with a study [25] that indicates some smaller microservices con-
tainmore architectural smells than bigger ones. This inconsistencymay arise because
small microservices are often overlooked, sometimes developed, and then forgotten
for a long time. Additionally, rapid code changes or frequent rewrites can intro-
duce more TD, or sometimes, if they are refactored from a monolithic architecture,
they may come up with higher TD from the beginning. During the discussion with
interviewees from the case company, it was also noted that, in the beginning, or usu-
ally small-sized microservices, lack proper monitoring and architectural governance.
This observation aligns with a statement from a leading developer in another study
by Verdecchia et al. [10], who noted that one of the primary causes of TD growth
is the absence of an adequate monitoring process. In addition, small microservices
could be perceived as low risk, and teams might cut corners because it’s just a small
service that is just working as expected, so developers simply forget about them. The
developer manager further mentioned a potential lack of architectural discussion in
the team regarding the evolution of small microservices.

In contrast, medium-sized microservices showed a consistent increasing trend,
possibly because they are in the expansion phase, and a lot of features start to pile
up as they grow into medium-sized, as mentioned during the interview. This phase
is more vulnerable because on the one hand, the initial design may no longer fit, and
on the other hand, shortcuts taken early, while they are small, can accumulate now.
In addition, they are not big enough for serious investment or architectural gover-
nance, as teams do not start refactoring yet because the pain has not hit the threshold.
On the contrary, large-sized microservices are visible to the management or leader-
ship; they will start to have dedicated teams and more attention, repayment of TD
might start, and the service may evolve slowly. At this phase, maintenance would be
the main priority over new feature development, with smaller fixes being performed
more regularly. Most of these findings are also supported by previous related studies
(e.g., [10–12]) and also by the practitioners during the interviews. Moreover, in our
study, there are three very large services. We did not exclude them from the anal-
ysis because their inclusion would provide valuable insight into what may happen
when microservices evolve towards becoming megaservices. Our results show that
TD again slowly begins to grow at a faster pace in very large microservices than in
large microservices, with higher median TDD slopes and a standard deviation.

We then analyzed how TDD evolves across microservices owned by two differ-
ent teams, namely Platforms and Products. Our results reveal that, within the stud-
ied systems, TDD exhibited a faster growth in microservices owned by the Platform
teams than the Product teams. This is another lesson learned, and maybe because of
several factors. For example, microservices owned by Platform teams can be reused
by multiple product teams, which may lead to architectural erosion [23] unless clear
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boundaries and governance are set. Likewise, services owned by Platform teams
are often touched by many developers but owned by only a few. Without having
code ownership boundaries, architectural entropy [72] can spread quickly, resulting
in higher TD. Furthermore, organizations may prioritize product features that are di-
rectly observable to the users over foundational platform work. Conversely, platform
services are often connected to core infrastructure, and making changes or refactor-
ings can have a bigger impact. Consequently, TDD tends to increase as a trade-off for
maintaining architectural stability. Interviewees quoted that the increasing trend in
platform microservices may be due to the need for extensive communication across
the entire organization, even for minor changes, and a focus on dependency updates
rather than refactoring. Furthermore, TDmanagement can vary across types of teams,
with product teams placing a high emphasis on TD refactoring as they always incor-
porate new features that customers directly experience.

6.3 RQ3: Relationship between Size and TDD
In this research question, we aimed to investigate whether a relationship exists be-
tween the evolving sizes of both monoliths andmicroservices and TDD.We observed
a strong negative correlation between size and TDD trends in the monolith, indicat-
ing that TDD tends to decrease as the size of the monolith increases. We discussed
these seemingly contradictory findings during interviews with practitioners, and they
mentioned that there is a dedicated team managing the monolith with active mainte-
nance, regular refactoring, and architectural governance. Additionally, the monolith
teams utilize PHPStan as an external tool, in conjunction with SonarQube, to moni-
tor the code quality. Consequently, even as the size of the monolith increases, TDD
remains stable or gradually decreases. This suggests that when an organization has
teams with well-defined responsibilities and boundaries, TD can be effectively con-
trolled and managed even in the monolith.

Interestingly, in the context of microservice architecture, the TDD trend with
changing sizes of microservices exhibits notable similarity to the TDD trends ob-
served over time, as discussed in our findings for RQ2.

We again found inconsistencies in small microservices. In almost 47% of those,
the correlation between size and TDD is statistically positive, while in 38% it is
negative, and in the rest, the correlation is not significant. The Theil-Sen slopes,
as shown in Table 11 and Figure 16, depict considerable variation, indicating that
some small microservices reduce TDD, while others accumulate rapidly with evolv-
ing sizes. From our findings in RQ2 and RQ3, we can now say that small microser-
vices exhibit an inconsistent TDD trend over time and with their evolving sizes. This
inconsistency suggests that it is challenging to predict the trend in small microser-
vices. These results align with insights from a study [25]. The primary reasons for
this variability, as noted by the practitioners in the interview, appear to be a lack of ad-
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equate monitoring and insufficient architectural governance. This includes a lack of
discussion about the architectural evolution of small microservices, undefined roles
and responsibilities, and other factors mentioned earlier in Section 6.2.

Table 10 shows that inmost of themediummicroservices, there exist statistically
significant positive correlations between TDD and size. Additionally, the mean and
median slope values are highest across all categories with lower variability. This
indicates that TDD tends to grow more consistently and at a faster rate in medium-
sized microservices as the size increases. The explanation for this persistent growth,
as discussed in the interview, is that a large number of features have been contin-
uously added rather than refactored or maintained. TD, by definition, introduced
during the initial development phase, may become more apparent during this growth
phase. Furthermore, there may not be dedicated teams for maintaining and refactor-
ing these medium-sized services yet, as they are not big enough. On the contrary,
large microservices exhibit a very low mean and median TDD slope, with low vari-
ability, implying that they usually experience minimal change in TDD relative to
their size, thereby maintaining higher stability. The possible explanations for these
well-controlled TDD trends are discussed in 6.2 following interviews with the devel-
opment team from the company. For example, many of these services now have a
dedicated team for maintenance, prioritizing refactoring over adding new features.
Furthermore, a similar pattern, but with slightly higher means and medians, is ob-
served in the three very large microservices.

As noted in our findings for RQ2, the TDD trends over time in Product teams are
better than those for Platform teams. However, when we investigated the correlation
between the size of microservices and TDD across the two teams, we noticed a neg-
ligible difference in trend behavior. This implies that, in theory, when sizes become
comparable, TDD should grow at the same ratio, regardless of team. Nonetheless, in
the studied context, that is not the case. Instead, TDD grew faster in microservices
owned by Platform teams over time, irrespective of their size. The reason behind this
rapid growth in TDD is likely due to the frequent reuse of services owned by Platform
teams by many Product teams that do not own them. Furthermore, although the size
remains the same, the complexity of services owned by Platform teams may increase
due to their shared responsibilities in evolving product-related microservices, thus
accumulating more TD.

7 Threats to Validity
This section addresses the threats to validity from four perspectives outlined by Rune-
son and Höst [45]: construct validity, internal validity, external validity, and reliabil-
ity.

Construct validity refers to the extent to which the operational measures used
in the study actually represent what the researchers intend to investigate [45]. In this
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study, we measured the TD and size of both the monolith and microservices from
SonarQube. Despite some criticisms within the research community, SonarQube is
still one of the most widely used static code analysis tools for measuring TD [32]
and has been used by several other related studies (e.g., [11, 12]). To ensure the accu-
racy of our TD measurements, we filtered out various sonar issues marked as ‘false
positive,’ ‘safe,’ and ‘wontfix’ by developers. Additionally, the company frequently
updates the Sonar rules and quality gates in the SonarQube, which further enhances
our confidence that the TD measured reflects the actual TD present. We also normal-
ized TD by the corresponding size of the microservices or monolith at that particular
point in time, reducing the size and growth biases. TDD has been used in several
other studies (e.g., [37–39]). However, we acknowledge that SonarQube can some-
times oversimplify the actual remediation time required to address identified issues,
and it may not account for certain types of architectural TD. Furthermore, SonarQube
automatically excludes comments and blank lines, providing accurate lines of code,
referred to as non-commented lines of code (ncloc), as a proxy for size.

Internal validity concerns whether observed effects can be attributed to con-
founding factors other than those under investigation. One significant threat arises
from the evolving size of microservices, which may transition between size clusters
over time. To address this threat, each service is assigned to the cluster it occupies
for the majority of its lifespan. This approach fosters consistency while acknowl-
edging that short-term variations may be overlooked. Moreover, the temporal evolu-
tion of TDD may have been influenced by other confounding factors, such as major
refactorings, architectural decisions, human factors like developers’ experience, team
seniority, changes in team composition, or evolving responsibilities. To mitigate
these threats, we applied robust trend analysis methods such as Man-Kendall and
Theil-Sen slope and visualized the trends. In addition, we discussed and validated
any unusual trends with practitioners, who confirmed that the quantitative results ob-
tained reflected their expectations. The composition and distribution of developers
and teams across architectures are analyzed and described in detail in Section 4.3.1, in
the light of transparency regarding the potential influence of human factors, although
their impact cannot be fully mitigated. Additionally, the coexistence of monolithic
and microservice-based architectures may pose a residual threat to internal validity.
As described in Section 4.3 (Context), these architectures evolve independently with
separate codebases and no systematic propagation of changes occurs, thereby reduc-
ing the risk of cross-architectural interference. In any case, it is essential to note that
this study is observational, and we are not attempting to establish any implicit causal
effect between architectural styles and TD/TDD trends.

External validity refers to the extent to which the findings of this case study can
be generalized to other contexts. This specific context may limit the applicability
of these findings in a broader setting. However, as emphasized by Flyvbjerg [71],
the strength of case study research lies not in the statistical representativeness but
in its ability to provide deep, context-dependent insight that contributes to the theory
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through analytical generalization, as also discussed by Yin [70]. The use of standard-
ized static analysis tools to measure TD and size further supports the applicability
and comparability of findings in a similar setting. To further enhance transferability,
we provided detailed contextual descriptions of the company, including its size (in
terms of lines of code), the number of teams, the motivation for architectural shifts,
and the technologies used, such as programming languages, as well as the distribu-
tion of developers and teams working across architectures. The generalizability can
be improved by replicating this study in different contexts and using other tools to
measure TD, although we will not be able to fully statistically generalize the results
to any specific context.

Reliability is concerned with the extent to which the data collection and analysis
procedures can be replicated with consistent results. In order to ensure the reliabil-
ity of our study, we documented the case study protocol in detail, including the data
collection and analysis process, clustering methods, and trend analysis. All metrics
were collected using SonarQube with a consistent configuration. Statistical analysis
was performed using Jupyter Notebook with Python 3.11.0 and widely used
standard libraries such as pandas, numpy, seaborn, Scikit-learn, and plotly.
Additionally, we held continuous discussions with the company’s development team
throughout the study, which supported accurate data interpretation and minimized
ambiguity during data collection. Finally, during the semi-structured interview, prac-
titioners confirmed that the quantitative results aligned with their expectations, rein-
forcing the robustness and traceability of our process.

8 Conclusion and Lessons Learned
In this case study, we investigated the evolution of TDD in monolithic and microser-
vice architectures within the same context, as a single company employs both of them,
serving the same product. This comprehensive investigation includes one large PHP-
based monolith and 78 microservices of varying sizes and programming languages,
with the majority of code being Java-based. We employed different techniques to
verify that these services adhere to the guidelines for microservice architecture as
described in Section 4.4. However, some services, specifically categorized as very
large, may actually be evolving toward a megaservice structure. This evolution is
not an intentional architectural decision but rather an unintended outcome of contin-
uous feature expansion and potentially increasing interdependencies. Despite this,
we did not exclude them from our analysis, as exploring TDD within this group
provides valuable insights to the software organization regarding the potential be-
haviors of TDD as microservices gradually evolve towards megaservices. For this
reason, we refer to the microservice architecture as hybrid microservice architecture
(see Section 2.4), but within the paper, we simply call it microservice architecture
for convenience. Although this study is primarily based on quantitative analysis, it
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also incorporates practitioners’ perspectives through semi-structured interviews.

The following concluding remarks and lessons learned are drawn from this spe-
cific case, providing analytical insights for practitioners and software organiza-
tions in similar settings.

• Our results reveal that, surprisingly, TDD tends to decrease in monolithic ar-
chitecture over time and also with growing size. This decline is primarily due
to the presence of a dedicated team with clear ownership and responsibilities,
which closely monitors all development and maintenance activities within the
monolith. Therefore, it is not always the case that TD inherently grows much
faster in monolithic architectures.

• Conversely, in microservices, TDD accumulates over time as the system grows.

• TDD behaves unpredictably in small microservices, where its growth with size
and over time can vary due to a lack of architectural monitoring. However, TDD
tends to accumulate consistently in medium-sized microservices due to the con-
stant addition of new features and inadequate refactoring, as the pain has not yet
reached the threshold. In contrast, as microservices evolve and become large,
the TDD grows steadily. This is due to effective architectural governance, such
as assigning dedicated teams to manage these services with clear responsibili-
ties, initiating refactoring efforts with smaller yet frequent fixes, and services
becoming an integral part of the architecture.

• TDD experiences faster growth in services owned by platform teams over time.
Potential reasons could be that these services are reused by many other teams
that do not own them. In addition, it requires extensive communication through-
out the entire organization to implement changes in platform services, as they
are usually linked to many other services. Likewise, teams often hesitate to
refactor due to the high risk associated with making changes as they are core to
the infrastructure. On the contrary, product teams prioritize maintenance and
emphasize TD refactoring together with new feature development, as product-
related services are the face to customers.

This study presents a comprehensive statistical analysis of TDD, complemented
by practitioners’ perspectives on both monolithic and microservice architectures.
However, there are several other important factors that could be measured and in-
vestigated. For example, this study can be further complemented in the future with
the exploration of i) other architectural-related technical debt as mentioned in the
study [25, 44], such as cyclic dependencies, in addition, other architectural metrics
such as endpoints, and cross-service calls and their evolution, ii) the exploration of po-
tential impact of TDD evolution on other aspects such as lead time, customer values
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(such as satisfaction), and other business-related values, iii) a comparison of TDD
trends in the same microservice if it evolves from one size category to another. It
will be interesting to see how microservices behave in TD management when they
evolve to different categories, and iv) the role of contribution alignment in TD accu-
mulation. For example, investigating who actually owns the service and who writes
or changes the code will help to investigate our hypothesis that TD grows faster in
services owned by platform teams, likely due to the codebase being touched by many
developers but owned by only a few. Furthermore, replicating this case study in a
different industrial context, possibly using alternative tools to measure technical debt,
would further strengthen the generalizability and robustness of the findings.
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Abstract

Over the last decade, software organizations have increasingly adopted
microservices to effectively deal with evolving software systems, fre-
quent demands for new features, and changing technologies. However,
microservices are not a silver bullet; their success depends on the spe-
cific context and needs of each organization. Therefore, tracking the evo-
lution of architectural complexity indicators is crucial for effective archi-
tectural governance and decision-making. In this paper, we explore the
relationship between architectural complexity indicators and their evo-
lution, specifically declared dependencies, API endpoints, inter-service
communications, size, and technical debt. We used the static source
code analysis methods along with SonarQube to measure architectural
complexity, collecting data on all indicators over the past two and a
half years. Our findings indicate that architectural complexity consis-
tently grows, even within microservices. Most importantly, these indi-
cators co-evolve, making the overall architecture more complicated than
expected. Additionally, all complexity indicators grow rapidly when
services are small and still evolving. The insights gained from this
study can assist organizations in effectively managing their microser-
vices, highlighting when theymight bemost prone to architectural degra-
dation.
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1 Introduction
Software systems are evolving at an unprecedented pace, driven by rapidly changing
technologies, competitive markets, continuous delivery expectations, and the grow-
ing pressure to release features more frequently. Consequently, these rapid changes
and growth inevitably lead to an increased complexity [1]. In order to manage such
evolving complexity, microservices have become highly popular in recent years as
an effective way to develop scalable and more maintainable software systems [2, 3].
Further, organizations are adopting microservices due to their support for modularity,
independent deployability, decentralized ownership and governance of services, and
evolutionary design [4–6]. Nonetheless, real-world implementations often fall short
of these ideals due to several reasons, such as limited architectural tool support for
architecture evaluation, lack of consistent design principles [7, 8], challenges in man-
aging shared code [9], and other organizational challenges [10, 11], such as managing
decentralized teams.

As microservices evolve, architectural complexity and challenges increase in
measurable ways [7, 8, 12], leading to erosion of well-known architecture principles.
This includes issues such as cyclic dependencies, broken hierarchies [13], violation
of modular boundaries, and degradation of structural clarity, i.e., finding the right
service granularity without harmful dependencies [8, 9, 14]. The rise in inter-service
communication and architectural coupling diminishes the independence of individual
services, thereby hindering their isolation and independent deployment [11, 15, 16].
Likewise, as the services grow in size, they take on more functionalities, and often
deviate from bounded-context principles [4], which reduces the cohesion and main-
tainability. Moreover, the expansion of API surfaces introduces fragile contracts and
compatibility issues [17]. Addressing breaking API changes [8, 9] and versioning of
APIs [11, 12] are yet other major challenges. As all of these challenges evolve, they
often contribute to the architectural erosion [18] and hence lead to the quality degrada-
tion, architectural defect, and accumulation of architectural debt gradually [18, 19].

Despite widespread adoption by the industry and increasing interest from
academia, only a handful of studies have empirically investigated the evolution of
architectural complexity in microservices within a real-world setting [8] across multi-
ple dimensions. However, most existing research (e.g., [15–17, 20–22]) focus on iso-
lated aspects (e.g., API changes, couplingmetrics, or architectural smells) or uses syn-
thetic datasets and open-source repositories, which often lack industrial relevance [8],
where architectural decisions are shaped by evolving technical constraints, sustained
delivery demands, and deployment complexities.

In this study, we develop and implement a lightweight static source code analy-
sis method and perform a longitudinal analysis of the evolution of architectural com-
plexity and code technical debt of a real-world microservice system from one of our
industry collaborators. We measure five key architectural complexity dimensions:
(1) declared dependencies, (2) inter-service communications, (3) API Endpoint ex-
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posure, (4) service size, and (5) technical debt. The dataset contains 15 services with
lines of code ranging from 979 to 15, 798, collected over 2.5 years of continuous
development. By investigating how these dimensions evolve together, we identify
complexity growth patterns, co-evolution trends, and early indicators of architectural
degradation. The findings are intended to support practitioners and architects in antic-
ipating complexity-related risks, improving system maintainability, and governance
strategies in microservice-based systems.

Paper structure: Section 2 provides background on technical debt and archi-
tectural complexity indicators. Section 3 reviews the related works, and Section 4
outlines the case study design and our method for identifying architectural complex-
ity. Section 5 presents and discusses the results, while Section 6 addresses the threats
to validity. Finally, Section 7 concludes with future work.

2 Background
2.1 Technical Debt (TD)
Technical debt is a metaphor coined by Cunningham [23] to describe how shortcuts
in software development can lead to faster delivery in the short term, but may result
in higher maintenance costs in the long run if not properly addressed. Over time, the
concept of TD has evolved and refers to sub-optimal design decisions or implemen-
tation choices that may seem beneficial initially but ultimately make future changes
more costly or even impossible, leading to lasting impacts on maintainability and
evolvability of the software [24, 25].

SonarQube1 is one of the most widely used static code analysis tools for mea-
suring TD in practice [26] despite some criticism from practitioners regarding its
accuracy of the remediation time to resolve issues [27]. Nevertheless, it has been
used by several other microservices and TD-oriented studies (e.g., [28–30]). In our
study, we used SonarQube to measure the code TD due to its convenience, as the
case company uses it. The detailed explanation of how SonarQube calculates TD is
provided in Section 4.3.

2.2 Architectural Complexity Indicators
SonarQube does not always capture the architectural debt effectively. Therefore, we
measured architectural complexity through some of the key measurable indicators:
‘declared dependencies’, ‘inter-service communications’, ‘API endpoint exposure’,
and the ‘evolving size’ of microservices, along with ‘code technical debt’. We se-
lected these indicators based on discussions held during the early stages of research
with key contacts: a development manager and a senior product owner, both with

1https://www.sonarsource.com/products/sonarqube/
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over 20 years of professional experience in software development and around 5 years
of experience with the case company. Additionally, we based this choice on our prior
research experience in the field. These specific indicators have also been explored
in literature (e.g. [15–17, 21]) independently.

Declared dependencies refer to explicit references to external software mod-
ules or libraries that a service requires to compile or run. In our case, these depen-
dencies are typically defined in build or configuration files, such as pom.xml, since
the microservices we analyze are built on Apache Maven. The uncontrolled growth
of such dependencies can increase coupling, reduce service independence, and lead
to architectural degradation and technical debt.

Inter-service communications describe service-to-service communication pat-
terns across the system, implemented via HTTP-based clients (e.g., axios.get(),
RestTemplate.getForObject()), RPC protocols (e.g., gRPC), or messaging
queues. These interactions are foundational to microservice coordination, but their
proliferation can introduce architectural risks, such as reduced independence and
maintainability of services due to excessive service coupling [16].

API endpoint exposure quantifies the number and structure of externally ex-
posed HTTP endpoints a service offers. They are generally declared using routing
annotations or framework-specific handlers (e.g., @GetMapping(), app.post()) in
source code. A broader API surface increases integration flexibility but also raises
risk for backward incompatibility and maintainability [17].

3 Related Work
To the best of our knowledge, no single study has explored the evolution of all of
these complexity indicators within a real industrial setting. However, several studies
have examined architectural evolution, focusing on specific aspects. Studies (e.g., [8,
15, 16, 21]) emphasize that microservices rarely evolve in isolation. Instead, they
often undergo co-evolution and structural drift, leading to hidden coupling, architec-
tural smells, and degradation. Assunção et al. [15] conducted a longitudinal study
of 11 open-source systems and found recurring co-evolution patterns like “shotgun
surgery,” where multiple microservices are modified in a single commit [15]. This
indicates significant dependencies across services, challenging the core microservice
principle of loose coupling. Bogner et al. [8] investigate the industry practices, such
as guidelines, patterns, and tools, as well as challenges like service decomposition to
ensure the evolvability of microservice architecture. Zhong et al. [16] analyzed 15
open source projects consisting of 113 microservices. They proposed and measured
the Microservice Coupling Index (MCI), a metric based on relative measurement
theory to assess inter-service dependencies and coupling more rigorously than tradi-
tional absolute metrics.

Apolinário and de França [20] proposed a method to monitor service-level cou-
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pling evolution by mining repositories and tracking dependency graphs. However,
their approach mainly relies on runtime behavior, unlike our method, which focuses
on declared, configuration-bound dependencies. Lercher et al. [17] analyzed mi-
croservices API evolution through interviews with 17 practitioners. The study identi-
fied six evolution strategies (e.g., API versioning) and six common challenges. While
strategies like API versioning and collaboration among teams are intended to facili-
tate evolution, they often result in tight organizational coupling and consumer lock-in,
leading to the accumulation of TD. Genfer and Zdun [21] conducted a static source
code analysis to track and assess the evolution of microservice architecture through
repository mining and architectural reconstructions. By analyzing API interactions
and computing various architectural metrics over time, their results revealed that the
system initially showed a growing trend in inter-service dependencies. However, this
trend was later reversed as developers redesigned the architecture, as evidenced by a
decrease in couplings, a reduced length of API calls, and improved cyclic dependen-
cies.

Capilla et al. [13] conducted an empirical study using Archan and Designite to
identify architectural smells. They found that cyclic and hub-like dependencies are
particularly common in large systems. Likewise, Soares de Toledo et al. [19] listed
some other architectural debt issues, including an excessive number of point-to-point
connections among services, the absence of a communication standard, and a knowl-
edge gap. Zhong et al. [14] investigate architectural smells in microservice systems
and analyze their causes. The study shows that these smells increase coordination ef-
fort and change failure rates, which degrade the system’s maintainability. However,
there remains a lack of proactive tools for identifying architectural debt in evolving
systems [8, 12].

4 Case Study Design
This study investigates the evolution of architectural complexity indicators of 15 mi-
croservices from a large-scale software development company. The case study is
designed based on the guidelines established by Runeson and Höst [31].

4.1 Research Goal & Questions
Research indicates that as software systems grow in size over time, their complexity
evolves. Therefore, it becomes crucial to track the evolution of the architectural com-
plexity of microservices for better and informed architectural decisions. Hence, this
paper investigates how architectural complexity indicators of microservices charac-
terized by declared dependencies, API endpoint exposure, inter-service communica-
tions, and size evolve together with TD. This investigation will allow software orga-
nizations to understand their architectural evolution over time, pinpointing specific
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periods when the architecture may be more prone to vulnerabilities, such as higher
architectural and code TD. Based on the research goal, this case study investigates
the following research questions:

RQ1: How are architectural complexity indicators and technical debt corre-
lated?

RQ2: How do architectural complexity indicators evolve in microservice
architecture?

RQ3: How do architectural complexity indicators behave with evolving
size of microservices?

RQ1 investigates the relationship among architectural indicators, specifically,
exploring how complexity indicators relate to one another. Our primary focus is to un-
derstand how declared dependencies, API endpoints, inter-service communications,
and size correlate with code TD. We further aim to assess the extent to which these
four architectural indicators can explain the variation in TD using the Generalized
Additive Model (GAM) [32] and adjusted R-squared value.

RQ2 explores the evolution of architectural complexity indicators, including
TD and size, over time. This analysis enables organizations to understand how their
architecture is performing regarding these complexity indicators, whether there are
improvements, or if further maintenance activities are necessary. While RQ3 iden-
tifies thresholds at complexity indicators that exhibit different behaviors with the
growing size of the microservice. For example, at what point does the size of mi-
croservices cause these four variables to increase significantly, and when do they
begin to decrease or stabilize? This extended visualization will provide valuable in-
sights for organizations, guiding them to decide when to prioritize refactoring and
maintenance of microservices based on their size evolution.

4.2 Context
This case study is based on the proprietary code base from one of our industrial col-
laborators, a Swedish Fintech company. The company has an extensive code base
consisting of over 2.5 MLOC, comprising over 250 services. Most of these services
are microservices, but there are also a few larger services with multiple responsibili-
ties, and one monolith with more than 410k lines of code. The company has around
63 teams with hundreds of developers. For this analysis, we selected 15 Java-based
microservices based on their size and responsibilities variability (ranging from less
than 1k up to 15k on average). Furthermore, most of the selected services are dedi-
cated to specific business responsibilities such as authentication, user rights, payment
processing, and licenses. The collected data for all variables spans fromAugust 2022
to March 2025 on a weekly basis.
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Table 1 displays the detailed statistics of all 15 selected microservices. The
company was initially interested in exploring the evolution of its architecture, the
various indicators of architectural complexity, and determining themicroservices that
require prioritization for architectural refactoring or maintenance. The collected TD
and size measurements were gathered from SonarQube. This tool was selected for
convenience, as the company has been using it for several years to monitor its TD
and other quality-related metrics.

4.3 Data Collection
Measuring Technical Debt (TD) and Size: In this study, we measure TD using
SonarQube (SQ), a static code analysis tool used by the case company for sev-
eral years. SQ is one of the most popular and commonly used static code analysis
tools [26, 28] with several built-in rules. SQ generates issues whenever pre-defined
coding rules or quality gates are violated [27]. These issues are categorized into
three different types: ‘code smell’ (related to maintainability), ‘bugs’ (related to re-
liability), and ‘vulnerability’ (related to security). Furthermore, SQ classifies issues
by their severity into categories such as info, minor, major, critical, or blocker [27].
Afterwards, the tool estimates the remediation effort for each issue, which is the
estimated development time required to address and refactor those issues. This re-
mediation time is the metric for TD for this study.

We gathered all the Sonar Issues for 15 microservices from August 2022 to
March 2025. The collected TD datasets contain information about the microservices,
violated rules, severity, issue status and types, and remediation effort (i.e., TD). In
addition, it also provides the issue creation, update, and fix timestamps. As Sonar-
Qube sometimes can report false positive issues, we systematically excluded issues
marked as ‘false-positive’ and issues marked as ‘safe’ and ‘wontfix’ by developers.
Subsequently, to calculate the weekly TD, we first converted the timestamps into
dates. Next, we accumulated TD for each sonar issue from the time it was created
until it was fixed. For issues that remained open until our data collection period, we
used the latest date as the resolution date.

Furthermore, we collected the lines of code for each microservice from Sonar-
Qube, which serves as the metric for microservice size in this study. SonarQube
calculates lines of code (LOC) by counting all non-commented and non-blank lines
in source files. Details about how SQ counts lines of code can be found in their docu-
mentation2. Table 1 presents the average number of weekly architectural indicators,
including size and TD, for eachmicroservice. It shows that themicroservice’s weekly
average size varies from approximately 979 lines of code to 15798. Meanwhile, the
TD ranges from around 77 to 2477 minutes.

2https://docs.sonarsource.com/sonarqube-server/9.9/instance-administratio
n/lines-of-code/
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Extraction of Architectural Complexity: In this study, we analyzed the evolution
of architectural complexity indicators of 15 Java-based microservices from a propri-
etary codebase over a two and a half year period. We developed and implemented a
lightweight static source code analysis tool3 that basically inspects the source code
and configuration files of software repositories without actually building them locally
or executing them. We mainly investigated important architectural indicators such
as declared dependencies, API endpoint exposure, inter-service communications, and
size. Our method traverses the Git history of each microservice using a time-based
snapshotting strategy, selecting commits at weekly intervals. However, due to the
proprietary restrictions and NDA agreement, the dataset cannot be made publicly
available.
Table 1: Weekly average number of architectural indicators for all 15 microservices. Microservice names are
obfuscated for anonymity.

Microservice Endpoints
#

Dependencies
#

Inter-service
Communications#

TD
(minutes)

Size
(nloc)

M1 28.00 28.20 5.00 1391.01 15798.07
M2 8.30 36.12 2.30 1041.22 5316.99
M3 76.63 30.38 17.90 814.65 11793.30
M4 14.64 18.29 3.41 786.03 2640.11
M5 5.69 11.76 0.00 574.37 1475.27
M6 17.45 17.45 3.11 239.32 2243.85
M7 59.38 30.65 13.39 1070.70 7241.48
M8 34.38 20.33 4.00 2476.78 13393.13
M9 46.27 21.12 14.46 1174.92 8838.40
M10 4.01 15.40 1.00 76.91 979.42
M11 15.48 30.09 12.91 1313.68 5247.58
M12 19.74 18.09 8.00 304.10 3825.49
M13 50.69 29.64 15.41 1319.22 14446.29
M14 35.88 21.00 0.00 308.04 3989.24
M15 44.84 26.93 5.71 1763.47 7704.85

To calculate the declared dependencies, the tool first parses the root pom.xml
file to identify the sub-modules for focused analysis. After extracting the sub-
modules, the tool parses all the available pom.xml files from each submodule and
identifies dependencies using structured XML extraction, which includes both de-
fault (compile) and explicitly declared runtime dependencies. However, we excluded
the dependencies declared as test, provided, system, or import because they do
not end up in the project’s built artifact. This ensures we count only actual declared
dependencies. Additionally, dependencies declared in <dependencyManagement>
without being re-declared in the module are also excluded. Although all selected
15 microservices are Java-based, our tool can also recognize other dependency
files such as package.json (Node.js), requirement.txt (Python), go.mod (Go),
build.gradle (Gradle), and composer.json (PHP) to support other architectures
for reproducibility. All the dependencies across modules are aggregated and dedu-
plicated into a single set of unique identifiers per snapshot to avoid overcounting the
same library declared across multiple modules. Furthermore, our method does not

3https://doi.org/10.5281/zenodo.16906941
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include the transitive dependencies4 as it only focuses on explicitly declared depen-
dencies in the build configuration files to ensure stability and reproducibility without
requiring dependency resolution or building services locally.

Likewise, in order to detect the API endpoint exposures, the tool scans the
source code files using regular expressions via common annotations and routing
functions, which include @GetMapping(), @Path(), and app.post() in Java,
Python, and JavaScript frameworks. It then deduplicates so that repeated defi-
nitions count only once. The API endpoints extracted are represented as com-
binations of HTTP method and path, giving a reliable picture of each snap-
shot’s exposed interface. The tool identifies inter-service communications
by scanning for specific invocation patterns in HTTP and RPC calls, such as
fetch(), axios.get(), requests.get(), RestTemplate.getForObject(),
and Grpc.newBlockingStub(). It also detects references to internal endpoints
(e.g., /api/..) and full service URLs. To ensure clarity, all call expressions are
deduplicated, reflecting the number of unique service integration points rather than
their frequency in the code.

4.4 Data Analysis
The dataset spans from August 2022 to March 2025, incorporating various TD and
other indicators of architectural complexity. A detailed explanation of the preprocess-
ing for both TD and architectural data can be found in Section 4.3. The preprocess-
ing and analysis were conducted using Jupyter Notebook with Python version
3.11.0 and the necessary libraries.

Initially, we assessed the distribution of variables through histograms and the
Shapiro-Wilk test [33]. Both methods conclusively indicated that all variables are
non-normally distributed with a very low p-value of 4.13e−23, 7.80e−30, 1.19e−31,
3.59e−34 and 3.27e−30 for dependencies, API endpoints, size, inter-service commu-
nications, and TD respectively. Therefore, to answer RQ1, we opted for a non-
parametric test, called Spearman correlation [34], to investigate the relation-
ships between TD and the architectural complexity indicators. However, given the
multiple variables involved in our analysis, we computed a comprehensive Spear-
man correlationmatrix to systematically explore pairwise correlations among all vari-
ables. Spearman correlation provides insights into both the strength and direction of
monotonic associations between two variables. The interpretation of the correlation
coefficient follows widely accepted conventions reported in the study [35], where
correlation ranges from −1 to +1. A correlation of ±0.00 to ±0.10 is considered
negligible, ±0.10 to ±0.39 weak, ±0.40 to ±0.69 moderate, ±0.70 to ±0.89
strong, and ±0.90 to ±1.00 very strong.

4https://maven.apache.org/guides/introduction/introduction-to-dependency-m
echanism.html
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We then applied a nonlinear multiple regression model using Generalized
Additive Model (GAM) [32] to explore the potential relationship between archi-
tectural complexity and TD. The key assumptions of GAM are that the effects of
each predictor (in our case, architectural complexity indicators) contribute additively
to the response (TD), and that the relationship between each architectural complex-
ity indicator and TD is a smooth, potentially nonlinear function rather than strictly
linear. GAM extends traditional linear models by allowing each predictor to have
its own smooth, non-parametric function, typically implemented using spline-based
functions [32, 36]. The adjusted R-squared value was used to quantify the variation
in TD that other dependent variables can explain.

In order to answer RQ2, we visualized the temporal evolution of all indicators
across 15 microservices, as illustrated in Figure 2. For each indicator, we plotted
the mean and median trajectories over time, with ±1 standard deviation(σ), which
captures the variability around the mean. We overlay the mean trend line by applying
LOWESS smoothing [37] to highlight the directional tendency of each indicator. It
effectively captures nonlinear trends without assuming the functional form of data,
making it ideal for providing the average behavior of a specific complexity indicator
across all microservices at each time point.

To answer RQ3, which investigates how various microservice indicators re-
spond to changes in microservice size, we applied piecewise linear regression (also
known as segmented regression) [38] using Python pwlf library. This method ef-
fectively detects structural changes or trend shifts by introducing one or more break-
points, also known as change-points or thresholds [39]. The main assumption is that
the relationship between the predictor and responses is linear within each segment, re-
flecting the expectation that microservices complexity generally increases with size,
albeit the slope may vary across segments. We configured with three segments (i.e.,
two breakpoints) because these segments can be interpreted as small, medium, and
large services, making the model intuitive and easy to interpret. As a result, it helps
us understand how the behavior of microservices, measured by various architectural
complexity indicators, changes at different stages of size evolution. For each fitted
model, we report the coefficient of determination (R2) to evaluate the model’s ex-
planatory power.

5 Results & Discussion
In this section, we present findings, answer research questions, and interpret them in
relation to existing literature and insights from company contacts—a development
manager and a senior product owner, each with over 20 years of experience in soft-
ware development and around 5 years with the case company.
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5.1 RQ1: Relationship between Architecture Complexity and
TD

The Spearman correlation matrix (Figure 1) shows the correlation coefficients across
all complexity indicators, revealing that they are moderately to strongly correlated
and tend to vary together. It indicates a moderate positive correlation between archi-
tectural complexity indicators (API endpoint exposure, declared dependencies, and
inter-service communications) and code TD, with correlation coefficient values of
0.37, 0.51, 0.41, respectively. Moreover, the size of microservices is strongly corre-
lated with TD, with a correlation coefficient of 0.70.
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0.75* 0.69* 0.64* 1.00* 0.70*

0.37* 0.51* 0.41* 0.70* 1.00*

* = Statistically significant (p < 0.05)

Figure 1: Spearman-correlation matrix across all complexity indicators

The Generalized Additive Model (GAM) demonstrates a good fit for the
data, evidenced by an RMSE of 357.66 (with the average weekly TD across all mi-
croservices being approximately 1000 minutes) and an adjusted R-squared of
0.77. This indicates that about 77% of the variation in TD can be explained by archi-
tectural indicators, including size. All indicators’ smooth terms are highly significant
(p < 1e−16), and the model’s effective degrees of freedom (DoF) of about 49.1 sug-
gest considerable flexibility in capturing these complex effects.

As the first takeaway, complexity indicators of microservices are correlated and
often follow similar trends. In practice, an increase in one indicator is statistically
associated with increases in others. Consequently, leaving some indicators unad-
dressed, assuming they have no negative impact, may still be linked to increases in
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other forms of complexity. Furthermore, complexity indicators additively explain
a substantial variation in TD.

5.2 RQ2: Evolution of Architectural Complexity in Microservices
The temporal evolution of complexity indicators in Figure 2 reveals a persistent up-
ward trend across all 15 microservices. All of these trends are consistent with the
longitudinal observations from Assunção et al. [15], which noted a sustained co-
evolution of microservice systems over time. Overall, the median trend consistently
falls below the mean across all five indicators. This indicates right-skewed distri-
butions, where a small subset of particularly complex services inflates the overall
behavior. This skewness aligns with observations from another study by Capilla et
al. [13], which reported that most smells can be concentrated in a few services, and
that smell density can differ widely between systems of similar size.
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The LOWESS curve further shows that these indicators not only continue to rise
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but also become significantly steeper as they approach 2025. This demonstrates that
the complexity indicators are growing at a faster rate lately. These irregular evolution
trends to some extent align with findings from other studies (e.g., [13, 15, 21]). For
example, studies like [8, 15] observe that microservice evolution dynamically varies
over time. Genfer and Zdun [21] noted an initial increase in API invocation that
drops after architectural refactoring. Moreover, we observed a rapid growth in code
TD during the early stages, as seen in previous studies [28, 29], followed by a linear
trend, and recent rapid increases. During our regular meeting with key contacts after
the data analysis, we discussed these trends. They indicated that this could be partly
attributed to the introduction of new sonar rules and recent changes in the codebase,
such as a version upgrade. Overall, these patterns show a continuous evolution in
architectural complexity, as well as the growing structural inconsistency within the
system. These trends also highlight the temporal effects of targeted interventions,
such as refactorings, the addition of new rules, or changes made to the codebase.

As the second takeaway, microservice complexity indicators consistently evolve
as the services evolve. Furthermore, a high complexity in a small number of com-
plex services can disproportionately affect the overall architecture’s complexity.
We therefore recommend that practitioners prioritize such highly complex services
and regularly refactor them, as doing so may help mitigate complexity growth
across the microservice architecture as a whole.

5.3 RQ3: Architectural Complexity with Evolving Size of Services
Figure 3 shows that architectural complexity indicators generally increase with size,
although the rate of growth (slopes) varies across the different size segments of mi-
croservices. The growth of API endpoints in smaller microservices is rapid, indi-
cating that smaller services quickly expand their public interfaces. This growth is
followed by a drop during the mid-size phase, after which comparatively larger ser-
vices experience an increase again. Lercher et al. [17] suggest that API exposures
often escalate during service expansion due to frequent breaking changes and exten-
sions. Over time, the growing trend stabilizes due to several strategies applied, such
as API versioning, adopting better governance practices. However, it may increase
again when services grow larger with broader roles.

Likewise, in the early expansion phase of services, declared dependencies and
inter-service communications also tend to increase rapidly. This reflects a period
of rushed development with new features added without adequate governance and
clearly defined service boundaries, as mentioned by company contacts during the dis-
cussion. Subsequently, as services grow to a mid-size, there is a decline in declared
dependencies and inter-service communications. This reduction may be due to the
modular restructuring and refactoring efforts that enhance maintainability. However,
in large services, these indicators begin to rise again as services take on more func-
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tionalities, often deviating from the bounded-context principle [4]. Moreover, TD in
general grows with size, albeit at different rates across distinct segments. It tends to
accumulate rapidly in small services, stabilizes or increases at a slower pace in mid-
sized services. Counterintuitively, TD declines in large services as its pain reaches
a point where teams start refactoring. Additionally, maintaining the quality of these
services is vital since many of them are critical to the overall architecture, as noted
by practitioners during discussions. The observed thresholds for all indicators range
approximately from 5k to 16k NLOC (see Table 2), indicating the size at which these
indicators change their growth behavior. Additionally, theR2 values in Table 2 show
that size explains 43.73% to 65.31% variation in these complexity indicators.

Table 2: Thresholds of architectural complexity indicators by service size (NLOC).

Indicators Threshold 1 Threshold 2 R2 (Piecewise)

Endpoints 11335.04 16153.58 0.6292
Dependencies 5480.00 9314.04 0.6531
Inter-service Communications 10462.77 16037.47 0.4739
Technical Debt (min) 5799.29 14448.00 0.4373

As the third takeaway, architectural complexity does not necessarily grow consis-
tently with service size. Instead, it evolves in phases of escalations, stabilization,
and re-accumulations, influenced by factors such as architectural maturity, gover-
nance, team strategies, and planned refactorings. Complexity often rises rapidly
in small services due to continuous feature addition and lack of adequate gover-
nance and maintenance, stabilizes or even declines as they become mid-sized, and
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usually increases again as services grow large. We therefore recommend that prac-
titioners initiate small yet frequent maintenance activities from early stages, when
services are still small and evolving.

6 Threats to Validity
Construct validity: We detected declared dependencies, API exposure, and inter-
service communications using our static method. However, we acknowledge that our
approach may overlook dynamic or reflective routes/calls, such as those constructed
at runtime, as well as transitive dependencies. To minimize risk, we carefully ad-
hered to the Apache Maven documentation while designing our tool, as services
are built on Maven. We gathered TD and size from SonarQube, a widely used tool
that, despite criticisms on its accuracy, has been used in several other studies (e.g.,
[28, 29]). To enhance TD measurement accuracy, we excluded issues marked as
false-positive, wontfix, and safe. Further, the company frequently updates
its sonar rules and actively addresses issues identified.

Internal validity: The evolution of complexity indicators over time, and their be-
havior with the increasing size of services, may be affected by confounding variables.
These variables may include factors such as planned refactoring, domain complex-
ity, and various organizational and human aspects like ownership, team experience,
and turnover. To mitigate risk, we implemented robust statistical methods such as
LOWESS curves, GAM, and Piecewise fit regression to capture such fluctua-
tions and discussed the observed pattern with key contacts.

External validity: The specific industrial context of a fintech company limits
the generalizability of findings in a broader context. However, to mitigate this risk,
we carefully chose services with various sizes and business functionalities. Addition-
ally, the use of well-established tools like SonarQube enhances the comparability of
findings. In any case, the goal of an exploratory case study is not to reach statistical
generalizability but rather to start building a theory.

Reliability: We can rely on SonarQube, as it is still one of the most widely used
tools [26]. However, adjusting our regex pattern or modifying exclusions could al-
ter the count of measured indicators. To mitigate this risk, we archived the source
code of our static analysis along with clear guidelines on how to use it. Besides, we
utilize well-established statistical methods using Python 3.11 to analyze and visu-
alize data. These methods include histograms, the Shapiro-Wilk test, Spearman
Correlations, GAM, and piecewise regression, all of which further reinforce
the reliability of our results.
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7 Conclusions and Future Work
In this study, we analyzed the evolution of architectural complexity indicators, in-
cluding declared dependencies, API endpoint exposures, inter-service communica-
tions, code TD, and the size of 15 microservices, all developed in Java and built with
ApacheMaven. We also implemented our own static approach to measure such archi-
tectural complexity indicators together with SonarQube. Our findings have outlined
many interesting insights for practitioners and the research community. RQ1 reveals
that complexity indicators are moderately to strongly correlated with each other and
often follow similar growth patterns. RQ2 found that the complexity indicators tend
to grow consistently, with occasional short-term declines due to the intended refac-
torings. Moreover, it is also found that certain complex services often influence the
average behavior of complexity indicators. Furthermore, as service grows in size,
complexity initially escalates, then stabilizes or even decreases through targeted in-
terventions, and again reaccumulates as services grow larger. We also identified
different thresholds in service size when they usually change their behavior, con-
firming complexity growth is neither uniform nor static, but governed by strategic
shifts throughout the service evolution.

This study can be further enhanced by refining our static method for detecting
architectural complexity indicators. For example, we suggest including transitive
dependencies and reflective calls that occur during runtime. Additionally, future re-
search could investigate the impact of these complexity indicators on other aspects
of the software development process, such as lead time.
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Abstract

Large-scale software systems often experience architectural degradation,
affecting maintainability, scalability, and quality. To investigate this, we
conducted focus groups with senior practitioners across three large orga-
nizations. Our analysis revealed four core challenge areas: managing
dependencies, ownership and organizational barriers, balancing agility
with stability and cost, as well as documentation drift. These findings of-
fer practical insights for mitigating architectural degradation in complex
environments.

1 Introduction
Software architecture is key to managing complexity and supporting the sustain-
able evolution of software-intensive systems. As systems scale, maintaining coher-
ence becomes harder, leading to architectural degradation [1]. This includes drift—
unintentional deviation from the intended design—and erosion—violations of archi-
tectural rules—both of which undermine maintainability, evolvability, and quality [2,
3]. Such degradation often appears as technical debt (TD), where short-term deci-
sions create long-term costs that hinder future modifications and system qualities
like maintainability [4, 5].

Although well-studied in academia, industry still struggles with architectural
degradation. Challenges include outdated documentation, limited resources, unclear
responsibilities, and poor communication, all of which complicate maintenance tasks
[2, 5, 6]. Existing TD management strategies, focused mainly on code-level analy-
sis, neglecting socio-technical and architectural aspects, hindering effective manage-
ment [5]. Empirically grounded insights are therefore needed to capture both techni-
cal and organizational factors at scale.
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To tackle these challenges, we conducted an empirical study with senior archi-
tects and developers from three large-scale software organizations. We first held an
exploratory focus group to identify and categorize architectural challenges, produc-
ing four main categories. Structured focus groups then validated and refined these
findings, adding perspectives that strengthened their robustness and practical rele-
vance.

The paper is organized as follows: Section 2 discusses related work on architec-
tural technical debt (ATD), degradation, and erosion. Section 3 outlines our research
approach, while Section 4 presents the findings. Section 5 discusses their implica-
tions, Section 6 addresses limitations, and Section 7 summarizes contributions and
future work.

2 Related Work
Prior research has extensively examined architectural degradation and technical debt,
stressing their impact on software maintenance and evolution. Li et al. [3] mapped
the causes, impacts, and management of architecture erosion, citing factors such as
design flaws, poor documentation, and communication issues. Anthony et al. [2]
studied architectural drift from developers’ perspectives, highlighting challenges like
prioritization conflicts, resource limits, and missing documentation.

The management and impact of ATD have been studied through mapping stud-
ies, grounded theory, and empirical evaluations. Das et al. [7] mapped TD from
architectural degradation and code smells, stressing systematic detection, prioritiza-
tion, and mitigation. Verdecchia et al. [8] used grounded theory to show that effective
management depends on clear documentation, defined responsibilities, and proactive
practices. Sutoyo et al. [9] applied dependency metrics, linking architectural depen-
dencies to TD accumulation and repayment.

Research on microservice architectures has focused on architectural challenges
and TD. Soldani et al. [10] reviewed the trade-offs of microservices, noting benefits
like flexibility and independent deployment alongside complexity and management
issues. Sas et al. [11] empirically studied architectural smells, identifying causes,
impacts, and solutions ranging from technical refactoring to organizational improve-
ments.

Avgeriou et al. [5] highlighted the socio-technical nature of TD, calling for trans-
parent, context-aware practices involving both technical and non-technical stakehold-
ers. They proposed principles for reframing TD management, including integrated
toolchains, comprehensive data, and attention to architectural implications. Building
on this, our study offers empirical validation and new insights into architectural chal-
lenges in large-scale software development, enriching understanding of degradation
at scale.

108



3 Methodology
We adopted a qualitative empirical methodology involving structured focus group
sessions, an established method in software engineering research for capturing prac-
titioner experiences and insights [12, 13]. We aimed to answer the following research
question:

What are the primary challenges and pain points contributing to ar-
chitectural degradation in large-scale software development organiza-
tions?

The study began with a preparatory phase defining objectives on architectural
degradation and related challenges. We then created a structured discussion guide
and used purposive sampling to select large-scale software organizations and experi-
enced participants (e.g., head and senior architects, developers), ensuring authentic
industry insights [14].

Focus Group
(Org. 1)

Exploratory
Focus Group

Validation
Focus Group

Focus Group
(Org. 1)

Focus Group
(Org. 2)

Focus Group
(Org. 3)

"Quotes & Notes

Initial 
Categories of
Challenges &
Pain Points

"Quotes & Notes

"Quotes & Notes

"Quotes & Notes

Analysis

In-Vivo Coding

Pattern Coding

1

2

Final 
Categories of
Challenges &
Pain Points

Figure 1: General overview of the research methodology used in this study.
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We conducted a 3-hour exploratory focus group with three senior architects and
the head of architecture from a large telecommunication software organization (Org.
1). After being briefed on objectives and format, participants identified and catego-
rized architectural challenges. They documented individual insights, then discussed
and grouped them collectively. The research team summarized the results into cate-
gories, which served as input for validation focus groups.

To validate and extend the exploratory findings, we held three additional focus
groups across the first organization and two new ones. The first, with three senior
architects and the head of architecture from Org. 1, elaborated and verified themes.
The others involved two senior developers and three architects from a public-sector
organization developing large-scale Intelligent Transport Systems (Org. 2) and a
development manager and senior product owner from a fintech company (Org. 3),
adding diverse perspectives. Participant details are shown in Table 1. The methodol-
ogy used for this research is illustrated in Figure 1.

Table 1: Participants' information---role and years of industry experience.

Organization Role Experience in Years

Org. 1 - telecommunication Head of Architecture 22
Org. 1 - telecommunication Domain Chief Architect 18
Org. 1 - telecommunication Domain Chief Architect 17
Org. 1 - telecommunication Domain Chief Architect 27
Org. 2 - public sector Head of ICT 20
Org. 2 - public sector Chief Architect 22
Org. 2 - public sector Solution Architect 15
Org. 2 - public sector Senior System Developer 14
Org. 2 - public sector Senior System Developer 13
Org. 2 - public sector System Developer 8
Org. 3 - fintech Development Manager 23
Org. 3 - fintech Senior Product Owner 19

To situate the study, we briefly describe the participating organizations. Org. 1
is a multinational telecom provider building mission-critical systems with millions
of lines of code and thousands of distributed developers. Org. 2 is a public-sector
body managing nationwide intelligent transport systems with decades of operational
history. Org. 3 is a fintech company focused on high-throughput, compliance-heavy
transaction processing, supported by several hundred engineers. All three organiza-
tions employed service-oriented or microservices-based architectures, though legacy
monolithic components remained in production. Development practices in all cases
followed agile approaches (Scrum or scaled frameworks such as SAFe), with contin-
uous integration and deployment pipelines in active use.

3.1 Data Collection and Analysis
Data collection drew on two sources: participant notes and verbatim transcriptions
of focus group discussions. Notes captured immediate insights and were orga-
nized through affinity grouping [13] to support initial theme identification. Discus-
sions were audio-recorded and transcribed to preserve detail and context, while post-
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session summaries documented fresh reflections and interpretations.
Data analysis followed two coding phases. First, in vivo coding [15] used partic-

ipants’ own words from notes and transcripts as initial codes, preserving their voice.
Next, pattern coding [15] grouped these codes into broader themes and categories,
synthesizing the data into key challenges of architectural degradation at scale. This
iterative process ensured systematic identification of themes, providing both practi-
cal insights and academic rigor.

4 Results
We identified four main categories of challenges:

Challenge No.1: Managing Architectural Dependencies: Participants em-
phasized the complexities arising from extensive architectural dependencies. Depen-
dencies were not confined to technical aspects — compile-time and run-time depen-
dencies— alone but encompassed testing, packaging, deployment, and planning. For
example, one participant highlighted the problem of “high interdependencies across
services, particularly affecting test suites during integration,” which complicates inte-
gration testing and slows down development cycles. The challenges also extended to
issues around data stability and consistency: “Data stability and consistency issues
are common; verifying data in the automatic test is difficult.” Another prominent
concern was human factors, such as the dependency on specific people’s expertise,
leading to bottlenecks and reduced organizational efficiency.

ChallengeNo.2: Ownership&Organizational Barriers: A lack of clear own-
ership was consistently noted as a significant impediment to effective architectural
management. Quotes such as “Everyone is opinionated but no one is an owner” and
“Who is owning the architecture?” illustrate the prevailing confusion around respon-
sibility and accountability. Additionally, organizational structures often exacerbated
architectural challenges, reflected in statements like “Organizational barriers are of-
ten the most significant challenge within an organization,” and the mention of Con-
way’s Law [16, 17], where organizational silos mirror architectural silos. Issues such
as the “blame game” and “fear-driven design” further highlighted cultural and struc-
tural dysfunctions.

Challenge No.3: Scaling Agility, Stability, Cost, & Complexity: Participants
identified significant tension between maintaining agility and ensuring system stabil-
ity. The complexity was further amplified by misaligned financial structures and
planning models, limiting the flexibility and autonomy of teams. One participant
aptly described the architecture as a “self-eating beast,” indicating a continuous cy-
cle of complexity increase with each additional feature. Moreover, participants fre-
quently referenced the “high cost to deploy & manage the system” and expressed
concerns regarding the misalignment of budget constraints, highlighting a prevalent
practice where “teams are financed based on wrong premises.” This misalignment
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significantly hampered the ability to properly manage TD and complexity.
Challenge No.4: Documentation and Intent Drift: The final major challenge

identified was the erosion of architectural clarity through insufficient documenta-
tion and the drift between initial architectural intentions and actual implementations.
Participants stressed the issue with statements like “Another significant issue is the
lack of clear documentation in the organization, as no one takes the time to properly
record design decisions,” indicating substantial documentation gaps. Furthermore,
informal or undocumented decisions exacerbated knowledge gaps, leading to dupli-
cated efforts, captured succinctly by the statement “building the same thing again
and again.” Participants also noted the permanence of temporary solutions, pointing
to this phenomenon as a critical trigger for system decay.

4.1 Mapping the Challenges to Literature
We mapped the identified challenges to key supporting points from the existing lit-
erature on architectural degradation, erosion, and TD. The mapping is presented in
Table 2.

Li et al. [3] highlight technical and organizational causes of architecture erosion,
aligning with our findings on dependencies and organizational barriers. Similarly,
Anthony et al. [2] emphasize the human and organizational aspects of drift, such as
documentation gaps, unclear ownership, and accountability issues, which our study
also observed. Our findings on documentation and intent drift align with prior work
stressing sustained documentation for architectural integrity [7]. We also echo with
another study by Avgeriou et al. [5], which shows that misaligned financial and man-
agerial structures intensify TD and complexity.

The organizational barriers we found align with Conway’s Law, confirming
prior studies that link organizational structure to system architecture [2]. Participants
also stressed human factors, such as knowledge dependencies and skill gaps, as cen-
tral to understanding degradation. Overall, our insights validate existing perspectives
while adding nuance on how organizational structures and practices interact at scale.

5 Discussion
Our findings highlight key factors driving architectural degradation in large-scale
software, extending existing perspectives. The main categories—dependencies, or-
ganizational barriers, agility versus stability, cost and complexity, and documentation
drift—capture the multifaceted nature of these challenges. Among them, managing
architectural dependencies stands out as a core issue, with inter-module and behav-
ioral dependencies driving system complexity and degradation [18, 19].

Implication 1: Organizations must invest not only in advanced tooling to detect
runtime and structural dependencies but also in cultural shifts toward better collab-
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Table 2: Mapping of Identified Challenges to Literature on Architectural Degradation, Erosion, and Technical
Debt.

Challenge Key Supporting Points from Literature

No.1 Managing Architectural
Dependencies - Dependencies as a major source of ATD (Sousa et al. [18]).

- Difficulty identifying runtime dependency violations (Verdecchia et
al. [19]).
- Finding appropriate service decomposition is difficult, leading to fur-
ther challenges like inter-service dependencies (Bogner et al. [20]).
- Dependency-related architectural smells contribute to erosion (Das
et al. [7]).
- Unmanaged inter-module dependencies drive erosion (Li et al. [3]).

No.2 Ownership &
Organizational Barriers - Lack of ownership causes drift and debt (Verdecchia et al. [8]).

- Diffusion of responsibility andabsenceof architectural stewards (An-
thony et al. [2]).
- Organizational misalignment exacerbates erosion (Li et al. [3]).

No.3 Scaling Agility, Stability,
Cost, and Complexity - Agility vs. architectural soundness tension increases ATD (Sousa et

al. [18]).
- Overengineering raises Total Cost of Ownership (Verdecchia et
al. [19]).
- Complexity from conflicting planning paradigms (Das et al. [7]).
- Technical complexity (Bogner et al. [20])

No.4 Documentation &
Intent Drift - Poor documentation leads to architectural drift (Verdecchia et

al. [8]).
- Loss of architectural decision rationale (Anthony et al. [2]).
- Gradual divergence due to lack of traceability (Li et al. [3]).

orative practices and shared architectural knowledge to reduce dependency-induced
bottlenecks.

The lack of clear ownership and persistent organizational barriers pose serious
risks to architectural sustainability. As noted by Anthony et al. [2] and Li et al. [3],
such barriers stem from entrenched hierarchies, vague role definitions, and weak
accountability.

Implication 2: Practically, these findings suggest organizations need to reevalu-
ate their structural and cultural paradigms, emphasizing clearly defined architectural
stewardship roles and collective accountability to mitigate the diffusion of responsi-
bility and promote proactive issue resolution.

Scaling challenges highlight trade-offs between agility, stability, cost, and com-
plexity. Organizations often face tension between rapid delivery and architectural
integrity, worsened by misaligned financial and managerial models [18, 19].

Implication 3: The findings reveal the critical need for aligning financial plan-
ning models with architectural realities, allowing for more accurate forecasting and
budgeting processes that consider long-term sustainability and TDmanagement. Fur-
thermore, strategic balancing between agility and architectural soundness must be-
come a prioritized management goal, addressing overengineering and uncontrolled
complexity.

Documentation and intent drift undermine system maintainability and evolv-
ability. Gaps between intended and implemented architecture—driven by poor or
outdated documentation—reduce clarity and manageability [2, 8].
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Implication 4: This challenge underscores the critical importance of systemati-
cally capturing and maintaining architectural decisions and rationales. Organizations
must prioritize investments in better documentation tools and processes, and foster
cultures where documentation tasks are valued, integrated, and consistently main-
tained.

While many of the challenges confirmed findings from prior studies, our inves-
tigation also uncovered novel dimensions:

• Financial models as an architectural driver: Participants repeatedly empha-
sized how budgeting practices constrained architectural sustainability (“teams
financed based on wrong premises”), a perspective underexplored in existing
research.

• The “self-eating beast” metaphor: Practitioners vividly described architec-
tures as consuming themselves under the weight of complexity, providing an
original lens into how degradation is perceived in practice.

• Organizational silos interactingwith architectural dependencies: Whereas
prior studies treat silos and dependencies separately, our findings suggest they
interact to amplify architectural drift.

6 Limitations and Threats to Validity
We acknowledge that our study is potentially exposed to threats to validity that could
impact the reliability and generalizability of the findings. Internal Validity: Re-
searcher bias and participant subjectivity may threaten reliability. We mitigated this
with a structured guide, audio recordings, two-phase coding (in vivo and pattern), and
validation sessions across multiple organizations to enhance objectivity and cross-
validate insights. External Validity: Our findings may have limited generalizability
due to the small number of organizations and specific industry contexts. To mitigate
this, we selected experienced participants from varied roles and contexts, though
broader studies are needed to confirm applicability. Construct Validity: This con-
cerns how accurately our study captures architectural degradation and related chal-
lenges. Focus groups risk misinterpretation, which we mitigated by grounding topics
in established literature, validating interpretations during sessions, and using tran-
scripts and direct quotes to ensure clarity. Reliability: Replicability may be affected
by differences in moderation or participant interaction. We improved consistency
by standardizing processes, using multiple data sources (notes and transcripts), and
applying systematic, well-documented analysis methods.
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7 Conclusions
This study empirically examined key challenges driving architectural degradation
in large-scale systems through structured focus groups. Our findings reinforce ex-
isting literature while extending it with insights on organizational-financial dynam-
ics, practitioner metaphors, and coping strategies. We show that degradation is not
purely technical but also shaped by budgeting, cultural silos, and informal practices.
Addressing these dynamics requires holistic strategies that combine technical and or-
ganizational measures. Future research should assess the long-term impact of such
interventions to foster more resilient and maintainable architectures.
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Abstract

Background: Software companies must balance fast delivery and qual-
ity, a trade-off that often introduces technical debt and wastes devel-
oper’s time. Technical debt tends to increase as software evolves, which
is assumed to slow down development and maintenance activities. How-
ever, the potential relationship between technical debt and lead time
lacks empirical evidence.
Objective: This paper reports an empirical study to explore the potential
relationship between technical debt and lead time in resolving Jira tick-
ets. We further aim to measure the extent to which technical debt can
explain the variation in lead time.
Method: We conducted an industrial case study to explore this relation-
ship in six components, each of which was analyzed individually. Tech-
nical debt was measured using SonarQube and normalized with the com-
ponent’s size. Lead times to resolve Jira tickets were collected from Jira
and averaged monthly.
Results: The study found little to no correlation between technical debt
and lead time to resolve Jira tickets in five components, with technical
debt explaining a variation in lead time ranging from 0% to 41%. How-
ever, it is less than 30% in most of the components.
Conclusion: Technical debt alone does not fully explain the variation
in lead time. There should be some other confounding variables (e.g.,
size and complexity of the changes, number of teams involved, priori-
ties, component ownership) affecting lead time or a residual effect, i.e.,
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interest, that might manifest later. Further investigation into those con-
founding variables is essential.

1 Introduction
The relentless demand for new features forces software development organizations
to rethink their development practices. The delivery of high-quality software and
support, as well as the fast value to the customer, should be one of the core priorities
of software organizations. However, this can only be achieved if the software quality
is maintained, significantly impacting the overall software development lifecycle [1].

Software companies usually invest their time and effort into refactoring and im-
provement activities to identify and remove technical issues that could potentially
improve software quality [2], although these refactoring activities do not always suc-
ceed in removing technical debt items, but rather might introduce new ones [3]. Dif-
ferent studies (e.g., [4–10]) have reported that software development time is often
wasted due to technical debt in terms of extra effort required for additional devel-
opment and maintenance activities. Therefore, technical debt may directly affect
software development by reducing development speed and increasing maintenance
costs now or in the future [11].

In pursuing faster time-to-market and rapid delivery of new features and prod-
ucts, software companies have often deprioritized maintaining code quality [5, 12],
preferring release speed. The consequences of this trend from the software quality
perspective have yet to be explored [13]. Software systems must keep evolving and
adapting to the environment [14]. However, doing so can increase complexity and
decrease quality if not appropriately maintained [14, 15]. In addition, some empirical
evidence (e.g., [16, 17]) reports an association that technical debt tends to increase
over time due to the increased size and/or complexity with reduced quality of soft-
ware systems. Consequently, managing technical debt is becoming a major task that
plays a significant role in maintaining software quality [18]. When technical debt
accumulates and code quality declines, the time to work on new features gets short-
ened, and the time required to implement them is extended because the code will be
more complicated to change [19].

Manual approaches become unrealistic and painful as complexity and size grow
more and more [20]. Data-driven approaches are promising, but we still need more
evidence. A few studies (e.g., [2, 5]) have initiated a data-driven approach to investi-
gate the impact of code quality and technical debt on the lead time. However, further
exploration in other contexts, such as at different levels of abstraction and industrial
evidence, is needed. In this paper, we take a step in providing such evidence by ex-
ploring the potential relationship between technical debt and lead time. To the best
of our knowledge, this is the first case study on a proprietary, industrial setting on
this topic, thus demonstrating industrial relevance while aligning with the research
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community’s and practitioners’ interests.
In this study, we define the lead time as the sum of time developers spend in

different statuses associated with resolving Jira tickets, which includes issues reso-
lution and developing new features (i.e., aggregated sum of time in progress, code
review, and testing). This approach tomeasuring lead time differs from previous stud-
ies (e.g., [2, 5]), and we believe it helps to obtain the actual time developers spend
resolving Jira tickets more accurately because technical debt can also hinder time
spent during the code review and testing. Additionally, the technical debt measure
was from SonarQube, normalized by the component’s size to get technical debt den-
sity (TDD). TDD is a metric that has been employed in several other studies (e.g., [16,
21, 22]).

Our results suggest that although technical debt, in theory, can be a factor that
might have a certain relationship and affect lead time to some extent, it could not
entirely explain the variation in lead time across all components studied. Moreover,
our study raises concerns that other confounding variables might be at play, such as
the size of the changes made, complexity, number of teams involved, and component
ownership. These findings indicate the need for further investigation with more fine-
grained analyses.

The rest of the paper is organized as follows. Section 2 explains the technical
debt and lead time estimation process. Section 3 presents the related work. Section 4
outlines the study design, from the research question to data analysis. Section 5
reflects the study’s results, and Section 6 provides a discussion. Section 7 identifies
threats to the validity of our research, and Section 8 concludes the study.

2 Technical Debt and Lead Time Estimation
2.1 Technical Debt (TD)
Technical debt (TD) is a metaphor widely used to reason about the consequences
of poor software development practices and design decisions [19, 23]. Cunning-
ham [24] initially introduced the concept of TD to discuss the potential long-term
negative consequences of sub-optimal solutions adopted during software develop-
ment. TD will eventually have to be repaid but generate interest in the long run [3,
25].

The survey results from the study [26] found that no single metric effectively
identifies the leading indicators of TD [11]. Teams must select and adjust metrics
based on context, as the existence of TD is context-dependent. Lenarduzzi et al. [2]
mentioned that estimating TD with a precise value is difficult due to its complex
phenomenon. However, it is possible to estimate several of its properties.

The use of static code analysis tools in the industry and academia for assessing
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code quality and understanding TD has been gaining traction [23, 27]. SonarQube1
is one of the most used open-source static code analysis tools for measuring software
code quality [28]. Furthermore, our partner company has been using it to assess code
quality and leverage insights to enhance software quality for years. It is an automatic
static analysis tool with several built-in rules. Details about the SonarQube rules are
publicly available in the documentation [29]. Additionally, users can add own rules
in case they lack built-in rules [30]. SonarQube systematically scans the source code
to ensure it adheres to a specific set of coding rules, and its violations are reported as
TD issues, using different metrics such as lines of code or code complexity [31].

SonarQube creates “issues” when it detects violations of predefined coding rules
or quality gates. These issues are categorized as code smells, bugs, or vulnerabilities.
Code smells symbolize issues related to maintainability, while bugs and vulnerabil-
ities indicate reliability and security concerns, respectively [31]. It also classifies
these issues based on their severity score from lowest to highest, such as info, minor,
major, critical, and blocker.

Based on the type of rules violated, SonarQube estimates the remediation cost in
terms of development time using the SQALE (Software Quality Assessment Based
on Lifecycle Expectations) method [32]. This remediation cost represents the devel-
opment time required to address the technical debt items (i.e., Sonar issues), and it
may be constant for identified TD items for some rules [29].

We collected the Sonar remediation time for each issue as a metric for TD for
the past two years (2022-2023). The TD per component is calculated by adding up
the TD present in each file for the respective component. We normalized the TD per
component with the corresponding component’s size, called technical debt density
(TDD), which is the independent variable for this study. The concept of TDD has
been used in many previous studies, such as [16, 21, 22]. TDD enables us to reason
about the evolution and the impact external factors might have on the accumulation
of TD [21].

2.2 Lead Time
Jira2 is an issue-tracking and agile project management tool for software develop-
ment teams developed by Atlassian. Jira tickets include feature development and
other software maintenance activities. These other software maintenance activities
might consist of the resolution of issues such as bugs, code smells, or vulnerabili-
ties that SonarQube might have identified or others directly created by developers or
testers. However, as opposed to the study [2], which focuses only on the resolution of
technical debt items (TDIs), we measure lead time for every Jira ticket, including the
development of new features, as well as the aforementioned maintenance activities.

1https://www.sonarsource.com/products/sonarqube/
2https://www.atlassian.com/software/jira
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It is important to note that Jira provides two types of time during tickets resolution [5]:
First, cycle time (time from the beginning to the end of a specific action, i.e., time
when tickets are marked as “In Progress” status until tickets are moved to “Done” sta-
tus). Second, lead time covers the entire duration from receiving a request until its
completion, including any waiting time. It also includes the “Waiting in the Backlog”
time.

In addition, Jira provides the Status Time Reports, providing how much time
is spent on each status. We based our lead time measurement on the status time
report, which is how the company tracks lead time. As shown in Figure 1, lead
time was calculated as the sum of time spent by developers in three different statuses
associated with resolving each individual Jira ticket. This allows us to accurately
track developers’ time spent on actual development work by eliminating waiting time
in the backlogs.

Open In Progress Code Review Testing

Ready for
Production

Review Aggregated sum of time spent by a
Jira ticket in three different status.

Lead Time

Figure 1: Lead time calculation for Jira Tickets.

The lead time includes: In Progress: Total time the task (i.e., Jira ticket) is in
development. In Code Review: Total time the task is in the code review process,
as reported in Jira. In Testing: Total time the task is under test after it has gone
through the code review process. We gathered all Jira tickets and lead time data for
each component. We then created a map of the tickets and their corresponding lead
time data using ticket-id. This helped us get the lead time data for all Jira tickets for
specific components. We use this calculation for the lead time as it is the way the
studied organization defines lead time and how it is reported in internal dashboards
and indicators at the team level.

3 Related Work
Besker et al. [1] found a linear relationship between quality issues and the amount of
time wasted. It means that every time developers face quality issues, more software
development time is wasted. As mentioned in Tornhill and Borg [5], up to 42% of
developers’ time is spent managing TD, where most expenses are incurred due to the
low-quality code costing software companies around $85 billion annually [33]. In a
systematic literature review by Lenarduzzi et al. in Table 7 [7] reported that TD leads
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to developers’ wasted time (effort), backed up by different studies (e.g., [6, 8–10]).
Participants in a study by Tom et al. [19] reported that one of the first impacts

of TD noticed is a slowdown in development speed simply because developers need
to spend more time refactoring TD issues. Liu et al. [34] suggest that the refactoring
effort can be reduced by 17.64 to 20% when bad smells are detected and resolved in
time. In addition, resolving Jira issues in code in the alert category takes longer time
than in the healthy code, potentially doubling the time to market [5]. In contrast, TD
sometimes can be used strategically by trading off quality with productivity, such as
speeding up the development of new features, yielding the benefit of faster time to
market [35, 36], and increasing the business value. However, if the interest rate of TD
is too high, this strategy may become less effective or even detrimental. Therefore,
software managers need to carefully weigh the potential benefits and interests of
incurring TD when it comes to planning software projects [35].

Tornhill and Borg [5] investigated the relationship between code quality on a file
level and the cycle time in development. They found that code quality significantly
impacts development time. According to their findings, developers spend relatively
more time resolving issues in low-quality source code. Their result shows that devel-
opment time for Jira issues in the alert category code is, on average, 124%more than
in the healthy category code and 78% more than in the warning category code. Poor
source code quality can increase uncertainty in the time required to resolve issues.
Conversely, high-quality source code can reduce this uncertainty [5, 37].

Similarly, Lenarduzzi et al. [2] initiated a data-driven approach to estimate the
TD and its impacts on the variation in the lead time for resolving Jira issues with
the aim of improving the estimation and prioritization of removing TD based on its
impact. However, study [2] did not find a meaningful correlation between lead time
and violations.

Our study addresses the gaps in previous studies. Unlike the study by Tornhill
and Borg [5], we do not rely solely on ‘time-in-development’ as we think TD can also
hinder time spent during the code review and testing process. Lenarduzzi et al. [2]
focuses only on the resolution of technical debt items while we analyzed lead time for
all Jira tickets. In the study [2], authors calculated lead time simply from the inducing
and fixing commits’ timestamps reported by SonarQube. First, this approach might
be inaccurate since the fixing commit reported by SonarQube might be the merge
commit squashing several other commits, and it is hard to distinguish whether this
is the actual lead time to fix the TD item. The method we used to calculate lead
time, particularly the time developers spent in three different statuses, as mentioned
in Section 2.2, provides a more accurate measurement technique for lead time and
can yield better and more empirical evidence.

Finally, we conducted separate analyses for each component. This approach
eliminates the influences of some other variables, such as the component’s size and
complexity, the component’s owner, and other contextual factors that could arise
while putting all components together.
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4 Methodology
4.1 Study Design
This study considers each component as an individual case and analyzes them sepa-
rately. Figure 2 below illustrates our empirical study design based on the case study
guidelines defined by Runeson and Höst [38].

Technical debt 
normalized by 

component's size (LOC)

Technical debt of 
a component

Component's size
Technical debt density 

(TDD) of the 
component

Average lead time to 
resolve Jira tickets

Total Remediation 
Effort (SonarQube)

RepresentsImpacts
Legend

Derived by Constructs Measures

Lines of code
Testing Review Progress

C
on
st
ru
ct
s

M
ea
su
re
s

Aggregated lead time sum in three
statuses per Jira tickets.

Figure 2: Illustration of the study design.

Our goal is to explore whether a relationship exists between the TD in a specific
component, asmeasured by a static analysis tool, normalized by the component’s size,
i.e., technical debt density (TDD), and the time taken to resolve Jira tickets associated
with that component. Our primary focus is to derive the relationship between the
amount of TD density in a component and the average lead time to fix a Jira ticket in
that particular component. Based on this goal, this study investigates the following
research question:

RQ: How much of the variation in lead time to resolve the Jira tickets can be
explained by technical debt?

We hypothesize that, to some extent, there exists a correlation between TD
present in a particular component at a given point in time and the average lead time
required to resolve Jira tickets in that component at that point in time. If we can
establish a correlation between these two variables, we should be able to determine
how much of the variation in lead time can be explained by TDD alone. Therefore,
we first examine the relationship between these two variables and then assess the
strength of their relationship by calculating the R-squared value. This value explains
the percentage of variation in lead time that TDD can explain. Furthermore, we plan
to conduct a Granger Causality test to examine whether a causal relationship exists
between TDD and lead time if we first find the correlation between them.
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4.2 Context
We conducted this study with one of our industry collaborators, and the collected TD
datasets are from SonarQube and lead time from Jira. The case has been chosen for
convenience as the company has been using these tools to assess its internal quality
metric since 2021. The company is a large and well-matured software development
company that mostly develops products for financial and accountancy services (i.e.,
the Fintech area). Java is the primary programming language, and other languages
such as Kotlin, TypeScript, and JavaScript are also used. For this study, we initially
started with ten components and later excluded those with less than twenty months
of active development in the last two years (2022-2023). The details of selected
components for this study after exclusion are presented in Table 1.

4.3 Data Collection
We collected data from two primary sources: SonarQube and Jira. The company
has utilized these tools for years to track its metrics. TD data was collected from
the Company’s SonarQube endpoints at the beginning of each month for the past
two years (2022-2023). The dataset includes information about violated rules, status,
issue types, severity, size, complexity, number of violations, remediation effort (TD),
and the files and components involved. Additionally, this data contains the timestamp
of when the issue was created, the updated date, and the fixed timestamp if it has been
resolved.

We strictly included sonar issues with an Open status as we intend to calculate
the total TD present in a specific month and component. Additionally, we removed
the sonar issues marked as Resolved, Fixed, Closed, and False Positives (which are
set manually by developers). We then added the remediation effort (TD) of all sonar
issues throughout the month in that component to get the total TD value (minutes)
for the components over a specific month. SonarQube assigns the remediation effort
to each sonar issue in terms of development time, which is the metric for TD. A
detailed explanation of how SonarQube assigns the remediation time to sonar issues
is provided in Section 2.1.

TD was then normalized by the size of the corresponding components and mul-
tiplied by a thousand to get TDD per thousands of lines of code (TDD per KLOC),
which is the independent variable in this study.

Although it would be possible to assess and perform the analysis on individ-
ual Jira tickets and the TD at that point in time, given the variability of individual
data points, we opted for a higher-level aggregated view to capture general trends.
Many other factors might explain the lead time for an individual Jira ticket, e.g., size,
complexity, number of teams involved, ownership of the component, and other con-
textual factors such as task priority. Therefore, the role of TD on a single Jira ticket
seems very far-fetched, although we plan to tackle this analysis in further work. So,
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considering the monthly average lead time value for Jira tickets for each component
helps mitigate the biases of such factors as mentioned above since it will allow us
to observe trends on TDD and lead time. In addition, we want to investigate the
impact of TDD on lead time from a bigger perspective, as both of them seem to be
context-dependent.

Table 1: Description of the selected components. The component's names are obfuscated to maintain
anonymity.

Components Jira Tickets Data Points (Monthly) Avg. Monthly Lead
Time (Days)

Avg. Monthly TDD
(Min/KLOC)

Pangolins 78 23 9.18 187.45
Mongoose 98 22 3.41 96.77
Zorilla 211 24 4.14 59.45
Shark 194 22 3.82 57.27
Sloth 729 23 6.93 91.49
Penguin 157 23 7.73 269.49

We gathered all the Jira tickets for the years 2022 and 2023. We only consider
this period because reliable lead time data became available at the company starting
in early 2022 despite the components having a longer development history. Lead
time data was collected separately from the Jira endpoint for each Jira ticket. This
data includes the issue key, creation time, and the time developers spend in various
statutes like time in progress, open, review, testing, and more. However, based on
the company’s way of tracking lead time, as mentioned in Section 2.2, we calculate
the lead time as an aggregated sum of time spent by tickets in progress, code review,
and testing.

The dataset used in this study can not be disclosed publicly due to confidentiality
and proprietary restrictions.

4.4 Data Analysis
We started our analysis by visualizing TDD and Lead time data to observe the nature
of their distribution. Some of the Jira tickets were linked with multiple components,
so we first removed those tickets as we analyzed each component separately, and it
would then be easy to attribute due to which component the lead time is introduced.
In addition, a few of the lead time data points were notably high. The reason behind
those long lead times could be low-priority tickets, controversy, long code-review
processes, pull-request re-scoping, and rejections. We discussed these extreme cases
with the development team, and upon their recommendation after review, we treated
them as outliers and removed them.

Figures 3 and 4 show that both the TDD and lead time data distribution are pos-
itively skewed to one-tail, even after removing outliers. We carried out a Shapiro–
Wilk test [39] to confirm the normality of data distribution. We then tried to transform
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Figure 3: TDD distribution for selected components.
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Figure 4: Lead time (in days) distribution after removing outliers.

the data into a more normally distributed form by applying the square root transfor-
mation and re-evaluating normality after transformation using the Shapiro-Wilk test.
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We also plotted the TDD per thousand lines of code versus the monthly average lead
time to resolve Jira tickets for each component, as shown in Figure 5, with each figure
corresponding to a different component.

The correlation between the two variables can be measured using different cor-
relation tests, such as Pearson, Spearman, and Kendal correlation coefficient, which
were also adopted in a recent study [2]. Pearson correlation is a statistical measure-
ment of the strength and direction of linear correlation between two variables [40].
Spearman and Kendall’s rank correlation are non-parametric correlation metrics [41]
that measure the monotonic (but not necessarily linear) relationship between the two
variables [42]. Spearman correlation measures the degree of monotonic association
between two variables, and Kendall correlation compares the ranking of the values
between the variables [2, 42]. However, due to the non-normal distribution nature of
our data and the expected monotonic relationship between TDD and lead time, we
chose to perform the Spearman correlation test for this study. We also calculated
the p-values to check whether the correlations were statistically significant. If the
p-value is less than 0.05, the null hypothesis should be rejected, indicating that the
correlation is statistically significant or vice versa.

Correlation coefficient [43] ranges in the interval [−1, +1], where 0 indicates
no linear relationship and +1 indicates a perfect positive linear relationship, which
means that as one independent variable increases, the dependent variable also in-
creases. On the other hand, −1 indicates a perfect negative linear relationship, mean-
ing that the dependent variable decreases as the independent increases. Values be-
tween 0 and 0.3 (0 and −0.3) show a weak positive (negative) linear relationship.
Likewise, values between 0.3 and 0.7 (−0.3 and −0.7) indicate a moderate positive
(negative) linear relationship, while values between 0.7 and 1.0 (−0.7 and −1.0)
suggest a strong positive (negative) linear relationship [43].

In order to answer our research question and test hypothesis, we then calculate
the coefficient of determination, also called R−squared (R2) [43]. The R−squared
value indicates the percentage of variation in the dependent variable (lead time) ex-
plained by the independent variable (TDD). In addition, we also tried to fit different
polynomial regression models with order 1,2,3 and calculated the RMSE (root mean
squared value) for each order. The fitted models are visualized for each component
and illustrated in Figure 6.

We further plan to explore the potential temporal relationship between the TDD
and lead time by conducting a Granger Causality test [44] if we first observe the
significant correlations between TDD and lead time. Granger Causality is a statistical
method to assess the dependence relation between temporal time series that checks
whether past values of one variable can be used to predict the future value of another
variable [45]. If the p-value is less than 0.05, it rejects the null hypothesis, indicating
strong evidence that one variable causes the changes in the other and vice versa.
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5 Results
Webegan our analysis by gathering all Jira tickets for 2022-2023. The total number of
Jira tickets over that period was 17 544. After removing Jira tickets that were linked
with multiple components, 15 592 tickets were left. We started with ten components
for this study; their total Jira tickets were 1735. Out of those components, we further
analyzed only six that met our selection criteria (i.e., havingmore than twentymonths
of active development in the last two years).

Figure 5: Technical debt density (TDD) per KLOC (minutes) vs average monthly lead time (days) for the com-
ponents. The legend on the top-right graph applies to all.

Figure 3 and the Shapiro-Wilk test with a very small p-value of 6.467 × e−7

show that the TDD data does not follow a normal distribution. At the same time,
lead time data had some outliers, so we removed the top five percentile of lead time
data points as explained in Section 4.4. We then checked the distribution of lead time
data, whichwas also not normally distributed as tested by the Shapiro-Wilk test and as
shown in Figure 4. So, we first transformed both TDD and lead time data into square
root. However, data still remained non-normally distributed, as tested by the Shapiro-
Wilk test. The p-values for TDD (0.0035) and lead time data (see Table 2) were
significantly less than 0.05, leading to the rejection of the null hypothesis. Hence,
we opted to work with non-transformed data to maintain the readability of results in
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Figure 6: Scatter plot of the technical debt density (TDD) per KLOC (minutes) and average monthly lead time
(days) for each component. The lines represent the different regression models for order 1,2,3. The legend on
the top-left graph applies to all.

the figures and the nature of data distribution.
Before calculating the correlation coefficient, we plotted each component’s

TDD and lead time data. Figure 5 illustrates the graphical representation of two vari-
ables over two years. After visualization, we calculated the Spearman correlation
coefficient to test the correlation and association between the two variables for each
component. Three out of the six components showed positive correlations, while
the others showed negative correlations. However, only Zorilla showed a moderate
positive correlation with a correlation coefficient of 0.66, which is statistically signif-
icant with a low p-value of 0.00047 that rejects the null hypothesis. The Pangolins
and Mongoose indicated weak positive correlations, yet they are not statistically sig-
nificant, as indicated by their high p-values. On the other hand, Sloth, Shark, and
Penguin showed negative correlations. The correlation coefficients and their corre-
sponding p-values for all components are given in Table 2.

Once we calculated the correlation coefficients, we conducted the regression
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analysis to determine the percentage of variation in lead time that TDD can explain.
To do this, we calculated the R-squared value, also known as the coefficient of deter-
mination for different orders 1,2 and 3. The R-squared value ranges from 0 to 1. A
value of 0 means none of the variation is explainable, while a value of 1 means 100%
of the variation is explainable. The scatter plot of TDD and lead time for each com-
ponent, along with the fitted lines for each order, were then visualized and shown in
Figure 6. Additionally, we calculated the root mean squared (RMSE) value for each
order to decide which order fits the most. A higher R2 with a smaller RMSE value
indicates that the TDD can explain more variation in lead time.

Table 2 indicates that the R-squared values for linear and quadratic models for
the component Pangolins were very low. Moreover, the RMSE value is high for both
regression models. However, the R-squared value was 0.11 with 5.94 RMSE for the
cubic regression. Similarly, for the components Mongoose and Zorilla, R-squared
values for linear regression were 0.08 and 0.31, with RMSE values of 2.29 and 1.95,
respectively. In contrast, cubic regression had values of 0.41 and 0.37, with RMSE
values of 1.83 and 1.85, respectively. Despite negative correlations, the other three
components (Sloth, Shark, and Penguin) had R-squared values of 0.17, 0.12, and
0.04 for the linear regression model, while the cubic regression values were 0.27,
0.13, and 0.05, respectively. Further detailed results can be found in Table 2.

Finally, conducting a causality test to examine any causal relationship between
the TDD and lead time seems inappropriate in this case study, as we found no signif-
icant correlations between them in five of the six components studied.

6 Discussion
We answer our RQ by investigating the potential relationship between TD and lead
time to resolve the Jira tickets. We further determine the extent to which technical
debt density can explain the variation in lead time. To answer this question, we
analyzed six individual components of a large-scale company separately.

We conducted a quantitative analysis and found little to no significant correla-
tions between TDD and lead time in five out of six components, which aligns with
the finding of a quantitative study [2]. Only one component “Zorilla” showed a sig-
nificant correlation with a correlation coefficient of 0.66 and an R-squared value of
0.37, indicating that TDD can explain up to 37% of the variation in lead time in this
particular component. Overall, this shows that TDD alone does not seem to affect
lead time. Companies may be able to overlook the TD, which might not impact your
lead time right now, but you may have to address that debt later, or it could result in
suboptimal system behavior [2].

Lenarduzzi et al. [7] in their review among other studies (e.g., a review by Tom
et al. [19]) report that TD contributes to developer’s wasted time, leading to increased
lead time. This claim is based on a number of studies: [6, 8–10]. Interestingly, these
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studies mainly focus on the subjective assessment of TD and its impact. Studies
focusing on a quantitative assessment like ours and Lenarduzzi et al. [2] do not show
the same relationship between TD and increased lead time.

The reason behind this contradiction among two different types of studies or
not being able to find significant correlations between TD and lead time in our study
could be:

• The subjective biases of study participants could inflate the relationship be-
tween TD and lead time as both variables are context-dependent.

• There might be an assessment bias between the static analysis tools such as
SonarQube and practitioners. Practitioners may have a broader interpretation
of TD than what SonarQube can capture. For example, sonarQube might not
be able to address practitioner-relevant dimensions of TD, such as architectural
debt or team-specific challenges. This can be handled by conducting surveys
or interviews with developers involved or using alternative tools.

• The quantitative data might not be granular enough to discover the relationship.
The analysis at a file or code level would yield a better result.

• Current TD may impact lead time in the future (with a lag), as we could not as-
sociate TD as the sole factor impacting lead time in the same month. It means
that TDmight have a residual effect that could manifest later. Conversely, lead
time could also be a source of TD or compromised code quality. For example,
software developers might use sub-optimal solutions to be faster. Further stud-
ies should examine time-lagged effects using advanced statistical techniques
like cross-correlation or time-series analysis.

• There might be other confounding variables affecting this relationship, such as
priority, functional content, team ownership, size, and complexity of changes,
and teamwork. In addition, other factors, such as whether a given Jira ticket
is handled internally by the team owning the component if it is dealt with by
another team different from the owner or if it is a joint effort by different teams.

Our findings also provide insight into the relationship between TDD and lead
time in resolving Jira tickets, which is either very weak or nonexistent if TD and
lead time are aggregated monthly. TDD vs lead time is not always explainable and
positive but somewhat inexplicable and negative in some components. Furthermore,
the R-squared and RMSE values indicate that this relationship is more cubic than
linear across all components studied, as shown in Table 2. This suggests that the
relationship between TDD and lead time is complex as it varies better in cubic rather
than linear ways.

Hence, our results suggest that further exploration in various contexts or across
different components with more granularized data, such as a file or code level, is

134



necessary to understand this relation. Furthermore, it would be worthwhile to inves-
tigate how the type of analyses reported in this paper can be done with alternative
methods for measuring TD beyond static analysis tools such as SonarQube, as well as
how to handle the false positive issues. In addition, conducting qualitative investiga-
tions, such as interviews or surveys with employees, might provide valuable context
and insights into how technical debt affects developers’ time in practice. This study
paves the way for further research into investigating the impact of such factors on
lead time.

7 Threats to Validity
Our study, like other empirical studies, is subject to validity threats. This section
discusses threats to validity from four aspects as defined by Runeson and Höst [38]:
construct validity, internal validity, external validity, and reliability.

Construct validity refers to the extent to which measures studied in the study
represent what researchers intend to measure and what is being studied in accordance
with the research question [38]. To calculate the TDD, we relied on SonarQube,
which is one of the most used and highly adopted tools to measure the TD [27, 28]
and has been used for some other related studies such as the study [2]. We have
normalized TD by the component size, eliminating the potential impacts of external
factors such as size. Moreover, we have only considered the TD for the issues marked
as Open and removed other issues marked as Resolved, Fixed, Closed, and False
Positives. Developers manually have to mark false positive issues themselves. This
ensures that we obtain an accurate representation of the technical debt, as reported
by SonarQube, at the start of each month. However, we acknowledge that some
False Positives issues may have been mishandled. The lead time for each ticket
is calculated based on the time developers spend on three statuses in Jira: time in
progress, code review, and testing. This approach assures that we only considered the
actual time developers spent resolving a Jira ticket. We then calculated the average
lead time for Jira tickets in a month, eliminating the threat of known and unknown
external factors affecting lead time, such as size, complexity, and ownership of the
changed code.

Internal validity concerns the possibility of other factors affecting the main fac-
tors being studied. In this study, the major concern regarding internal validity is the
correlation between the lead time and the TD. We have found a mixed correlation
ranging from weak to moderate for different components. However, we acknowl-
edge that several confounding variables we could not consider in this study might
influence this correlation. We tried to mitigate this threat by normalizing TD and
averaging lead time on a monthly basis. Nevertheless, further studies should be con-
ducted to investigate the impact of such internal and external factors.

External validity concerns the generalizability of findings. This case study is
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based on a large-scale financial product development company and may not repre-
sent the entire software development landscape. The main programming language
used for the studied components is Java. SonarQube provides a unique set of TD
issues for each programming language. Moreover, we do not rely solely on statisti-
cal generalization when interpreting data. Instead, we analyzed and discussed each
component separately.

Reliability is concerned with reducing the errors and biases in a study, ensuring
data and analysis are independent of the specific researchers. In order to mitigate
this threat, we had multiple discussions with our partner company regarding the data
collection, analysis, and interpretation of the results. We reported our results using
descriptive statistics and correlation models. Additionally, we also applied polyno-
mial regression with order 1,2,3. We used standard Python packages to perform all
statistical analyses. Furthermore, we engaged in pair programming and discussions
to ensure the quality of our findings and increase our confidence in the results.

8 Conclusion and Future Work
This study explores the relationship between TDD and lead time for resolving Jira
tickets (feature development and other software maintenance activities) and the ex-
tent to which the TDD explains the variation in lead time to resolve Jira tickets. The
exploration of this relationship allows us to identify components that are most af-
fected by TDD in terms of lead time, thus enabling better prioritization and informed
decisions for software maintenance.

In this work, we analyzed six components to study the impact of TD (measured
as TDD) on lead time to resolve the Jira tickets in an industrial case. We did not
observe a significant correlation, and TDD alone can not explain all the variations
in lead time in most of the components studied. So, the results indicate that TD
might not be the only factor that affects the lead time. However, the TD introduced
in a given month may affect lead time in the future, i.e., TD, as expected, might
have an accumulative impact that could manifest later, as interest. Future studies
should examine time-lagged effects using advanced statistical techniques like cross-
correlation or time-series analysis.

Additionally, there could be other confounding factors that influence lead time.
However, exploring those factors does not seem feasible at the moment because the
company started collecting data with traceability between Jira tickets and code com-
mits after we started our analysis. Therefore, we plan to conduct further research
to investigate other potential confounding factors that might affect this relationship,
such as the number of affected lines of code for a Jira ticket, who owns the code and
who made the change, the complexity of the changes made, functional content, team
dynamics, and task priorities. We are currently exploring such variables.

We also plan to explore this relationship at a more granular level, such as the
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file level, by including some of the above-mentioned potential confounding vari-
ables. Furthermore, incorporating developers’ perspectives or organizational factors
through interviews or surveys would provide valuable qualitative insights.
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Context: Technical debt (TD) has emerged as an important research 
topic in software engineering, reflecting the long-term negative 
consequences of suboptimal design decisions. A significant effort has 
been made towards TD identification, classification, prioritization, 
and management. Nevertheless, empirical evidence on how TD 
evolves in industrial, large-scale software systems and how it relates 
to architectural complexity and delivery performance remains scarce.

Objective: The objective of this thesis is to develop an empirical 
understanding of the evolution of TD in large-scale software systems 
and its relationship with architectural complexity indicators and 
software delivery performance. Understanding TD evolution and 
these relationships is crucial for making informed decisions regarding 
maintenance, refactoring, and resource allocation.

Methodology: This thesis includes empirical case studies employing 
a mixed-methods research approach, combining longitudinal case 
studies with qualitative insights from practitioners. We collected 
quantitative data on TD, complexity indicators, lead time, and size 
by mining software repositories using tools such as SonarQube and 
Jira. Qualitative data were collected through structured discussions, 
semi-structured interviews, and focus groups. To analyze quantitative 
data, we used robust statistical methods, while qualitative data were 
analyzed thematically and mapped to the quantitative findings.

Results: The findings indicate that TD exhibits distinct temporal 
patterns across the architectural styles studied. Furthermore, 
complexity indicators generally increase over time and co-evolve with 
TD. The thesis identifies four interconnected architectural challenge 
areas that contextualize the observed trends in architectural 
complexity. Finally, extending the investigation to software delivery 
performance, no consistent association is observed between TD and 
lead time across the studied components.

Conclusions: TD evolution is a complex, context-dependent 
phenomenon influenced by architectural, organizational, and human 
factors, as well as technical aspects such as code quality. The findings 
emphasize the importance of continuous monitoring, context-aware 
interpretation, and the integration of both technical and socio-
technical perspectives to effectively manage TD in practice.
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