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Abstract—High-resolution synthetic aperture radar (SAR) en-
ables persistent monitoring under challenging illumination and 
weather conditions, but reliable vehicle detection remains dif�cult 
due to speckle, geometry-dependent scattering, and the scarcity 
of annotated SAR datasets for site- and mode-speci�c scenarios. 
This paper presents an unsupervised re�nement pipeline for 
vehicle detection in TerraSAR-X imagery. Candidate regions 
are �rst generated within a region of interest using ordered-
statistics CFAR (OS-CFAR). Each candidate is then represented 
by a feature embedding extracted from a frozen pretrained 
MobileNetV2 backbone, and embeddings collected across a short 
multi-temporal stack are clustered with K-means to separate 
vehicle-like signatures from other high-response candidates. Eval-
uation is supported by co-registered UAV imagery for qualitative 
veri�cation. Across seven TerraSAR-X acquisitions acquired 
at approximately two-week intervals (including one held-out 
acquisition reported separately for generalization), the proposed 
clustering stage reduces false positives relative to OS-CFAR-only 
candidate sets and improves end-to-end detection quality, yielding 
an effective F1-score of 0.736 while preserving a low-annotation 
operating regime. 

Index Terms—synthetic aperture radar, CFAR, feature embed-
ding, unsupervised learning, TerraSAR-X 

I. INTRODUCTION 

Synthetic aperture radar (SAR) is a key remote-sensing 
modality for Earth observation because it actively illuminates 
the scene and can therefore provide imaging capability largely 
independent of daylight and (to a considerable extent) weather 
conditions. Standard SAR processing chains transform the 
received echoes into focused complex-valued images and 
enable downstream interpretation tasks such as monitoring, 
mapping, and object-level analysis [1], [2]. 

Despite these advantages, reliable target detection in SAR 
remains challenging. The coherent imaging mechanism intro-
duces speckle and strong, aspect-dependent scattering effects, 
so targets of the same class can appear markedly different 
across acquisition geometries and time. Moreover, small ob-
jects (e.g., passenger vehicles) typically occupy only a few 
resolution cells, which limits the amount of discriminative 
structure available in intensity imagery. In supervised learning 
pipelines, these factors are compounded by the cost and 
dif�culty of producing high-quality annotations: labels often 
require expert interpretation, may not transfer across sensors 
or acquisition modes, and can be scarce for speci�c scenarios 
such as vehicle detection [3], [4]. Recent surveys highlight 

that, while deep learning has substantially advanced SAR 
interpretation, performance and generalization commonly de-
pend on task-speci�c datasets and extensive labeled training 
data [3], [5]. 

A broad family of classical SAR detection methods is based 
on adaptive thresholding under a constant false-alarm-rate 
(CFAR) design. CFAR detectors estimate local clutter statistics 
from a reference window and set a detection threshold to 
control the false-alarm probability. Ordered-statistics CFAR 
(OS-CFAR) improves robustness in heterogeneous clutter and 
in the presence of multiple targets in the reference cells 
by using an order statistic, rather than an average, to form 
the clutter estimate [6]. Such detectors are attractive when 
labeled data are limited, but they often yield many candidate 
detections in complex scenes, requiring additional �ltering or 
classi�cation. 

In parallel, learning-based SAR object detection has increas-
ingly adopted modern computer-vision detectors (two-stage 
and one-stage) and, more recently, transformer-based designs. 
These methods can achieve strong detection performance when 
trained with suf�cient annotations, and they are often en-
hanced with SAR-speci�c architectural choices, augmentation 
strategies, or auxiliary priors (e.g., semantic masks) [5], [7]. 
However, the reliance on labeled data motivates efforts in 
label-ef�cient learning, including few-shot and cross-sensor 
transfer settings [8], as well as self-supervised and foundation-
model directions that aim to exploit large volumes of unlabeled 
SAR data [9]. Still, for many practical deployments, collecting 
representative labeled samples for a given site, sensor mode, 
and acquisition geometry remains a bottleneck. 

In this work, we propose an unsupervised vehicle-detection 
re�nement pipeline for SAR imagery that combines a CFAR-
based candidate generator with clustering in a convolutional 
neural network (CNN) embedding space to separate vehicles 
from other high-response candidates across a multi-temporal 
SAR stack. We further employ an evaluation protocol that 
leverages co-registered UAV imagery for qualitative veri�ca-
tion. 

II. METHODOLOGY 

This section describes the data used and the proposed 
methodology for detecting targets within a region of interest 
in a stack of co-registered complex SAR images. 
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(a) (b) 

Fig. 1: Overview of the study area: (a) an optical satellite image from Google Earth and (b) a TerraSAR-X SAR image from 
the dataset, with the region of interest indicated. 

A. Data Description and Preparation 

The experiments use a short TerraSAR-X time series ac-
quired in a recent measurement campaign. The SAR data 
are single-polarization HH in Spotlight mode, providing high-
resolution X-band imagery suitable for small-scale man-made 
targets such as vehicles [10], [11]. The dataset comprises seven 
SAR acquisitions with an approximate revisit interval of two 
weeks. The region of interest (ROI) is a parking lot located 
in a harbor area in southern Sweden (Fig. 1); the targets of 
interest are vehicles that utilize this parking area over time. For 
veri�cation and qualitative assessment, a set of aerial images is 
available from a UAV campaign, capturing the same parking-
lot area from a top-down viewpoint. 

As a preprocessing step, the SAR images are co-registered 
to a common reference acquisition. In the implementation, 
the relative translation of each acquisition is estimated us-
ing phase-correlation on the magnitude images (sub-pixel 
re�nement via upsampling) [12]. The estimated shift � i = 
[�r i ; �c i ]> for acquisition i is then applied to the com-
plex SAR image using the Fourier shift theorem to preserve 
phase consistency. After co-registration, the parking-lot ROI 
is cropped from each image to form a consistent stack used 
in subsequent detection and clustering. 

The UAV images are also aligned to a common reference 
frame to simplify comparison across dates. This alignment 
is performed via a planar projective transform (homography) 
estimated from keypoint correspondences and robust �tting 
[13]. The co-registered SAR ROI stack and the aligned UAV 
imagery are subsequently used for candidate detection, embed-
ding extraction, and clustering, as well as for visual inspection 
and veri�cation of re�ned vehicle detections. 

B. Ordered-Statistics CFAR 

Let the complex SAR image be S(r; c) 2 C, where (r; c) 
denotes row and column indices. We work on the magnitude 
image 

I (r; c) = jS(r; c)j: (1) 

For each cell under test (CUT) (r; c) inside the region of 
interest (ROI), we form a square sliding window of size W � 
W centered at (r; c) and exclude a guard band of size G � 
G around the CUT. The remaining reference (training) cells 
de�ne the set Tr;c with cardinality N = W 2 � G2 . OS-CFAR 
estimates the local background level using an order statistic: 
let ft i gN be the values in Tr;c sorted in ascending order, i.e.,i=1 
t (1) � � � � � t (N ) . The noise/clutter estimate is 

�̂ (r; c) = t(k ) ; k = bqNc ; (2) 

where q 2 (0; 1) is a rank parameter (in the implementation, 
q = rank). A detection is declared if 

I (r; c) > � (r; c) = � � ^(r; c): (3) 

In classical OS-CFAR, � can be selected to meet a desired 
false-alarm rate under an assumed clutter model and window 
parameters [6]. In our implementation, we use the relative 
test in (3) with � = 1 and tune (W; G; q) for the parking-
lot scenes. 

The resulting detection map is denoised using binary mor-
phology (one opening iteration followed by two closing itera-
tions) and then partitioned into connected components. Com-
ponents with area below a threshold Amin are discarded. The 
remaining components de�ne candidate regions fR m gM form=1 
subsequent embedding extraction. 























C. CNN-Based Feature Embedding 

For each connected component R m , we compute its bound-
ing box and crop a magnitude chip X m from I (r; c). To 
reduce sensitivity to absolute intensity scaling, each chip is 
normalized by its maximum value, 

X mX~ m = ; (4)
max(X m ) + � 

with a small � > 0 for numerical stability. The chip is resized 
to n� n (bilinear interpolation) and replicated to three channels 
to match the expected RGB input format of the pretrained 
backbone. We apply the required input normalization and 
extract a feature embedding using a frozen MobileNetV2 
backbone pretrained on ImageNet [14], [15]: 

fm = �( X~ m ; � ); fm 2 Rd ; (5) 

where �(�; � ) denotes the CNN feature extractor with �xed pa-
rameters � , and d is the embedding dimension (MobileNetV2 
with global-average pooling yields d = 1280). These embed-
dings provide a higher-level description of candidate structure 
than raw amplitude, enabling more robust grouping of vehicle-
like signatures. 

D. Global Clustering 
N fLet ff i g be the set of embeddings extracted from alli=1 

candidates across the stack of SAR images. We perform global 
clustering in the embedding space using K-means, which 
minimizes the within-cluster sum of squares [16]: 

N fX 2 
min f i � � ; (6)zi 2f� k gK ;fz i gk =1 i=1 

where zi 2 f1; : : : ; K g is the cluster assignment and � k is 
the centroid of cluster k. After clustering, we store the global 
labels and compute empirical cluster prototypes as 

X1 
� k = f i ; (7)

jCk j 
i:z i =k 

where Ck is the index set of points assigned to cluster k. 
For an unseen test image, we repeat OS-CFAR candidate 

extraction and embedding computation to obtain ff testg. Eachm 
test embedding is assigned to the nearest stored prototype by 
Euclidean distance, 

f test ẑm = arg min � � k : (8)m 2k2f1;:::;K g 

The �nal re�ned detections are obtained by retaining can-
didates whose assigned cluster corresponds to vehicle-like 
signatures, while suppressing clusters associated with clutter 
or artifacts. 

III. RESULTS AND DISCUSSION 

This section reports quantitative performance of the pro-
posed OS-CFAR + embedding-based clustering pipeline on 
the TerraSAR-X parking-lot dataset. Ground truth vehicle 
locations were established using the aligned UAV imagery 
for veri�cation. In addition to aggregate results over the full 

dataset, we also report results for one held-out (unseen) SAR 
acquisition to illustrate generalization; note that this unseen 
image is already included in the aggregate counts, and is 
shown separately for clarity. 

In addition to the confusion counts in Table I, 37 ground-
truth vehicles were completely missed by candidate generation 
(i.e., no OS-CFAR candidate region was produced for these 
targets). We therefore report both (i) clustering-stage metrics 
computed over the detected candidate set, and (ii) end-to-
end metrics that include missed targets as additional false 
negatives. 

TABLE I: Aggregate confusion matrix for binary clustering. 

Pred. vehicle Pred. non-vehicle 
GT vehicle 437 (TP) 74 (FN) 

GT non-vehicle 202 (FP) 168 (TN) 

To contextualize the gain from clustering, we form a 
baseline by treating all OS-CFAR candidates as vehicles (no 
re�nement). Using the same candidate set, this baseline yields 
TP = 511, FP = 370, and FN = 37 (missed), with Precision 
= 0:580, Recalleff = 0:932, and F1eff = 0:715. Compared 
to this baseline, the proposed clustering stage substantially 
reduces false positives (from 370 to 202) and improves pre-
cision (from 0:580 to 0:684), at the cost of rejecting some 
true vehicles that were detected as candidates (clustering-stage 
FN = 74). Overall, the end-to-end F1 improves from 0:715 to 
0:736, indicating a favorable precision–recall trade-off for the 
intended use case of re�ning candidate detections (Table II). 

TABLE II: Aggregate metrics for the proposed method. 

Metric Value 
Precision 0.684 
Recall (within candidates) 0.855 
F1 (within candidates) 0.760 
Accuracy 0.687 
Recalleff (incl. missed) 0.797 
F1eff (incl. missed) 0.736 

On the held-out acquisition, the method maintains precision 
above 0:70 while achieving clustering-stage recall of 0:87 and 
end-to-end Recalleff of 0:817. The OS-CFAR-only baseline on 
the same image (predicting all candidates as vehicles) yields 
Precision = 0:643, Recalleff = 0:939, and F1eff = 0:763, 
which highlights the same trade-off: clustering improves pre-
cision but may reduce end-to-end recall due to additional 
rejections of true vehicles (Table III). Qualitatively, most errors 
in both settings are dominated by false positives caused by 
strong non-vehicle scatterers in the ROI, while missed targets 
primarily stem from candidate generation limitations (Fig. 2). 

A key aspect of the proposed approach is that it is unsu-
pervised with respect to SAR vehicle labels. The embedding 
extractor is a frozen pretrained CNN, and clustering is per-
formed without annotated training data. This is particularly 
attractive in the present setting where the dataset is small 
(seven TerraSAR-X acquisitions acquired two weeks apart, 
including one unseen evaluation image) and where dense per-
pixel or per-object SAR labeling is costly. Despite the limited 



TABLE III: Performance on the held-out SAR acquisition. 

Count / Metric Value 
TP / FP / TN / FN 94 / 39 / 21 / 14 
Missed vehicles 7 
Precision 0.707 
Recall (within candidates) 0.870 
F1 (within candidates) 0.780 
Accuracy 0.685 
Recalleff (incl. missed) 0.817 
F1eff (incl. missed) 0.758 

number of SAR images, the method yields consistent precision 
gains over OS-CFAR-only candidate sets, and the held-out 
example indicates that the learned clustering structure transfers 
to unseen data without retraining. The remaining performance 
bottlenecks are largely attributable to (i) missed candidates 
from OS-CFAR and (ii) residual confusion between vehicles 
and persistent bright clutter. These observations motivate fu-
ture work on improving candidate generation (e.g., multi-scale 
CFAR or adaptive background modeling) and on domain-
adapted embeddings (e.g., self-supervised training on SAR 
chips) while preserving the low-annotation regime. 

IV. CONCLUSION 

This paper introduced an unsupervised vehicle-detection 
re�nement approach for high-resolution SAR imagery that 
combines OS-CFAR candidate generation with embedding-
based clustering. Candidate regions detected by OS-CFAR are 
converted into �xed-size chips, mapped to 1280-dimensional 
embeddings using a frozen pretrained MobileNetV2 network, 
and clustered across a short TerraSAR-X time series to sup-
press clutter-driven false alarms without requiring manually 
annotated SAR labels. Experiments on seven TerraSAR-X 
acquisitions over a harbor parking-lot ROI, supported by 
aligned UAV imagery for veri�cation, show that clustering 
improves precision by substantially reducing the number of 
false positives compared to using OS-CFAR candidates alone, 
at the cost of rejecting a subset of true vehicles that were 
detected as candidates. The main remaining limitations arise 
from missed candidates at the OS-CFAR stage and residual 
confusion between vehicles and persistent bright scatterers 
within the ROI. Future work will focus on improving candidate 
generation (e.g., multi-scale CFAR and more robust local 
background modeling) and on SAR-adapted embeddings via 
self-supervised or domain-adaptation strategies, while main-
taining the low-annotation characteristics of the proposed 
pipeline. 
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