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ABSTRACT The application of hazard analysis techniques is essential for identifying failures within safety-
critical systems that impact both human lives and property, particularly in disciplines such as aeronautical
engineering. System-Theoretic Process Analysis (STPA) is notable for its effectiveness in detecting hazards
in complex systems, however, it is an extensive technique that demands time and manual effort. As STPA is
mostly a text-based analysis, it could benefit from the capabilities of language models. This study introduces
BEDS (BERT Error Detection for STPA), a machine learning pipeline leveraging the well-established
Bidirectional Encoder Representations from Transformers (BERT) language model to support the initial
phase of STPA analysis. The integration of BERT delivers significant advantages by facilitating high-
accuracy classification of core STPA categories—System Losses, Hazards, and Constraints—through its
semantic understanding capabilities. In addition, BERT is employed to verify compliance with technique
guidelines, identify common sentence formulation errors, and recommend expert-validated alternatives.
This methodology is designed to enhance the quality and consistency of the descriptions used in safety
assessments. The work further contributes a specialized dataset of STPA sentences, providing a foundation
for continued research and tailored Natural Language Processing model development for STPA applications.
Experimental results substantiate the efficacy of the proposed approach, yielding an average accuracy
of 95.20% in STPA sentence classification, 88.51% in sentence validation, and 83.44% in fault detection.
These findings underscore the value of transformer-based models as effective tools in the development of
complex systems, offering automated support for requirements verification and mitigation of human error
during safety analyses.

INDEX TERMS Automated validation, bidirectional encoder representations from transformers,
classification, hazard analysis, safety, system-theoretic process analysis.

I. INTRODUCTION
Safety-critical systems (SCS) are present in many real-world
applications, spanning both physical and cyber domains, incl-
uding the automotive, health, and aviation. Failures in SCS
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operations can result in substantial harm to people and
the surrounding environment [1], [2]. Therefore, enhancing
safety remains an essential area of research.

Hazard analysis techniques are necessary to ensure
safe operation of the system. These techniques typically
require a professional to evaluate the system’s functions
and components to produce an analysis of potential faults
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or vulnerabilities, thus helping avoid future hazards. Several
methods have been developed over the years [1], [3] that
vary from linear and causal analyses to systematic analysis.
Many of the commonly used techniques, such as Fault
Tree Analysis (FTA), Hazard and Operability Analysis
(HAZOP), and Failure Mode and Effect Analysis (FMEA)
show difficulties in discovering hazards in more recent,
complex systems where there are many software, physical,
and human components interconnected and in constantly
changing states [2], [3], [4].

On the other hand, System-Theoretic Process Analysis
(STPA), is a recent hazard analysis technique for safety-
critical systems proposed by Nancy Leveson [5]. STPA
is based on the System Theoretic Model and Process
(STAMP) [6] Model Theory, which, instead of looking
for vulnerabilities in isolated components, studies the
unsafe interactions between components to identify potential
hazards [7].

The STPA is performed in four steps [8], which are:
(1) defining the Purpose of the Analysis, (2) modeling the
Control Structure, (3) identifying Unsafe Control Actions,
and (4) identifying Loss Scenarios.

Regardless of the system or domain, resource intensiveness
affects many hazard analysis techniques [3] and STPA is
no exception. Because STPA is an extensive technique that
generates an increasing amount of text in each step, the effort
required to verify each step increases in proportion to the size
of the previous step. In this context, the use of a tool to support
the verification process would be beneficial.

The advancements in artificial intelligence over the past
years have introduced useful tools for handling text-based
content in various Natural Language Processing (NLP)
related tasks. These advancements began in the scien-
tific community with the introduction of the transformer
architecture [9], which could better understand the context
of Natural Language and was better suited for NLP tasks
compared to previous solutions. Later, some transformer-
based Large Language Model (LLM) applications were
made publicly accessible by decoder-based models, such
as OpenAI’s Generative Pre-Trained Transformer (GPT)
models [10], [11].

Another widely known languagemodel is the Bidirectional
Encoder Representations from Transformers (BERT) [12],
an encoder-based model better suited for downstream tasks,
such as question answering and text classification, achieving
state-of-the-art results upon its release.

The use of LLMs in STPA analysis is a relatively
new concept, involving mainly the generation of STPA
analysis with the aid of text generation tools such as
Chat-GPT [13], [14], [15]. Our primary contribution is
creating an automated verification tool using transformer-
based language models, specifically BERT, that can support
STPA analysis through sentence classification and error
detection. Additionally, we introduce a specialized dataset of
STPA sentences and provide expert-validated alternatives for
common formulation errors, positioning this work as a tool

to mitigate human error and improve analysis consistency in
safety-critical systems.

A. RELATED WORK
Few studies have connected STPA with machine learning
(ML) or artificial intelligence (AI), and these have mostly
explored the use of STPA to detect hazards in ML
systems. For example, [16] used STPA in a pedestrian
collision detection system for autonomous vehicles. [17]
used STPA-Sec to detect cyberattacks in autonomous vehicle
software components. [18] used STPA and System Modeling
Language on a ferry navigation system. These approaches
contrast with our objective, which is to use ML to facilitate
the STPA analysis process. Some works that use LLMs to
support STPA analysis are discussed below.

Diemert and Weber [13] explored the integration of LLMs
into the hazard analysis process, which they called co-Hazard
Analysis (CoHA). In this method, they taught Chat-GPT 3.0
an encoding to understand the system description (a water
heater) and provided the model with queries to identify
Unsafe Control Actions of the described system. The LLM
responses were then marked between three categories of
usefulness: Correct and useful, correct but not useful, and
incorrect. The authors then compared the proportions of each
category at different levels of system complexity. They stated
that for simpler systems, CoHA may be a moderately useful
method. However, as the system complexity increases, the
performance of the LLM also decreases.

Qi et al. [14] conducted experiments with varying degrees
of human-expert interaction on the process of generating
an STPA analysis using Chat-GPT 3.5. They observed that
Chat-GPT can show instabilities in its responses owing to
AI text generation, such as hallucinations, not answering all
necessary questions, not being able to reproduce answers,
and error propagation, the longer the conversation. However,
they also noticed that an increase in human intervention and
domain knowledge increased the quality of LLM responses.

Similarly, Charalampidou et al. [15] used LLMs in their
experiments to compare the time required to perform the
STPA analysis with andwithout the support of Chat-GPT 4.0.
They used a five-step method to interact with the LLM,
providing the necessary information such as the system
and its boundaries, Unsafe Control Actions (UCAs), Loss
Scenarios, and Safety Specifications, so the model can
return the Steps 3 and 4 of the STPA analysis. They
concluded that Chat-GPT should not be used solely to
generate STPA analysis, as half of the answers provided
were unsatisfactory and required validation by STPA experts.
However, Chat-GPT can be useful for experienced analysts as
a brainstorming tool to reduce the time required for analysis,
as it can generate a few correct UCAs overlooked by human
analysts.

Kaya et al. [19] parts from another approach, by testing
LLMs (Chat-GPT 4o and Gemini) for hazard analysis
in a stand-alone execution. This zero-shot prompt based
approach was designed to work without human intervention,
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to evaluate the LLM’s capabilities in worst-case scenarios
where users may rely on LLMswhithout adequate knowledge
or supervision. This research was performed by quantitatively
evaluating the quality of results generated for STPA and the
Functional Resonance Analysis Method (FRAM) for a liquid
hydrogen aircraft refueling process. Focusing on the STPA
aspects, the authors observed that LLMs are only partially
capable of performing the entire process of four steps. The
models showed many inconsistencies, such as not generating
all expected artifacts, and the difficulties of the LLMs to
link information across the steps. The authors concluded that
despite the benefits, the lack of standardized prompts and
processes and the non-deterministic nature of LLMs leads to
difficulties in fully leveraging LLMs for hazard analysis.

Although not directly related to automation of hazard
analysis, the work of Alenjareghi et al. [20] employs a mod-
ular framework with diverse LLM configurations (fine-tuned
LLM, LLM + Retrieval-Augmented Generation (RAG), and
LMM + RAG + Knowledge Graphs) to generate safety
recommendations based on a combination of STPA and
FMEA analysis, industry standards and regulations. They
discuss various aspects of integrating LLMs into safety
analysis, some being the need auditability and explainability
of machine-generated outputs, challenges of keeping relevant
databases and knowledge graphs updated, and cybersecurity
risks: exposing detailed system explanations to LLMs could
result in confidential information being exploited by other
parties.

Works like [14], [15], and [19] acknowledge some advan-
tages such as generation and processing of large amounts
of information, ease of use of LLM interfaces, or time
reduction. However, these studies, as well as a recent position
paper [21] recommend not using LLMs as a replacement
for human analysts, because of the risks inherent to LLMs.
Rather, it is more useful as an assistive tool to complement
their ideas and to reduce the time required to complete the
analysis.

In our work, we explore a gap in the literature on the use
of LLMs focusing on the verification of the STPA analysis.

B. CONTRIBUTIONS
Rather than using LLMs to generate automated STPA
analysis, which could introduce time and effort to verify
machine-generated texts, this paper proposes an alternative
approach: using language models to help verify ongoing
STPA analysis. This approach aims to support analysts in
their tasks by providing insights into potential errors and
improvements, thereby increasing their productivity.
First contribution: This paper introduces the BERT Error

Detection for STPA (BEDS) pipeline, a novel framework that
employs transformer-based models to help improve textual
sentences generated during the first step of STPA analysis.
As the name indicates, BERT-based classification models
were employed, and the proposed pipeline operated in four
sequential steps to classify sentences according to their
structure (described in Section II-B).

This pipeline differs from the existing literature by using
an encoder-based transformer architecture and combining
models trained for distinct tasks to detect and classify faults
in an STPA sentence.

We have chosen encoder-based language models, specif-
ically in the BERT family, due to its efficiency in per-
forming downstream tasks, including sentence classification.
Although it is possible to use decoder-based models as
classifiers, they often require large efforts for fine-tuning
and higher processing times [22], while keeping the risks of
inconsistent results due to decoders’ generative nature [23].
Meanwhile, encoder-based models tend to be more consistent
and reliable in downstream tasks, due to their ability to
capture holistic textual representations that aligns with each
classification target [22].
Besides the main experiments on base BERT model,

we conducted experiments on two other models of the
same family: DistilBERT and ModernBERT, to showcase the
flexibility of the proposed pipeline.
Second contribution: To adjust a transformer model to

a specific task, it is necessary to have a dataset that
contains domain-relevant text, so that the model can learn
the characteristics and patterns of each sentence. However,
to the best of our knowledge, there are no publicly available
STPA-related datasets for training these models.

For this reason, we propose a dataset designed to collect
text examples from the first step of STPA analysis. This
dataset serves both as training data for the BEDS pipeline and
as a reference for future research in STPA and ML.

The remainder of this paper is organized as follows.
Section II describes the development methodology, including
the experimental environment and the dataset creation
process, the details of the pipeline architecture, its execution
steps, and the fine-tuning of machine learning models.
Section III presents the results obtained from the pipeline,
along with a comparison of other language models and
a discussion of the classification performance. Section IV
concludes this paper with a summary of the pipeline,
experiment results, and future work.

II. DEVELOPMENT METHODOLOGY
Figure 1 presents an overview of the development method-
ology, which consists of two main parts. The first part
(Section II-A) involves the creation of a dataset that contains
the textual data necessary to train theMLmodels. In Figure 1,
the red rectangle represents the creation of the dataset,
whereas the gray rectangles represent the dataset and its
derived subsets used for pipeline training. The second part
(Section II-B) refers to the creation of the BEDS pipeline
and the fine-tuning of the BERT models employed within
it, represented by yellow and orange rectangles. The blue
rectangle represents the pipeline evaluation (Section III).
The experiments were conducted on the Google Colab

cloud platform using anA100GPU,which provides sufficient
computational power and ease of access. The main libraries
used were: transformers 4.45.2 (for fine-tuning and inference
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FIGURE 1. Overview of Methodology.

of the classification models); sentence-transformers 3.1.1
(for fine-tuning and inference of sentence similarity model);
and pytorch 2.5.1 (as a framework for deep learning models).

A. DATASET CREATION
A dataset of sentences is a key component of this study for
the training and validation of the models in our proposed
pipeline.

During the bibliographic survey, we conducted a search for
an STPA dataset to benchmark and train transformer models.
However, the absence of publicly available datasets in this
domain has encouraged the creation of new datasets. This
dataset contains various metadata for each sentence, which
will facilitate its traceability and reuse in future research. The
dataset is available at https://github.com/andreyokamura-
unicamp/BEDS-Pipeline.

To create this dataset, we extracted textual sentences used
in the first step of STPA analysis (Losses, System-Level
Hazards, and System-Level Constraints) from presentations
that were publicly available at the MIT STAMP Work-
shop [24] between 2012 and 2023.
A generic example of a presentation slide is illustrated

in Figure 2. Sentences were extracted from lists or tables
of presentations that contained partial or full analyses of
the system. Each extracted sentence was stored in the
dataset along with its corresponding label (Loss, Hazard,
or Constraint), metadata related to the presentation to ensure
traceability, and other classification labels that weremanually
assigned to train the proposed pipeline.

During the extraction, there were presentations without
any sentences to be extracted or partial examples of the
analysis (for example, a table containing sentences for
Losses and Hazards, but no Constraints). This, in addition
to the difference in the quantity of sentences inherent in the

STPA analysis, led to an unbalanced distribution of sentences
across labels. The dataset contains 1034 extracted sentences,
and the class distribution is presented in Table 1.

TABLE 1. Dataset class distribution.

This dataset shows a noticeable prevalence in the aero-
nautical domain: of the 1034 sentences in the dataset,
31.3% (324 sentences) were related to aviation and airplane
systems. This was followed by the automotive domain with
15.66% (162) of sentences and the medicine domain with
9.67% (100) of sentences. The top three domains were
the only classes surpassing 100 sentences and they repre-
sented 56.67% of all the dataset. The domain distributions
are listed in Table 2. To avoid creating multiple categories,
domains with fewer than 20 sentences were grouped into the
other category.

TABLE 2. Domain distribution in dataset.
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FIGURE 2. Example of a generic presentation slide containing STPA sentences and where the STPA class label, the extracted sentence, and the domain
label were extracted.

TABLE 3. Dataset columns.

The names and content of each column are listed in Table 3.
All the attributes contained in this dataset (such as sentence,
label, presentation title, URL, and other metadata) are taken
from the original presentations, whereas only two columns
contain new information: the validity and faults attributes,
as explained below.

The validity column accepts two values: valid for sen-
tences that meet STPA guidelines, and invalid for sentences
that do not. The STPA Handbook [8] provides instructions on
performing the analysis and identifying the system’s stakes
and hazards; these instructions were used as references when
labeling the sentences. For example, sentences that describe
System-Level Hazards should include a system of interest
and an unsafe condition that, in worst-case environmental
scenarios, could lead to a Loss. Similarly, System-Level
Constraints should contain a system and a safe condition to
be enforced (to avoid hazards from happening) in a way that
is the inverse of a Hazard sentence. Alternatively, constraints
can be written as ‘‘what needs to be done to prevent
or minimize losses’’ in case a hazard occurs. Finally, Losses

are not given an explicit template for defining a sentence.
Instead, they can be described as an object value or a stake
for stakeholders identified in the system, and converted to a
Loss using terms such as ‘‘Loss of’’ or ‘‘Damage to’’ that
stake.

However, some sentences may not be strictly written
according to the recommendations of the STPA Handbook.
They might contain information not relevant for the analysis,
lack sufficient domain context, or have ambiguous meanings,
depending on the context. Certain practices or conventions of
each industry or company might also differ from Handbook’s
examples, in which the sentences alone were unable to
convey. All of these cases were labeled as invalid.

Although we call them invalid sentences, this does not
necessarily mean that they are wrong; they just differ from
the experts’ interpretation of the structure defined by the
guidelines. This is one of the challenges of the first step of
STPA analysis, as text written in natural language can seem
incomplete without sufficient context.

The faults column further helps in categorizing the
variations in these sentences and explains why they were
considered invalid. In this column, we verified and labeled
each invalid sentence according to recurrent patterns, orga-
nized into four labels: the sentence i) is an accident, and
not a Loss or Hazard, ii) does not belong to the original
label, iii) needs rewriting/adjustments for improvement, or iv)
contains conditions thatmay affect the context of the analysis.
The details of each label are listed in Table 4.
Two STPA experts with four to five years of experience

in STPA analysis in the aeronautics domain contributed to
the verification of the dataset. The aforementioned columns
were verified in three steps. Initially, we arranged a meeting
with the specialists to discuss the rules regarding the sentence
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TABLE 4. Types of faults for invalid sentences in dataset.

TABLE 5. Class distribution between label and validity attributes.

structure, based on the STPA Handbook guidelines. After
coming to an agreement on the labeling criteria, based on
the discussed rules, we labeled each of sentences as either
valid or invalid. Finally, the specialists verified the previous
annotation to confirmwhether the assigned labels agreedwith
their decision regarding the sentences. This ensured that the
sentences were correctly labeled and a reliable dataset was
used to fine-tune the pipeline models.

During the creation of the classificationmodels, we noticed
a class imbalance in the validity attribute that negatively
affected the process of fine-tuning and inference of BERT
models. Table 5 lists the proportions of valid and invalid
sentences for each class.

While the Loss and Hazard classes have approxi-
mately 33% of all sentences labeled as invalid, the Constraint
class had only 18 (5.64%) invalid sentences. This imbalance
caused situations where there were insufficient data to start
the model fine-tuning, even more so after splitting the
dataset into training and validation sets. To proceed with
the experiments, it was necessary to increase the number of
invalid Constraint sentences.

We augmented the dataset with 50 invalid Constraint
sentences based on existing examples. These sentences were
manually created as paraphrases of other sentences in the
same class, with changes in the domain, the system, the safe
condition to be enforced, or the order in which the words
appear. Some examples of paraphrased sentences are shown
in Table 6. The sentences were created based on few common

patterns of the same label observed in the dataset. This
addition results in a dataset with a total of 1084 sentences,
and a proportion of invalid Constraint sentences of 18.42%.
The values after the increment are listed in parentheses
in Table 5.

Introducing new data can bring unintended bias to
the dataset, as the models could learn wrong features.
To minimize bias from data augmentation, some measures
were taken. To mitigate the risk of the models learning new
patterns not present in the original data, we have observed and
replicated existing patterns through paraphrases, as shown
in Table 6. To also minimize the chances of the model priori-
tizing certain words and creating shortcuts for classification,
we created sentences using systems and constraint conditions
from diverse domains. Finally, to address the problems of
data imbalance after the dataset augmentation, we adopted
strategies such as K-Fold cross-validation and Stratification,
discussed in Section II-B6.

B. BEDS PIPELINE
As discussed in Section I-A, many works have been using
decoder-based transformers (e.g. GPT) to support the STPA
analysis. However, as the analyses are being generated by
non-deterministic architectures, their results are susceptible
to model errors such as hallucinations. The BEDS pipeline,
in contrast, uses BERT strictly as a text embedder and
sentence classifier, leveraging behaviors similar to traditional
text classification algorithms. Furthermore, as opposed to
traditional classifiers that uses static text embeddings, BERT
is more capable of understanding the context of the sentence,
and adapt itself for downstream-tasks (classification in our
work). This hypothesis was tested in early experiments
comparing distilBERT (a distilled version of BERT) to
traditional classification algorithms. The experiments showed
better results for the language model, which led to the current
work’s development.
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TABLE 6. Examples of paraphrased constraint sentences.

The BEDS pipeline comprises four steps for classifying
sentences. The execution flow is illustrated by the activity
diagram in Figure 3, which is divided into five swimlanes:
one for each step and an additional lane for the output.
In the first three steps of the pipeline, the BERT-base-
uncased model was fine-tuned with different sets of data
to capture the context required for each task. In the fourth
step, the all-mpnet-base-v2 model was used for sentence
similarity tasks. Its execution is entirely automatic, requiring
only STPA sentences as user-input data before yielding the
results.

1) STEP 1: CLASSIFICATION OF SENTENCES BETWEEN
LOSSES, HAZARDS, AND CONSTRAINTS
The first step of the pipeline, illustrated in the leftmost lane
of Figure 3, consists of a single classification model (yellow
action) that predicts the class of the sentence (Loss, Hazard,
or Constraint) based on its textual patterns. The objective
of this step is to accurately classify sentences into adequate
classes regardless of their validity. Validity is analyzed in the
subsequent steps of the pipeline.

The training set used the sentence attribute as the training
data and the label attribute as the target for fine-tuning.

During training, the models learn unique features of each
class by analyzing patterns, such as the use of certain words,
phrases, and contexts. As such, a classification error in this
step may indicate an instance in which the input sentence
shares patterns seen more frequently in other classes,
indicating a possible input error or sentence ambiguity.

The user input comprises sentences from the first step
of the STPA analysis, and the outputs are organized into a
two-column table that contains the sentence and its predicted
label.

This step supports two input modes: unlabeled datasets
(sentences only) and labeled datasets (sentences with labels
already provided by users). For unlabeled inputs, the step
performs class prediction as usual, and uses the predicted
class in further steps. For labeled inputs, BEDS compares
the original user-provided labels with the predicted labels to
detect possible classification errors. Such errors (for example,
a Loss sentence being mistakenly classified as a Hazard),
although infrequent, can help safety analysts identify input
errors or minor ambiguities in the definition of Losses,
Hazards, and Constraints.

2) STEP 2: DETECTION OF INVALID SENTENCES
The second step is illustrated by the second lane in Figure 3,
and predicts whether the sentences are written in accordance
with the STPA guidelines (valid) or not (invalid).

Starting from this step, the input sentences were divided
into their respective classes (Losses, Hazards, or Constraints),
and the models were separated into three independent
classifiers for subsequent processing. This separation was
performed to allow the models to focus on class-specific
features, reducing the need to differentiate between classes
(which was already performed in Step 1) and instead
specializing in detecting small differences within sentences
of the same class. This hierarchical design choice, guided by
earlier experiments, led to improved accuracy compared with
a single generalist classification model. The advantage of this
task decomposition approach is that it allows eachmodel to be
trained with a smaller number of examples, whereas it would
be difficult for a single classification model to differentiate
many classes in a small dataset.

This step uses the sentence attribute as the training data
and the validity attribute as the target for fine-tuning. During
inference, the pipeline receives the sentence and its class
(label, output of Step 1). The label is used to route a sentence
to its class-specific classifier.

The pipeline classifies sentences between valid and invalid
labels, and sentences deemed invalid are isolated. Isolated
sentences are passed as inputs to the following steps for
automated diagnosis and suggestion. A fork symbol is placed
after the output (list of invalid sentences) to represent the use
of the same input in Steps 3 and 4 of the pipeline.

3) STEP 3: DETECTION OF FAULT CLASS IN INVALID
SENTENCES
The third step, illustrated by the center lane in Figure 3,
detects the specific type of fault present in sentences
previously classified as invalid. This step uses the sentence
attribute as the training data and the faults attribute as
the target for fine-tuning. This step also employed three
classification models. Each class had a set of possible faults
in which the sentences could deviate from the guidelines
(defined in Table 4).

Although the Losses and Hazards classes required four dis-
tinct labels to capture the different fault patterns, we identified
only two fault patterns for the Constraint class. This reduction
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FIGURE 3. Activity diagram of the BEDS Pipeline.

is attributed to the well-defined structure of Constraints
sentences, which limits the degree of syntactic variation.

The resulting predictions are organized into dictionaries
that provide the analyzed sentence, predicted fault type, and
confidence probabilities of each potential fault. This feedback
allows the user to understand the most likely reasons for the
sentence being classified as invalid in the previous step. This
output is stored and subsequently displayed to the user as
shown in the last swimlane of Figure 3.

4) STEP 4: SUGGESTION OF SIMILAR SENTENCES
The fourth and final step of the BEDS pipeline, illustrated
by the fourth lane in Figure 3, use a Sentence-BERT
similarity model to suggest valid sentences that are closest
to the invalid sentences identified in the previous steps. This
model was designed to generate sentence embeddings seen
in the dataset to learn the general characteristics of STPA
sentences.

The sentence similarity model was trained using the self-
supervised ContrastiveTensionLossInBatchNegatives loss
function. The algorithm uses an (anchor, anchor) input struc-
ture and automatically generates in-batch negative samples.
This approach allows the model to learn characteristics
specific to STPA without requiring the manual labeling of
similarity pairs.

For the similarity calculations, this step uses an isolated list
of valid sentences for each class, originated from the dataset
described in Section II-A. These lists were created in two
steps. First, a subset containing only the sentences labeled
as valid in the validity column were selected. Sentences from
each class (Loss, Hazard, and Constraint) were then grouped
into their respective lists. Thus, only valid sentences from
the relevant class can be seen as reference for similarity
calculation.

The execution returns a dictionary that contains the invalid
sentence, the n (user-defined) most similar valid sentences,
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and the similarity percentage of each suggestion. The
similarity percentage is calculated using the cosine similarity
function applied to the embeddings of the invalid sentence
(discovered in Step 2 of the pipeline) and the embeddings
of each sentence in the external list of valid sentences.
The results are sorted and the n most similar sentences are
displayed.

This approach provides analysts with domain-specific
suggestions from a set of validated examples, to ensure the
correctness of the sentences. These suggestions are presented
as a reference for adapting invalid sentences rather than as
final decisions, with the objective of improving the efficiency
of the STPA analysis process.

5) DISPLAY OF RESULTS
The rightmost lane in Figure 3 illustrates the end of
the pipeline where the automated verification results are
displayed. This screen shows a list of valid and invalid
sentences. For each invalid sentence, the pipeline provides
additional information to complement the analysis: the fault
patterns and their probabilities detected by the classifier and
a list of similar sentences with their similarity percentages.

The presence of sentences in all three STPA classes
(Losses, Hazards, and Constraints) is not required; therefore,
the pipeline can run each label independently.

6) FINE-TUNING THE MODELS
The main model employed in this pipeline is the BERT-base-
uncased languagemodel. BERT is a well-knownmodel in the
scientific community, because of its early contributions to the
advancement of NLP-related tasks. Its main advantages over
previous techniques is the leveraging of encoders from the
transformer architecture, offering a better understanding of
the text context and embeddings over static representations.
This improvement led to better text classification perfor-
mance compared to traditional classification algorithms.
Because this work is the first attempt at applying this pipeline
with a new classification strategy in the STPA context, BERT,
which already has a strong foundation, was chosen to serve
as a baseline for comparison in future research.

Only the sentence, label, validity, and faults attributes
from the dataset described in Section II-A were used for
fine-tuning. All target labels for the classification models
underwent integer encoding (0 to n-1) according to the n
unique labels of each classifier, which was a preprocessing
step necessary for model training.

Given the limited size of the dataset (1084), we utilized the
5-fold Stratified Cross-Validation technique to obtain a robust
and generalized estimate of model performance [25]. This
process involves five iterations of training and validation,
and ensures that every data point is used at least once in
the validation set without resampling. For each iteration,
80% (4/5 of the data) were used for training and 20% (1/5 of
the data) for validation, and the data used for validation were
not seen at any time during training. Stratificationwas applied
to the label attribute to ensure that each partition maintained

approximately the same class distribution, mitigating the bias
introduced by the small dataset size and class imbalance.

In each iteration, the models to be trained received a
subset of the data dedicated to its specific classification task;
therefore, the models were not influenced by unrelated inputs
and avoided introducing classification error propagation
across the steps.

The classification models trained in this pipeline were
evaluated using metrics commonly used in ML classification
tasks: accuracy, precision, recall, and Macro F1-score [26].
The execution times for fine-tuning and inference were also
recorded. While Accuracy measures the overall performance,
it is known to be unreliable in multi-class classification,
particularly with class imbalance. The Macro F1-score (the
harmonic mean of precision and recall) provides a more
reliable measure of performance in our multi-class context.
Therefore, we rely on both metrics: accuracy to measure
overall correctness and Macro F1-score to specifically assess
performance under class imbalance.

The evaluation metrics of the fine-tuned models from
all five iterations were recorded and averaged to provide a
generalized estimate of the model’s performance. Themodels
that achieved the highest mean performance across these
metrics were saved for future use (inference).

III. RESULTS AND DISCUSSION
The results of pipeline execution for Steps 1, 2, and 3 are
summarized in Table 7. This table presents the mean values
of the classification metrics (accuracy, precision, recall, and
Macro F1-score) obtained from the 5-Fold cross-validation,
as well as the fine-tuning and inference times (assuming that
the models are already loaded). The entire dataset was used
to measure the execution times of each step and provide the
examples used in this section.

A. STEP 1 RESULTS
In the first step of the pipeline, the classification model
achieved a mean accuracy of 95.20% and a mean F1-Score
of 95.08% (Table 7). As the step with the largest number
of sentences was used for both training and evaluating,
the total processing time was also the highest among all
the models. However, the processing time for individual
sentences was the lowest among all models, indicating an
increased difficulty of tasks at later stages of the pipeline.
Table 8 presents examples of classification errors, where the
True label refers to the original label extracted from the
STPA presentation and the Predicted label refers to the label
inferred by the classification model.

Classification errors in this step can indicate that a sentence
is ambiguous or caused by a labeling error during input
in the pipeline. However, the results suggest that most
errors occur because of sentence ambiguity rather than
labeling errors. Such ambiguity is present in sentences
that position certain words in a way that allows for other
interpretations, potentially causing them to be perceived as
another class.
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TABLE 7. Pipeline evaluation results. The highest classification results achieved in each step are highlighted in bold.

TABLE 8. Examples of classification errors in Step 1.

In particular, the most frequent classification errors
occurred between Losses and Hazards. The STPA Hand-
book [8] provides guidelines on writing Hazard sentences
(sentences that contain the system of interest and an unsafe
condition). However, some sentences may have an implicit
system, or the unsafe condition may be an object that could
be interpreted as a loss, causing an ambiguity between these
classes. In contrast, Constraint sentences are typically well-
structured and easily identified because of the presence
of obligatory modal verbs (e.g., must or should). In these
sentences, the noun (e.g., the system) must precede the modal
verb, and the condition to be enforcedmust succeed themodal
verb (e.g., the ‘‘system’’ must ‘‘satisfy a safety condition’’).

Examples of confusion between Losses and Hazards
(Table 8) are described below:

In the first example in Table 8, the sentence ‘‘Severe
braking’’ was originally labeled as a Hazard, but the model
predicted it as a Loss. According to [8], a Hazard sentence
should include a system and an unsafe condition that, under
worst-case environmental scenarios, could lead to a Loss.
In this case, ‘‘Severe braking’’ could be interpreted as an
unsafe condition that leads to a ‘‘Loss of life’’ or ‘‘Loss of
equipment’’, but the sentence lacks an explicit system to be
analyzed (such as vehicle or driver causing the brake). The
lack of a system could have led the model to a decision where
the sentence is a Loss. Alternatively, the model may have
associated ‘‘Severe braking’’ as having a close meaning to
‘‘Damage to vehicle’’, consequently predicting the sentence
as a Loss.

In the second example, a sentence originally labeled as
a Loss was identified as a Hazard. In this case, ‘‘Radiation
Exposure’’ could be interpreted not as a Loss, but a potential
cause of ‘‘Damage to environment’’ or ‘‘Loss of life’’, which
are more common examples of Loss sentences.

In the third example, a Loss sentence was classified as a
Hazard. The phrase ‘‘scientific data is rendered unusable’’

should imply a ‘‘Loss of mission’’ (because the mission data
cannot be used due to a Hazard). However, the lack of words
such as ‘‘Loss of’’ and ‘‘Damage to’’, combined with the
possible interpretation of ‘‘scientific data’’ as an object of
analysis and ‘‘is rendered unusable’’ as the unsafe condition,
may have led the model to classify the sentence as a Hazard.

In addition classification errors from sentence ambiguity or
labeling errors, there is a small possibility that classification
errors can originate from another problem: the models
could be wrong because of incorrect data being present
during fine-tuning. Models learn to classify sentences by
examining patterns and adjusting weights to approximate
the target class during training. Inappropriate data in the
training set can lead the language models to learn incorrect
sentence characteristics and weight adjustments, which can
result in classification errors. We opted not to exclude
ambiguous sentences in the dataset so that the models could
be generalized for practical scenarios, as all the samples in the
dataset were extracted from real-world examples. Instead, the
task of classifying valid and invalid sentences was delegated
to the following step, allowing the first model to focus on
STPA class detection.

B. STEP 2 RESULTS
In the second step, sentences were classified as valid or
invalid. The classifier for Constraint sentences achieved
the highest mean accuracy from the 5-Fold cross-validation
of 96.47% (Table 7), indicating that faults in Constraint
sentences are easier to detect. This result was followed by
the Loss classifier, with a mean accuracy of 90.37%. On the
other hand, the classifier for Hazard achieved the lowest
mean accuracy from K-Fold of 79.00% (Table 7) and shows
more difficulty in classifying compared to other classes,
possibly due to the diversity of ways Hazard sentences can
be presented.

The overall performance of this step was calculated as the
average of the results of the three models combined, which
achieved a mean accuracy of 88.51% and a mean F1-score
of 86.27%.

The Hazard class has a total of 424 sentences, where
32.31% (137) of the sentences were labeled invalid. This
proportion is similar to the Loss class, where 34.02% of the
sentences are labeled invalid, and is higher than the Constraint
class with 18.42% of invalid sentences. Although the valid
and invalid labels are not evenly distributed, the good results
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TABLE 9. Examples of classification errors in Step 2.

with the Loss and Constraint classes (with similar proportions
and lower proportions of invalid sentences, respectively)
suggest that class imbalance may not be a primary factor
contributing to the low performance of the Hazard sentence
classifier.

Some examples of classification errors are shown
in Table 9.

The first example involves a Loss sentence, where an
invalid sentence is classified as valid by the model. This
sentence begins with the words ‘‘Loss of’’, which generally
indicates a valid Loss sentence. However, a ‘‘loss of
integrity’’ refers to an unsafe state of the system (which
aligns into the Hazard class), instead of an object of value
to stakeholders (which is expected from a Loss sentence).

The second example involves an invalid Hazard sentence
mistakenly classified as valid. This sentence was labeled
invalid by the STPA experts because it contains an unsafe
condition (loss of control), but it lacks an explicit system to
be affected by the ‘‘loss of control’’ state (e.g., an airplane
or vehicle), which is a necessary element of a valid Hazard
sentence.

The third example involves a Hazard sentence, where the
model classifies a valid sentence as invalid. The Hazard
sentence ‘‘Smartgrid (system) has an inability to meet
unexpected demands (unsafe condition)’’ is indeed valid
because it has both the system and the unsafe condition
that could lead to a Loss (e.g., Loss of reputation or
customer satisfaction). There is no clear explanation for
this classification error, which may indicate a possible error
introduced by the model itself.

C. STEP 3 RESULTS
In the third step, the classifiers identify the fault category in
the invalid sentences. The classifier for Constraint sentences
achieved the highest mean accuracy of 96.25%. This result
was followed by a large gap for the Hazard classifier with a
mean accuracy of 79.59% and the Loss classifier with a mean
accuracy of 74.50%.

The overall performance of this step was calculated as the
average of the results of the three models, which achieved a
mean accuracy of 83.44% and a mean F1-score of 73.16%.

For the overall performance, unlike the previous steps,
there is a noticeable gap between the accuracy and F1-score
metrics. While the high accuracy suggests that the models
can still classify faults, the lower F1 reflects the difficulty
of the model in differentiating multiple patterns (four labels

TABLE 10. Example of execution of Step 3.

for Losses and Hazards, and two labels for Constraints).
From these results, it is possible to interpret the model as
prioritizing the majority class for most classifications, and
failing to detect the minority class.

Table 10 presents the results of Step 3 (one example for
Loss, Hazard, and Constraint). After execution, this step
returns a dictionary with three values: the invalid sentence
analyzed, the predicted fault type (written in bold), and the
confidence probability of each fault pattern related to the
sentence.

The first example is a Loss sentence describing an aircraft
accident. Themodel correctly classified it as an accident fault
type with an 81.09% probability.

The second example is a sentence describing an Adaptive
Cruise Control (ACC) system that does not maintain a
safe distance from the surrounding objects. The first half
of the sentence was valid. However, this sentence was
considered invalid by experts because of a conditional
statement that limited the scope of the analysis. Besides
‘‘resulting in collision’’, other results could occur from that
unsafe condition, such as traffic interference, violation of
traffic laws, or even loss of customer satisfaction. The type
of fault was correctly identified as a condition with 58.33%
probability.

The third example describes an instruction to maintain
an adequate altitude during flight. Although the sentence
represents a safe condition, it doest not mention an explicit
system (e.g. aircraft, drone) and a modal verb that enforces
the safe condition, such as ‘‘must’’ or ‘‘shall’’. Therefore, the
sentence was classified as not complete enough to belong to
the Constraint class with 96.21% probability.

D. STEP 4 RESULTS
The fourth step of the pipeline uses a sentence similarity
model to suggest valid sentences from a predefined dataset.
This step returns a number of n user-defined suggestions.
An example of execution (n = 5) is shown in Table 11 as
a continuation of the previous section (Table 10). For each
invalid sentence in the analysis, this step returns two outputs
in a dictionary: a list of n valid sentences that are most similar
to the invalid sentence and their similarity percentage.

In Table 11, the bold sentences reflect the suggestions
with the highest similarity, whereas the underlined sentences
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TABLE 11. Examples of sentence suggestion in Step 4.

indicate the suggestions that we considered relevant to
improve the analysis.

In the first example, The model suggested similar sen-
tences that involve a combination of ‘‘Aircraft’’, which is
the system of interest, and the addition of ‘‘Loss of’’,
‘‘Damage to’’ which was absent in the original sentence.
Although the similarities of the suggestions are relatively
low (mostly below 50%), all the suggested examples are
relevant.

In the second example, the suggestion with the highest
similarity (89.77%) is written almost in the same way as
the invalid sentence, with the difference that the conditional
statement (‘‘resulting in collision’’) was isolated within
parentheses and removed from the context of the main
sentence (‘‘ACC did not maintain a safe distance from the
object in the front’’), which the experts considered as a valid
alternative. We considered only the first two suggestions
relevant because they mentioned the ACC system and the
unsafe distance condition.

The third example describes a recommendation for main-
taining the flight (of an implicit system) at an adequate
altitude. The absence of an explicit system causes the context
of the sentence to be unknown; therefore, we deemed no
suggestions relevant in this case.

E. COMPARISON OF THE BASELINE WITH OTHER
MODELS
In this section, we present a comparison of the baseline
(BERT) results with two other BERT-based models: Distil-
BERT andModernBERT, to explore the pipeline’s capablities
when applied to different model sizes.

DistilBERT [27] is a lightweight adaptation of BERT
where a smaller model with less parameters is able to
obtain comparable results (up to 97% of the base model’s
performance), with faster inference times and less computing
power required. ModernBERT [28], on the other hand, is a
recent model that leverages various state-of-art techniques
for its pre-training, and was capable to surpass other BERT
variants in NLP-related tasks. It was expected for each model
to bring benefits for the results compared to the baseline,

for example, faster processing times for DistilBERT and
better evaluation results for ModernBERT. Table 12 shows
the results obtained for the three models mentioned.

Overall, the three models obtained similar results across
the steps. As opposed to initial expectations, the experiments
indicate a weak relation between model size and evaluation
performance, as in each step different models achieved the
best results.

The original BERT model showed a small lead ahead its
variants, achieving both the highest accuracy and F1-Scores
in pipeline steps 1, and 3 for hazard and constraint classes.
ModernBERT obtained best results in step 3 (loss), and
DistilBERT obtained best results in step 2 (constraint).
Instead of a single classification model operating for the
entire BEDS pipeline, a combination of various models
dedicated for each step could bring improved final results.

The processing times for fine-tuning and inference were
as expected, with DistilBERT having the fastest process-
ing times, followed by the original BERT and lastly
ModernBERT. The fine-tuning times increased proportion-
ally as the pipeline steps progressed, possibly due to the
increase in difficulty of the classification taks in later stages
of the pipeline. Inference times stayed close across the steps.

Despite subtle differences in performance and time costs,
the results suggest that the BEDS pipeline is capable of
classifying STPA sentences in similar levels regardless of
the BERT-based language model selected. Decomposing the
sentence verification objective into smaller tasks allowed
the pipeline to be flexible and adapt to different models,
while keeping its robustness through dedicated classification
steps.

Further research is needed to evaluate the individual
behaviors of each language model, as this experiment only
evaluated the model performance in the same fine-tuning
setting.

F. DISCUSSION
Overall, the first step of the pipeline achieved the best
classification results with a mean accuracy of 95.20% and
a mean F1-Score of 95.08%, followed by the second step

VOLUME 14, 2026 116837



A. T. Okamura et al.: Enhancing Safety-Critical Hazard Analysis With Transformers

TABLE 12. Model performance comparison on BEDS pipeline. Results for BERT are the same as in Table 7.

with a mean accuracy of 88.51% and a mean F1-Score
of 86.27% between the three classifiers (for Losses, Hazards,
and Constraints). The third step, however, achieved the lowest
results, with amean accuracy of 83.44% and amean F1-Score
of 73.16% between the classifiers of each class.

The decline in performance can be attributed to a reduction
in the amount of data (for both training and evaluation the
models) as the pipeline advances. The pipeline begins with all
input sentences in the first step, which are divided into three
subsets for Losses, System-Level Hazards, and System-Level
Constraints as inputs for the second step. These are further
classified into valid and invalid sentences, where only invalid
sentences are used in the third step. In addition to having little
input data, the classifiers in the third step are challenged with
multiple target labels for classification (up to four labels).

Furthermore, subtle differences in a sentence that distin-
guish each type of fault can be difficult to capture, which
further limits the model’s ability to infer the correct label.
This is reflected in other evaluation metrics, such as the
F1-score, which achieved an even lower performance than
the overall accuracy. The average metrics in Step 3 were kept
close to the other pipeline steps because of the consistently
high performance (above 95% values in all metrics) of the
Constraint fault type classifier, which compensated the lower
performance (under 80%) of the Loss and Hazard classifiers.

Taken together, the experiments showed promissing results
for the BEDS’ capability of automated verification of sen-
tences in STPA analysis first step. The need for automation
can be observed in relevant venues for STPA advancements,
such as the MIT STAMP workshop, where many large
corporations participate anually and show their interest in the
safety a hazard analysis technique like STPA can provide.
The benefits of automating the STPA analysis is discussed in
many related works [13], [14], [15], [21], which include the

reduction of time and manual effort to perform an extensive
technique.

When leveraging a LLM to automate hazard analysis,
in many cases it is mentioned about the trade-off between
faster time to perform the analysis with the help of a machine,
compensated by a longer time needed for the verification of
machine-generated results. Works like [15] and [29] discuss
the time efficiency benefits from leveraging LLMs, even with
longer time required for verification.

In our proposal, we focus on the verification process.
We try to accelerate automation even further with a pipeline
dedicated for verifying textual artifacts resulting from hazard
analysis, by helping analysts to quickly identify potential
errors, and suggesting alternative sentences. This way, one
of the weaknessess of implementing LLM automation of
analysis, which is the longer time needed for verification, can
be reduced.

G. LIMITATIONS
The first limitation concerns the use of language models to
support safety-critical analyses, which can raise questions
regarding reliability. We acknowledge the inherent risks
associated with integrating LLM-based techniques into such
contexts, particularly the possibility of generating incorrect or
misleading outputs (commonly referred to as hallucinations).
Nevertheless, the proposed approach is designed strictly
as a decision-support tool intended to assist STPA human
analysts, improving the efficiency and consistency of the
analysis process, rather than replacing expert judgment.

To mitigate the risks associated with hallucinations and
promote transparency, the core mechanisms responsible for
sentence classification and recommendation rely on models
trained with previously validated examples. In addition, the
system provides a classification confidence score at each
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stage of the pipeline, enabling analysts to assess the reliability
of the generated outputs before incorporating them into
the safety analysis. This design ensures that the final
responsibility for validation and decision-making remains
with the human expert.

The second limitation is related to the relatively small
dataset used to train the classification models. In general,
machine-learning algorithms require substantial amounts of
data to effectively learn relevant features and achieve robust
generalization during inference. However, STPA is a rela-
tively recent hazard analysis technique; consequently, there
is still a limited amount of published research and publicly
available datasets related to its application. To address this
scarcity of data, we adopted a hierarchical task decomposition
strategy. This approach divides the overall problem into
smaller and more specialized subtasks, allowing individual
models to focus on narrower objectives, thereby reducing
the amount of training data required for each component.
Through this approach, it was possible to train the proposed
pipeline despite the limited size of the initial dataset.

Although the experiments reported in this study were
conducted using the dataset presented in this work, the
pipeline itself was designed to be adaptable. This flexi-
bility represents a key strength of the proposed approach,
where the dataset can be incrementally expanded using
previously performed analyses conducted within a given
organization or project environment. Such an expansion
offers several advantages, including a reduction in the
verification effort and the avoidance of redundant analyses.
In practice, organizations frequently work with systems
that share similar architectures and operational workflows,
allowing the pipeline to progressively leverage domain-
specific knowledge accumulated over time.

The third limitation concerns the reliance on the original
labels used for classification, particularly the ‘‘validity’’ and
‘‘faults’’ annotations. These labels were defined through an
iterative annotation process that involved multiple meetings
with STPA experts who helped labeling and reviewing the
dataset examples. The labeling process was performed along
group discussions with participants, which did not have inter-
annotator agreement values recorded. While this procedure
incorporated domain expertise, the discussions and resulting
annotations were limited to specific examples contained in
the dataset. As a result, the labels may not fully capture all
nuances and variations present in the entire real-world STPA
analyses. Despite this limitation, the annotation process
was guided by the instructions and examples provided in
the official STPA Handbook, ensuring that the labeling
criteria remained aligned with the established guidelines of
the STPA, thereby supporting the overall reliability of the
dataset.

The last limitation identified is the lack of proper baseline
to evaluate if the results obtained in this research are
valuable. Other studies in this field focuses on the automated
generation of STPA analysis, which require different criteria
for evaluation. Since this is the first work of its kind,

we expect the current results to be used as reference and to
be improved in future research.

IV. CONCLUSION
To ensure that safety-critical systems operate flawlessly,
hazard analysis techniques are used to identify errors and
improve the safety of the system. Some hazard analysis tech-
niques, such as System-Theoretic Process Analysis (STPA),
generate large amounts of text and require considerable effort
from analysts to verify and correct the content of the analysis.
In this paper we propose a novel pipeline called BERT Error
Detection for STPA (BEDS), an automated tool to verify
textual artifacts generated in the first step of STPA analysis,
assisting analysts in their work.

BEDS uses the widely recognized BERT model family,
and was trained based on the STPA Handbook guidelines,
with a dedicated dataset annotated with the help of domain
experts. It detects the class of the input sentence (from
STPA’s Losses, System-Level Hazards, and System-Level
Constraints), classifies whether the sentence follows the
guidelines, and suggests alternative sentences to improve the
analysis.

The results indicate that classification errors between Loss
and Hazard sentences occur more frequently, possibly due to
the diversity of vocabulary and context that allow multiple
interpretations of the analysis. By contrast, the Constraint
sentences have a more well-defined structure and are less
prone to classification errors.

Experiments with other models of the BERT family also
indicate the flexibility provided by the pipeline, allowing
its adaptation to different models while keeping consistent
results.

The automatic verification of elements of the first step of
STPA, such as Losses, Hazards, and Constraints, can increase
the productivity of STPA analysis by quickly detecting
sentence formulation errors and freeing up more time for
analysts to focus on later tasks of STPA analysis. Although
the use of language models in safety-critical systems involves
several safety considerations and requires more rigorous
validation, the use of such tools as support for decisions is
increasingly proving to be a viable alternative to improve the
productivity and the quality of hazard analysis.

A. FUTURE WORK
While acknowledging the limitations of the current study,
we observed some potential directions for future research.

In this study, we utilized BERT, which is a widely
recognized transformer encoder model, and its variants
DistilBERT and ModernBERT. Future work could explore
the use of alternative model families, to compare their
performance while using the current findings as a baseline.
It would also be beneficial to compare the current results
with other NLP architectures, such as generative language
models, agentic models, classifier ensembles, and hybrid
architectures. This could lead to an interesting comparison of
the benefits of personalized answers, in contrast to the risks
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of hallucinations and novel methods to mitigate those risks in
the context of STPA analysis.

Further improvements could be implemented in the
pipeline itself, such as enabling user-defined thresholds for
classifications, human-in-the-loop verification, and improv-
ing confidence calibration, which weren’t performed in this
paper. These improvements enable human judgement during
the validation process and increase model performance,
which strengthens the benefits provided by the BEDS
pipeline.

Finally, it would be beneficial to have a corpus related
to the entire STPA process. Studies that automate STPA
analysis rely on individual case studies, such as [30], [31],
and [32] to serve as a target for analysis, which may not
reflect the entire scope of STPA analysis. Our work attempts
to generalize, to some extent, by including examples from
multiple domains but would still benefit from an increase in
the available data.
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