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Al accelerators improve performance and efficiency for neural
networks; evolving them for general-purpose computing requires
new hardware, software, and programming models. In this article,
we argue for the potential of general-purpose Al computing, highlight
some challenges, and present initial results to motivate the feasibility.
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LEVERAGING Al: OPPORTUNITIES AND CHALLENGES

From a computer system perspective,
larger AI/ML models pose signifi-
cant challenges on the hardware due
to, for example, high computational
demand, the end of Dennard scaling,
and increased energy consumption.
Researchers have addressed these
challenges by, for example, proposing
more energy-efficient AI/ML mod-
els,! methods to reduce the model size,
reduce the bit-width of the weights, or
by using specially designed accelera-
tors.>>* Moreover, powerful software
frameworks such as PyTorch, Tensor-
Flow, and Keras have made AI/ML
technology available to an increasing
number of developers and users.

Recent years have brought about
tremendous advances via large lan-
guage models (LLMs) and cloud-based
deployment, allowing for rapid devel-
opment and integration of Al in all
kinds of applications. Furthermore,
we have seen AI hardware become
an integral part of many high-per-
formance computing (HPC) systems.
These systems now support both tradi-
tional HPC applications as well as data
analytics and machine learning appli-
cations, for example, as in the Aurora?
exascale supercomputer at Argonne
National Laboratory.

The HiPEAC vision® as well as the
EU Commission’s Next Generation
Computing Roadmap® point out the
possibilities and challenges with the
aforementioned development. As
high-performance AI/ML hardware
becomes ubiquitous, we would like to
take advantage of this computational
resource for a wider range of applica-
tions. Therefore, we need to explore how
AI/ML hardware can be evolved and

ahttps://www.anl.gov/aurora
bhttps://vision.hipeac.net
https://digital-strategy.ec.europa.eu/en/library/
next-generation-computing-roadmap
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harnessed for general-purpose comput-
ing, in a similar way GPUs have evolved
into more general compute devices [gen-
eral-purpose computing on graphics
processing units (GPGPU)d], ultimately
leading to general purpose Al comput-
ing (GPAI).

In the quest to reach GPAI, we have
identified three main challenges that
need to be addressed, that is, develop-
ment of 1) novel hardware and system
software techniques, 2) suitable com-
putational models, and 3) domain-spe-
cific programming models, languages,
and tools. In this article, we will elab-
orate on each of these challenges and
how we address them.

BACKGROUND
In computer system design, there is
often a tradeoff between specializa-
tion on one side, and flexibility and
generalization on the other side. A
high specialization of a computing
device often leads to better energy
efficiency, higher performance on
specific tasks, and often optimized
implementations. Typical examples
include accelerators for audio, video,
and crypto processing. A more general
and flexible design targets to execute
a broader set of applications, has bet-
ter average performance in general,
and a higher ability to adapt to future
unknown contexts. A typical example
hereis a general-purpose CPU.

Huang et al.” introduce a qualita-
tive definition of flexibility in com-
puter systems as follows:

“Compute system flexibility
refers to the invariance of a
system'’s normalized perfor-
mance, energy efficiency,

dhttps://en.wikipedia.org/wiki/General-purpose_
computing_on_graphics_processing_units

area efficiency (or other
secondary metrics), to
change of application.”

The above interpretation can be
used as a basis for our discussion
around general purpose Al comput-
ing. For example, some kind of systolic
array supporting general matrix mul-
tiply operations is often at the core of
many Al accelerators?®”8 since it can
perform vector, matrix, and tensor
operations very efficiently. However,
a systolic array has limited capability
to perform general computations, and
thus is said to have a low flexibility
(and high specialization). In our work
on general purpose Al computing, the
goal is to increase the flexibility of Al
accelerators to enable more general
applications to be executed on them
without sacrificing too much of ener-
gy-efficiency and performance for Al
workloads.

In this endeavor, we see strong par-
allels to how GPUs have evolved over
the years. In the beginning, GPUs
were fixed-function units dedicated
to carry out limited parts of a graph-
ics pipeline, for example, vertex pro-
cessing. Later, they evolved into more
general devices, where the execution
cores were designed to efficiently pro-
cess small shader programs, for exam-
ple, a vertex shader or a pixel shader,
for 3D graphics. Today, GPUs are mas-
sively parallel compute devices that
can execute almost any data parallel
application, as indicated by the large
adoption of, for example, the CUDA
parallel computing platform and pro-
gramming model.

When it comes to hardware acceler-
ation for Al and machine learning, we
have seen a very high specialization
toward efficient execution of different
types of neural networks.®® However,
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despitethehigh specialization, we have
also seen trends for an increased gen-
eralization. Most notably, GPUs, tensor
processing units (TPUs), neural pro-
cessing units (NPUs), and other accel-
erators have included support for other
types of number formats with limited
precision8 such as bfloat16 (brain
floating point), TensorFloat16, FP8,
and INT4, in addition to the traditional
formats FP32, FP64, and so on. Some
might argue that this is more a sign of
a specialization targeting mainly AI/
ML workloads, while the grouping of
CPUs, GPUs, and NPUs together in a
single system is what gives us more
general and flexible computing plat-
forms. Nevertheless, these limited-pre-
cision formats have been exploited for
various numerical and scientific com-
putations as highlighted next.

An area where limited-precision
calculations have been explored is
approximate computing. The princi-
ples for approximate computing align
well with the limited-precision calcu-
lations done in contemporary Al accel-
erators. Over the past decade, research
has been conducted on approximate
circuits, approximate storage and
memory, and also at the software
level. The paradigm has been success-
fully applied in, for example, image
and media processing, machine learn-
ing, probabilistic and statistical algo-
rithms, and randomized algorithms
such as Monte Carlo simulations. We
believethattheadvancesalready made
in approximate computing applica-
tions could further benefit from AI
accelerator hardware with more flexi-
ble precision support and programma-
ble memory access patterns.

Previous work shows an increasing
interestin utilizing Al/MLhardware for
other types of applications, for example,
in scientific computing. A survey by

Abdelfattah etal.’ presents how numer-
ical linear algebra applications can be
executed on limited-precision hard-
ware, including using FP16 or bfloatl6
on tensor cores. Further, Haidar et al.'
show that limited-precision computa-
tions (FP16/FP32) on tensor cores can
be utilized to accelerate the solution of
systems with linear equations without
sacrificing numerical stability.

Cao et al.!! develop an approach to
run the High Performance LINPACK
for Accelerator Introspection (HPL-AI)
benchmark on an FP16 accelerator
platform. The benchmark solves a
linear equation system, and their
approach relies on a combination of
FP32 calculations on the diagonals
and FP16 calculations on off-diagonal
elements. Similarly, Xue et al.’?2 use
a combination of FP32 processing on
CPUs and FP16 processing on NPUs to
accelerate the execution of the HPL for
Mixed-Precision (HPL-MxP) bench-
mark, formerly known as HPL-AIL

Dongarra et al.'® argue for the
necessity for a broader adaption of
mixed-precision techniques in sci-
entific computing. They also show
empirical results on the impact on
performance and power efficiency
mixed-precision techniques have on
today's systems. Finally, we would like
to highlight Mary’'s HDR (habilitation)
thesis'* which thoroughly examines
how limited or mixed-precision tech-
niques impact numerical algebra algo-
rithms and applications.

To summarize, more flexibility is
important already in today's acceler-
ators, for example, support for differ-
ent floating-point formats in GPUs,
TPUs, and NPUs. Furthermore, many
researchers are already working on
accelerating scientific and numerical
computing applications for limited/
mixed-precision accelerator hardware.

However, there is still a need for iden-
tifying the most promising character-
istics of AI/ML accelerators for optimal
flexibility-performance tradeoffs.

OPPORTUNITIES

Contemporary AI accelerators are
energy-efficient compute fabrics often
designed around regular hardware
structures, for example, systolic arrays
of multiply-add operations. This is a
logical approach since much of the
processing in deep neural networks
are based on various matrix-vector,
matrix-matrix, and tensor operations.
A recent survey of low-power Al accel-
erators® showed that some accelerators
reach more than 50 TOPS in perfor-
mance, with a power-efficiency of more
than 10 TOPS/W. In contrast, the lead-
ing supercomputer on the Green500
list in June 2025 only reaches 72.7
GFlops/W. However, it should be noted
that the Green500 performance refers
to operations on double-precision
floats, while AI accelerators often use
lower-precision representations, such
as FP16 or bfloat16 formats.

The development of accelerators for
AI/ML has mainly focused on improv-
ing the execution performance of neu-
ral networks? by exploiting regular
computational structures. In addi-
tion, since neural network computa-
tions do not need to be exact, several
approaches have been proposed for
approximate computations, for exam-
ple, limited precision, quantization,
and new floating point formats."®
One domain that could employ limit-
ed-precision is fuzzy logic. Fuzzy logic
does not rely on binary values, that
is, true or false as in Boolean logic.
Instead, the truth value of variables
may be any real number between 0
and 1. Therefore, the exact result of a
calculation is not always necessary,
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and limited-precision hardware could
be used to calculate an approximate
truth value.

The high-performance computing
fabrics of AI accelerators offer many
opportunities. The regular structure
of Al accelerators makes them suitable
for applications that rely on various
matrix operations, linear algebra com-
putations, and stencil computations.
Since Al accelerators are expected
to be present in most devices in the
future, from large-scale data centers to
low-power edge devices, this compute
power will be omnipresent and avail-
able to all kinds of applications.

The current landscape of contem-
porary Al hardware accelerators offers
high performance on a large number
of general computational patterns,
including general matrix multiply
(GeMM), convolutions, vector arith-
metic and nonlinear activations.” Any
application exhibiting these patterns
or adaptable to express them could ben-
efit from running on Al accelerators. In
the following, we briefly discuss some
domains that fall into this category.

Scientific computing

Scientific computing covers a range
of tasks that could benefit from AI
hardware. In some instances, applica-
tions map directly to computational
patterns of ML, as is the case with ten-
sor networks used in quantum sim-
ulations. Tensors are a fundamental
component of contemporary ML algo-
rithms. This means that AI hardware
accelerators are built to handle tensors
and tensor operations themselves,
making them interesting for scientific
computing.

In addition, there are many poten-
tial applications that could benefit
from AI hardware in which this link
is less obvious. These include solving
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linear algebra systems, which usu-
ally involves general matrix-vector
multiplication (GeMV). Another use
is to solve partial differential equa-
tions (PDEs). For instance, explicit
finite difference methods are usually
expressed as iterative stencil loops,
with their compute part resembling
convolutions.'® Finally, dynamic sys-
tem simulations often rely on matrix
multiplications and, depending on the
type of system considered, evaluations
of nonlinear functions.

Computer vision and

media processing

Image and video processing are nat-
urally noisy and limited-precision
domains that handle data of relatively
small but fixed size, for example,
8-bit representation of color inten-
sities, making them suitable for the
restrictions imposed by AI accelera-
tors. The structure of computations
is also aligned with patterns suitable
for AI hardware, such as in convolu-
tions used for operations like low-pass
filters (for example, Gaussian blur) or
edge detection (for example, Sobel)
kernels, following a structure similar
to convolutional layers in deep neu-
ral networks. Computer vision appli-
cations typically require low latency
and therefore benefit from hardware
acceleration. Conversions between
time and frequency domains, such as
fast Fourier transform (FFT), are also
expressible in forms suitable for exe-
cution on Al hardware."

loT and edge computing

A domain that has increased in impor-
tance is Internet of Things (IoT) and edge
computing. With more and more devices
at the edge, the amount of potential data
collected is also increasing. However,
this poses demands in terms of storage,

computational power, communication
bandwidth, and energy requirements.
Furthermore, privacy and security are
becoming key concerns.

As in many other domains, classic
ML techniques have made their way
into various applications in IoT. Most
uses involve some sort of pattern detec-
tion, for example, image or gesture
recognition, movement identification,
sound-to-text translation, anomaly,
and intrusion detection. These tasks
rely on inference using deployed mod-
els that were previously trained else-
where. In the IoT context, this inference
must be fast, energy-efficient, and
accurate enough. Asaconsequence, IoT
and edge devices often enlist Al accel-
erators which are specially designed
for low-precision but energy-efficient
inference. The alternative of relaying
all data to a cloud service for inference
isalessattractive option due to latency,
privacy, and security impact.

An example use case could be edge
devices that collect data, and where we
would like to detect unusual behaviors
(anomaly detection) and then notify a
higher-order entity, such as a central
server or cloud service, while the edge
device handles all normal behaviors.

Another example would be sen-
sor data compression at the edge. The
sensor data captured need to be com-
pressed for efficient transmission or
storage, especially in resource-con-
strained environments such as IoT
devices or edge computing plat-
forms.'® Al accelerators can play a role
in speeding up the compression and
decompression algorithms, reducing
latency, and conserving energy. These
kinds of computations map well to pat-
terns commonly found in ML, such as
linear algebra operations.

The bottom line is that AI/ML
hardware acceleration has already
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entered IoT and edge devices. The evo-
lution toward GPAI would mean employ-
ing these existing hardware for other
tasks commonly found in IoT. The goals
remain, as always in IoT and edge com-
puting, to 1) reduce the energy consump-
tion and 2) enhance privacy and security.
In practice, this means reducing network
traffic and storage requirements. These
often translate to moving computations
closer to the acquired data, compressing
data, and supporting secure communi-
cations in the edge-cloud continuum.

CHALLENGES
Although a number of applications can
already directly benefit from the kind
of acceleration offered by Al hardware,
for example, regular stencil compu-
tations mentioned earlier, we believe
that Al hardware can become useful
for an even wider range of applica-
tions. However, for that to happen, we
need to address a number of challenges
leading to a more flexible Al hardware.
We believe in adopting a hardware/
software codesign approach to tackle
the following: 1) novel hardware and
system software techniques, 2) suit-
able computational models, and 3)
domain-specific programming models,
languages, and tools. In addition, data
movement is another significant chal-
lenge for data intensive applications.2
In the following, we outline how we are
working to address these challenges.
For the first challenge, we need to
explore how the accelerator hardware
can be designed or extended based on
today’s Al accelerators. An important
aspect here is the integration with the
compiler framework and the runtime
system. Therefore, we have identified
the following research avenues:

» Which extensions and func-
tionality should be designed

and implemented in an AI/ML
accelerator to enable execution
of a broader class of applications
than just AI/ML applications?

) How should the application pro-
gramming interface (API) of the
AI/ML accelerator be designed
to provide the best underlying
mechanisms to the software lay-
ers and the compiler framework?

) What sort of flexibility should
be provided and exposed to the
software layers, and to what
extent should the software be
able to reconfigure the hardware
accelerator?

The second challenge concerns the
intersection of stream processing and
AI/ML applications. Its goal is to sup-
port the analysis of applications run-
ning on general-purpose Al hardware
in order to permit principled improve-
ments and optimization, for example,
understanding the impact of architec-
tural extensions that enhance the flex-
ibility. Furthermore, we would like to
visualize the impact of architectural
changes on metrics such as speed,
power consumption, resource use, and
accuracy. Therefore, we need to explore
the following research directions:

) Measuring and analyzing the
performance of highly concurrent
applications running on GPAI
hardware, thatis, hardware that
isincompletely or only approxi-
mately specified, exists in multiple
variations, or can be mapped toin
various ways using different paral-
lel computing patterns

) Creating useful feedback about
the impact of both the GPAI
hardware and the program opti-
mization on the overall applica-
tion performance metrics

) Measuring and analyzing the
structure of the computation
and characteristics of the data
streams to facilitate high-level
architectural decisions such as
partitioning and mapping,*? as
well as detection of parallel pro-
cessing patterns.

Addressing the third challenge, we
investigate pattern-based methods for
program specification and analysis,
software synthesis, and global optimi-
zation for GPAI architectures. A pat-
tern-based approach using algorithmic
skeletons,?° as known from other appli-
cation domains (for example, image
processing,?! data transformation and
linear algebra,?*?® and task-parallel
stream processing®*?°) appears prom-
ising here. It allows performance-criti-
cal parts of applications to be expressed
using a few common, compositional,
domain-specific constructs that con-
vey additional structural information
to the framework. Then the framework
can be instantiated and customized to
the application, and for which we can
provide efficient parametric implemen-
tations for GPAI In particular, we con-
sider the following research questions:

) How should a pattern-based
domain specific language (DSL)
for hybrid AI+X applications be
designed to be flexible and pro-
grammer-friendly, where X isa
non-AI/ML application domain?
Which well-proven DSL concepts
from Al, graphics, data mining,
or image processing can and
should be integrated, and how?
» How can we efficiently config-
ure and map a pattern-based
application to a (re)configu-
rable GPAI architecture to meet
performance requirements and

~
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power constraints? Are there
effective ways for automated
generation of efficient GPAI ker-
nels for patterns?

How can pattern-based applica-
tions be suitably deployed on GPAI
toremain adaptive, that is, retain
decent energy efficiency in the
presence of dynamic changesin the
application or hardware context?

~

INITIAL RESULTS

Al accelerator trends

As a starting point for our work on
AI/ML hardware accelerator design,
we conducted a survey of low-power
AT accelerators published during
2019-2022.° We covered 79 AI/ML
accelerators from both academia and
industry. The accelerators were com-
pared based on five aspects: 1) power,
performance, and power efficiency,
2) acceleration targets, 3) arith-
metic precision, 4) neuromorphic

accelerators, and 5) industry versus
academic accelerators.

First, we found that very low-power
(<100 mW) accelerators are quite rare,
as are devices with very high through-
put (>10 TOPS/W). Second, we could not
find any significant trend in increased
power efficiency over the years.
Instead, most accelerators seem to clus-
ter between 100 mW-10 W and between
100 GOPS/W-10 TOPS/W, as shown in
Figure 1. Finally, while convolutional
neural networks (CNNs) and deep neu-
ral networks (DNNs) were the most
popular accelerator targets (at the time
of publishing our 2022 survey), Trans-
formers are becoming more popular.
While interest in spiking neural net-
works seems to be quite stable, spiking
accelerators tend to use less power than
nonspiking (classic) neural networks,
showing a mean power consumption of
0.9 W and 1.7 W, respectively.

An overview of papers published
during 2021-2024 in the area indicates

that CNNs and Transformers are the
most popular choices for acceleration
with domain-specific hardware. Inter-
est in spiking neural networks con-
tinues to increase, as indicated by the
increase in the number of publications
in the area: Searches in Scopus show
an increase from 503 papers in 2021 to
1,107 published papersin 2024.¢ In addi-
tion, hardware accelerators using pho-
tonic-based integrated circuits as well
as processing-in-memory approaches
are also increasing in popularity.

A recently published survey®
reinforces many of our observations
from 2022. For example, the survey
shows that the majority of the accel-
erators have performances below the
10-TOPS/W limit. Some recent appli-
cation-specified integrated circuit
(ASIC) implementations deliver higher

eScopus search string: TITLE-ABS-KEY (“Spiking Neu-
ral Network”) AND PUBYEAR = <year> AND SUBJAREA
(comp), where <year> is 2021, 2022, 2023, or 2024.
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FIGURE 1. Power (mW) versus throughput (GOPS) of low-power Al accelerators (logarithmic scales). From “Recent Developments in

Low-Power Al Accelerators: A Survey,” 6

used with permission [Creative Commons Attribution (CC BY)].
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performance per watt, although few
of them have reached production. In
addition, that survey also confirms
an increasing interest and research
focus in spiking neural networks and
neuromorphic computing. Inline with
the findings in our survey, they have
shown that near-memory computing,
processing-in-memory, and similar
techniques have gained momentum
over the past few years. Finally, a gen-
eral observation in Silvano et al.® is
the need to support high-performance
computing in Al hardware.

The survey paper by Reuther
et al.?® on AI accelerators highlights
that most accelerators target the
int8, FP16, or bfloatl6é formats. Fur-
ther, their survey also confirms that
most accelerators have performances
below the 10-TOPS/W limit. However,
some low-power accelerators targeting
int8 reach almost up to 100 TOPS/W.
Finally, the survey also presentsatable
generalizing the parallel performance,
performance per watt, and compute
flexibility. The main observations
are: CPUs have high compute flexibil-
ity but low parallel performance and
performance per watt; GPUs, TPUs,
and so on have medium/high paral-
lel performance and performance per
watt, and medium compute flexibil-
ity; and, finally, field-programma-
ble gate arrays and ASICs have high/
very high parallel performance and

performance per watt but low/very low
compute flexibility.

Solving PDEs

As discussed previously, the com-
putational power of AI accelerators
can be used in scientific computing
applications. As part of our work we
have investigated using AI accelera-
tors for solving PDEs. Our earlier work
demonstrates that explicit finite dif-
ference methods (FDMs) for linear
PDEs with constant coefficients canbe
efficiently mapped onto Al hardware
by exploiting the one-to-one corre-
spondence between time integration
and convolution, a well-supported
computational pattern in AI acceler-
ators.?” This enabled us to implement
solvers for equations such as the heat,
wave, and telegraph equations that
ran entirely on AI hardware, achiev-
ing performance comparable to GPU-
based solvers on Google’s TPUv3. More
recently, we developed Thalassa,?®
a framework that generates ten-
sor-based solvers in PyTorch for a
wider class of PDEs. These include par-
abolic, hyperbolic, nonlinear systems,
and systems with variable coeffi-
cients. These solvers can run on CPUs,
GPUs, and Al hardware. An overview
of Thalassa is shown in Figure 2.
Thalassa computes space-dependent
and nonlinear terms through ele-
ment-wise, padding, and slicing

Thalassa Front-End

d _IBVP
. Ot ’

) © Create Features

FIGURE 2. High-level structure of Thalassa.

© Simplify Derivatives

@ Convert to First Order System
© Substitute FDM Expressions
O Solve for Next Time Step

@ Extract Stencil Coefficients

operations natively supported on Al
hardware. These terms are appended
as additional features within con-
volutional layers.

Thalassa helped us identify two
primary obstacles to using Al hard-
ware for scientific computing: achiev-
ing high hardware utilization and
reconciling the need for high preci-
sion with the low-precision trend of Al
hardware.

Hardware utilization

Our experiments revealed that poor
hardware utilization is a significant
bottleneck when running PDE solvers
on Al accelerators. Although the TPU-
based solvers achieved performance
comparable to their GPU counterparts,
computing resources were signifi-
cantly underutilized in both cases.
Our initial implementation of the
GPU solver uses only about 10% of the
available resources, while for the TPU
solver, this figure is only 1%. The lower
end of these utilization figures was
observed in nonlinear equations with
many small kernels. This suggests sig-
nificant potential for increased per-
formance, provided that we can better
match computational patterns to the
architecture. Our preliminary work
on this issue suggests that operator
fusion and batching are promising
techniques for further improving both
utilization and overall performance.

Initial Conditions
(-.npy files)

Thalassa Back-End

@ Feature Code-Gen
@ ISL Code-Gen
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Tensor-Based
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Low precision
The current trend of Al accelerators offer-
ingnative support for low-and mixed-pre-
cision numerical representations goes
against the needs of the scientific com-
puting community, which typically
requires high numerical precision for
accurate results. The reliance on FP64 in
scientific computing arises from the need
to prevent catastrophic cancelation and
manage the accumulation of errors in
iterative steps when solving PDEs.?
However, achieving high preci-
sion in low-precision hardware is still
possible. One method is to emulate
higher precision using low-precision
FP8 or INT4 data types without sac-
rificing accuracy.>’ Another way is
to use mixed precision with iterative
refinement when resources allow.'”

size_t BATCH_SIZE =
auto input_shape =

auto model =

model

100;
skepu::ml:
{BATCH_SIZE,

skepu::ml::SequentialModel

Both emulation and the mixed-pre-
cision approaches show significant
performance gains in hardware
that supports such precisions, at the
expense of memory usage. However,
more research is essential to boost
performance, improve efficiency, and
broaden the adoption of these meth-
ods, especially for AThardware targets.
For example, Dongarra et al.>! outline
some of these trends, their impact, and
potential future directions.

Broadening application support

Thalassa generates PyTorch-based PDE
solvers using a subset of operations
that are available in modern Al accel-
erators. While Thalassa focuses on
convolutions and element-wise oper-
ations, other frameworks can utilize

:Dimensions

28, 28, 1};

(input_shape) ;

<< skepu::ml::Conv2D(32) .kernel (3, 3)
.weights (Init::Xavier_uniform)

.biases (Init::Zero)
.activation (skepu::

<< skepu:

ml::Activate: :RelLU)
:ml::MaxPooling2D () .kernel (2, 2)

<< skepu::ml::Conv2D (64) .kernel (3, 3)
.weights (Init::Xavier_uniform)

.biases (Init::Zero)

.activation (skepu::ml::Activate: :RelLU)
<< skepu::ml::MaxPooling2D () .kernel (2, 2)

<< skepu::ml::Flatten()
<< skepu::ml::Dropout (0.5)
<< skepu::ml::Dense (10)

.weilghts (Init::Xavier_uniform)

.biases (Init::Zero)
:ml::Activate::SoftMax);

.activation (skepu:

FIGURE 3. Example of a simple CNN model in SkePU with DNN extensions, using the
higher-level abstraction interface SkePU-DNN.>2 Skeleton instances and smart data con-
tainers are used implicitly in the new constructs, which are added to conveniently express
DNN operators in and atop SkePU at a level of abstraction known from machine learning
DSLs such as Keras. The result is that the user can describe DNN models as shown and
mix these constructs freely with standard SkePU. ©OIEEE 2025.32
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primitives like scatter-gather, prefix
sums, and FFT (all of which are avail-
able on modern TPUs) to target other
types of workloads, such as sparse
computations. As the set of hard-
ware-supported PyTorch operations
continues to grow, so does the number
of applications that could potentially
benefit from Al-specialized hardware
through a framework like Thalassa.

Programming model
and framework
On the programming model and
framework side, we are developing a
prototype framework for a novel mul-
tidomain pattern-based DSL. A first
prototype, called SkePU-DNN,*? is
technically realized as an extension of
the pattern-based high-level program-
ming framework SkePU.f

SkePU is a single-source program-
ming framework for heterogeneous par-
allel systems. It is based on modern C++
and provides general-purpose multi-
variadic constructs (known as algorith-
mic skeletons) realizing data-parallel
computation patterns and operating on
generic data-containers. For each skele-
ton, SkePU provides multiple back-ends
for the different types of execution units
in accelerator-based parallel systems
and clusters.?> For GPU and multi-GPU
execution of skeletons, SkePU provides
both CUDA and OpenCL back-ends, and
isthus notlimited to Nvidia GPUs only.

For SkePU-DNN, the general-pur-
pose core pattern set of SkePU (such
as map, reduce, stencil computations,
and so on) has been extended with one
ML-specific pattern (pooling). Further,
a high-level library of chainable DNN
layer types with training and inference
functionality operating on SkePU's 4D
tensor data-containers is provided

fhttps://skepu.github.io
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atop of SkePU, internally implemented
using SkePU patterns.>?

The SkePU-DNN API provides a
similar level of abstraction to machine
learning DSL frameworks such as
Keras. An example of a SkePU-DNN
model definition is shown in Figure 3.
Details and experimental results can
be found in Qummar et al.>?

In combination with a future back
end for forthcoming GPAI hardware,
SkePU with the SkePU-DNN exten-
sions will provide a pattern-based
programming toolchain for GPAI
This approach avoids the need of mix-
ing operators provided from multiple
separate (AL, X) DSL frameworks, thus
eliminating potential impedance
mismatch between framework imple-
mentations, as data need no longer to
be copied or transformed at frame-
work boundaries.

n a time where AI accelerators are

becoming mainstream compute

components in all systems, we
argue that these energy-efficient and
high-performance devices can also be
used for other, more general compu-
tations. In this article, we have high-
lighted the possibilities with GPAI and
identified some of the challenges that
need to be addressed.

Our initial results show that con-
temporary AI/ML accelerators pro-
vide higher performance per watt than
more general CPUs and often have
lower precision in their calculations,
which can be utilized in other appli-
cation domains. Moreover, we have
shown that Al accelerators can be used
to execute other types of applications,
for example, solving PDEs. Finally,
we have shown that an existing pat-
tern-based framework can be extended
to interface with AI/ML applications.

Regarding future work, the follow-
ing research directions seem the most
promising ones: enhancing the flexi-
bility of contemporary Al accelerators,
while still maintaining good ener-
gy-efficiency; improving the interac-
tion between the compiler/runtime
system and the hardware, for exam-
ple, through better feedback mecha-
nisms, which enables better dynamic
configuration and mapping princi-
ples of application software to run-
time structures and the hardware; and
developing programming models and
frameworks that can utilize a more
flexible AI/ML accelerator hardware.
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