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Abstract
Although a growing body of research has examined students’ attitudes toward gen-
erative artificial intelligence (GenAI) in higher education, few studies have com-
pared perceptions across contrasting institutional contexts or explored how students’ 
reported uses of GenAI relate to broader learning practices. This study addresses 
that gap by examining university students’ perceptions, self-reported competence, 
and use of GenAI at two Swedish universities with different academic profiles: 
a technology-oriented institution and a broader multidisciplinary institution. The 
study is based on an exploratory questionnaire survey administered to all enrolled 
students at both universities, yielding 1,097 responses (University A response rate: 
11.27%, University B response rate: 14.06%) from students across diverse dis-
ciplines, including engineering, nursing, and criminology. Quantitative data were 
analyzed using reliability analysis, exploratory factor analysis, and non-parametric 
group comparisons, supplemented by thematic analysis of qualitative responses. 
The analysis identified three reliable constructs: perceived learning benefit, per-
ceived institutional support and integration, and self-reported technical knowledge 
and competence. Across both institutions, students reported generally positive at-
titudes toward GenAI and described using it primarily for information retrieval, 
text refinement, and text analysis, but also as a discussion partner or personal tutor 
in ways that suggest both surface-level and more dialogic forms of engagement. 
Comparisons between the two universities showed broad similarity across most 
measures, with the only statistically significant difference relating to perceived 
institutional support and integration, which was rated higher by students at the 
technology-oriented university. Students at both institutions also viewed GenAI pri-
marily as a complement to, rather than a replacement for, traditional teaching, while 
reporting only moderate trust in AI-generated outputs. These findings suggest that 
GenAI is already embedded in students’ study practices, but that its use is largely 
self-directed rather than strongly shaped by institutional context. The study thus 
contributes comparative empirical evidence on student engagement with GenAI 
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across contrasting higher education settings and highlights the need for pedagogi-
cal and institutional strategies that support critical, reflective, and responsible use.

Keywords  Higher education · Generative AI · Student perceptions · Learning 
approaches

1  Background

In higher education, the significance of generative artificial intelligence (GenAI) lies 
not only in its growing availability but also in its potential to fundamentally reshape 
how students learn. As GenAI tools become increasingly embedded in everyday aca-
demic practice, it becomes more important to examine not only whether students 
use them, but also how such use may influence the quality of learning. In particular, 
the distinction between deep and surface learning is highly relevant in this context. 
GenAI may reinforce surface learning when it is used for uncritical reproduction, 
mechanical paraphrasing, or low-engagement task completion, thereby perpetuat-
ing the hollow learning practices described by Mintz (2024). At the same time, it 
may also support deeper learning by functioning as a scaffold for idea exploration, 
iterative critique of AI-generated output, synthesis with students’ own reasoning, and 
reflection on limitations such as bias and hallucinations. In this sense, GenAI can 
either foster passive engagement or support the development of the “demonstrated 
human capability” that Mintz (2024) argues universities must prioritize with increas-
ing urgency. This duality makes it especially important to examine how students 
perceive, value, and apply GenAI in educational contexts. In response, this study 
examines university students’ perceptions of the usefulness and value of GenAI, as 
well as their knowledge and attitudes towards these technologies, in relation to both 
higher education and their future professional lives. By identifying patterns in the 
collected data and discussing these findings in relation to relevant pedagogical frame-
works, the study aims to contribute to future pedagogical development in the context 
of GenAI in higher education.

To provide a theoretical foundation for analyzing these dynamics, this study draws 
on the concepts of deep and surface learning from educational psychology. Origi-
nally introduced by Marton and Säljö (1976) and later developed by scholars such 
as Biggs (1988) and Entwistle (1991) these concepts describe qualitatively differ-
ent ways in which students engage with learning based on motivation, information 
processing, and level of participation. Surface learning is characterized by a focus 
on memorizing facts and reproducing information to meet external demands, such 
as passing examinations. Deep learning, by contrast, reflects an intrinsic motivation 
to understand concepts, connect ideas, and apply knowledge in meaningful ways. 
Students may alternate between these approaches depending on the task, subject, 
or pedagogical context. In the higher-education literature, this distinction has been 
widely used to examine how students’ approaches are shaped by the learning envi-
ronment rather than treated solely as individual dispositions. Research by Trigwell 
and Prosser (1991); Prosser and Trigwell (1999); Ramsden (2003); Biggs and Tang 
(2011) shows that teaching context, assessment design, and course structure play an 
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important role in whether students orient toward meaning-making or toward strategic 
reproduction. This line of work has been especially influential in demonstrating that 
assessment regimes emphasizing recall, reproduction, and performance under exter-
nal pressure tend to encourage surface approaches, whereas pedagogies emphasizing 
conceptual understanding, active engagement, and constructive alignment are more 
likely to support deep learning.

This makes the framework of deep and surface learning a relevant conceptual 
backdrop for the present study. However, since the study relies on self-reported per-
ceptions and described use patterns rather than direct observation or validated mea-
sures of learning approaches, the framework is used here as an orienting lens rather 
than an analytical tool. Interpretations drawing on this distinction should therefore be 
read as tentative and illustrative rather than as empirical claims about students’ actual 
learning behavior.

The concepts of deep and surface learning have also been widely used to examine 
how students’ perceptions of the teaching context, such as clarity of expectations, 
quality of feedback, workload, and course coherence, shape whether they adopt more 
meaning-oriented or more reproduction-oriented learning strategies (Prosser and 
Trigwell, 1999; Ramsden, 2003; Trigwell and Prosser, 1991). Within the literature 
on constructive alignment, the deep and surface learning distinction has been used 
to argue that deep learning is more likely when intended learning outcomes, teach-
ing activities, and assessment are aligned around conceptual understanding rather 
than mere content reproduction (Biggs and Tang, 2011). The framework has further 
been used to explore how students’ learning approaches vary across disciplinary con-
texts and task demands, showing that the same student may move between deep and 
surface approaches depending on workload, assessment pressure, and the perceived 
educational purpose of the task (Kember et al., 1996).

Complementing this theoretical foundation, the study also draws interpretively on 
the concept of student agency in technology-enhanced learning contexts. Agency is 
understood here as students’ perceived capacity to control, influence, or take respon-
sibility for their interactions with technology (Marín et al., 2020). Although agency 
is not directly measured through dedicated scales, it serves as a sensitizing concept 
for interpreting patterns in self-reported use, attitudes toward GenAI integration, and 
tensions in relation to institutional expectations and guidelines. This interpretive lens 
helps illuminate how perceived autonomy and ownership may shape whether GenAI 
supports deeper engagement or more superficial forms of academic participation.

Although research on GenAI in higher education has expanded rapidly, much of it 
has focused on students’ attitudes, adoption patterns, and ethical concerns rather than 
on how GenAI use relates to the quality of learning. This is an important limitation, 
because GenAI has a dual educational potential: it can be used either to accelerate 
task completion through superficial substitution or to support conceptual exploration, 
reflection, and critical engagement. The present study addresses this gap by examin-
ing university students’ perceptions of the usefulness and value of GenAI, alongside 
their knowledge and attitudes toward these technologies, and by interpreting these 
in relation to deep and surface learning. The study further contributes by comparing 
two contrasting Swedish universities – one with a technological orientation and one 
with a broader academic profile – in order to explore whether institutional orientation 
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may shape students’ perceptions, uses, and interpretations of GenAI. In doing so, the 
study aims to offer both a theoretically grounded and practically relevant contribution 
to ongoing pedagogical development in higher education.

2  Related work

Recent research examining university students’ perceptions of GenAI in higher edu-
cation has highlighted both its practical benefits and the challenges it poses. Stu-
dents generally report positive attitudes, viewing GenAI as a useful tool for clarifying 
concepts, generating ideas, refining written work, and improving efficiency in study 
tasks (Chiu, 2024; Obenza et al., 2024; Suonpää et al., 2024). They value it particu-
larly for information retrieval, text refinement, brainstorming, and accessibility sup-
port. At the same time, these positive views are tempered by concerns about output 
quality and trustworthiness, including inaccurate or fabricated information, absent 
sourcing, limited contextual relevance, and risks of plagiarism or inappropriate 
authorship (Chiu, 2024; Cho and Ofosu-Anim, 2025; Dai et al., 2026; Suonpää et al., 
2024). Students also worry that overreliance on GenAI may erode creativity, critical 
thinking, and meaningful engagement with academic material (Chan and Hu, 2023; 
Farhat, 2025). In short, GenAI is seen by students as a valuable yet epistemically 
and ethically risky resource. These patterns are echoed in recent focus group study 
among UK psychology students (Cena et al., 2026). While participants appreciated 
GenAI for summarizing content, clarifying ideas, and easing the writing process, 
they expressed anxiety about plagiarism, diminished critical thinking, and unclear 
ethical boundaries, particularly in collaborative work.

A prominent theme in the literature concerns the institutional and policy contexts 
that shape student perceptions of GenAI. Many students report uncertainty about 
what constitutes acceptable or ethical use from their universities’ perspectives, and 
this uncertainty appears to contribute to anxiety around academic integrity and 
appropriate participation in assessment. This concern reflects broader tensions in 
how universities conceptualize authorship, originality, and independent work in the 
context of AI-mediated learning. A critical review by Luo (2024) on GenAI policies 
across 20 leading universities demonstrates that institutional responses often frame 
the central problem of GenAI as the risk that students will submit work that is no 
longer “original.” While policies acknowledge other concerns, such as reliability or 
unequal access, Luo argues that they primarily position GenAI as a form of external 
assistance that undermines independent intellectual contribution. This framing risks 
oversimplifying both the nature of student work and the increasingly distributed, 
collaborative, and technologically mediated character of knowledge production in 
contemporary higher education. A key "critical silence" in many institutional policies 
therefore concerns how originality itself is being transformed in the digital age. This 
framing matters because it aligns with, and may reinforce, the ambiguity students 
report. When institutional guidance is unclear or overly restrictive, students struggle 
to distinguish between responsible augmentation and unacceptable substitution. Sev-
eral studies therefore recommend more explicit, context-sensitive, and co-created 
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policies that help students navigate GenAI ethically rather than merely warning 
against misuse (Johnston et al., 2024).

Although much of the literature focuses on attitudes, adoption, and ethical con-
cerns, a growing body of work suggests that students’ perceptions of GenAI are 
closely linked to questions of agency. In this context, agency refers broadly to stu-
dents’ perceived control over their learning, their confidence in their own academic 
abilities, and their capacity to use technology intentionally rather than passively. Evi-
dence suggests that students who feel more academically capable or agentic tend to 
adopt GenAI more selectively and strategically. For example, Johnston et al. (2024), 
in a large-scale survey of 2,555 students at the University of Liverpool, found that 
students who were more confident in their academic abilities were less likely to use 
GenAI for high-stakes tasks such as essay writing and were also less supportive of 
such use by others. By contrast, students who viewed GenAI as enhancing their con-
trol over learning, such as through brainstorming, grammar support, or idea organiza-
tion, were more favorable toward its use. The authors argue that involving students in 
the co-creation of GenAI policies may strengthen their sense of agency and encour-
age more responsible engagement.

Related work on technology acceptance and GenAI adoption supports this inter-
pretation. Shahzad et al. (2024) found that students’ perceived control over Chat-
GPT’s functionalities significantly influenced adoption intentions and positive 
attitudes, with agency playing an important mediating role through trust and per-
ceived intelligence. Similarly, Hsiao and Tang (2025) report that personal innova-
tiveness and self-efficacy are important individual predictors of students’ willingness 
to adopt GenAI-supported learning applications. Studies on technology-enhanced 
learning likewise show that students tend to respond more positively to technologies 
that support autonomy, ownership, and active participation than to those perceived as 
restrictive or externally imposed (Marín et al., 2020). Taken together, these studies 
suggest that agency is a useful lens for understanding why students’ perceptions of 
GenAI are often ambivalent rather than simply positive or negative. GenAI can be 
experienced as empowering when it supports autonomy, confidence, and purposeful 
engagement, or as undermining when it encourages dependency, weakens ownership 
of learning, or is constrained by unclear institutional rules.

Despite the rapid growth of research on student perceptions of GenAI, little 
attention has been given to how these perceptions relate to students’ actual learning 
approaches. This is a notable gap, because GenAI has a dual educational potential. It 
can be used either to accelerate task completion through superficial substitution, or to 
support conceptual exploration, reflection, and critical engagement. To analyze this 
distinction, the present study draws interpretively on the well-established concepts of 
deep and surface learning. A student may use GenAI in a surface-oriented way, for 
example to quickly generate text, paraphrase existing material, or obtain ready-made 
answers with minimal scrutiny. Equally, a student may use GenAI in a deep-oriented 
way, for example to clarify difficult concepts, compare explanations, test understand-
ing, generate counterarguments, or refine ideas through iterative dialogue. Existing 
literature increasingly hints at this duality, even when it does not explicitly frame it 
in terms of deep and surface learning. Studies on AI literacy, self-regulated learn-
ing, and metacognitive engagement suggest that students with stronger disciplinary 
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knowledge, higher AI literacy, and greater self-efficacy are more likely to critically 
evaluate outputs, use iterative prompting, and integrate GenAI into reflective learn-
ing processes, rather than treating it as a substitute for thinking (Chiu, 2024; Mirriahi 
et al., 2025; Zheng et al., 2025).

The present study examines university students’ perceptions of the utility and value 
of GenAI, alongside their knowledge and attitudes toward these technologies, across 
two contrasting Swedish universities, one with a technological orientation and one 
with a broader academic profile. Rather than directly measuring learning approaches, 
the study uses the concepts of deep and surface learning as a sensitizing framework, 
a conceptual vocabulary for describing and contextualizing patterns in how students 
report using GenAI. Agency serves a similar interpretive function, helping to illumi-
nate how perceived autonomy and institutional constraints may relate to the ways stu-
dents engage with the technology. In doing so, the study contributes a comparative, 
empirically grounded account of student perceptions of GenAI, while acknowledging 
that connections to actual learning behavior remain speculative and beyond the scope 
of the data collected.

3  Research questions and methodology

This study was conducted at two universities in the south of Sweden: University 
A, a technically focused institution, and University B, a broader, more generalist 
university. The universities were selected through convenience sampling – Conve-
nience sampling acknowledged as a limitation, further discussed in Section 5.8 – 
owing to the authors’ institutional affiliations. Despite this, the sample is considered 
adequate for the study’s purposes, as the two institutions differ meaningfully in their 
educational focus areas, providing a sufficient sample frame for eliciting students’ 
attitudes, knowledge, and perceptions of GenAI in their education. The diversity of 
respondent contexts also offers insights into how students anticipate using the tech-
nology in their future careers.

To address the study’s objective, we pose the following research questions: 
RQ1	 What are students’ self-reported levels of familiarity and proficiency with 
generative AI technologies?
RQ2	 To what extent do students from two different Swedish universities perceive 
the added value of GenAI to their studies?
RQ3	 What are students’ attitudes toward the increasing integration of GenAI in 
higher education?
RQ4	 How do students think GenAI will impact their future learning and aca-
demic assessment?

3.1  Data collection

Data were collected through a questionnaire survey distributed to all students enrolled 
in degree programmes at the two universities. The survey consisted of 23 questions 
examining what, how, and why students use GenAI in their education. The question-
naire was developed following a top-down approach, in which the research objective 
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of exploring students’ use and knowledge of GenAI gave rise to the study’s four 
research questions, which in turn guided the creation of the survey items. These were 
informed by the authors’ knowledge of pedagogical frameworks for higher educa-
tion and their familiarity with the general use of GenAI, including its application in 
industrial practice. Additional inspiration was drawn from related works and from the 
authors’ previous joint pedagogical research. However, the questionnaire is consid-
ered bespoke for this study.

The questions were developed iteratively, with each author contributing items that 
were incrementally refined through discussion and reflective analysis. Since GenAI 
misuse can be construed as academic misconduct according to university guidelines, 
the final draft was presented to the ethical Review Board at University B. Following 
feedback, a question was removed from the questionnaire regarding whether students 
had intentionally used GenAI when they knew it was not allowed.

The questionnaire was developed during autumn 2024 with the aim of distributing 
it in early spring 2025 (Q1), taking into account that other surveys were planned at 
University A during late spring 2025. The review process took longer than expected, 
which prevented a pilot study from being conducted. This introduces a potential 
threat to validity that is discussed in Section 5.8.

The questionnaire began with an introductory section explaining the purpose 
of the study, a statement of respondent anonymity, and contact information for the 
researchers. The survey items consisted of 17 ten-point Likert-scale questions, three 
single-choice questions, one multiple-choice question, and two open-ended quali-
tative questions (see Appendix A). Likert-scale items ranged from totally disagree 
to totally agree and were intended for analysis using descriptive and frequentist 
statistics  (Harpe, 2015). The open-ended questions provided insight into students’ 
perceptions. Fewer open-ended questions were included relative to the number of 
Likert-scale items in order to optimize the response rate by reducing completion 
time. The questionnaire was distributed electronically in February 2025 using the 
ArtoLogik Survey&Report system, chosen for its functionality and familiarity to 
both students and researchers through its use in course evaluations at both universi-
ties. It was available online for three weeks, and two reminder emails were sent to 
students: the first after one week and the second after two weeks.

The sample frame consisted of 8,337 programme students (2,713 at University 
A and 5,624 at University B). A total of 1,097 responses were collected: 306 from 
University A (11.27%) and 791 from University B (14.06%). Although the response 
rates are low, the total number of responses is considered sufficient to draw general 
conclusions about students’ knowledge, perceptions, and attitudes toward GenAI in 
education. No significant difference was found between early and late respondents, 
reducing concerns about non-response bias. Limitations are discussed further in Sec-
tion 5.8.

Participants were either enrolled in bachelor’s or master’s degree programmes at 
one of the two universities, or studying individual courses for professional devel-
opment while working in industry. The programmes covered a wide spectrum. At 
University A these included machine engineering, computer science, software engi-
neering, industrial management and engineering, spatial planning, cyber security, 
electrical engineering and telecommunication systems, business analytics, machine 
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learning and AI, media and game design, industrial economics, strategic leadership 
towards sustainability, nursing, and mathematics. At University B they included 
criminology and culture, IT forensics and information security, digital learning, 
machine engineering, computer science, economics, higher education pedagogics, 
applied artificial intelligence, strategic entrepreneurship, nursing, sustainable energy, 
construction engineering, preschool teaching, and digital design and innovation. 
Although there is some overlap, the programmes at University A are of a more tech-
nical nature than those at University B.

As the raw data contains personal information, it has not been made publicly avail-
able, but an anonymized version of the raw data can be supplied upon request to the 
corresponding author of this manuscript.

3.2  Analysis

Survey data were collected from students at two universities (University A and Uni-
versity B) and merged into a single dataset, with university affiliation included as 
a categorical variable to enable group comparisons. Prior to analysis, the dataset 
was preprocessed to ensure consistency and analytical validity. Variable names and 
coding schemes were verified, system-defined missing values (coded as 999) were 
recoded as NA, and "don’t know" responses in Likert-scale items were treated as 
missing to avoid distortion in scale construction (Little and Rubin, 2019). Duplicate 
variables and non-informative columns were removed, and all variables were aligned 
with the questionnaire codebook. Only Likert-scale items were used for construct 
development and inferential analysis; remaining items were subjected to descriptive 
statistics or qualitative analysis.

Constructs were initially defined based on the study’s theoretical framework and 
research questions, aiming to capture perceived learning benefit, institutional support 
and integration, and technical knowledge and competence. To evaluate and refine 
the construct structure, an exploratory factor analysis (EFA) was conducted on the 
Likert-scale items (Fabrigar et al., 1999). Factor extraction was performed using both 
principal axis factoring and maximum likelihood estimation, yielding consistent fac-
tor structures across methods. Varimax rotation was applied to obtain a simpler and 
more interpretable structure  (Kaiser, 1958), and an oblique rotation (oblimin) was 
also examined (Jennrich and Sampson, 1966), yielding a substantively identical fac-
tor structure. Minor differences in loadings and factor ordering were observed but 
did not affect construct interpretation. The suitability of the data for factor analysis 
was assessed using the Kaiser–Meyer–Olkin (KMO) measure and Bartlett’s spheric-
ity (Kaiser, 1958), and the number of factors to retain was determined using parallel 
analysis and eigenvalue inspection (Horn, 1962).

Internal consistency was assessed using Cronbach’s alpha (Cronbach, 1951), with 
composite scores calculated as the mean of included items. While values above 0.7 
are generally recommended, thresholds of ≥ 0.6 may be acceptable in exploratory 
contexts (Hair et al., 2019; Nunnally and Bernstein, 1994). Items related to insti-
tutional rules (Q12–13) and perceptions of GenAI as a replacement for traditional 
teaching (Q19–Q20) did not meet acceptable thresholds and did not load consistently 
in the EFA. The future impact and concern construct (Q21-Q23) also fell below the 
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recommended threshold (α = 0.508), suggesting that anticipated professional impact, 
perceived complementarity to teaching, and concern about career implications do not 
measure a single underlying attitude and are more informative when treated sepa-
rately. Table 2 summarizes the reliability results for all constructs.

Table 1 presents a summary of the Cronbach’s alpha values acquired for each 
construct. Items that did not form reliable constructs were retained and analyzed at 
the item level, consistent with recommendations to avoid aggregating items lack-
ing empirical coherence (Morgado et al., 2017). Based on the combined results of 
reliability analysis and EFA, three composite constructs were retained: perceived 
learning benefit, reflecting students’ perceptions of how GenAI supports efficiency, 
overview, and understanding; perceived institutional support and integration, captur-
ing the extent to which institutions provide tools, training, and curricular integration; 
and self-reported technical knowledge and competence, representing students’ per-
ceived understanding of and ability to use GenAI. Composite scores were computed 
as the mean of included items, excluding missing values.

Differences between universities were assessed using the Mann–Whitney U 
test (Mann and Whitney, 1947), with all tests two-sided at α = 0.05. Effect sizes were 
calculated using the rank-biserial correlation  (Kerby, 2014). To complement these 
comparisons, bivariate linear regression models were estimated for each construct 
using the equation Y = β0 + β1(University) + ϵ, where university affiliation was 
coded as a binary variable (0 = University A, 1 = University B). Regression coef-
ficients, 95% confidence intervals, p-values, and R2 values were reported for each 
model.

To complement the non-parametric comparisons, bivariate linear regression mod-
els were estimated for each construct using the equation:

	 Y = β0 + β1(University) + ε

where (Y) represents the construct score and university affiliation was coded as a 
binary variable (0 = University A, 1 = University B). The coefficient (β1) represents 
the mean difference between universities. For each model, regression coefficients, 
95% confidence intervals, p-values, and coefficients of determination (R2) were 
reported. This approach provides an interpretable estimate of group differences and 
complements the distribution-based results of the non-parametric tests.

All statistical analyses were conducted in Python, with code generated and refined 
using ChatGPT (GPT-5.3, OpenAI; accessed March 2026) as a supportive imple-
mentation tool. It should be emphasized that the authors were responsible for all 

Construct Items N α Interpretation
Learning benefit (core) Q16, Q17, 

Q18
954 0.892 Excellent

Institutional support / 
formal integration

Q5, Q9, 
Q10

733 0.648 Acceptable

Technical knowledge / 
self-efficacy

Q7, Q8 957 0.709 Acceptable

Future impact / concern 
/ ethics

Q21, Q22, 
Q23

869 0.508 Low

Table 1  Internal consistency of 
proposed constructs (Cron-
bach’s alpha)
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analytical decisions, methodology, interpretation of results, and final conclusions 
and carried out to the best of our ability. All code, outputs, and visualizations were 
manually inspected and validated. Key results were independently reproduced using 
alternative computational approaches, including library-based and manual formula-
based implementations, across multiple frameworks including pandas (Mckinney et 
al., 2010), NumPy (Harris et al., 2020), SciPy (Virtanen et al., 2020), and statsmod-
els (Seabold et al., 2010). Consistency across all approaches was used as a validation 
criterion. A detailed log of all AI outputs was maintained to facilitate post-procedural 
analysis.

All generated code, intermediate outputs, and visualizations were manually 
inspected and validated by the authors. To further enhance robustness and mitigate 
the risk of implementation errors or AI-generated inconsistencies, key statistical 
results were independently reproduced multiple times using alternative computa-
tional approaches (e.g., library-based functions and manual formula-based imple-
mentations). Consistency across these independent reproductions was used as an 
additional validation criterion for correctness. Specifically, the frameworks used in 
the analysis included data preprocessing and management using pandas (Mckinney 
et al., 2010) and NumPy (Harris et al., 2020). Mann–Whitney U tests were conducted 
using SciPy (Virtanen et al., 2020), and regression analyses were performed using 
statsmodels  (Seabold et al., 2010). Exploratory factor analysis was implemented 
using standard factor analysis routines available in Python. In addition, a detailed log 
was kept of all AI outputs to facilitate post-procedural analysis.

To assess potential non-response bias, an early-versus-late responder analysis was 
conducted separately for each university, partitioning responses into early and late 
groups based on the first and last quartiles of submissions. Differences were evalu-
ated using the Mann–Whitney U test for ordinal items and chi-square or Fisher’s 
exact tests for categorical variables. P-values were adjusted using the Benjamini–
Hochberg false discovery rate procedure, and no items remained significant after 
correction, indicating no systematic differences between early and late respondents.

To enhance robustness and reduce the risk of implementation errors, key statisti-
cal results, including reliability coefficients, effect sizes, and regression estimates, 
were independently verified using multiple computational approaches. For example, 
Cronbach’s alpha was computed using both library-based implementations and man-
ual formula-based calculations. Mann–Whitney U test statistics and associated effect 
sizes were verified using both standard statistical library functions and independent 
rank-based calculations. Similarly, regression estimates were computed using estab-
lished statistical modeling libraries as well as independently implemented ordinary 
least squares (OLS) procedures based on matrix algebra. All approaches yielded con-
sistent results, increasing confidence in the correctness of the analyses.

To assess potential non-response bias, an early-versus-late responder analysis 
was conducted separately for each university, using response order as a proxy for 
response timing. Responses were assumed to be approximately evenly distributed 
over the data collection period and were therefore partitioned into early and late 
groups based on the first and last quartiles of submissions. Closed-ended survey items 
were analyzed, excluding free-text responses and non-substantive codes (e.g., “don’t 
know” or missing values). Given the ordinal nature of most survey items, differences 
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between early and late respondents were evaluated using the Mann–Whitney U test, 
while categorical (binary) variables were analyzed using chi-square tests or Fisher’s 
exact tests where appropriate. To account for multiple comparisons across survey 
items, p-values were adjusted using the Benjamini–Hochberg false discovery rate 
(FDR) procedure. Statistical significance was assessed at α = 0.05. Although a small 
number of items showed unadjusted p-values below 0.05, none remained statistically 
significant after FDR correction in either dataset. These results indicate no systematic 
differences between early and late respondents, suggesting that non-response bias is 
unlikely to have materially influenced the findings.

Descriptive statistics were calculated for each Likert-scale item, with responses 
categorized into agreement, neutral, and non-agreement groups to support initial 
comparisons. Questions with nominal response scales (Q1, Q2, and Q14) were ana-
lyzed descriptively only and omitted from inferential analysis.

The two open-ended questions were analyzed using a combination of computa-
tional and manual qualitative methods. An initial inductive summary was generated 
using ChatGPT (GPT-5.3) to identify preliminary themes, which were subsequently 
verified and refined through manual thematic analysis. All responses were read care-
fully, meaningful elements were coded, and codes were grouped into broader themes 
capturing recurring patterns. These were compared with AI-generated patterns, and 
differences were discussed among the authors with reference to explicit quotations 
from the survey. To mitigate researcher bias, the analysis was conducted iteratively, 
reviewed by multiple authors, and elements of the Delphi method (Crisp et al., 1997) 
were applied to refine and align the final interpretation of results.

4  Findings

A total of 1,080 student (out of 1,097) responses were included in the analysis, com-
prising participants from University A (n ≈ 280) and University B (n ≈ 760, with 
slight variation across variables due to missing data). Overall, students at both uni-
versities reported generally positive perceptions of GenAI, particularly with respect 
to perceived learning benefit and self-reported competence.

Following reliability analysis and exploratory factor analysis, three composite 
constructs were retained for further analysis: perceived learning benefit, perceived 
institutional support and integration, and self-reported technical knowledge and com-
petence. Items that did not demonstrate sufficient internal consistency were analyzed 
individually. A visualization of the factor loading from the exploratory factor analysis 
is presented in Fig. 1. The analysis suggested a four-factor structure. However, since 
the subsequent reliability analysis indicated that one factor, related to future impact 
and concern, did not demonstrate sufficient internal consistency (Cronbach’s α < 
0.6), it was excluded as a composite construct and items analyzed individually.

Perceived learning benefit  Students at both universities reported high levels of per-
ceived learning benefit from GenAI. The mean score was slightly higher for Univer-
sity B (M = 7.73) than for University A (M = 7.54). However, the Mann–Whitney 
U test indicated that this difference was not statistically significant (U = 97,166, p = 
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0.177), with a negligible effect size (rank-biserial r = -0.055). Regression analysis 
confirmed this result, showing a small and non-significant difference between univer-
sities (β = 0.19, 95% CI [-0.13, 0.52], p = 0.248, R2 = 0.001).

Perceived institutional support and integration  A statistically significant difference 
was observed in perceived institutional support and integration of GenAI. Students 
at University A reported higher levels (M = 3.61) than students at University B (M = 
3.06). The Mann–Whitney U test confirmed this difference (U = 121,617, p < 0.001), 
although the effect size was small (rank-biserial r = 0.139). Regression analysis 
yielded consistent results, indicating lower perceived support among students at Uni-
versity B (β = -0.56, 95% CI [-0.86, -0.25], p < 0.001, R2 = 0.012).

Self-reported technical knowledge and competence  Self-reported technical knowl-
edge and competence did not differ meaningfully between the two institutions. The 
mean score was 6.32 for University A and 6.36 for University B. The Mann–Whitney 
U test showed no statistically significant difference (U = 103,977, p = 0.535), with 
a negligible effect size (rank-biserial r = -0.025). Regression analysis supported this 
finding (β = 0.04, 95% CI [-0.27, 0.36], p = 0.786, R2 < 0.001).

Fig. 1  Rotated factor loadings for Likert-scale items included in the exploratory factor analysis. The 
heatmap illustrates the clustering of items into interpretable factors, supporting the construct structure 
used in the subsequent analyses
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A visualization of mean construct score comparisons, between Univerity A and Uni-
versity B, is shown in Fig. 2.

Several items did not form reliable constructs based on internal consistency and 
factor analysis. As noted, these items were analyzed individually to provide addi-
tional insight into specific aspects of students’ perceptions.

Students’ views on whether GenAI could replace or complement traditional 
teaching, addressed in RQ4, did not form a coherent scale and were analyzed sepa-
rately. Across both institutions, students tended to rate GenAI more strongly as a 
complement rather than a replacement for traditional teaching. The minor differences 
observed between universities were not statistically significant and effect sizes were 
small, indicating broadly similar perceptions across contexts.

Items related to institutional rules and constraints (e.g., awareness of rules and 
perceived limitations on use) did not demonstrate sufficient internal consistency to 
form a composite measure. Analysis of these items suggested variation in students’ 
awareness and perceptions of institutional restrictions; however, differences between 
universities were modest and did not consistently reach statistical significance. This 
indicates that while institutional policies may differ, students’ perceptions of rules 
and constraints are not strongly differentiated between the two contexts.

The item capturing whether students reported using GenAI beyond formal require-
ments was also analyzed independently. Responses indicated that a substantial pro-
portion of students engaged with GenAI outside explicitly assigned coursework, with 
no clear or consistent difference between universities.

In summary, the results indicate a high degree of similarity between the two uni-
versities in students’ perceived learning benefit and self-reported technical knowl-
edge and competence related to GenAI. These similarities were reflected in both 

Fig. 2  Mean construct scores by university for perceived learning benefit, perceived institutional sup-
port and integration, and self-reported technical knowledge and competence. Error bars represent stan-
dard errors. Differences are statistically significant only for institutional support
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non-parametric and regression analyses, with negligible effect sizes. The only sta-
tistically significant difference identified concerned perceived institutional support 
and integration, with students at University A reporting higher levels than those at 
University B. However, this difference was small in magnitude and explained only a 
limited proportion of variance.

Item-level analyses further suggest that students across both institutions share 
similar views regarding the role of GenAI in education, particularly in viewing it as 
a complement rather than a replacement for traditional teaching, and in their engage-
ment with the technology beyond formal institutional requirements.

For questions employing a nominal scale (i.e., Q1, Q2, and Q14), the findings 
indicate that the majority of students at both universities either engaged with GenAI 
(GenAI) sporadically for information retrieval or used it weekly to support their aca-
demic studies. Furthermore, most students reported moderate trust in AI-generated 
outputs, and a majority reported using GenAI outside their educational context on a 
weekly basis.

4.1  RQ1: What are students’ self-reported levels of familiarity and proficiency 
with GenAI technologies?

Despite variations in the frequency of GenAI use, the most common use cases were 
diverse. The top three, based on number of responses, were (1) information retrieval 
(N=689), (2) text refinement (N=508), and (3) text analysis (N=429). Additional use 
cases, provided through free-text answers in Q3, included idea generation, transla-
tion, comprehension of tasks or information, and explanations of tasks or informa-
tion. Analysis of free-text responses indicates that students frequently used GenAI as 
a virtual tutor, using it for immediate support and guidance in problem-solving. One 
respondent described their experience as follows: “I utilize it as a collaborative part-
ner, posing questions, seeking opinions, and engaging in broad discussions.” Another 
emphasized its explanatory role, stating: “It aids in contextual understanding, clari-
fies distinctions between concepts, and provides illustrative examples for challenging 
situations or ideas.”

In addition, students reported using several GenAI models or tools, as exemplified 
by one respondent’s statement: “I use OpenAI, Claude, Perplexity, and various local 
models via HuggingFace, continually exploring their functionalities.” On average, 
students reported using 1.4 distinct GenAI tools (standard deviation 1.17) and Chat-
GPT was the most frequently cited tool, followed by Copilot.

The construct analysis shows that students at University A reported statistically 
higher levels of institutional support for GenAI. However, the mean support rating 
ranged from 4.86 at University A to 2.7 at University B. These findings indicate that 
while a majority of students engage with GenAI,universities provide only a moderate 
to low level of support in terms of knowledge, methodologies, or tools.
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4.2  RQ2: To what extent do students from two different Swedish universities 
perceive the added value of GenAI to their studies?

Figure 3 shows the distribution of University A’s student responses to question Q6, 
indicating that the majority of students (66%) reported good knowledge (response 
above 5) of how to use GenAI in their education. Similarly, Fig. 4 shows that 66% of 
students from University B reported that they know how to use GenAI in their edu-
cation. These descriptive results are complemented by qualitative analysis of Q15, 
which explored why students use GenAI in their studies and yielded approximately 
1,078 free-text responses. An inductive thematic analysis was conducted, resulting 
in four themes that capture distinct patterns in the data. Responses were coded into 
more than one theme, reflecting the multifaceted ways in which students engage with 
GenAI.

Fig. 4  Distribution of student responses from University B regarding student self-reported knowledge 
of how to use GenAI for their studies (N=791)

 

Fig. 3  Distribution of student responses from University A regarding student self-reported knowledge 
of how to use GenAI for their studies (N=306)
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GenAI as a study aid  The most prominent theme concerns students using GenAI as 
a tool to become more efficient and productive, and as a general study support tool. 
Use cases included using GenAI to quickly retrieve information, gain overviews of 
topics, or get started with assignments. In this theme, GenAI is primarily positioned 
as a way to complete tasks more quickly rather than as a tool for reflection or con-
ceptual exploration. Students frequently compared GenAI with traditional search 
engines, emphasizing its speed and convenience. Approximately 705 responses were 
associated with this theme, including references to general study support, informa-
tion retrieval and time efficiency. Representative comments include: "It’s much faster 
than searching for information myself." and "I mainly use AI to save time and get an 
overview".

GenAI as a tool for understanding and cognitive support  The second theme cap-
tures students use of GenAI to support understanding and conceptual clarification. 
Students emphasized GenAI’s ability to explain difficult concepts, rephrase course 
content in simpler terms, and provide alternative explanations when course literature 
or lectures were difficult to understand. In contrast to the efficiency-oriented theme, 
students described a more dialogic and interactive use of GenAI, often comparing 
it to a private tutor available on demand. Approximately 277 responses were coded 
into this theme. Illustrative comments include: "It explains things in a way that makes 
sense to me." and "I use it to understand concepts I struggle with in the course".

GenAI as a writing, reflection, and dialogic partner  The third theme highlights 
GenAI’s role in academic writing, reflection and cognitive support. Students reported 
using GenAI to improve language and grammar, organize text structure, develop 
arguments, generate ideas and receive feedback on drafts. Several respondents 
explicitly described GenAI as a critical reader, mentor, or discussion partner. This 
theme reflects a more proactive use of GenAI, where students shape and evaluate 
AI-generated output instead of passively accepting it. Approximately 375 responses 
were associated with this theme. Examples include: "I use it as a critical reader of 
my text." and "It helps me reflect on my arguments and structure my reasoning". One 
student described it as "I use AI as a ’study buddy’ when I can’t be on campus to study 
with others. I believe I learn better through conversations with other people about dif-
ferent topics, and AI can be a good substitute when I’m studying alone."

Skepticism, contraints and non-use of GenAI  The final theme captures students 
expressing skepticism toward GenAI or choosing complete non-use. A substantial 
group of students reported that they do not use GenAI at all, citing concern related 
to academic integrity, ethical considerations, lack of trust in AI-generated outputs, or 
uncertainty about university rules. Approximately 230 responses were coded into this 
theme. Representative statements include: "I don’t trust the answers." and "I avoid AI 
because I’m unsure if it counts as cheating". One student elaborated: "After learning 
about the technology and how it works, I’ve chosen not to use AI. As it stands, the 
technology is too unreliable and actually gets in the way of my learning and under-
standing, especially when it comes to sources. Another factor is ethical concerns, as 
well as the large amount of energy it consumes".
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4.3  RQ3: What are students’ attitudes toward the increasing integration of GenAI 
in higher education?

The results indicate that most students use GenAI to complete assignments (mean 
score 5.67 at University A and 6.3 at University B). Students also demonstrated a 
measured attitude towards GenAI output, reporting that they trust it only to some 
extent. This cautious stance is also reflected in their knowledge of the rules governing 
GenAI use (Q11). The results show some difference in this regard, with students at 
University A reporting slightly greater familiarity with the applicable rules. However, 
students at both institutions perceive these rules as restricting their use of GenAI in 
education, suggesting they see more potential use cases for the technology than are 
currently permitted (Q12).

Students did not regard GenAI as a replacement for traditional teaching (Q19). 
While the statistical analysis does not allow us to conclude that it is therefore per-
ceived as a complement, the mean response to the question of whether GenAI is a 
suitable complement to traditional teaching (Q20) was 8.00 at University A and 7.79 
at University B, suggesting broad agreement with this view. Students at both institu-
tions also perceived GenAI as likely to affect their future careers, with mean scores 
of 8.01 at University A and 7.78 at University B. At the same time, students indicated 
moderate concern that GenAI will affect their careers, with students at University A 
expressing slightly greater worry (mean 5.63) than those at University B (mean 5.11). 
Regarding ethical perspectives, students at both universities reported that they had 
reflected on the ethical implications of GenAI (mean 7.11 at University A and 7.13 at 
University B), as measured by Q23.

4.4  RQ4: How do students think GenAI will impact the future of learning and 
academic assessment?

Students at both University A and University B reported that GenAI will have an 
influence on their future professional careers, with students at University A viewing 
its impact as slightly more significant than those at University B. Regarding the use 
of GenAI for completing assignments (Q10), students expressed moderate agree-
ment, with mean scores of 5.67 at University A and 6.31 at University B, indicat-
ing a cautious acceptance of the technology in this context. However, institutional 
restrictions on permissible uses appear to constrain its potential benefits and suggest 
a desire for greater flexibility among students. Their responses reinforce this view, 
revealing limited agreement that they have received adequate training or been given 
GenAI-focused assignments. While the data do not explicitly signal a demand for 
more such assignments, students reported limited opportunities to engage with the 
technology through coursework. Although these items do not combine into formal 
constructs, considered individually they suggest that students view GenAI as an inte-
gral part of their future.
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5  Discussion and contributions

This study investigated students’ perceptions and use of GenAI across two university 
contexts, focusing on perceived learning benefit, institutional support and integra-
tion, and self-reported technical knowledge and competence. By combining theory-
driven construct development with empirical validation through reliability analysis 
and exploratory factor analysis, the study provides a structured and methodologically 
robust assessment of these dimensions.

5.1  Perceived learning benefit and student practices

A central finding is the consistency across institutions in perceived learning benefit. 
Students in both contexts reported relatively high levels of perceived support in terms 
of efficiency, overview, and understanding, with no statistically significant differ-
ences and negligible effect sizes. This suggests that these perceptions are not strongly 
shaped by institutional context, but rather by student-level factors such as individual 
learning strategies and task-specific needs.

Quantitative results further show strong agreement that GenAI enhances time-
efficiency (Q16) and provides helpful overviews (Q17), while perceived support 
for understanding (Q18) received comparatively lower, though still positive, agree-
ment. This pattern suggests that students primarily perceive GenAI as beneficial for 
efficiency-oriented tasks such as rapid information retrieval, text refinement, and 
task completion. While this pattern is consistent with what the literature describes 
as surface-oriented use, it is important to note that these items capture perceived 
benefit rather than observed learning behavior, and no direct inference about stu-
dents’ actual learning approaches can be drawn from these scores alone. Qualitative 
findings provide additional texture. The dominant theme, "GenAI as a study aid," 
describes GenAI as an efficient support tool valued for productivity and broad com-
prehension, a pattern of described use that resembles what the literature associates 
with surface-oriented engagement. A smaller subset of responses describes more dia-
logic and iterative use, such as treating GenAI as a virtual tutor or discussion partner, 
as captured in the theme "GenAI as a tool for understanding and cognitive support." 
These described uses are consistent with what might support deeper engagement, 
though whether they reflect deeper learning in practice cannot be determined from 
self-reported data alone.

From a theoretical perspective, these findings align with the view that students 
integrate new technologies into existing learning practices in ways that complement 
rather than replace them. Importantly, the construct captures perceived learning ben-
efit rather than objective outcomes, and should therefore be interpreted as reflecting 
students’ subjective experiences rather than measurable performance gains.

5.2  Institutional support and its limited influence

In contrast to the other constructs, perceived institutional support and integration 
differed significantly between universities, with students at University A reporting 
higher levels of access, training, and curricular integration. This indicates that insti-
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tutional policies can influence the visibility and formal support of GenAI. However, 
the effect size was small and regression analysis showed that university affiliation 
explains only a limited proportion of variance. Moreover, item-level analyses of rules 
and constraints revealed no substantial differences between institutions, and these 
items did not form reliable constructs. This suggests that while institutional structures 
differ formally, they may have limited influence on students’ everyday engagement 
with GenAI.

Students also reported limited formal training and relatively few GenAI-focused 
assignments (Q9–Q10), while perceiving institutional rules as constraining beneficial 
use of the technology (Q13), which in turn appeared to impede their sense of agency. 
This indicates a gap between institutional provision and actual student practices.

5.3  Technical knowledge and informal learning

No meaningful differences were found between universities in self-reported technical 
knowledge and competence. Students across both institutions reported similar levels 
of understanding of how GenAI works and how to use it in their studies. This finding 
reflects the widespread accessibility of GenAI tools, which are largely independent 
of institutional systems and require minimal formal training. It suggests that com-
petence is primarily developed through informal, self-directed learning processes, 
reinforcing the interpretation of GenAI as a general-purpose technology not strongly 
tied to formal educational provision.

5.4  Agency

Although student agency was not directly measured through validated scales, it pro-
vides an important interpretive lens for several observed patterns (Chan and Hu, 
2023; Marín et al., 2020). Students demonstrated considerable autonomy through 
self-taught proficiency, proactive exploration of tools, and the use of GenAI beyond 
formal requirements. At the same time, the inability of items related to rules, con-
straints, and usage beyond assignments to form reliable constructs highlights the 
heterogeneity of student practices. Rather than representing a limitation alone, this 
suggests that engagement with GenAI is complex and not reducible to a single dimen-
sion such as "agency" or "constraint". Students simultaneously navigate institutional 
expectations, informal norms, and personal learning strategies.

5.5  Implications for educational practice

The findings suggest that GenAI is already embedded in student learning practices 
in ways that are relatively independent of institutional context. While institutions 
influence visibility and formal integration, they play a limited role in shaping per-
ceived learning benefits and competence. This has several implications. First, institu-
tions should move beyond access provision toward supporting effective, critical, and 
responsible use. Second, the importance of informal learning highlights the need to 
align pedagogical strategies with actual student practices. Third, educational design 
should aim to support deeper engagement emphasizing critical evaluation of AI-gen-
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erated content, encouraging reflection on learning processes, promoting synthesis 
across sources, and designing assessments that prioritize higher-order thinking. Such 
approaches may help reposition GenAI as a tool for conceptual understanding rather 
than merely a productivity aid. Finally, students’ moderate concern about career 
implications (RQ4) suggests a need for institutions to better address the societal and 
professional impact of GenAI, thereby preparing students as active participants in an 
evolving technological landscapes.

5.6  Methodological contributions

A key contribution of this study lies in its analytical rigor. Rather than aggregat-
ing Likert-scale items without validation, the study employed reliability analysis and 
exploratory factor analysis to derive empirically grounded constructs.

Equally important, items that did not meet internal consistency criteria were ana-
lyzed at the item level rather than forced into composite measures. This increases 
transparency and avoids imposing artificial structure on complex phenomena. The 
low reliability of the future impact and concern construct (Cronbach’s α = 0.508) 
deserves particular attention. Rather than treating this solely as a measurement fail-
ure, it can be read as a substantively meaningful result. Students’ attitudes toward the 
future implications of GenAI appear to be multidimensional and internally inconsis-
tent in the way that distinguishes them from constructs such as perceived learning 
benefit or technical competence. A student may simultaneously anticipate significant 
professional impact and feel relatively unconcerned about it, or may view GenAI as a 
valuable complement to teaching while remaining anxious about career implications. 
This fragmentation of attitudes around future impact may reflect the genuine uncer-
tainty and novelty of GenAI’s role in professional life, where students lack stable 
reference points for forming coherent evaluative stances. While item-level analysis 
preserves some insight into these dimensions, the inability to form a reliable com-
posite construct limits the study’s capacity to draw stronger conclusions about how 
students collectively orient toward the future implications of GenAI. This represents 
a boundary of the present study that future work, using purpose-built instruments 
for measuring attitudes toward AI’s professional and societal impact, would be well 
positioned to address.

The use of non-parametric testing, effect size estimation, and regression analy-
sis provides complementary perspectives on statistical and practical significance, 
strengthening the robustness of the findings.

5.7  Limitations

Several limitations should be acknowledged. The study relies on self-reported 
data and does not measure objective learning outcomes. Additionally, the sample 
is limited to two universities within a specific national context, which may affect 
generalizability.

Several limitations should be acknowledged. First, the study relies on self-reported 
data and does not measure objective learning outcomes. Second, the sample is limited 
to two universities within a specific national context, which may affect generalizabil-
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ity. Third, regression models were limited to bivariate comparisons, which, although 
considered appropriate given the exploratory nature of this study, could have been 
expanded with additional variables of greater explanatory power. textcolorblueSuch 
analysis falls outside the scope of the present study but represents a natural direc-
tion for future work. Moreover, the inability to construct reliable scales for certain 
dimensions limits higher-level abstraction of these aspects, although it also reveals 
important heterogeneity in student practices.

Furthermore, regression models were limited to bivariate comparisons, which, 
although perceived suitable given the exploratory nature of this study, could have 
been expanded with additional variables of more explanatory power. Such analysis 
is however out-of-scope for this study, but could be entertained in the future. Finally, 
while the concepts of deep and surface learning inform the interpretive framing of 
this study, it should be explicitly noted that learning approaches were not directly 
measured. The study does not include validated instruments for assessing whether 
students adopt deep or surface approaches to learning, and no causal or behavioral 
conclusions about learning quality can be drawn from the self-reported perceptions 
and described use patterns collected here. Connections between reported GenAI use 
and learning approaches are therefore speculative and should be treated as hypoth-
eses for future investigation rather than as findings of the present study.

As a result, findings related to students’ perceptions of GenAI’s future professional 
impact and associated concerns should be interpreted with particular caution, as they 
reflect item-level responses rather than a validated attitudinal construct. Developing 
and validating purpose-built scales for measuring students’ orientations toward the 
longer-term professional and societal implications of GenAI represents an important 
methodological priority for future research in this area.

5.8  Threats to validity

Internal validity  Although the questionnaire yielded over one thousand responses (N 
= 1,097), the response rate was relatively low (11.27% at University A and 14.06% 
at University B). This raises the possibility of non-response bias, where respondents 
may represent more intrinsically motivated or technologically engaged students 
(Groves, 2006). To investigate the possibility of non-response bias, a Mann-Whitney 
U test (as described in Section 3.2) was performed. The test showed no statistical 
difference between early and late respondents, indicating a low but not negligible 
probability of non-response bias.

Furthermore, due to time constraints, it was not possible to pilot the survey. This 
introduces the possibility of question ambiguity and the risk that respondents may 
have misinterpreted some items. We consider this threat minor, given the authors’ rig-
orous review of the questionnaire and the additional scrutiny provided by the ethical 
review board at University B. On this basis, we argue that systematic misinterpreta-
tion of the survey questions (available for review in Appendix A) is unlikely to have 
affected either the statistical or the qualitative analysis. In addition, the study relies on 
self-reported perceptions rather than objective measures of learning outcomes, which 
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may introduce reporting bias. The inability to construct reliable composite constructs 
for certain dimensions (e.g., future impact and concerns) further reflects measure-
ment challenges and limits the internal consistency of some aspects of the analysis. 
However, analyzing these items at the individual level partially mitigates this issue 
by preserving nuance.

External validity  The generalizability of the findings may be limited by convenience 
sampling bias (Bethlehem, 2010). The participating universities, while differing in 
orientation, may not represent broader institutional contexts in terms of policies, 
culture, or technological infrastructure. Nevertheless, the inclusion of students from 
diverse disciplines (e.g., software engineering, nursing, criminology, and economics) 
increases variability and supports broader relevance. Given the rapid evolution of 
GenAI, the results should be interpreted as a snapshot of current adoption patterns, 
which may shift as technologies and practices mature.

Conclusion validity  The study combines quantitative analysis with qualitative 
insights from a limited number of open-ended questions. While analytical triangu-
lation strengthens interpretation, there remains a risk of researcher bias in linking 
qualitative themes to quantitative findings. To mitigate this risk integration of data 
is primarily restricted to the discussion section of the paper, allowing more a more 
interpretative reading of the results. This approach was strengthened further by com-
parison to AI-generated results (GPT-5.3), enabling the identification of similarities 
and differences in identified patterns. All differences were discussed, reviewed and 
decided upon by the authors. However, prior biases in sampling and measurement 
may still influence conclusions, as such biases would be inherent to the data itself 
and cannot be fully excluded. he findings should therefore be interpreted as indica-
tive rather than definitive, particularly given the evolving nature of GenAI use in 
education.

We also recognize a potential threat to the statistical analysis arising from the GenAI-
supported analytical procedure. Although all steps, including the code, have been 
thoroughly reviewed, recalculated on multiple occasions, and confirmed across mul-
tiple methods, minor errors cannot be fully excluded. However, given the consistent 
results across all analytical approaches, we are confident that any such errors have 
not influenced the conclusions.

6  Conclusions

Generative AI (GenAI), including tools such as ChatGPT and Copilot, is increas-
ingly present across a wide range of domains, including higher education. Although 
its use among students and teachers appears to be growing, there remains a need for 
empirical understanding of how students use these tools, how they perceive their role 
in learning, and how they believe GenAI may affect their future professional lives.

This survey study, based on responses from 1,097 students at two Swedish uni-
versities with different teaching profiles, found no statistically significant differences 
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between the student groups across the main validated constructs. However, although 
the sample is adequate to draw the study’s conclusions, the findings are perceived to 
have generalizability constraints due to the convenience sampling of the two partici-
pating universities and low response rates (11.27% from University A and 14.06% 
from University B). Regardless, the findings suggest that GenAI is already integrated 
into many students’ study practices, but that this use is largely self-directed and 
informally developed rather than supported through structured institutional teaching. 
While universities may provide access to GenAI tools, students reported limited for-
mal training and limited curricular integration. At the same time, the results show that 
students use GenAI in multiple ways, including for information retrieval, text refine-
ment, and analysis, and in some cases as a discussion partner or tutor-like support.

The results further indicate that students primarily perceive GenAI as supporting 
efficiency and providing overviews, while perceived support for deeper conceptual 
understanding appears more conditional. Together with the qualitative findings, this 
suggests that students predominantly describe GenAI as a general study aid, while a 
subset describes uses that are more dialogic and iterative in character. Whether these 
different patterns of use correspond to meaningfully different learning outcomes or 
approaches was not assessed in this study and remains an open question for future 
research. At the same time, students reported only moderate trust in GenAI outputs, 
suggesting an awareness of both its usefulness and its limitations. This highlights the 
importance of avoiding overreliance and of developing students’ ability to critically 
assess the accuracy, relevance, and reliability of AI-generated content.

Taken together, the findings suggest that GenAI may function as a complement 
to, rather than a replacement for, disciplinary teaching and foundational learning. 
Students’ ability to use GenAI productively appears to depend not only on access to 
the technology, but also on their ability to formulate meaningful prompts, interpret 
responses, compare outputs with other sources, and judge when GenAI is appropri-
ate to use. This points to a more specific set of educational implications than simply 
expanding general AI literacy.

More specifically, the findings point to two pedagogical priorities. The first is 
strengthening students’ critical evaluation of GenAI outputs in order to mitigate over-
reliance and support informed assessment of AI-generated content. The second is 
designing learning activities that structure collaborative human–AI workflows, rather 
than treating GenAI as either a substitute for disciplinary reasoning or an unregulated 
productivity tool. Both priorities call for teaching practices that emphasize source 
verification, comparison of AI-generated and non-AI sources, and reflection on the 
reliability and limitations of generated content, as well as learning activities in which 
GenAI is used as a discussion partner, feedback tool, or iterative scaffolding resource 
rather than as a substitute for independent analysis.

In addition, assessment design and institutional guidance should more clearly 
reflect how students are already using GenAI in practice. This may involve creat-
ing assignments that require documentation and reflection on how GenAI was used, 
encouraging iterative prompting and critique, and co-developing clearer guide-
lines that distinguish between acceptable support, overreliance, and misuse. Such 
approaches may better align institutional policy with student practice while support-
ing more reflective and responsible engagement with the technology.
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The findings also suggest that GenAI use in higher education can be understood 
across interconnected student, institutional, and system-level dimensions. At the stu-
dent level, the results highlight how perceptions, attitudes, AI literacy, self-efficacy, 
and agency may be associated with whether students describe using GenAI primarily 
for efficiency and task completion or in more dialogic and exploratory ways. Whether 
these differences in described use reflect meaningfully different learning approaches 
or outcomes remains beyond what the present data can establish, and represents an 
important direction for future empirical work. At the institutional level, students’ 
practices appear to be strongly conditioned by disciplinary norms, assessment design, 
policy clarity, and the extent of teacher guidance. At the system level, the findings 
reflect broader shifts in higher education, where GenAI challenges conventional 
assumptions about originality, places greater emphasis on learning processes rather 
than products alone, and reinforces the need for institutions to prioritize meaningful 
learning over purely credential-oriented performance. Viewed in this way, GenAI is 
not only a tool adopted by individual students, but also a catalyst for reconsidering 
how higher education supports learning, judgment, and academic development in 
increasingly AI-mediated environments.

Overall, the findings suggest a need for pedagogical and institutional responses 
that move beyond access provision alone. By focusing on critical evaluation, struc-
tured human–AI workflows, and clearer alignment between policy and actual stu-
dent use, higher education institutions may better support students in engaging with 
GenAI in ways that strengthen learning, preserve academic integrity, and prepare 
them for future professional contexts.

Appendix A

No. Question (English translation) Response type
1 To what extent have you used GenAI in your studies? 6-point frequency scale 

(Never → Daily + Don’t 
know)

2 To what extent do you trust the results from GenAI? 5-point extent scale (Not 
at all → Fully + Don’t 
know)

3.1 In which areas have you used GenAI in your studies – Text genera-
tion (text for an essay, thesis or similar)?

Yes / No

3.2 ... Text correction (refining existing text)? Yes / No
3.3 ... Information search (looking up information)? Yes / No
3.4 ... References (finding reference articles)? Yes / No
3.5 ... Data analysis (analysing data)? Yes / No
3.6 ... Text analysis (analyse / synthesise / summarise text)? Yes / No
3.7 ... Image generation (graphs, pictures)? Yes / No
3.8 ... Programming (code generation)? Yes / No
3.9 ... Mathematics (solving maths problems, statistics)? Yes / No
3.10 ... Other (free text)? Yes / No

Table 2  English translation of questionnaire items and their response formats
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Data Availability  To respect respondent anonymity, guaranteed by the authors to respondents in a state-
ment in the questionnaire, the raw data from the survey can not be provided. However, upon request to the 
corresponding author,an anonymized version of the data can be provided, which has also been translated 
from the authors’ native language into English. The translation has been manually reviewed by the authors 
for semantic correctness to enable replication or extended use.

No. Question (English translation) Response type
3.11 ... Don’t know? Yes / No
3.12 ... Other (free text)? Open-ended text
4 Which GenAI models or GenAI-driven tools have you ever used? Open-ended text
5 Do you agree that your university provides you with suitable 

GenAI tools, methods and solutions for your studies?
Likert 1–10 agreement 
scale + Don’t know

6 Do you agree that currently available GenAI tools, methods and 
solutions are beneficial for your learning process?

Likert 1–10 agreement 
scale + Don’t know

7 Do you agree that you know how a GenAI model works from a 
technical perspective?

Likert 1–10 + Don’t know

8 Do you agree that you have good knowledge of how to responsibly 
use GenAI in your studies?

Likert 1–10 + Don’t know

9 Do you agree that you have received training at your university in 
the use of GenAI?

Likert 1–10 + Don’t know

10 Do you agree that you have been given assignments that require the 
use of GenAI as part of the task description?

Likert 1–10 + Don’t know

11 Do you agree that you have used GenAI to solve assignments 
where its use was not required/requested as part of the task 

description?

Likert 1–10 + Don’t know

12 Do you agree that you are aware of rules on how you may use 
GenAI in your studies, including rules set at course or department 

level at your university?

Likert 1–10 + Don’t know

13 Do you agree that the rules at your university limit the use of 
GenAI in your studies?

Likert 1–10 + Don’t know

14 How often do you use GenAI for activities other than your 
education?

5-point frequency scale 
(Daily → Never + Don’t 
know)

15 Why do you use GenAI in your studies? Open-ended text
16 Do you agree that GenAI makes your studies more time-efficient? Likert 1–10 + Don’t know
17 Do you agree that GenAI helps you gain general knowledge/over-

view of a subject?
Likert 1–10 + Don’t know

18 Do you agree that GenAI helps you gain understanding of a 
subject?

Likert 1–10 + Don’t know

19 Do you agree that GenAI is a replacement for traditional teaching? Likert 1–10 + Don’t know
20 Do you agree that GenAI is a complement to traditional teaching? Likert 1–10 + Don’t know
21 Do you agree that GenAI will affect your future profession? Likert 1–10 + Don’t know
22 Do you agree that you feel worried about the impact of GenAI on 

your future profession?
Likert 1–10 + Don’t know

23 Do you agree that you have reflected on the ethical considerations 
of GenAI?

Likert 1–10 + Don’t know

Table 2  (continued) 
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