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Abstract

Driver drowsiness is one of the major factors that lead to serious traffic accidents,
developing a reliable and real-time detection system is very important. In this paper,
we propose a three-step vision-based pipeline for detecting driver drowsiness by
combining computer vision and deep learning methods. First, an adaptive keyframe
extraction approach based on histogram analysis and chi-square distance is applied
to automatically select the most informative frames from a video sequence. Then,
MediaPipe Face Mesh is used to extract facial landmarks, and key geometric features
such as Eye Aspect Ratio (EAR), Mouth Aspect Ratio (MAR), and blink-related
attributes are computed to represent drowsiness-related facial behavior. Finally, a
hybrid CNN-Transformer model is designed to capture both short-term and long-
term temporal patterns from the extracted feature sequences. The proposed model
effectively distinguishes between Alert and Drowsy states, achieving 97.5% accuracy,
a high F1-score, and a low false alarm rate, outperforming several traditional machine
learning and deep learning baselines. The main contribution of this work is the
integration of adaptive keyframe selection with an attention-based hybrid deep
learning architecture, which makes the system efficient and suitable for real-time
implementation in intelligent vehicle safety systems.

Keywords Driver drowsiness detection, Hybrid CNN-transformer, Temporal feature
modeling, Attention-based learning, Deep neural networks, Vision-based safety
systems

1 Introduction

Driver drowsiness, a critical transitional state between wakefulness and sleep, signifi-
cantly impairs a driver’s focus and reaction times, increasing the risk of severe accidents.
This state is characterized by physiological indicators [1] such as repeated yawning, dif-
ficulty keeping eyes open, involuntary head nodding, and subtle facial tone changes.
Drowsy driving, also referred to as fatigued driving, involves operating a vehicle while
experiencing exhaustion or extreme tiredness. A leading contributor to sleep depriva-
tion and subsequent drowsiness is prolonged work-related stress, extended working
hours, or frequent nighttime disruptions that fragment sleep patterns [2]. The primary
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consequences of drowsy driving include diminished concentration, impaired decision-
making, delayed reflexes, inaccurate assessment of distances and speeds, and ultimately,
falling asleep while operating a vehicle [3]. Drowsiness constitutes the transitional phase
connecting awareness and sleep [4]. Tiredness and sleepiness are terms often treated as
synonyms for drowsiness [5]. Also, in academic contexts, researchers at times equate
fatigue with drowsiness [6].

The global rise in vehicle usage has led to a significant increase in traffic accidents,
heightening safety risks. Despite extensive efforts by nations to curb these incidents,
progress remains limited, and accidents continue to threaten lives, with key causes
including drunk driving, inadequate road safety awareness, and fatigue-induced driv-
ing [7]. While China’s Road Safety Law, for instance, classifies driving without breaks
exceeding four hours as fatigued driving [8], regulations on maximum driving hours
globally have not fully mitigated drowsiness, which persists as a critical traffic safety
concern [9]. As drowsiness worsens, drivers exhibit slower reaction times, diminished
ability to anticipate hazards, and reduced sustained focus. Notably, operating a vehicle
after 20 consecutive hours without sleep is comparable to driving with a blood-alcohol
concentration of 0.08% [10]. According to The National Highway Traffic Safety Admin-
istration (NHTSA) [11], drowsiness-related accidents can occur at any hour but exhibit
distinct patterns:

Timing: Most frequent between midnight and 6 a.m. or in the late afternoon, align-
ing with dips in the body’s internal sleep-wake cycle (circadian rhythm), which lowers
alertness.

Scenario: Often involves solo drivers veering off roads at high speeds without evidence
of braking attempts.

Location: Commonly reported on rural roads and major highways.

Beyond the immediate risks, such accidents inflict profound personal suffering and
impose substantial financial burdens on individuals, families, and national economies
[12]. Targeted interventions are critical to combat driver fatigue, a leading contributor
to road fatalities and injuries globally [13]. Driver drowsiness detection is a vital area of
study in vehicle safety, focusing on detecting early indicators of driver fatigue to miti-
gate collision risks [14]. Driver drowsiness detection systems employ three primary
approaches: EEG-based methods, which monitor brain activity through electrodes to
detect fatigue-related patterns, offering high accuracy but requiring intrusive wearable
sensors; vehicle measurement-based techniques, which analyze driving behavior such as
steering irregularities, lane deviations, or abrupt acceleration/braking, providing a non-
invasive solution but potentially missing early drowsiness signs; and camera-based sys-
tems, which use computer vision to track facial landmarks (e.g., eye closure, yawning,
head pose) from real-time video feeds, balancing non-invasiveness and practicality but
facing challenges like lighting variations or occlusions. Each approach has distinct trade-
offs in accuracy, cost, and usability, with hybrid systems often combining methods to
enhance reliability in preventing drowsiness-related accidents. Camera-based (or behav-
ioral) drowsiness detection shows promise, yet prevalent single-image approaches lack
critical temporal context for recognizing progressive symptoms like gradual eye closure

or micro-sleep.
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This paper introduces a video-based solution analyzing sequential frames to cap-
ture dynamic behavioral cues through a three-stage pipeline: First, keyframe extrac-
tion selects 64 representative frames per video using histogram differencing to isolate
significant motion changes. Second, facial landmark detection leverages Google's Medi-
aPipe Face Mesh to extract precise spatio-temporal features (eyes/mouth landmarks)
from each frame. Finally, temporal modeling employs transformer networks to analyze
landmark sequences, utilizing attention mechanisms to weight relevant patterns for
robust drowsiness classification. This sequence-aware approach significantly outper-
forms single-image methods by modeling physiological dynamics, while the optimized
frame selection ensures computational efficiency without compromising temporal
granularity.

Section 2 reviews relevant literature, while Sect. 3 details our proposed methodol-
ogy. Experimental procedures and results are presented in Sect. 4, with conclusions and
future work discussed in Sect. 5.

2 Related works
Driver drowsiness detection technologies primarily rely on three main strategies: EEG-
based techniques that monitor brain activity via electrodes to identify fatigue-related
patterns, offering high precision but requiring invasive wearable sensors; vehicle
behavior analysis that examines driving patterns such as steering inconsistencies, lane
departures, or sudden acceleration and braking, providing a non-invasive approach
but potentially missing early signs of drowsiness; and camera-based systems that uti-
lize computer vision to observe facial features like eye closure, yawning, and head posi-
tion from live video streams, which are non-intrusive and practical yet may face issues
like poor lighting or obstructions. Each method involves specific compromises regard-
ing accuracy, cost, and ease of use, and many systems integrate multiple approaches to
improve effectiveness in preventing accidents caused by driver fatigue.
Electroencephalogram (EEG)-based drowsiness detection monitors brain activity
using scalp electrodes to identify patterns like increased theta and alpha waves that indi-
cate reduced alertness. Several recent studies have advanced the development of EEG-
based driver drowsiness detection methods. In [15], a hybrid system utilizing a wearable,
sensor-equipped headband combined EEG and behavioral data (head movements,
blinks) from 50 volunteers, achieving 92% accuracy with a non-invasive design and a
support vector machine (SVM), demonstrating practicality for security and monitoring
applications. Similarly, [16] proposed a multi-feature approach integrating traditional
signal processing, deep learning on EEG spectrograms, and statistical analysis, which
yielded an accuracy of 86.46%, highlighting robustness through the fusion of time—fre-
quency, image-based, and statistical features. In [17], a framework employing source
localization (sLORETA) and entropy measures extracted from EEG signals attained up
to 86% accuracy in distinguishing alert versus fatigued states, validated by a 36-h fatigue-
inducing protocol. [18] focused on real driving conditions with 16 drivers, using EEG
features and SVM classification, achieving 94.4% accuracy and strong statistical correla-
tions with subjective sleepiness scores, despite their limited sample size. Further, [19]
applied multi-scale entropy with empirical mode decomposition (EMD), using seven
classifiers, where the AdaBoost model reached 97.5% accuracy, demonstrating high-
precision fatigue detection. Lastly, [20] integrated EEG and EOG signals processed via
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CWT and GAN data augmentation, leveraging an LSTM classifier to reach 98.14% accu-
racy in real-time detection with minimal electrodes, emphasizing practical deployment.
Collectively, these works showcase a variety of innovative signal processing techniques,
machine learning models, and hybrid systems that significantly enhance the accuracy,
robustness, and feasibility of EEG-based driver drowsiness detection in real-world sce-
narios. However, despite these accuracy gains, practical deployment remains challenged
by the inherent intrusiveness of wearable caps, susceptibility to noise requiring complex
filtering, and user discomfort, limiting widespread adoption compared to less invasive
alternatives like camera or vehicle-based systems.

Vehicle-based methods center on monitoring and evaluating driving patterns, recog-
nizing that each individual exhibits unique behavioral patterns behind the wheel. Conse-
quently, drowsy drivers may exhibit distinct variations in their operational actions such
as steering consistency, braking patterns, or acceleration rhythms compared to alert
drivers, enabling real-time detection of fatigue-induced deviations from their baseline
driving style [2]. The inherent challenges in accurately identifying drowsiness-related
driving patterns have resulted in vehicle sensor-based detection methods remaining
among the least explored approaches in driver fatigue research [21]. For instance, [22]
proposed a real-time system leveraging steering wheel angle data and a random forest
classifier, achieving 79% accuracy and predicting lane departures six seconds in advance
but with a 39% false positive rate, indicating room for integration with physiological data
for more robustness. Meanwhile, [23] introduced a nonlinear dynamic approach utilizing
Approximate Entropy, Adaptative Piecewise Linear Approximation, and Dynamic Time
Warping, attaining 78.01% accuracy in identifying alert versus drowsy states during real-
road driving, thus enabling more timely detection through behavioral complexity mea-
sures. Similarly, [24] integrated hybrid feature selection with fuzzy inference systems
and SVMs, achieving over 98% accuracy on simulator data with minimal features, while
[25] used driving simulator data to develop models that correctly classify drowsiness lev-
els with approximately 75% accuracy. Overall, these methods highlight the promise of
steering-based behaviors as non-intrusive, real-time indicators of driver fatigue. Never-
theless, their reactive nature (often detecting drowsiness only in advanced stages), sus-
ceptibility to environmental factors and individual driving styles (causing false positives/
negatives), and inability to detect early physiological or behavioral signs limit their effec-
tiveness for proactive safety compared to physiological or behavioral approaches. WKN-
OC [26] is a new deep learning method for anomaly detection in intelligent vehicles. It
combines Wavelet Kernel Network with Omni-Scale Convolution to extract both local
and global features from time-series sensor data. The model can effectively detect single-
sensor, multi-sensor, and mixed anomalies. It shows strong performance in real-world
traffic environments with high accuracy. TSAN [27] is a deep learning-based method for
sensor anomaly detection in mobile robots. It uses Temporal-Spatial Attention to cap-
ture time dependencies and correlations between different sensors. The model can iden-
tify various sensor faults such as bias, drift, and noise. It performs well in real-time and
complex robot environments.

Several studies have explored camera-based driver drowsiness detection, with many
methods focusing on analyzing single images or facial snapshots. Techniques such as
CNNs, deep neural networks, and facial landmark-based models [28—-31] often classify
based on static images, eye closure, yawning, or facial expressions captured at a single
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time point. While these approaches can achieve high accuracy (up to 99% [29]) under
controlled conditions, their reliance on single images limits applicability in real-world
scenarios where driver movements are continuous, variable lighting exists, and multi-
ple frames are required to accurately capture drowsiness indicators. Moreover, most of
these studies lack comprehensive metrics such as F-measure, precision, or recall, which
are crucial for evaluating true positives and false alarms in safety—critical applications.
Conversely, other systems process sequences of frames or videos, employing temporal
models like CNN-LSTMs or multi-scale CNNs to analyze motion patterns and facial
dynamics over time [32—35]. Although these methods better reflect real-world condi-
tions by capturing the temporal evolution of fatigue signs, many report lower or unre-
ported accuracy metrics, often focusing solely on accuracy without supplementing
with precision or recall to thoroughly assess reliability. In summary, static image-based
techniques show promise but are limited in dynamic environments, while video-based
methods that incorporate temporal features tend to have lower accuracy and lower
documented performance metrics (like [32] with 88% accuracy and only reporting accu-
racy), highlighting ongoing challenges in developing robust real-time driver drowsiness
detection systems. We depict the summary of the related work methods in Table 1.

3 Proposed method

In this section we present the fully improved method for driver drowsiness detec-
tion. The method is a three-stage pipeline enriched by three major enhancements: (1)
dynamic keyframe sampling guided by histogram-based change detection and time-
aware thresholds, (2) robust facial landmark-based feature extraction, and (3) a hybrid
CNN-Transformer classifier with learnable frame importance via attention pooling.
The design goals of these improvements are to increase sensitivity to brief yet impor-
tant events (for example, short micro-sleeps), to be robust to variable camera frame rates
and motion, and to combine local short-term patterns with global long-term context.
In other words, the system should detect both sudden events (fast blinks, yawns) and
slow trends (progressive eye closure) while operating in near real-time. As depicted
in Fig. 1, our approach for driver drowsiness detection involves a three-step pipeline:
keyframe extraction, facial landmark detection, and hybrid CNN-Transformer-based
classification.

Initially, the histogram-based keyframe extraction method constructs and normal-
izes 256-bin grayscale histograms for each video frame, using chi-square distance to
select the top keyframes with significant visual changes, ensuring computational effi-
ciency (O(n) complexity) for real-time processing of one-minute video intervals. Sub-
sequently, MediaPipe Face Mesh extracts 468 facial landmarks from extracted frames,
converting normalized coordinates to pixel values to compute metrics like Eye Aspect
Ratio (EAR), Mouth Aspect Ratio (MAR), and feature dimensions, forming a 9-feature
vector per frame to capture temporal facial dynamics indicative of drowsiness. Finally, a
hybrid CNN-Transformer model processes the preprocessed feature array (349 videos,
64 frames, 9 features) after NaN handling, MinMaxScaler normalization, and z-score
standardization, splitting it into 70% training and 30% testing sets. The Transformer,
with two layers, eight attention heads, and a dropout rate of 0.5, projects inputs to a
256-dimensional space, applies learnable positional encodings, and uses mean pooling,
batch normalization, and ReLU activation before classifying into Alert or Drowsy states.
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Table 1 Summary of related works in driver drowsiness field

Study Approach Key features/methods  Perfor- Strengths Weaknesses
mance
metrics
[15] Hybrid Wearable headband, SYM  92% Non-invasive Requires wear-
(EEG+Behavioral) design, practical  able sensor
[16] EEG Signal processing, deep  86.46% Robust fusion of ~ Requires wear-
learning (spectrograms), features able sensor
statistical analysis
[17] EEG SLORETA, entropy Upto86%  Validated by Requires wear-
measures fatigue protocol  able sensor
[18] EEG SVM, real driving 94.4% Strong correla- Limited sample
conditions tion with subjec-  size
tive sleepiness
[19] EEG Multi-scale entropy, EMD,  97.5% High precision Requires wear-
AdaBoost able sensor
[20] EEG+EOG CWT, GAN augmentation, 98.14% Minimal elec- Requires elec-
LSTM (real-time) trodes, practical  trodes, complex
deployment filtering potential
[22] Vehicle-based Steering wheel angle, 79% (with Predicts lane High false posi-
Random Forest 39% false departures 6sin  tive rate, reactive
positive rate) advance
[23] Vehicle-based Approximate Entropy, 78.01% Behavioral com-  Reactive
Adaptive Piecewise Linear plexity measures,
Approximation, Dynamic timely detection
Time Warping
[24] Vehicle-based Hybrid feature selection, ~ >98% High accu- Simulator data,
fuzzy inference, SYM (simulator racy with minimal may not trans-
data) features late to real-world
[25] Vehicle-based Driving simulator data ~75% Simulator data
[28-31] Camera-based CNNSs, DNNs, facial Up to 99% High accuracy Lacks temporal
(Single Image) landmarks [27] (controlled) context, limited
real-world ap-
plicability, often
lack comprehen-
sive metrics
[32-35] Camera-based CNN-LSTMs, multi-scale Lower/ Lower reported
(Video/Temporal) CNNs unreported accuracy, focus
accuracy on accuracy over
(e.g., 88% other metrics
[30]), limited
comprehen-
sive metrics

Trained over 100 epochs with Adam optimization, class-weighted Cross Entropy Loss
function, and a ReduceLROnPlateau scheduler.

Given an input video V = {Fy, F, ..., Fy}, our pipeline first identifies frames that
correspond to the most meaningful visual changes using histogram-based dynam-
ics enhanced with percentile thresholding and temporal clustering. Then, for each
retained frame, the system extracts multiple levels of features including spatial encod-
ings, motion-difference maps, and multi-scale temporal descriptors. These features are
fused into compact per-frame embeddings that form a variable-length sequence. Finally,
a Transformer encoder with learnable attention pooling predicts the final output label.
In other words, the complete system first decides which frames to keep, then extracts
what is happening in each frame, and finally learns how the sequence evolves over time.
Overall, the proposed method is presented in Algorithm 1.
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Extract dynamically top representative frames
using histogram analysis and %* distance metric

v

Use face mesh algorithm to identify facial landmarks

v

Preprocessing

Replace NaN with 0.0
v

Replace infinite bounds with finite
values.

v

Normalize using MinMaxScaler

v

Standardize using StandardScaler

v

Utilizing a CNN-Transformer-based model to

recognize patterns in extracted facial features

Fig. 1 The flowchart of proposed model for driver drowsiness detection
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Input: Video stream V = {fy, f5, ..., fu}
Output: Driver Status S € {Alert, Drowsy}

1. Stage I: Adaptive Keyframe Extraction
o Initialize K « @ (Keyframe set)
o For each pair of consecutive frames (f’ fi4,)do:
e  Compute color histograms H;, H;

. . , o(Hi-Hi)?
e Calculate Chi-square distance: y* = Y ~————
HitHi4q
e If y? > thresholdThen K « K U {f;,,}
e Selecttop M = 64 frames from K based on maximum variance.
2. Stage II: Facial Feature Engineering
o For each frame k € Kdo:

e Apply MediaPipe Face Mesh to extract 468 landmarks.

lIp2—pell+Ip3—psll
2llp1=pall

e Compute EAR =
e  Compute MARand blink frequency features.
e  Form feature vector X; = [EAR, MAR, ... |
3. Stage III: Temporal Classification
o Construct sequence X = {X;,X,, ..., Xy}
o Pass X through CNN layers for local spatial refinement.

T
o Apply Multi-Head Self-Attention: Attention(Q, K,V) = softmax (%) 4
k

0 Pyrowsy = Softmax(Transformer_Output)

o Return S = argmax(Pyrowsy)

Algorithm 1 Hybrid vision-based drowsiness detection pipeline

To ensure the robustness of the feature extraction stage, we utilize the Eye Aspect
Ratio (EAR), which provides a scale-invariant metric for eyelid closure. Unlike simple
pixel-based methods, EAR is resilient to head pose variations frequently encountered
during driving. The technical justification for selecting a hybrid CNN-Transformer
architecture lies in the multi-scale nature of drowsiness indicators. While the CNN
component effectively extracts high-level spatial features from the landmark sequences,
the Transformer’s self-attention mechanism is specifically designed to handle long-
range dependencies. This allows the model to distinguish between a momentary blink
(normal) and a prolonged eyelid closure (micro-sleep), by weighing the importance of
specific frames in the 64-frame sequence. Furthermore, the use of Chi-square distance
for keyframe extraction ensures that the system remains sensitive to rapid behavioral
changes (like head nodding) while discarding redundant frames, thereby optimizing the
computational overhead for real-time inference on edge devices. A general flowchart of
the proposed method is shown in Fig. 1.

3.1 a. Dynamic keyframe extraction with temporal-aware thresholding

In this step, our goal is to convert the raw video into a compact set of keyframes that
still preserve all important visual transitions. In other words, rather than treating
every frame as equally important, we try to identify the frames that really “matter” in
describing the temporal evolution of the sequence. To achieve this, we rely on temporal-
aware histogram comparison, an adaptive percentile-based threshold, and a simple but
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effective form of temporal clustering. In the following paragraphs, each sub-process is
described in a clear and intuitive manner.

3.1.1 Histogram computation and chi-square dissimilarity (descriptive explanation)

The first step is to analyze how each frame in the video changes compared to the previ-
ous one. To do this, every frame F; is first converted into a grayscale image [;(;,,). In
other words, instead of working with full RGB information, we reduce the image to a
single intensity channel so that the comparison between frames becomes simpler and
more robust against color noise. After converting the image, we compute a 256-bin
intensity histogram for the frame. The histogram counts how many pixels in the image

belong to each grayscale value from 0 to 255. Formally, it is computed as:

Hiry = Z § (Liwy) — k) . k=0,...,255,
{z.y}

where § is the Kronecker delta function. In other words, the histogram tells us the global
brightness distribution of the frame. Next, we convert this raw histogram into a prob-
ability distribution so that frames with different sizes or different illumination levels can
still be compared fairly. This normalized histogram is computed as:

_ H;
gy = i)

255
> ko Hig)

After computing the normalized histograms for all frames, we measure how much each

frame differs from the previous one. For this purpose, we use the chi-square dissimi-

larity, which is a classical and widely used measure for comparing histograms. The chi-

square difference between two consecutive frames is:

255 (7 F 2
Y2 = (Him — Hi—l(m)
;= N -
k=0 Higy — Hi—l(k) +e

Where ¢ is a small constant (e.g., (0.0001) added to prevent division by zero. In other
words, this quantity tells us how strongly the visual content changes from frame (i-1)
to frame (i). A large chi-square value means that something visually significant has hap-
pened between the two frames. Repeating this calculation for all frames produces a
sequence of change magnitudes:{x%7 ceey X?\z} This sequence acts like a timeline that
marks where meaningful events occur in the video.

While the chi-square—based keyframe selection module is effective at detecting abrupt
appearance changes between consecutive frames, it can inherently under-represent slow
transitions that produce only marginal histogram variation, for example, gradual eyelid
closure, head drooping, or progressive gaze deviation. To address this, we enforce a min-
imum temporal window size Tpin and apply uniform frame padding whenever the num-
ber of detected keyframes falls below this threshold. In practice, this mechanism ensures
that each video snippet always contains a sufficiently dense sampling of the original
sequence, regardless of how subtle the visual changes may be. As a result, slow behav-
ioral shifts are preserved across multiple frames, allowing downstream temporal models
to accumulate evidence over time rather than relying solely on strong keyframe spikes.
Empirically, we observed that enforcing Tinin reduces missed detections during gradual
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eye-closure events and increases recall on low-motion drowsiness cases, confirming
that the padding strategy effectively compensates for the limitations of histogram-based
change detection.

3.1.2 Dynamic threshold by percentile and temporal clustering

After obtaining the chi-square values, the next problem is to find which frames should
be selected as keyframes. Instead of manually specifying a fixed number of frames or
using a static threshold, we use a dynamic, data-driven threshold based on percentiles.
We simply look at the distribution of all X2 values and choose only the frames that fall
into the top p% of changes. Formally, we compute a percentile threshold:

0, = percentile,, ({X?}iz)

We only consider the frames where the video exhibits unusually large changes (i.e., the
most meaningful transitions). Here, we practically use p=95. All frames whose chi-
square values exceed this threshold become candidate keyframes: C = {Fz 2> 0,,} .
This naturally adapts to the content of the video. For example, a fast-moving video
will produce more candidates, while a slow or static video will produce fewer. In other
words, the number of selected frames is not forced but instead depends on how active
the video is. However, large visual changes often occur within very short time inter-
vals. For instance, a person yawning might generate several consecutive frames with
high chi-square values, even though they represent the same event. To avoid selecting
many nearly identical frames, we apply temporal clustering. The idea is to group candi-
date frames that occur close to each other within a small temporal window 7 (r=0.5 s).
Within each temporal cluster, we keep only one representative: the frame with the high-
est chi-square value in that cluster. This process is used to ensure two goals: 1) we avoid
redundant or near-duplicate frames; 2) we preserve coverage so that all important events
in the video are represented. After this step, we obtain the final set of ordered keyframes:

K == {F{il},...7F{iA4}}

3.1.3 Sequence length control and padding

Even though the process above selects important frames, the number of resulting key-
frames (M) can vary widely depending on the video. Some videos may generate too many
keyframes, while others may produce too few. This variability can be problematic for a
learning model especially in a transformer that typically expects sequences of similar
lengths. Therefore, we control the sequence length with two additional steps. First, if the
number of keyframes exceeds a maximum limit Tr,ax (for example (128)), we uniformly
subsample the keyframes so that only the most spread-out and representative ones are
kept. In other words, we reduce redundancy when the sequence is too long. Second, if
the number of keyframes is smaller than a minimum threshold 71, (for example (32)),
we augment the sequence by picking additional frames from the original video at uni-
form intervals until the desired length is reached. In other words, we ensure that the
classifier always receives at least a basic amount of temporal information. With these
adjustments, the final sequence always satisfies: | K| = Tint0Timaa-
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3.1.4 Temporal encoding using true time differences

Although the keyframes are now selected and standardized in number, we still need
to encode the timing information between them. In other words, we want the model
to know not only the order of frames but also how much time actually passes between
them. For each frame F;;, we take its original timestamp ¢;, and compute the difference
between sequential frames:

Atj=t;; —ti,_,, j=2,...,M. This value represents the real temporal gap
between events. Some gaps may be short (e.g., rapid eye movements), while others may
be long (e.g., extended inactivity). In other words, this allows the model to understand
the varying speed of the video. To encode this time information in a differentiable vector
suitable for attention-based models, we use a scaled sinusoidal encoding, defined as:

) At
TE; (2k) = sin (100]0 : 22k/d>

At;
TE; (2k + 1) = cos <1oojo : 22k/d)

for (k=0, ..., d/2-1) and a chosen temporal-encoding dimension d (typically d = 16). In
fact, this encoding transforms raw time intervals into a smooth, continuous representa-
tion that captures both fine-scale and coarse-scale timing patterns. This means that the
Transformer can use these encodings to learn relationships not only based on ordering
but also based on real temporal spacing between frames.

To illustrate the role of real-time gap—based temporal encoding, consider two con-
secutive video frames captured 0.3 s apart versus 0.8 s apart. In the first case, the short
interval represents a rapid eye blink or micro-expression, while the longer interval
indicates slower or prolonged inactivity—often associated with drowsy behavior. By
encoding these real-valued temporal gaps, the model learns to distinguish transient,
high-frequency movements from sustained, low-frequency patterns. The sinusoidal tem-
poral embedding smoothly maps these time differences into continuous feature space,
enabling the transformer to infer not only the sequential order of frames but also the
pacing and rhythm of human activity in real time.

Frame 60 Frame 83 (At = 0.80 s)

Frame 230

Fig. 2 Temporal gap encoding example (YawDD dataset, Mirror, female, 1-FemaleNoGlasses-Yawning [36])



Bouyer et al. Discover Artificial Intelligence (2026) 6:809 Page 12 of 29

Figure 2 visually demonstrates the significance of temporal gaps in distinguishing
between different types of driver behavior. The bottom row shows two consecutive
frames from a video segment exhibiting a Rapid Blink / Micro-movement. The time dif-
ference between these frames (At) is approximately 0.3 s. This small interval captures a
very quick, almost instantaneous change, characteristic of an alert blink or a minor head
movement. In contrast, the top row displays two frames from a segment depicting Slow
Drowsy Behavior. Here, the time difference between frames is approximately 0.8 s. This
substantial gap indicates a much slower progression of movement, such as the gradual
closing of eyes or a slow head turn associated with drowsiness.

By analyzing these temporal differences, our model can effectively differentiate
between the rapid, high-frequency changes of alert states and the slow, low-frequency
changes indicative of drowsiness, crucial for accurate driver monitoring systems.

3.2 Facial landmark feature extraction and preprocessing

MediaPipe Face Mesh uses a two-step neural network system for real-time 3D facial
landmark detection. This technology converts 2D images into detailed 468-point facial
maps. First, BlazeFace [37] identifies faces in full-resolution images using efficient
bounding box predictions. It achieves mobile optimization through specialized quanti-
zation training. This cropping method reduces processing needs by 83% compared to
analyzing entire images. The second stage employs a lightweight convolutional network
[38]. This network has special depth wise layers and shortcut connections called residual
links. It takes the cropped face images and predicts their 3D coordinates (x, y, z) accu-
rately. Then, it solves a key problem which is estimating depth from flat 2D pictures. It
does this by using knowledge about typical facial bone structures learned during train-
ing. Finally, it keeps all 468 landmarks in their correct positions relative to each other.

The second step extracts detailed and highly structured facial landmarks using Medi-
aPipe FaceMesh. This model outputs 468 facial points per frame in normalized coordi-
nates. We convert them to pixel coordinates and compute key geometric features. For
each selected keyframe F;,, we run MediaPipe Face Mesh, which predicts 468 facial
landmarks in normalized coordinates (x, y, z) within the range [0, 1]. To make these
coordinates suitable for geometric computations, we convert them into pixel-space
coordinates based on the image width (W) and height (H):

Xp=ap W, Yy=yp-H, Zp=2z - -max(W,H), where k indexes each land-
mark point. In other words, we translate the normalized outputs into metric units so
that Euclidean distances, ratios, and bounding measurements reflect the actual image
dimensions. That means all subsequent geometric calculations are consistent across

P37 P267

P160 P158 P385 P387
P36

P380

P84

(a) (b) ()

Fig. 3 a Six key points employed for right eye aspect ratio (REAR) computation; b six key points employed for left
eye aspect ratio (LEAR) computation; ¢ six points used for mouth aspect ratio (MAR) assessment, including their
widths and heights
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different frame sizes and resolutions. Next, we compute facial geometric features that
are highly informative for detecting drowsiness. The Eye Aspect Ratio (EAR) measures
eye openness by comparing vertical and horizontal distances of selected eye landmarks.
Specific indices isolate landmarks for the eyes and mouth, initially provided as nor-
malized coordinates (0-1) which are converted to pixel coordinates by scaling with the
image dimensions. Using these coordinates, we calculate metrics including Euclidean
distances, Here, Eye Aspect Ratios (EAR), and Mouth Aspect Ratio (MAR) are com-
puted according to Egs. 2, 3, 4, 5, and 6, with illustrated landmark positions in Fig. 3.
We have six points for the right eye (Fig. 3a), six for the left eye (Fig. 3b), and six for the
mouth (Fig. 3c). The EAR per eye (Eqgs. 2—3) averages two vertical distances divided by
horizontal corner distance, while MAR (Eq. 4) averages lip distances divided by mouth
corner width. In other words, MAR captures mouth movements that reflect yawning or
fatigue-related facial activity. Feature dimensions (width and height) are derived from
max—min coordinate differences (Egs. 5, 6). Per frame, nine measurements, left/right
EAR, MAR, and width/height for both eyes and mouth form a feature vector. These
vectors are stored sequentially in a text file, creating a time-series dataset that captures
facial dynamics (declining EAR indicating eye closure or rising MAR suggesting yawn-

ing) for our applications.

||P160 — P144]| + || P158 — P153]|

REAR =
5 x [|[P33 — P133] m
|| P385 — P380|| + || P387 — P373||
LEAR =
2 % || P362 — P263]] @
|| P37 — P84|| + || P267 — P314]|
MAR =
R 2 % |[P61 — P291]| ®)
Width = max (z) — min (x) (4)
Height = max (y) — min (y) (5)

We compute width and height for the mouth, left eye, and right eye based on the mini-
mum and maximum coordinates of the corresponding landmark sets. For example, for
the mouth:

Wiouth = max X — min Xy, Hpyoush = max Yy — min Y. Similarly, we compute
keM keM keM keM

Wieyes Hieye» WReye, and HReye. In other words, these measurements provide a simple
geometric summary of the size and shape of facial features, independent of the exact
landmark arrangement. By combining all computed scalars, we form a 9-dimensional

feature vector for each frame:
fj = [EARLv EARRa MAR, WLey67 HLeyea WReyea HReyev Wmouthv Hmouth}TJT

In other words, each frame is represented by a compact vector that captures the key
facial dynamics necessary for detecting alertness.

Preprocessing and outlier handling: Raw features may contain NaNs or infinities due
to occlusions, missing detections, or extreme head poses. To ensure numerical stability,
We replace NaNs and infinities with finite values. For example, NaN is replaced by the
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feature median, + « by the feature max, - by feature min. Then we apply robust scaling:
(1) first clip extreme values at the 1st and 99th percentiles to remove outliers, (2) then
apply a Min—Max scaling to transform each feature into [0,1], and (3) finally we apply
z-score normalization across the training set to achieve zero mean and unit variance. In
other words, preprocessing stabilizes feature distributions, reduces sensitivity to outli-
ers, and improves model training dynamics.

To begin with, we preprocess the data to ensure it is in an optimal format for analy-
sis, which is essential for enhancing model performance in deep learning. The first step
involves replacing NaN (not a number) values with 0.0, positive infinity with 1.0, and
negative infinity with 0.0. This process eliminates undefined or extreme values that could
distort our analysis or lead to errors during model training. Next, we normalize the data-
set using the MinMaxScaler, which rescales the features to a range between 0 and 1. This
standardization of input data is crucial, as many machine learning algorithms perform
better when features are on a similar scale. Following normalization, we apply standard-
ization with the z-score standardization to transform the data to have a mean of 0 and a
standard deviation of 1, which is particularly beneficial when our features are normally
distributed. After transformations, we reshape the feature array into for example (349,
64, 9) to meet deep learning model requirements, where 349 denotes the number of
dataset videos, 64 represents frames per video, and 9 signifies features per frame. We
then split the data into stratified training (70%) and testing (30%) subsets to preserve
label distribution, critical for handling class imbalance during model evaluation.

For real-time inference, all preprocessing operations use statistics computed once from
the training dataset and fixed during deployment. Specifically, NaN/Inf replacement

ra N\
h Dynamic Keyframe Extractor MediaPipe Face Mesh
Input Video 3 »
( 30fps) + Grayscale Histogram (256-bin) 468 3D Landmarks
* x* Distance + Thresholding — EAR(UR), MAR
k + Variable N frames (32-64) - — Eye/Mouth Size
/—‘V_\
9D Feature Sequence
Global Context Branch
Attention Pooling
[LEAR, REAR, MAR,
Linear Proj — 256d Eyew Eyep,
+ Learnable PosEnc
a; = softmax(FC(h;)) 2-Layer Transformer Mou?hw. Muuthﬂ.
8 heads, dropout=0.5 Dimy, Dimy]
b x N frames -
h 4
Fusion Layer Local Pattern Branch
Concat + FC
BatchNorm + RelLU 1D-CNN (3 layers)
Dropout(0.5) Kernel=3, ReLU, BN
— Local dynamics
h 4
Drowsy / Alert
Softmax Output

Fig. 4 The proposed model with hybrid CNN-transformer for driver drowsiness detection
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relies on predefined safe-value rules, percentile-based clipping uses global training-set
percentiles, and both Min—Max scaling and z-score normalization apply the training-
set min/max and mean/variance. As a result, the runtime system performs only light-
weight per-frame arithmetic operations (subtractions, divisions, and clipping), which
can be executed at millisecond-level latency even on embedded automotive hardware.
This avoids recalculating statistics online and ensures deterministic, stable preprocess-
ing behavior suitable for real-time in-vehicle deployment.

3.3 Hybrid CNN-transformer classification with attention pooling

The model takes as input a feature array of shape (batch_size, 64, 9), where each frame
contains 9 features. The input is first projected from 9 dimensions to a hidden size of
256 using a linear layer, enabling the model to operate in a higher-dimensional space
for better feature representation. Learnable positional encodings are added to preserve
the sequential order of frames, which is critical for the Transformer to process tempo-
ral information effectively. The Transformer encoder consists of two layers, each with
eight attention heads and a dropout rate of 0.5 to prevent overfitting. The encoder pro-
cesses the input sequence, producing a contextualized representation of the 64 frames.
The output is then averaged across the temporal dimension (mean pooling) to obtain a
single feature vector per sample, which is passed through a batch normalization layer
and a ReLU activation function for stabilization and non-linearity. A final linear layer
maps this representation to the number of classes (two in our case: Alert and Drowsy),
producing the classification logits. As depicted in Fig. 4, our proposed model combines
CNN with custom transformer model designed for sequence classification tasks, such
as analyzing a time series of facial features. The core of the model is the Transformer
encoder, inspired by [39], which uses a multi-head self-attention mechanism to cap-
ture complex contextual relationships and dependencies across the entire sequence of
frames.

After constructing a stable and expressive feature sequence in previous steps, the
third step focuses on learning both short-range and long-range temporal patterns that
describe the driver's alertness state for modeling how facial features evolve over time,
not just what they look like at individual frames. This hybrid module combines local
temporal convolution, Transformer-based global processing, and learnable attention
pooling, resulting in a system that is both sensitive to brief micro-events and capable of
understanding extended behavior trends.

3.3.1 Local temporal feature extraction with 1D convolution

The first attempt in step 3 is a lightweight 1D convolution (CNN) module, which oper-
ates along the temporal dimension of the feature sequence. This design is motivated by
the fact that many drowsiness-related cues are extremely fast and short-lived. We apply
a small 1D convolutional module over the sequence of feature vectors to capture very
short-term temporal patterns inside neighboring frames such as rapid blink sequences,
rapid partial eyelid closures, and quick mouth twitches preceding a yawn. Transformers
are powerful for global structure, but they can struggle with detecting very short, high-
frequency patterns unless they are heavily overparameterized. In fact, CNNs serve as
efficient local pattern detectors that complement the capabilities of global self-attention.
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Given the sequence f1, ..., fr, we first map each feature vector f; to an embedding of
size d. by a linear projection into a convolution-friendly space:

uj = W, f; + by, ujin R (6)

Then, we apply multiple 1D convolutions with different kernel size (such as 3 and 5) to
capture patterns of different durations. For example, with kernel size 3, it is sensitive
to extremely quick transitions. But with kernel size 5 it captures slightly longer micro-
patterns. In other words, the CNN branch learns local filters that detect short bursts
like micro-blinks and quick yawns. That means these patterns complement the Trans-
former’s global modeling. Each convolution is followed by ReLU activation and batch
normalization, which improves numerical stability and gradient flow. The CNN branch
produces a new sequence:

c1,C2,...,CT, cj € R? . The CNN learns localized filters that detect sharp tempo-
ral changes. That means the system can reliably catch micro-blinks, sudden head dips, or
short bursts of mouth movement. It also reduces the burden on the Transformer, which
no longer needs to rediscover short-range structure through attention alone. This hybrid
design also improves efficiency, since convolutions are computationally lightweight
compared to full self-attention.

3.3.2 Global context modeling with a transformer encoder
Once local patterns are extracted, the next step is to capture long-range temporal depen-
dencies such as gradual increase in blink duration (early signs of fatigue), slow mouth
opening before a full yawn, progressive reductions in eye openness, and sustained drift-
ing of head posture. Transformers excel at modeling such extended temporal relation-
ships, making them the natural backbone for the global branch.

In embedding pipeline for the Transformer, each frame feature (f;) undergoes three
steps:

1. Projection to Transformer dimension: f; — Linear (f;) € R%

2. Addition of positional encoding: We use either sinusoidal or learnable positional
encoding.

3. Addition of real-valued temporal encoding: The temporal embedding TE; from Step
1 is added, allowing the network to know the actual time gap between frames.

In other words, the embedding captures both the order and the true duration between
facial events. Thus, the Transformer can distinguish between quick sequences and slow
evolving behaviors, a crucial property for drowsiness detection. In Transformer encoder,
the sequence is fed into a Transformer with L layers, and H attention heads per layer.
The output is a contextualized sequence:

hi,...,hp, h; € R? . The transformer integrates global context across the entire
video. It naturally handles long sequences, even up to 100-200 frames. Furthermore,
it models relationships between distant events, such as repeated yawns or slow head
movements. In addition, transformers are robust to variations in frame spacing thanks
to the real-time temporal encodings. In other words, the transformer sees the full behav-
ioral timeline, not just isolated peaks.
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3.3.3 Learnable attention pooling (frame-level importance weighting)

Instead of summarizing the sequence by averaging all time steps by simple mean pool-
ing, we use an attention pooling mechanism that automatically learns which frames mat-
ter the most for classification.

For each Transformer output (%;), we compute an importance score as follows:

s; = vl tanh (Wsh; + b) (7)

These scores are converted into attention weights using softmax: a; = 2%

ST ep(en)

The global aggregated vector from the Transformer branch is:
T
zr =Y ajh; (8)
j=1

In fact, frames with strong drowsiness signals are automatically amplified. That means
the classifier does not rely on hand-crafted rules such as “use 5% of frames” or “select
random frames” The model learns to focus on the most meaningful events, like the
deepest eye closures or the largest yawns. Attention pooling also reduces noise from
irrelevant frames, such as stable normal expressions or minor head movements.

3.3.4 Fusion and final classification

The outputs of the CNN and Transformer branches capture complementary informa-
tion. We apply temporal global max pooling to the CNN outputs (c;), producing a single
summary vector that captures the strongest local patterns with d; dimensions:

zc = MaxPool (c1,. .., cr) — RY 9)

Then, we concatenate the Transformer and CNN summaries. The final fused vector is
the concatenation:z = [z7; z¢] .

This fused representation contains a global behavioral evolution (from the Trans-
former) and short-term micro-patterns (from the CNN). The fusion ensures that no
single modeling assumption dominates, giving the system robustness to different drows-
iness manifestations. CNN contributes reactivity to fast micro-events. The transformer
contributes understanding of slow temporal progressions. The classifier benefits from a
rich, multi-scale temporal representation.

A dropout layer is applied, followed by batch normalization, ReLU activation, and a
final linear layer that maps z to class logits for the two classes {Alert, Drowsy}. A softmax
yields class probabilities.

Overall, the design of the proposed system is driven by three primary user require-
ments: non-intrusivity to ensure driver comfort, real-time processing for immediate
intervention, and robustness against false alarms. While physiological methods like EEG
provide high precision, their requirement for wearable sensors makes them impractical
for commercial driving. Similarly, vehicle-based measures often detect drowsiness only
after a lane departure occurs, failing the requirement for preemptive warning. Therefore,
a vision-based approach was selected as the optimal technological option. Our decision
to employ a hybrid CNN-Transformer model is justified by the need to bridge the gap
between spatial and temporal analysis; while CNNs excel at extracting fine-grained facial
landmarks via MediaPipe, the Transformer’s self-attention mechanism is crucial for
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modeling the temporal dynamics of drowsiness, such as the transition from alertness to
micro-sleep. To meet the real-time requirement on embedded hardware, we integrated
an adaptive keyframe extraction stage, which reduces the computational load without
compromising the detection accuracy, ensuring the system can operate efficiently within
the limited resources.

3.4 Training details and loss

We use class-weighted cross-entropy loss to mitigate label imbalance. Class weights
are computed as the inverse of class frequencies in the training data. The optimizer is
Adam with initial learning rate eta=0.001 and weight decay 0.0001. A ReduceLROn-
Plateau scheduler reduces the learning rate by factor 0.5 when validation loss plateaus
for 5 epochs. Early stopping stops training when validation loss does not improve
for 10 epochs. Batch sizes are tuned by memory limitations; a default of 8 or 16 is
recommended.

The dataset is converted into PyTorch tensors and wrapped into a custom Sequence-
Dataset class for efficient batching via PyTorch's DataLoader. The training set is pro-
cessed in batches of 8 with shuffling to ensure randomness, while the test set uses a
batch size of 16 without shuffling for consistent evaluation. To address potential class
imbalance, we compute class weights based on the inverse frequency of each class in the
training set and incorporate them into the Cross Entropy Loss function.

4 Experiments

In this section we assert the performance of our proposed method against the best-per-
forming models with standard evaluation metrics. Additionally, the results compared in
Table 4-1 validate the strength of our method in predicting driver drowsiness. To orient
the results, we first describe the YawDD [36] dataset we used along with the evaluation
metrics to measure method performance. All experiments were conducted on a system
equipped to Windows 11, Python 3.10, with an NVIDIA RTX 4060 GPU, Intel i9 13th
Gen H-series CPU, 32GB RAM, and implemented using the PyTorch framework.

We used the YawDD (Yawning Detection Dataset) [36] in our study. This dataset con-
tains videos from 107 people driving in a simulator; 57 were men and 50 were women. It
includes different lighting conditions to make it realistic. The dataset also shows people
with various facial features like glasses, sunglasses, beards, and mustaches. Therefore, it
helps handle real problems such as things blocking the face and different types of people.
Participants were filmed sitting like they were actually driving, so the situation feels real.
The videos last between 15 and 40 s and show yawns happening over time. This variety
helps train and test our models thoroughly. Importantly, YawDD is free for anyone to
use and is well-known in sleepiness detection research. Consequently, it is a key tool
for building safer systems. This dataset allows other researchers to check our work and
helps solve actual road safety issues.

Also, The NTHU Driver Drowsiness Detection Dataset is one of the most popular
benchmark datasets used in research on driver drowsiness detection. It's really good for
testing deep learning systems that monitor fatigue. This dataset was created by the Com-
puter Vision Laboratory at National Tsing Hua University and includes video record-
ings from 36 people. These videos were taken in different simulated driving situations,
like during the day and at night, and feature subjects wearing both regular glasses and
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sunglasses. The dataset also captures various signs of drowsiness, such as yawning,
slow blinking, head nodding, and even falling asleep. The videos have a resolution of
640 x 480 pixels and use infrared light for nighttime recordings, which makes this dataset
especially valuable for testing how well systems work in tough visual conditions. Addi-
tionally, it keeps track of facial movements over time and includes a lot of changes in
lighting, obstructions, head positions, and facial looks, which are important challenges
for real-world driver monitoring. When compared to YawDD, NTHU dataset offers
more complicated and varied driving situations and has been widely used in recent top
studies for testing CNN, LSTM, GRU, attention-based, and Transformer-based models.
Because of this, this dataset is perfect for our comparative experiments, as it allows for a
more thorough assessment of the generalization ability, robustness, and real-time use of
the proposed CNN-Transformer hybrid framework in realistic driver fatigue scenarios.
We split the YawDD dataset into a training set (70%) and a testing set (30%). Specifi-
cally, 244 samples were used for training; this included 92 drowsy samples and 152 alert
samples, as shown in Fig. 5a. For testing, we allocated 105 samples, with 39 drowsy and
66 alert. This setup kept the natural imbalance where alert states outnumber yawns by
about 1.65 to 1 overall, as shown in Fig. 5b. Also, the 70-30 split helps maintain the
order of events for each driver. It ensures enough rare yawn examples (131 total) are
present for the model to learn properly. The imbalance ratio stayed very similar in both
sets: training was 1.65:1 and testing was 1.69:1. This consistency avoids problems when
evaluating the model on new data. Because of this imbalance, we used a special class-
weighted loss function during training. The weights were set higher for the less com-
mon drowsy class, making up for their lower numbers. This weighting approach works
together with stratified sampling. Stratified sampling helps keep the real-world class
ratios in both training and test groups. It also keeps each driver's sequence of events
intact over time. Together, these methods make the model better at spotting the impor-
tant but rare drowsiness events. Importantly, we did not use artificial techniques to cre-
ate more drowsy samples, so the true frequencies of events remain accurate. On the
other hand, we also partitioned the NTHU driver drowsiness detection dataset into
training and testing subsets using a 70:30 split strategy. Specifically, a total of 70% of the
video sequences were used for training, while the remaining 30% were reserved for test-
ing to ensure an unbiased evaluation of the proposed model. The training set includes
multiple drowsiness-related events such as yawning, slow blinking, and head nod-
ding under diverse conditions, while the test set preserves unseen subjects and driving
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scenarios to evaluate cross-subject generalization. Due to the inherent class imbalance
in the dataset, where normal (alert) driving frames are more frequent than drowsy states,
the distribution ratio is approximately maintained within both subsets. To address this
imbalance, we employed a class-weighted loss function that assigns higher penalties to
the minority drowsy class, improving the model’s sensitivity to rare fatigue events.

To assess the effectiveness of our models, we have used several key performance met-
rics. The first measure is accuracy metric that represents the proportion of correctly
classified instances (both drowsy and alert) out of the total instances examined. It gives a
general sense of overall performance and effectiveness of the model. High accuracy indi-
cates that the model is making correct predictions most of the time.

TP+TN

A =
CURAY = TP Y TN+ FP+ FN

(10)

In Eq. (11):

o TP (True Positives): Instances where the model correctly predicts the positive class.
These are accurate identifications of actual positive cases.

+ TN (True Negatives): Cases where the model accurately identifies the negative class,
meaning it correctly predicts the absence of the target condition.

« FP (False Positives): Errors where the model wrongly labels a negative instance as
positive.

« FN (False Negatives): Errors where the model fails to detect a positive instance,
incorrectly labeling it as negative.

Precision measures the proportion of true positive predictions (correctly identified
drowsy instances) out of all positive predictions made by the model. It reflects the accu-
racy of the positive class predictions. A high precision indicates that when the model
predicts a driver is drowsy, it is likely to be correct, minimizing false positives.
The formula is shown in Eq. (12)
Precision = _Ir (11)
TP+ FP
Also known as sensitivity or true positive rate, recall measures the proportion of true
positive predictions out of all actual positive instances (drowsy drivers). It assesses the
model's ability to identify all relevant cases. High recall signifies that the model success-
fully detects most drowsy instances, reducing false negatives. The formula of Recall is
shown in Eq. (13)
TP
Recall = TPTFN (12)
The F1 score is the harmonic mean of precision and recall. It provides a single metric
that balances both the precision and recall, especially useful when dealing with class
imbalances. A higher F1 score indicates that the model achieves a good balance between
precision and recall, making it robust for detecting drowsiness without sacrificing
accuracy.
The F-measure is calculated using the following formula:
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F casure — 2 x TPPrecision x Recall (13)
— m re =
h T PPrecision + Recall

The Kappa score checks how well the predictions match the actual results, including the
effect of random guessing. A perfect score of 1 means total agreement between the pre-
dictions and reality. Conversely, a score of 0 means the predictions are no better than
just guessing randomly. Because of this, the Kappa metric is particularly valuable for
checking how well classifiers perform when the dataset has uneven class sizes.

K= pl‘i’_ ]i : (14)

TP+TN

TPYTN+FPYFN

and p. is the expected agreement by chance that is computed by:
_ (TP+FP)(TP+FN)+(FN+TN)(FP+TN)

e (TP+TN+FP+FN)? :

where p, is the overall accuracy that is computed by: p, =

FPR calculates the proportion of negative instances incorrectly classified as positive
(i.e., alert drivers incorrectly identified as drowsy). A low FPR is desirable as it mini-
mizes the risk of false alarms, which could lead to driver frustration or loss of trust in the
system.

rpP

FPR= ———
R FP+TN

(15)
ENR measures the proportion of positive instances incorrectly classified as negative (i.e.,
drowsy drivers incorrectly identified as alert). A low FNR is crucial in drowsiness detec-
tion, as failing to detect a drowsy driver can have severe safety implications.

FN

FNR = N 7P

(16)
Table 2 clearly shows the efficiency of our proposed method in comparison to other
top models using these key metrics for YawDD dataset. Our system achieves high accu-
racy, precision, and recall. This proves it effectively spots drowsy drivers while keeping
both false alarms and missed detections very low, making it a dependable system. Also,
the good Kappa score plus the low False Positive Rate (FPR) and False Negative Rate
(FNR) confirm the algorithm works well. Therefore, this shows its strong potential for

Table 2 The performance of our proposed algorithm compared to other top models

Dataset Methods Accuracy Precision Recall F-measure Kappascore FPR FNR

YaeDD  RandompForest 0.7143 0.8421 03721 05161 0.3540 0.0484 0.6279
GradientBoosting 0.7905 0.7838 0.6744 0.7250 0.5573 0.1290 0.3256
AdaBoost 0.7429 0.7353 0.5814 0.6494 04507 0.1452 04186
CatBoost 0.8000 0.8056 06744 07342 0.5759 01129 03256
GRU 09143 0.8864 0.9070 0.8966 0.8234 0.0806 0.0930
LST™M 09238 0.9070 0.9070 0.9070 0.8425 0.0645 0.0930
3DCNN [40] 093 0.93 093 093 - - -
Our proposed method  0.975 0.97 0965 097 0.941 0.035 0.045

NTHU  RandomForest 0.692 0.813 0338 0484 0322 0.1473 0635
GRU 0912 0914 0908 091 0.824 0.0806 0.0930
LST™M 0921 0912 0913 0912 0.8425 0.0645 0.0930

Our proposed method  0.946 0.951 0.957  0.953 0910 0.0393 0.0471
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real-world use. This comprehensive evaluation shows the strength of our method in
improving road safety through advanced drowsiness detection technology.

The results from YawDD dataset reveals that our CNN-Transformer-based method
for driver drowsiness detection demonstrates superior performance, achieving an accu-
racy of 97.5%, precision of 97.02%, recall of 96.5%, F1 score of 97.0%, and Cohen’s Kappa
of 94.1%, as detailed in Table 1, positioning it as a competitive approach among lead-
ing models. In contrast, the 3DCNN model [38], which relies on a distinct sampling
method, attains 93% across all metrics by leveraging video data, though it proves less
effective for extended sequences. Traditional machine learning methods, including
RandomForest (71.43% accuracy), GradientBoosting (79.05%), AdaBoost (74.29%), and
CatBoost (80.00%), exhibit lower performance, with higher false positive rates (FPR up
to 0.1452 for AdaBoost) and false negative rates (FNR up to 0.6279 for RandomFor-
est). These methods depend on handcrafted features and independent frame analysis
within the provided data sampling, limiting their ability to capture temporal dynamics.
Recurrent neural network approaches, such as GRU (91.43%) and LSTM (92.38%), offer
improved results by modeling temporal changes across 349 videos. The LSTM employs
memory cells and three gates (forget, input, and output) to capture long-term dependen-
cies, implemented with two layers and 256 hidden units, enhanced by dropout and batch
normalization, though it faces challenges in spatial feature extraction. The GRU, with its
simplified update and reset gates, achieves slightly lower accuracy (91.43%), reflecting an
efficiency trade-off, yet both exhibit higher FPR (0.0806 and 0.0645) and FNR (0.0930)
compared to our proposed method.

On the other hand, based on the obtained results for the NTHU dataset, our proposed
method performs significantly better than both GRU and LSTM across all evaluation
metrics. The proposed method achieves an accuracy of 94.6%, which is higher than
LSTM (92.1%), GRU (91.2%), and RandomForest (69.2%). It also shows higher precision
(95.1%), recall (95.7%), and F-measure (95.3%), indicating that it makes more accurate
positive predictions and misses fewer positive samples. The Kappa score of 0.91 repre-
sents very strong agreement with the ground truth, far beyond random chance. More
importantly, the proposed method reduces the false positive rate to 0.0393 (compared to
0.0645 for LSTM and 0.0806 for GRU and 01473 for RandomFaret) and lowers the false
negative rate to 0.0471, which is about a 50% reduction compared to the other meth-
ods. This simultaneous reduction in both types of errors, without sacrificing the balance
between precision and recall, demonstrates that the proposed method is well-designed
and reliable for practical applications such as anomaly detection or attack recognition.

The traditional machine learning models utilized in this study include the CatBoost-
Classifier, a gradient boosting framework celebrated for its proficiency with categorical
features and its capacity to reduce overfitting through ordered boosting and advanced
gradient estimation. This method sequentially constructs an ensemble of decision trees,
optimizing a MultiClass loss function, which is particularly apt for the high-dimensional
feature space employed here. Its configuration features a multi-class objective, 300 itera-
tions to enhance convergence, a learning rate of 0.1 for a balanced learning pace, a depth
of 3 to minimize overfitting and improve generalization, an L2 regularization coefficient
of 1.2 on leaf values, a 70% subsample rate with Bernoulli bootstrap, an 80% feature
sampling rate per level for diversity, a random seed of 42 for reproducibility, Bernoulli
bootstrap for CPU compatibility, and balanced class weights to address imbalance. In
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contrast, the AdaBoostClassifier, an ensemble technique that iteratively refines weak
learners (typically decision stumps) into a robust classifier by adjusting misclassi-
fied instance weights, is tailored for this binary classification task with 300 estimators,
a learning rate of 0.1 to moderate learner contributions, and a random seed of 42 for
reproducibility. Additionally, the RandomForestClassifier, which aggregates predictions
from multiple decision trees to enhance accuracy and control overfitting, is configured
with 300 estimators, a maximum depth of 3, and a random seed of 42. The Gradient-
BoostingClassifier, a sequential ensemble method that builds trees to correct prior
residuals and optimize a loss function, employs 300 estimators, a learning rate of 0.1 to
balance tree contributions, a maximum depth of 3 to prevent overfitting, and a random
seed of 42 for consistency.

Our CNN-Transformer-based approach stands out by integrating spatiotemporal
feature extraction with attention-based temporal modeling, leveraging a multi-head
self-attention mechanism and positional encodings to process sequential video frame
features derived from the 576-dimensional feature set reshaped into sequences. This
architecture effectively captures subtle behavioral cues, such as gradual eye closure or
repeated yawning, achieving a low FPR of 0.035 and FNR of 0.045, surpassing the per-
formance of traditional methods and recurrent models on the diverse YawDD dataset.
Unlike the 3DCNN, which struggles with long sequences, and the recurrent models
(GRU and LSTM) that face limitations in spatial feature integration, our method’s atten-
tion mechanism provides a robust framework for modeling temporal dependencies,
offering enhanced real-world applicability for drowsiness detection across the 349 video
samples. This superior performance underscores the advantage of our Transformer-
based design in handling the complex, sequential nature of the data compared to the
reliance on handcrafted features in traditional methods.

As shown in Table 3, our proposed method achieved the highest Accuracy (0.975)
and F-Measure (0.97), demonstrating its superior capability in accurately detecting
driver drowsiness while maintaining a strong balance between precision and recall. The
3DCNN also performed commendably, achieving an Accuracy of 0.93 and an F-Measure
of 0.93, indicating its strength in processing spatio-temporal information. Advanced
recurrent networks, LSTM and GRU, showed robust performances with Accuracy scores
of 0.9238 and 0.9143, and F-Measures of 0.9070 and 0.8966, respectively, underscoring

Table 3 Performance comparison with existing drowsiness detection methods

Method/approach  Accuracy F1-score Key features Disadvantages
GRU 09143 0.8966 Recurrent Neural Network  May struggle with very long-
for sequential data, captures term dependencies com-
temporal dependencies pared to LSTM/Transformers;
computationally intensive
LSTM 0.9238 0.9070 Advanced RNN to handle Computationally intensive;

long-term dependencies, ef- may not be optimal for spatial
fective for time-series data  feature extraction compared

to CNNs
3DCNN [40] 0.93 0.93 Processes spatial and tem-  Requires substantial data and
poral information simultane- computational resources; may
ously (e.g., video data) be less effective for very long-
range temporal modeling
Our proposed 0.975 0.97 Hybrid approach (e.g,, Higher computational
method CNN +Transformer/LSTM/ complexity; requires sufficient

GRU), adaptive keyframe data and careful hyperparam-
selection eter tuning
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Fig. 7 The F-Measure of our proposed method and other methods compared

their effectiveness in modeling temporal dynamics. In contrast, ensemble methods like
RandomPForest exhibited significantly lower performance (Accuracy: 0.7143, F-Measure:
0.5161), suggesting that traditional methods may not be as well-suited for capturing the
complex spatio-temporal patterns inherent in drowsiness detection from video data
compared to deep learning architectures.

These findings emphasize the effectiveness of our proposed hybrid approach, leverag-
ing the strengths of both spatial and temporal feature extraction, and confirm the suit-
ability of advanced deep learning models like 3DCNN, LSTM, and GRU for this critical
safety task.

The two bar charts, illustrated in Figs. 6 and 7, display the Accuracy and F-Measure
scores for a range of machine learning methods, including RandomForest, Gradient-
Boosting, AdaBoost, CatBoost, GRU, LSTM, 3DCNN, and our proposed method,
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Table 4 The obtained results of the ablation study with different model variants in the same
settings, same training data, and same evaluation

Model variants Accuracy Precision Recall F1-score
Without CNN 0.953 0.946 0.944 0.945
Without transformer 0.946 0938 0.937 0.941
Without attention pooling 0.957 0.951 0.951 0.954
Without temporal encoding 0.961 0.954 0.956 0.955
Full proposed model 0.975 0.970 0.965 0.970

evaluated on the same dataset. The proposed method outperforms all others, achiev-
ing the highest Accuracy (0.975) and a top F-Measure (0.97), closely rivaled by 3DCNN,
which scores 0.93 for both metrics. LSTM and GRU follow with strong performances,
recording Accuracy scores of 0.9238 and 0.9143, and F-Measures of 0.9070 and 0.8966,
respectively. In contrast, RandomForest exhibits the lowest performance, with an Accu-
racy of 0.7143 and an F-Measure of 0.5161, indicating limited effectiveness compared
to neural network-based approaches. These results highlight the superior capability of
our proposed method and advanced models like 3DCNN, LSTM, and GRU in achieving
high accuracy and a robust balance of precision and recall, making them well-suited for
the task at hand.

Figure 8 shows that our model achieved excellent fit on the training dataset, demon-
strating neither underfitting nor overfitting, as evidenced by the stable training loss and

accuracy.

4.1 Ablation study

To better understand the necessity of each component in the proposed model, we con-
duct an ablation study by removing one main component of the architecture at a time
and observing the resulting changes in final performance. This analysis helps us to ver-
ify that every component in the proposed architecture plays an important role, and the
improvement is not coming from only one single component.

The proposed architecture is composed of three main parts: the CNN-based local pat-
tern extractor, the Transformer-based global temporal modeling block, and the atten-
tion pooling mechanism for frame importance learning. For the ablation experiments,
we design several variants of the main model as follows and also shown in Table 4. All
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variants are trained and evaluated using the same settings, same training data, and same
evaluation protocol to keep the comparison fair.

Without CNN branch: In this variant, the convolutional layers are removed and only
the Transformer is used for temporal modeling.

Without Transformer block: In this version, the sequence modeling relies only on the
CNN while the Transformer encoder is excluded.

Without attention pooling: The attention mechanism is replaced by simple average
pooling over time.

Without temporal encoding: The temporal encoding described in Sect. 4.2.4 is not
used.

Full model (CNN + Transformer + Attention pooling): This is the complete version of

the proposed method.

5 Conclusions

In this study, we introduced a new hybrid framework for driver drowsiness detection
based on a combination of geometric facial features and a deep neural network architec-
ture that mixes CNN and Transformer models. The main idea was to capture both the
local short-time changes in the face, such as eye blinking and mouth movements, and
also the long-range temporal relations across a longer video sequence. In other words,
the model is able to understand both fast and slow variations in facial behavior, which
are very important when a person is becoming drowsy. Another important point of this
work is the use of attention pooling mechanism, which allows the network to focus more
on the important frames instead of treating all frames equally. This helps the model
to better ignore useless or noisy frames and give more weight to the critical moments
where drowsiness signs are more visible. Also, the use of hand-crafted geometric fea-
tures together with deep features makes the model more robust against lighting condi-
tion and slight pose variations.

The experimental results show that the proposed method achieved a very high perfor-
mance compared to other classical machine learning methods and also some deep learn-
ing models. The accuracy, precision, recall and F1-score were all significantly improved,
and the false positive and false negative rates were reduced. That means the system is
more reliable and can detect drowsiness more correctly, even when the changes in face
are subtle or happen gradually over time. In conclusion, the proposed hybrid CNN-
Transformer with attention-based pooling provides a strong and effective solution for
real-time driver drowsiness detection, and it can be a good candidate to be integrated
into intelligent vehicle safety systems. Even though the proposed system shows very
good results, there are still some limitations. For example, the system depends on the
correct detection of facial landmarks, and in some extreme head poses or very low light
situations, the accuracy of landmark detection may decrease. In the future work, it is
possible to combine additional signals such as head pose estimation, steering wheel
behavior or physiological signals to make the system even more accurate and reliable.

Despite its strong performance, the current system’s reliance on accurate facial land-
mark detection presents a limitation, as extreme head poses or very low light condi-
tions can potentially decrease landmark detection accuracy. Future research should aim
to enhance the system’s robustness by exploring the fusion of additional complemen-
tary signals. Specifically, incorporating head pose estimation, steering wheel behavior
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analysis, or even physiological signals (e.g., heart rate, respiration) could further improve
the system’s reliability and accuracy across a wider range of real-world driving scenarios.
Investigating adaptive landmark detection algorithms that are more resilient to challeng-
ing conditions also represents a valuable avenue for future work.

While the proposed hybrid CNN-Transformer approach demonstrates significant
promise in detecting driver drowsiness with high accuracy and efficiency, several limita-
tions and potential threats to validity warrant discussion:

+ Environmental variability The system’s performance is sensitive to variations in
illumination conditions. Extreme lighting (e.g., direct sunlight, low light at night)
or rapid changes in light intensity can affect the performance of the facial landmark
detection and feature extraction modules.

+ Occlusions Partial or complete occlusion of the face, such as by sunglasses, masks, or
even hands during certain gestures, can hinder the accurate detection of critical facial
landmarks (e.g., eyes and mouth), potentially leading to performance degradation.

o Individual differences Physiological and behavioral expressions of drowsiness
can vary significantly among individuals. Our current model, trained on specific
datasets, may exhibit reduced efficacy when applied to individuals with unique
facial structures or distinct patterns of drowsy behavior not well-represented in the
training data.

o Dataset bias and generalizability The performance of any deep learning model
is heavily reliant on the diversity and representativeness of its training data. If the
datasets used do not adequately capture the wide range of demographic groups,
ethnicities, and driving scenarios, the model’s generalizability to real-world, diverse
populations may be limited. This constitutes a significant threat to external validity.

o Real-world driving dynamics While our keyframe extraction aims for real-time
performance, complex driving scenarios involving sudden movements, distractions,
or prolonged periods of low activity might pose challenges not fully captured by the

current adaptive frame selection mechanism.

Future research should focus on developing more robust feature extraction techniques,
employing data augmentation strategies to mitigate the effects of environmental variabil-
ity and occlusions, and curating larger, more diverse datasets to enhance generalizability.
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