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Abstract—Accurate classification of underwater boulders is
essential for a range of marine applications. Manual
classificationmapproaches are labor-intensive, prone to
subjectivity, and unsuitable for large-scale survey applications.
In this study, we introduce a new benchmark dataset,
SonarBoulder, constructed from high-resolution sonar imagery
collected off the coast of Sweden. The dataset includes both
balanced and imbalanced versions to evaluate model
performance. We conducted a comparative analysis of seventeen
classification models, including traditional machine learning
models (e.g., Random Forest, KNN, SVM, Logistic Regression,
AdaBoost, Naive Bayes, ANN, and XGBoost), deep learning
methods (e.g., CNN, VGGI16, ResNet50, ResNetl01,
EfficientNetB0, and InceptionV3), and transformer-based frame-
works (e.g., DeepViT and ViT). On the balanced SonarBoulder
dataset, the deep learning model ResNet101 achieved the best
overall performance with 97.75% accuracy, 97.92% precision,
and 97.66% F1 score, while the transformer model DeepViT
achieved the highest recall at 98.59%. In the imbalanced scenario,
InceptionV3 achieved the highest precision (97.26%), recall
(95.83%), and F1 score (96.54%) as compared to the other
methods. Our results demonstrate the effectiveness of using deep
learning and transformer-based models for underwater boulder
classification.

Index Terms—side-scan sonar data, underwater imaging, deep
learning, classification, boulder.
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I. INTRODUCTION

Accurate classification of underwater boulders from sonar
imagery is vital in a wide range of marine applications,
including offshore infrastructure development, geological
surveying, habitat mapping, and navigation safety [1], [2].
Boulder presence on the seabed can be both ecologically
important and logistically hazardous, making its identification
essential for planning, risk reduction, and environmental
analysis [3], [4]. While Side-Scan Sonar (SSS) is a widely
used tool for seabed imaging due to its ability to produce
high-resolution acoustic representations, the task of identifying
and classifying boulders within these images has traditionally
relied on manual interpretation by experts, which is a method
that is not only labour-intensive and subjective but also
unsuited for large-scale seabed surveys [3]-[5].

With the growing availability of large volumes of sonar
data, automated classification methods have become important.
Both traditional algorithms and deep learning (DL)
methods have been applied to detect and classify small or
complex targets in SSS imagery. However, SSS imagery
introduces specific challenges that complicate classification.
These images often contain acoustic noise,
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geometric distortions and shadowing artefacts, all of which
may vary significantly across surveys due to changes in
acquisition parameters such as sonar frequency, gain, altitude,
and platform speed [3], [5]. Such variability poses difficulties
for generalizing models across different regions or datasets.
Furthermore, a common issue in sonar image classification is
class imbalance, where the number of non-boulder
(background) samples exceeds that of boulder samples. This
imbalance can lead to biased models that perform poorly.

He et al. [6] proposed a traditional method based on low-
rank and sparse matrix decomposition. They employed Robust
Principal Component Analysis (RPCA) to detect and identify
small targets in side-scan sonar (SSS) data, followed by
morphological operations to enhance the results. In [7], a
neural network-based method was developed to detect and
classify boulders in SSS data, achieving high detection and
classification accuracy. Michaelis et al. [8] presented a
traditional approach based on Haar-like features to detect
and classify stones for habitat mapping, demonstrating that
classical methods remain useful in specific applications. Du et
al. [9] applied a deep learning approach using GoogleNet for
the detection and classification of pipelines and cables,
emphasizing the role of transfer learning, which significantly
improved model performance when pretrained on large-scale
datasets like ImageNet or domain-specific ones such as
Marine-PULSE. Cui et al. [10] proposed SOCA-YOLO, a
YOLOvV9-based model enhanced with small-object attention
modules and detail-preserving layers designed to improve
detection and classification of very small targets in noisy
sonar data. Character et al. [11] applied YOLOvV7 to marine
archaeology, using a custom dataset of aircraft wrecks to
locate submerged WWII debris and supporting a human-in-
the-loop framework for expert verification. Christensen et al.
[12] used a Mask R-CNN model to classify boulders in SSS
imagery collected by autonomous underwater vehicles
(AUVs), demonstrating efficiency gains over manual
annotation but highlighting the need for better evaluation
metrics and dataset clarity. Einsidler et al. [13] also used
YOLO for anomaly detection, stressing the importance of
high-quality labelled data and domain-specific transfer
learning, although their evaluation lacked standard metrics.
Feldens et al. [14] compared boulder detection and
classification in SSS and multibeam echo sounder (MBES)
data using YOLOV4, identifying common challenges such as
image artefacts, threshold sensitivity, and limited ground truth
data. There are several limitations in existing studies of
boulder classification. Existing datasets often lack diversity in
object characteristics and rarely address class imbalance,
which is common in real-world scenarios. Additionally,
comprehensive performance comparisons across traditional
machine learning, advanced deep learning, ensemble models,
and vision transformers are not analysed and discussed.
These gaps highlight the need for a new, well-structured
boulder classification dataset—both balanced and imbalanced,
and a thorough comparison of traditional, ensemble, CNN-
based, and transformer-based methods for

balanced and imbalanced boulder classification scenarios.

In this study, we developed a new benchmark dataset
for boulder classification, the Sonar Boulder image Dataset,
collected across different offshore areas in Sweden. The study
has three key objectives: (1) to develop the first Sonar Boulder
dataset in Sweden, consisting of both a balanced subset (1,000
boulders and 1,000 non-boulders) and an imbalanced subset
(1,000 boulders and 5,000 non-boulders); (2) to introduce a
pre-processing pipeline designed to enhance boulder visibility
and normalize inconsistencies across different sonar lines; and
(3) to explore and identify the most effective and reliable
methods for classifying boulders in sonar imagery. To achieve
this, we selected state-of-the-art models, including various
machine and ensemble learning methods, deep learning, and
transformer-based approaches commonly used in classification
tasks. This work advances automated sonar interpretation and
has broader implications for marine geoscience and ocean
engineering, where robust, adaptable classification tools are
essential.

II. DATASET
A. Study Area

The Sonar Boulder dataset consists of Side-Scan Sonar
(SSS) images collected from multiple offshore forested seabed
locations along the Swedish coastline. These locations
represent a diverse range of geological and benthic
environments, contributing to the dataset’s richness in terms
of texture, seabed composition, and boulder appearance. The
sonar surveys were conducted across different geographic
sites and at various times, with precise metadata, such as
acquisition dates, coordinates, sonar parameters, and
environmental conditions, systematically recorded for each
data point. This diversity in spatial and temporal coverage
enhances the dataset’s relevance for evaluating classification
models under real-world variability and supports robust
benchmarking of algorithms across imbalanced and
heterogeneous sonar imaging conditions.

B. Data Pre-processing

To interpret SSS data from XTF files, a series of pre-
processing steps is required to convert raw intensity vectors
into visually informative images. The pre-processing steps
consist of data selection, water column removal, ping energy
normalisation, filtering, and image enhancement. During data
selection, only relevant sonar files were chosen based on visual
quality and seabed coverage. For water-column removal, the
unscanned central region between the port and starboard sides
was excluded, as it contains no seabed information and can
distort subsequent processing due to high-intensity values.
This was achieved via a bottom-tracking algorithm [15],
which detects the first seafloor return in each ping [16]. After
that, water column values were removed, and symmetric
padding was applied to maintain array consistency.

Ping energy normalization was essential because including
high-intensity values from the water column can skew the
distribution of pixel values and degrade image quality.
Removing the water column enabled more accurate and
consistent
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Fig. 1. Overview of the proposed methodology for boulder classification using SSS data.

normalization across pings. To address artefacts caused by
towfish motion manifesting as horizontal noise lines, we
applied several filters, including median, Wiener, Savitzky—
Golay (savgol), uniform, and combinations thereof. The
selected filter was chosen based on qualitative visual
improvement, following the approach recommended by Wang
et al. [17]. However, due to variability in sonar file
characteristics, basic filters may not always generalize well,
indicating the potential need for more adaptive techniques.
For image enhancement, we applied intensity normalization
and contrast adjustments to correct for the typical brightness
falloff from nadir to edges. Additionally, contrast stretching
was applied by rescaling pixel intensities to the 3rd-95th
percentile range, thereby enhancing visibility while avoiding
outlier distortion. These pre-processing steps improve the
clarity and consistency of underwater features in SSS
imagery. The output of the pre-processing steps is illustrated
in Figure 1.

C. Dataset Collection

After data preprocessing, we manually annotated boulders in
side-scan sonar images using the Computer Vision Annotation
Tool (CVAT) [18]. Each annotation was created by drawing a
bounding box tightly enclosing the boulder and its
corresponding acoustic shadow. A total of 1,000 small to
medium-sized boulders were annotated across three sonar
images exhibiting varying seabed conditions. Specifically,
Image 1, with a size of 2000 X 10000 pixels, contained 810
annotated boulders; Image 2, with a larger size of 2000 X
21369 pixels, included 110 boulders; and Image 3,
measuring 2000 X 4932 pixels,
contained 80 boulders.

We collected 1,000 boulders and 1,000 non-boulder
image samples for the balanced dataset, and 1,000
boulders and 5,000 non-boulder image samples for the
imbalanced dataset, as shown in Figure 2. To mitigate the
limited number of samples, data augmentation techniques
such as random rotations, flips, zooming, brightness
adjustments, and other transformations were applied [19]. As
a result, 10,000 boulder and 10,000 non-boulder image
samples were generated for the

balanced dataset, and 10,000 boulder and 50,000 non-boulder
image samples for the imbalanced dataset. Both the generated
balanced and imbalanced datasets were split into 70% for

Fig. 2. Example images from the generated SonarBoulder dataset, showing
labelled boulders.

D. Data Pre-processing
III. BENCHMARK MODELS

To evaluate the effectiveness of model architecture on the
generated SonarBoulder dataset, we evaluated a range of state-
of-the-art classification methods. These included traditional
machine learning algorithms, deep learning models, and recent
advancements in transformer-based vision architecture, which
were used as benchmark classifiers for the Boulder
classification task.

A. Traditional Machine Learning Models

The traditional machine learning models applied in this
study encompass a range of classification techniques, each
offering distinct advantages [20]. Support Vector Machine
(SVM) constructs an optimal hyperplane to separate classes
with maximum margin, while Random Forest (RF) uses an
ensemble of decision trees to improve robustness and
accuracy [20]. K-Nearest Neighbours (KNN) classifies
samples based on the most common label among their nearest
neighbours [20]. Naive Bayes (NB) is a probabilistic
model that



Bayes’ theorem applies under the assumption of feature
independence [20]. Logistic Regression (LR) is a linear
classifier that predicts class probabilities using the logistic
function [20]. Artificial Neural Networks (ANN) are shallow
feedforward networks capable of modelling non-linear
relationships [20]. Ensemble methods such as AdaBoost and
Gradient Boosting build sequential models that focus on
correcting previous errors, while XGBoost enhances gradient
boosting with improved regularisation and computational
efficiency [20]. These models were selected for their
interpretability, low computational cost, and strong baseline
performance across image classification tasks.

B. Convolutional Neural Network (CNN) Models

The first model designed is a conventional CNN architec-
ture, comprising three convolutional layers followed by max
pooling layers. Each convolutional layer applies a series of
learnable filters to extract low- to high-level spatial features
from the input images, while pooling layers reduce spatial
dimensions, help control overfitting, and improve
computational efficiency. Activation functions such as ReLU
are applied after each convolutional layer to introduce
nonlinearity, enabling the model to learn complex patterns.

Moreover, we used advanced convolutional models, namely
ResNet architectures (e.g., ResNet50 and ResNet101). These
models are designed using residual blocks, which introduce
skip connections—direct pathways that skip one or more
intermediate layers during training, facilitating efficient
gradient flow and improving model convergence [21]. These
connections serve as identity mappings that help maintain
signal strength during backpropagation, addressing challenges
like vanishing gradients that typically hinder the training of
very deep networks. This deep residual learning framework
enables the model to scale in depth without performance
degradation [21]. ResNet50 includes 49 convolutional layers
and a fully connected layer, providing a balance between
network depth and computational efficiency. It performs well
on fine-tuned image datasets while controlling overfitting
risks [21]. An extended version, ResNet101, incorporates 104
convolutional layers and continues using residual connections
to ensure effective gradient flow, making it suitable for high-
resolution and complex image classification tasks [21].

VGG16 is a 16-layer deep convolutional network built using
uniform 3 X 3 filters, which help capture fine-scale image
features across increasing depths [22]. Designed for
224 X224 X3 input images, it applies convolutional layers in
stacked pairs followed by max pooling, progressively
increasing the number of filters. Each pooling layer uses a 2 X
2 window with a stride of 2, while convolutional layers use 3
x 3 filters with a stride of 1.

EfficientNet, proposed by Tan and Le in 2017, comprises
a family of convolutional neural networks ranging from
B0 to B7, each offering increased accuracy with relatively
modest growth in computational complexity [23]. Its design
is distinguished by two innovations: the use of the Swish
activation function and a compound scaling method, which
systematically scales the network’s depth, width, and input

resolution in a balanced way. This approach involves grid
search to determine optimal scaling factors under fixed
resource constraints, enabling more efficient performance
across different model sizes [24]. In this study, the
EfficientNet-BO variant was employed for three species
classification due to its favorable trade-off between accuracy
and efficiency.

InceptionV3 is a 48-layer deep convolutional neural network
designed to capture multi-scale features through parallel
convolutional operations with varying kernel sizes, followed
by max pooling and nonlinear fusion [23], [24]. This
architectural design enhances the model’s ability to extract
complex visual patterns while controlling overfitting.

C. Transformer-Based Vision Models

Transformer models represent an advanced part of vision
architecture that utilise self-attention mechanisms to capture
long-range dependencies across image patches. We
investigated several leading transformer models, including
Vision Transformer (ViT) and DeepViT. Unlike CNNs, which
rely on local receptive fields, transformers process global
context, enabling them to better model relationships across
distant regions of an image. This is particularly advantageous
for sonar data, where discriminative features may be
distributed across wide spatial extents.

The Vision Transformer (ViT), introduced by Dosovitskiy
et al. [25], represents a shift from traditional convolutional
architectures by leveraging self-attention mechanisms instead
of convolutional operations for image classification [26].
The architecture comprises three main components: Patch
Embedding, Transformer Encoder, and Multi-Head Self-
Attention (MSA) [27]. During the Patch Embedding phase,
an input image is divided into fixed-size patches, which are
flattened and projected into a D-dimensional vector space,
forming a sequence of tokens in NLP tasks. These vectors are
then processed by the Transformer Encoder, which consists of
MSA layers and feed-forward multi-layer perception (MLP)
layers, enabling the model to learn global spatial relationships.
The MSA mechanism captures long-range dependencies
between patches via parallel attention heads.

Despite its advantages, ViT encounters limitations in deeper
models, particularly attention collapse, where attention maps
across layers become overly similar, diminishing
representational diversity. To address this, the Deep Vision
Transformer (DeepViT) [28], [29] incorporates a re-attention
mechanism that introduces variation in attention maps across
layers. This enhancement enables more effective learning
of complex and diverse features, improving performance in
deeper architectures and making DeepViT especially suitable
for challenging image classification tasks.

IV. RESULTS AND DISCUSSION

A preliminary experimental analysis was conducted to
identify the most suitable classification model by
comparing seventeen different models from machine
learning, deep learning and transformer frameworks, which
are:



TABLE I
PERFORMANCE COMPARISON OF CLASSIFICATION MODELS ON THE BALANCED SONARBOULDER DATASET.

Model Accuracy Precision Recall F1 Score TN FP FN TP
SVM 0.7153 0.7240 0.7011 0.7113 544 202 225 529
Logistic Regression 0.7473 0.7475 0.7512 0.7494 555 191 188 566
Random Forest 0.9273 0.9472 0.9053 0.9247 709 38 71 682
KNN 0.8147 0.8279 0.7940 0.8106 622 124 155 599
Naive Bayes 0.7600 0.7586 0.7662 0.7614 562 184 176 578
ANN 0.7750 0.7734 0.7811 0.7772 574 173 165 589
AdaBoost 0.7548 0.7520 0.7614 0.7563 559 188 180 574
Gradient Boosting 0.7748 0.7735 0.7751 0.7751 578 169 169 585
XGBoost 0.7653 0.7661 0.7661 0.7661 570 176 176 578
CNN 0.7647 0.7611 0.7703 0.7666 566 180 173 581
VGGl6 0.9575 0.9309 0.9848 0.9560 724 53 11 713
ResNet50 0.9525 0.9394 0.9637 0.9514 731 45 26 698
ResNet101 0.9775 0.9792 0.9741 0.9766 761 15 19 705
EfficientNetBO 0.9500 0.9439 0.9530 0.9475 735 41 34 690
InceptionV3 0.9447 0.9241 0.9695 0.9465 686 60 23 731
DeepViT 0.9653 0.9494 0.9859 0.9664 679 41 11 769
ViT 0.9314 0.9556 0.9157 0.9356 660 34 68 739
TABLE II
PERFORMANCE COMPARISON OF CLASSIFICATION MODELS ON THE IMBALANCED SONARBOULDER DATASET.
Model Precision  Recall F1 Score TN FP FN TP
SVM 0.6265 0.5943 0.6100 7477 398 456 669
Logistic Regression 0.2056 0.7336 0.3213 4399 3402 319 880
Random Forest 0.9216 0.8056 0.8593 7796 77 220 907
KNN 0.3449 0.3767 0.3601 6914 870 758 458
Naive Bayes 0.1800 0.7195 0.2996 4400 3474 316 810
ANN 0.1932 0.7021 0.3028 4505 3351 341 803
AdaBoost 0.2207 0.7415 0.3400 4483 3268 323 926
Gradient Boosting 0.2354 0.7581 0.3590 4490 3207 315 988
XGBoost 0.2426 0.7720 0.3687 4583 3122 295 1000
CNN 0.2388 0.7670 0.3640 4531 3172 302 995
VGG16 0.9359 0.9274 0.9300 7592 84 96 1228
ResNet50 0.9277 0.9378 0.9312 7667 91 77 1165
ResNet101 0.9608 0.9471 0.9535 7618 51 70 1261
EfficientNetBO 09113 0.9025 0.9069 7557 117 129 1197
InceptionV3 0.9726 0.9583 0.9654 7744 33 51 1172
DeepViT 0.9680 0.8979 0.9305 7635 39 136 1190
ViT 0.9379 0.9577 0.9465 7700 77 51 1172

SVM [20], RF [20], KNN [20], Naive Bayes [20], ANN [20],
AdaBoost [20], Gradient Boosting [20], XGBoost [20],
CNN [20], Resnet50 [21], Resnet101 [21], VGG16, Incep-
tionV3, EfficientNetB0, ViT [27] and DeepViT [28].

A. Accuracy Assessment

The overall performance of the models was evaluated using
the widely known and used metrics, which are Precision,
Recall, F1 Score, and Accuracy, to assess classification perfor-
mance. Precision reflects the model’s ability to correctly iden-
tify relevant (boulder) instances among all instances it predicts
as relevant, thereby reducing false positives and improving
the model’s trustworthiness. In contrast, Recall measures the
ability to correctly classify all actual relevant cases.

The F1 Score, as the harmonic means of precision and
recall, provides a balanced metric that captures both aspects of
performance, particularly useful when one seeks a balance
between over- and under-predicting a class [30]. Meanwhile,
Accuracy, which measures the proportion of total correctly
predicted instances, provides a general overview of model
performance. While accuracy is an effective metric for

summarizing model performance in balanced datasets, it can
yield misleading results in scenarios involving class imbalance.

B. Evaluation of Model Performance on Balanced and Imbal-
anced Datasets

The first set of experiments was conducted on the balanced
sonar image dataset for boulder classification. Based on the
experimental evaluation shown in Table I, the performance
of various machine learning and deep learning models was
analyzed using standard metrics including accuracy, precision,
recall, F1 score, and confusion matrix elements. Among tra-
ditional machine learning models, Random Forest and KNN
performed the best, with accuracies of 92.73% and 81.47%,
respectively. Random Forest achieved a strong balance
between precision (94.72%) and recall (90.53%), resulting
in a high F1 score of 92.47%. Other classical models, such as
SVM, performed worse, achieving 71.53% accuracy and a
relatively modest F1 score of 71.13%. Logistic Regression
showed slightly better results with an accuracy of 74.73%
and balanced precision and recall, leading to a solid F1 score
of 74.94%. Naive Bayes achieved comparable



performance (76.00% accuracy) and maintained consistent
precision and recall. Ensemble methods like AdaBoost and
Gradient Boosting performed competitively, with Gradient
Boosting achieving an F1 score of 77.51%, nearly matching
that of the ANN, which led among non-RF models with
77.72%. XGBoost also showed robust and balanced metrics,
reinforcing its reliability for classification tasks.

In contrast, deep learning models significantly outperformed
traditional machine learning models. ResNet101 emerged as
the best-performing model overall, achieving the highest
accuracy (97.75%), precision (97.92%), and F1 score
(97.66%), with very few false positives (15) and false
negatives (19). This indicates that ResNet101 maintains a great
balance between correctly identifying both boulders and non-
boulders. DeepViT also demonstrated strong performance,
especially in recall (98.59%), with a low miss rate in
classifying boulders, though it had slightly higher false
positives than ResNet101. Other CNN-based models, such as
VGG16, ResNet50, and EfficientNetB0, also achieved high
accuracy (95% and above), validating the effectiveness of
convolutional architectures for sonar image classification.

Furthermore, transformer-based models, including ViT and
DeepViT, showed competitive performance, with ViT
achieving a high F1 score of 93.56%, despite slightly lower
accuracy (93.14%) than other deep learning models. This
shows that ViT is especially strong in classifying positive
samples (boulders), though it may struggle slightly more with
true negatives. Overall, the results clearly indicate that deep
learning models, particularly ResNetl01 and DeepViT, are
superior for the task of boulder classification in sonar imagery,
due to their ability to extract and generalize complex spatial
features from the images more effectively than traditional
models.

In the second scenario, the methods were employed on
the imbalanced SonarBoulder dataset for boulder
classification. Table II presents a comparison of classification
models. The results show that the class imbalance posed
significant challenges for many traditional machine learning
models. For instance, Logistic Regression, Naive Bayes, and
ANN showed poor precision values (below 25%), despite
achieving high recall (above 70%). This shows that these
models tend to over-predict the minority class (boulders),
leading to many false positives and low F1 scores. For
instance, Logistic Regression had a recall of 73.36% but a
precision of only 20.56%, resulting in a low F1 score of
32.13%. In contrast, tree-based ensemble methods such as
Random Forest and XGBoost demonstrated more balanced
performance. Random Forest achieved high precision
(92.16%) and recall (80.56%), yielding a solid F1 score of
85.93%. XGBoost, while achieving lower precision (24.26%),
maintained a good recall (77.20%), indicating its ability to
classify most boulders, albeit at the cost of increased false
positives. KNN demonstrates low performance, with a
precision of 0.3449, a recall of 0.3767, and an F1 score
of 0.3601, indicating its limited effectiveness in
distinguishing boulders from non-

boulders in the imbalanced dataset.

Deep learning models outperformed traditional methods,
especially convolutional and transformer-based architectures.
InceptionV3 achieved the best overall performance with the
highest F1 score of 96.54%, precision (97.26%) and recall
(95.83%). ResNet101, ViT, and DeepViT also performed well,
with F1 scores exceeding 93%. ResNetl01 recorded the
highest number of true positives (1261) among all models,
with very few false negatives (70) and false positives (51),
indicating robust and reliable classification. Furthermore,
transformer frameworks such as ViT maintained a strong
balance between precision (93.79%) and recall (95.77%),
while DeepViT leaned towards higher precision (96.80%) but
slightly lower recall (89.79%).

Overall, these results emphasise the importance of model
selection and architecture in both balanced and imbalanced
classification scenarios. Deep learning and transformer
models, particularly InceptionV3, ResNet101, and DeepViT,
demonstrate superior performance in handling class imbalance
without the need for explicit balancing strategies, likely due to
their deep feature extraction and high representational power.
In contrast, traditional machine learning models tend to either
overfit the majority class or overcompensate for the minority
class, leading to poor classification performance in
imbalanced scenarios.

V. CONCLUSION

In this study, we generated SonarBoulder, a novel
benchmark dataset for underwater boulder classification from
high-resolution side-scan sonar imagery collected in offshore
regions of Sweden. The generated dataset includes both
balanced and imbalanced subsets, enabling rigorous evaluation
of model performance under different class distributions.
Besides this, we introduced a pre-processing pipeline that
enhances boulder visibility and standardizes image quality
across sonar lines. Using the created dataset, we assessed
the performance of a diverse set of state-of-the-art models,
including traditional machine learning classifiers, deep
convolutional networks, and transformer-based architectures.
Our results demonstrate that deep learning models such as
ResNet101 and the transformer-based DeepViT achieve high
accuracy, precision, recall, and F1 score on the balanced
dataset, while InceptionV3 achieves the highest precision,
recall, and F1 score on the imbalanced dataset, indicating their
reliability for boulder classification tasks in SSS imagery.
This work contributes a valuable resource and baseline for
advancing automated sonar interpretation in marine science
and offshore engineering applications.
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